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ABSTRACT
As technology advances, the control systems that are used to drive devices are
growing more and more complicated. In many situations the PID controllers of
the past are replaced with complicated high-level controllers that allow complex
systems to satisfy complex spacial and temporal specifications. It is important to
have methods for designing controllers that guarantee that these tasks are performed
correctly.
Our research focuses on generating controllers for hybrid systems that satisfy
safety and temporal logic specifications. A hybrid system is a dynamical system that
incorporates both continuous and discrete elements. Safety specifications involve
avoiding a set of unsafe states while eventually reaching a set of goal states, and
temporal logic specifications involve reaching or avoiding sets of states depending
on the the system’s history. Some existing methods solve this problem globally, but
either grow computationally intractable as the dimension of the dynamical system
grows, or requires the system to have very simple dynamics. Other methods perform
an on-line search for a feasible trajectory, but without a guarantee that a satisfying
trajectory will be found in an acceptable time frame. The proposed method lies in
between these approaches in that it guarantees satisfaction of the specifications for
a local set of initial states, and can be applied to high dimensional and/or complex
dynamical systems.
In our approach we first introduce the control autobisimulation function, which
is the analogue of the control Lyapunov function for approximate bisimulation. We
use this function to determine a set of admissible feedback control laws that guarantee trajectory robustness, a property that ensures that any trajectory of the closedloop system that is initialized within some neighborhood of a nominal trajectory
will stay within some tube of the nominal trajectory when given the same input.
This feedback control and input can be used as the controller for some subset of
the initial states. We next derive a method to compute the largest tube such that
any trajectory inside the tube is guaranteed to satisfy the desired specifications. By

x

generating feasible trajectories, say by a human playing a video game simulation
of the system, we can create a set of trajectories such that for any allowable initial state there is a trajectory whose feedback law and input will meet the desired
specifications.
We next examine methods for improving the controller synthesis process or
improving the resulting controller. We present two methods of optimizing the trajectories. In the first, we use a gradient descent approach to minimize a cost functional
while maintaining a desired robustness using potential functions. In the second, we
use a tool from nonsmooth optimization to optimize the robustness directly. These
methods are then used to automatically generate new trajectories from given trajectories. We then present a method for learning a piecewise affine feedback control
law from the trajectory-based controller. Finally, we will examine methods of performing distance computations, a calculation vital for any implementation of our
approach, and present a novel method for calculating the distance to the boundary
of an ellipsoid with better robustness and efficiency than existing methods.

xi

Chapter 1
Introduction
At a high level, the research presented in this dissertation aims to develop a method
to synthesize a controller for a continuous or hybrid system that satisfies a given
set of safety or temporal logic specifications. Hybrid systems are dynamical systems
that consist of both continuous and discrete dynamics. Safety specifications require
that the system avoids unsafe behaviors while eventually reaching a desired state,
and temporal logic specifications generalizes this by allowing for time-dependency
in the specifications.
We propose using a two-tiered controller. At the lower level is a feedback
controller that provides a guarantee that the system will remain near to a nominal
trajectory provided to the controller. The higher level consists of a feedfoward
controller that uses a set of trajectories that robustly satisfy the specifications, and
based on the system’s initial state determines which trajectory to use to guarantee
that the closed-loop system will also satisfy the specifications. The trajectories are
generated such that they provide such a guarantee for all desired initial states.
In this chapter we will provide some basic background and history of the field
of control systems, and use this context to motivate both the problem and proposed
solution considered in this dissertation. We will then present current research that
is related to this problem, and point out the gaps that our method addresses. Next
we will outline the contributions of this dissertation and contrast our approach with
existing methods. We will end the chapter by providing a layout of the dissertation
and a description of the associated contributions.

1.1
1.1.1

Historical Background
Control Systems
A system, at its core, is distinguished by its state and a set of rules that define

how its state evolves over time. A control system contains a set of manipulable
inputs that influence the evolution of the system’s state. The field of control systems
1

2
studies the design of controllers that produce inputs that generate desired behaviors
in the system’s state over time. Control systems have a long and storied history,
some of the most fascinating examples of which being the ancient automata of the
the Greeks and Romans. Hero of Alexandria, back in the first century AD composed
theatrical displays that involved doors that automatically opened using pneumatics
and automata that moved across the stage using dropping weights, pulleys, and other
mechanisms [2]. In the modern era, a system’s rules are modeled using mathematical
language, and mathematical theory is used to design a controller to behave in a
desired way.
The concept of a system is very general, and as such there are very many
ways to model a system. The field of control systems is rooted in systems that have
continuous state spaces that evolve via ordinary differential equations. Common
examples of this are physical systems whose states are driven by Newtonian physics,
or electro-magnetism, or fluid dynamics. Related to this are discrete-time systems,
where the continuous states evolve along a discrete time-axis via difference equations.
This field grew rapidly in the 1970s due to the advent of the microcontroller in 1969,
which allowed rapid computation over sampled sequences generated by continuoustime systems.
Conversely, systems may have discrete states and evolve via a sequence of
discrete inputs. Such systems have largely fallen under the purview of computer science, and are normally represented by automata, formal language models, or Turing
machines [3]. In computer science, these are referred to as mathematical models of
computation, and are used to derive theoretical results regarding the limitations
on the computability and complexity of problems. The 1970’s and 1980’s saw the
development of the field of discrete event systems, which uses automata and formal
languages to model systems whose evolution is determined via the abrupt occurrence
of physical events at possibly unknown irregular intervals. This research aimed to
apply control theoretic results—such as controllability, observability, stability, etc.—
to these discrete systems [4]. To handle timing constraints on the evolution of these
systems, a theory of timed automata has been developed which extends automata
with real-valued clocks [5]. Examples of discrete-event systems include queuing
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systems, computer systems, communication systems, traffic networks [6].
Often, systems are neither fully continuous nor fully discrete. The canonical
example of such a system is that of a heater and thermostat. The heater has two
discrete states, “on” and “off”, which determines the way that the temperature,
a continuous state, evolves. Sometimes, systems may have continuous states, but
evolves via time-driven and event-driven dynamics. An example of this is a bouncing
ball, whose position is determined both by Newtonian physics and by the discrete
bouncing events. Historically, these systems were represented entirely within the
continuous domain or the discrete domain, where one may use well-developed tools,
and consequences of this approximation were handled after the fact [7]. As the
capabilities of technology expand and demands on the behavior of a system grows
stronger, the interplay between the continuous and discrete components becomes
more and more important. Initial work in the 1990s attempted to bridge this gap
by modeling the continuous components with differential equations and the discrete
components with discrete-event systems, and formalizing the interface that maps
the continuous variables to discrete events and vice versa [8]. Around the same
time, many similar but slightly varying models were promulgated that unified the
two dynamics in one framework, referred to as hybrid systems [9, 10]. Over the past
two decades the models have become more homogenized, although there often is
some amount of variation depending on the system being modeled. Hybrid systems
are a very active research topic today, which can be evidenced by the number of
IEEE publications from 2014 relative to other controls fields, given in Table 1.1.
In this dissertation we will be considering the design of controllers for hybrid
systems. In doing so, we will derive results that are applicable for continuous systems
and extend them to the hybrid case, so that the presented techniques are applicable
for a broad class of systems. It is worth noting that while discrete systems are
a subset of hybrid systems and the results described in this dissertation could be
applied to such systems, the results would be trivial and there are very powerful
tools that exist for such systems, see [11].
These of course are not the only characteristics that distinguish systems. Systems could be nondeterministic, wherein the evolution of the system may branch, or
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Table 1.1: Number of IEEE publications for various controls topics in
2014. The numbers represent the number of results returned
by IEEE Xplore for each search term.
Search Term
Optimal Control
Distributed Control
Hybrid Systems
Adaptive Control
Robust Control
Fuzzy Control
Cooperative Control
Discrete-Event Systems

Results Returned
5019
4833
4613
3960
3203
1812
856
441

the system be be stochastic, in which probabilities are associated with the branching of the system. Models for these are often used to represent complex systems
where the underlying dynamics are unknown, but aggregate behavior can be modeled from empirical observation. Many examples exist in the field of systems biology
[12, 13, 14], social networks [15, 16], and economics [17, 18]. Stochastic systems will
not be considered in this dissertation.
1.1.2

Behavior Specifications
One normally is not interested in the system per se, but rather in the behaviors

that the system exhibits. The driving force for developing a mathematical model
of a system is twofold. First one can use the model to analyze the behaviors of a
system, and second one can use the model to design a controller to effect a desired
behavior.
The pioneering work in the field of feedback control was used to regulate systems. These were originally mechanical systems that provided negative feedback to
stability a system at a set point, whether it was a float which stoppered a valve when
the flow rate was too large [19], or a damper which closed on an incubator when
the temperature was to high [19], or a flyball governor, which converted rotational
speed to a linear actuation used to regulate speed [20]. This evolved into guaranteeing stability of a system, which was developed by E. J. Routh for linear systems
in 1877 [21], and by Lyapunov for nonlinear systems in 1892 [22]. The concept of
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maintaining a system as a steady state value was later extended to that of tracking
a time-varying reference signal, a standard example for which is automatic radar
tracking, for which there are many patents [23, 24, 25].
In the mid-1900s, methods were developed to analyze and control not just the
steady-state characteristics, but the transient response as well. This is normally
characterized by the rise time, overshoot, and settling time required for a system
in response to a unit change in the system’s set point. These were analyzed and
designed for using both frequency-response methods, e.g. [26, 27, 28], and the root
locus method [29].
The 1950s saw the advent of optimal control, where the behavior was specified
to be that which minimizes some cost function. This allowed for fairly general
specifications in terms of states, inputs, and run time. The main results that enabled
this field were the development of the Hamilton-Jacobi-Bellman equation [30], and
the development of Pontryagin’s Maximum Principle [31].
Starting in the 1980s and 1990s and continuing through today is the analysis
and design of computation models and hybrid systems with respect to safety and
reachability behavior specifications. Behaviors that satisfy these types of specifications, in a basic sense, terminate in a set of desired goal states, while avoiding
all unsafe states. This is a very active field of research, and as we noted in [32],
safety/reachability has seen a lot of practical use in varied applications such as the
safety analysis of air traffic systems [33], design verification for electronic circuits
[34], design verification for synthetic biology (e.g. [35]), and model analysis for
biochemical processes [36].
We are currently living in a golden age of automation. We have self-driving
cars [37], robots that retrieve and route pallets of goods in a warehouse [38], robots
that vacuum [39], and even robots that fold clothes [40].1 Such controllers operate
at a high level, and the previous behavior specifications are grossly inadequate for
handling such tasks. Temporal logics are better suited for such tasks, allowing one to
describe temporal requirements on a system’s behavior, such as “property a always
holds,” or “eventually property b is satisfied,” or “property c holds until property
1

There are surprisingly many different research groups with papers on this topic, this is just
one recent representative example.
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d is satisfied.” Originally introduced in 1977 to describe the temporal properties of
programs [41], these specifications have been successfully used with hybrid systems,
e.g. [42], and robotics, e.g. [43, 44, 45].
The research presented in this dissertation initially considered the task of designing controllers that formally guarantee the satisfaction of safety/reachability
specifications. Often, a controller is designed with no such guarantee, and simulations of the closed loop system over various possible operating states are performed
to trajectories that falsify the specifications, subsequently updating the controller
in an ad hoc manner [46, 42, 47]. This dissertation will also extend most results
to metric temporal logic specifications [48], which augment the temporal operators
with metric intervals over which the operator must be satisfied. Using the robust
semantics provided in [49], this extension is rather straightforward.
1.1.3

The Role of Humans in Controller Design
There has always been strong connections between humans and controllers.

Much of the research in the field, both historical and current, has addressed the
role of a human in the application of a controller, or the role of a human in the
design of a controller. In a sense, the goal of a controller is to do what a human
cannot, or to do what a human can but better. A particularly illuminating example
is presented in the article “Anatomy of a Crash” [50]. They outline the time line
of the engagement and operation of various safety systems in the Ford Falcon XT
throughout the course of a driver-side door impact. In this time line, all safety
systems run to completion three times faster than it takes for the driver to even
recognize that an impact occurs. A similarly fascinating example is the Grumman
X-29, an experimental aircraft with forward swept wings from 1984 that a human
cannot fly without the corresponding control system [51]. The basic limitation here
is the human response time, which is on the order of 150ms. This is why a person
can, in general, balance a yard stick on their hand, but cannot balance a pencil [52].
This is not the only human limitation that theoretical advancements have overcome.
Much work has been made in higher level reasoning processes as well, with some
famous examples being when Deep Blue beat Garry Kasparov at chess, the reigning
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world champion at the time [53], or when Watson beat Ken Jennings and Brad
Rutter at Jeopardy!, who are the top two highest earning contestants in the shows
history [54].
Similarly, the evolution of the field of control systems has seen a steady reduction in the role of the human on the side of design and operation of the controller.
The development of the PID controller in the 1930s and 1940s provided a generic
tool for the feedback regulation of systems, and Ziegler and Nichols soon provided
a standardized method for choosing the controller gains [55]. The 1960s saw the
development of the Linear Quadratic Regulator, which provides the optimal linear
feedback controller for a linear system with a quadratic cost on the system’s states
and inputs. The advent of adaptive control allowed for the design of controllers
that automatically adapted to changes is a system’s parameters, reducing the need
for human oversight and tuning [56]. Much additional research has focused on entirely automating the controller design process for various systems and behavior
specifications, e.g. [57, 58, 59].
Interestingly, as we approach the point of ubiquitous automation, the question
being raised by academia is increasingly not “what can we do,” but rather “what
should we do,” e.g. [60, 61, 62]. This has lead to a recognition of the importance of
having a human-in-the-loop, and to controller design principles specifically related
to this fact, e.g. [63, 64, 65]. Even further, there has been research that tries to
design a controller that mimics a human’s control input [66, 67]; this is especially
useful in cases where formalizing an acceptable controller is harder than actually
controlling the system.
Despite the apparent dominance of technology over human capabilities, there
are still certain tasks that seem trivial for human, but are very difficult for an
automated controller, such as grasping an object [68]. This has lead to a movement
to crowdsource the solution to difficult problems. Initially, the concept was applied
to distributed computation, where sub components of some large problem were
sent to a large network of personal computers, which would perform the desired
computation and return the result, for example to find an optimal folding of a protein
[69], or to detect intelligent life outside of earth [70]. ReCaptcha innovated on this
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concept, by solving difficult optical character recognition problems by posing them
to humans as part of standard web security measures [71]. This was later extended
to the idea of designing games to have people solve difficult problems [72], such as
protein folding [73], which interestingly has lead to a novel folding algorithm that
outperforms the previous methods [74].
In this dissertation we consider a method for designing a trajectory based
controller. Although the trajectories used in our approach can be generated by any
means, our motivation is to continue this crowdsourcing trend, and have humans
generate the trajectories to design the controller. The reason for doing so is that
such a method might provide a feasible technique for designing a valid controller
where other methods might fail due to state-space explosion or a very restricted set
of satisfying inputs.

1.2

Related Research
In this section we will first motivate the significance of the problems under

consideration. We will follow this with research from the hybrid systems community that addresses these problems in various capacities, as well as describe their
strengths and drawbacks. We will end this section describing results from the field
of motion planning for robotics, and describe the relationship between these results
and problems considered.
In designing controllers it is important to ensure that the resultant controller
displays correct, or safe, behavior in all expected operating conditions. As systems,
their controllers, and operating specifications grow more complex, it becomes increasingly difficult to guarantee the safe operation of the system. Many researchers
address this concern by designing controllers, then attempting to verify their safe
operation after the fact. Other researchers design a controller by iteratively finding
unsafe behavior and modifying the controller to prevent this. In our research, we
aim to develop a method for synthesizing a controller that guarantees the desired
operation of the system. Being able to design such a controller is useful in a broad
spectrum of engineering disciplines, a sampling of which are presented below.
• Safety analysis of air traffic systems [33].
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• Design verification for electronic circuits [34].
• Design verification for synthetic biology [35].
• Model analysis for biochemical processes [36].
• Analysis of the stability and reachability of a model for luminescence in the
marine bacterium Vibrio fisheri [75],

• Verification of a batch evaporator [76].
• Manned/unmanned vehicle interaction [77].
• Robotic aerial vehicles [78].
• Traffic network control [79].
• Unmanned autonomous vehicles [80].
• Switching power converters [81].
Verifying safety properties for purely discrete systems has been extensively
studied, and many tools exist that automate this process, e.g. [82], or the tool SPIN
[83]. When continuous dynamics are included, however, the problem becomes much
more difficult and a new set of tools are required to address this problem. This was
extended to a subclass of hybrid systems called timed automata [84] in which discrete
automata are augmented with one or more clocks, i.e. continuous dynamics that are
pure integrators with constant inputs. Unlike hybrid systems, it has been proven
that the problem of determining state reachability for timed automata is decidable.
There are many tools available to analyze timed automata, such as UPPAAL [85]
and Kronos [86]. Further, these systems can be used to approximate continuous
systems [87].
One way of performing verification and controller synthesis for these hybrid
systems is via reachability methods. The basic idea for verification is to characterize
the states that are reachable under the system’s dynamics and determine whether
the unsafe states are excluded (safety property) and the desired states are included
(reachability property). The basic idea for controller synthesis is to form a control
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law such that the reachable states of the closed loop system meets the required
properties.
A common class of reachability methods overapproximates the reachable set.
The overapproximations are derived such that one can guarantee that the desired
properties are satisfied. However, these overapproximations are by nature conservative. In verification problems, this means that this method can fail to prove safety
properties for systems that are safe. Conversely, this method cannot be used to
prove a system is unsafe. In controller synthesis problems, no controller may exist
that satisfy the properties for the approximate reachable set, even if safe control
laws do exist for the actual system. Researchers have developed methods for linear
systems [88], piecewise-linear systems via the tool d/dt [89] or the tool PHAVer [90],
and polynomial systems [91]. For more complex dynamics, one can approximate the
dynamics of the nonlinear system with simpler dynamics and apply the foregoing
methods. In [92], the dynamics are interpolated over a grid to yield a piecewise affine
system, and the interpolation error is treated as a bounded input to guarantee conservatism. In [93] a set of trajectories are used to generate a piecewise linearized
model to use in the reachability calculations. The tool CheckMate uses polyhedral
approximations of the reachable sets to derive an approximate quotient transition
system for the verification of polyhedral-invariant hybrid automata [76]. The tool
VeriSHIFT uses ellipsoidal overapproximations for linear systems with linear input
[94].
The convergent approximations method aims to eschew the conservatism introduced by the approximate methods by appealing to a Hamilton-Jacobi formulation.
The boundary of the reachable set for a system is shown to correspond to the solution to a particular Hamilton Jacobi partial differential equation [95]. This method
is numerically intensive, and the discrete Hamiltonian can cause numerical issues.
The latter issue can be addressed by considering viscosity solutions to the partial
differential equation [96], or by considering a new framework that maintains the
continuity of the Hamiltonian [97]. It is shown in [98] that the solution for linear
systems can be found without requiring Hamilton-Jacobi-Bellman theory.
Another approach to this problem is to use abstraction based methods. To
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implement, one abstracts the dynamical system to another system that is easier to
analyze and derive desired results. One then employs the theory of approximate
bisimulation [99] to bound deviations between of trajectories the two systems, in
order to transfer the derived properties of the simpler system to the desired system.
In practice, this is used to establish a quantization of the continuous state space,
which can result in a countable transition system approximation of the original dynamics, which can then utilize efficient algorithms for the verification of discrete
systems [100, 101]. However, this method requires incremental stability, a property
that guarantees that trajectories that are initiated close to one another remain close
in some sense. A more recent work drops the incremental stability requirement and
aims to recover it by using backstepping controller design [102]. In general, the
procedure presented in these papers will yield an open-loop controller that requires
encoding the dynamics of the abstraction. In [103], a new procedure using these concepts is presented that does not suffer from these drawbacks. The tool CoSyMa uses
this abstraction technique to automatically synthesize controllers for incrementally
stable switched systems using multi-scale discrete abstraction.
The overapproximative methods often run in polynomial time, and can handle
problems of moderate size. These methods are also “correct by design” in that a
controller generated using this method is guaranteed to be safe. However, the conservatism often requires finer and finer approximations and can fail to terminate,
especially when the underlying dynamics are strongly nonlinear. The HamiltonJacobi formulation determines an implicit relationship for the reachable set, so this
method does not suffer from the conservatism of the approximate methods. However, the running time of these methods are exponential in the dimension of the state
space, and cannot handle more than a few state variables. Further, these methods
are “correct in limit” in that an iterative procedure is applied that converges to a
safe controller. The abstraction techniques are guaranteed to terminate, unlike the
overapproximations, and are “correct by design” unlike the convergent approximations method, but often requires incremental stability, greatly limiting the systems
it can be applied to, as well as requiring a gridding of the state space, which can
become computationally infeasible for even moderately sized systems.
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These types of problems have also been considered for many years in the
robotics community, and as such many methods have been derived that achieve to
solve them, in part or in total, for a variety of situations, such as with a mobile
robot [104], robotic arms [105], and more recently for swarms of mobile robots [106].
A common approach is to try to derive an open loop path for the robot in
its configuration space that satisfies the problem, then employ the use of a path
following controller to implement the result. This can be done via genetic algorithms
[107] which grid the space and operates over strings representing the cells in the grid.
This can also be handled with combinatorial approaches [108, 109]. These kind of
approaches decompose the configuration space or work space into cells, and then find
the maximum clearance path or shortest path between two points using precomputed
information regarding the structure of the cells. Many of these methods are either
slow or difficult to implement, which has lead to sampling-based methods. One of
the most successfully such approaches is the Rapidly-exploring Random Tree (RRT)
[110], in which points are randomly sampled in the space and added to a tree. Once
this tree contains the initial point and goal point, a feasible trajectory can be found.
If the points are generated deterministically, this is referred to as a Rapidly-exploring
Dense Tree (RDT). In the late 1980s and early 1990s, potential functions were often
used to perform such a task [111, 112, 113]. In this framework, potential functions
are applied around obstacles and goal regions to repel trajectories from the former
and attract them to the latter. A global trajectory from the initial point to the goal
is initialized, and then optimized with respect to this potential field, and accepted
if the resulting trajectory meets the specifications. In all of these methods, once a
feasible path is found, some amount of post-processing can be employed to improve
the trajectory. Such methods may take a long time to run, and even then some of
these approaches are not guaranteed to find a feasible solution.
Potential functions have also been used in a feedback setting. This concept
was first introduced in [114], wherein the gradient of a given potential field is used
to generate a velocity vector for the system. Without further restrictions on the
potential field, this approach can lead to spurious result, either by guiding the
system to a local minimum which is not in the goal set, or by driving the system
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into a cycle. This later has lead to the concept of a navigation function [115, 116].
For a potential function to be a navigation function, the goal must consist of the
states with lowest potential, it must be infinite at any state that cannot reach
the goal, and for any state not in the goal, the local operator which determines
desired input must be able decrease the potential. Such a function can be found
using harmonic functions. A harmonic function is guaranteed to have its minimum
on its boundary, so it is well suited for ensuring the system transitions through a
boundary of the cell. This is enforced using Dirichlet conditions for the cell, which
assigns a large constant value for obstacle boundaries, and a zero constant value
for the goal boundaries. One can also employ Neumann conditions on the obstacle
boundaries, which guarantees that the gradient vectors are tangent to the obstacle,
and thus cannot point into the obstacle. Generally, an analytical expression for
the harmonic function cannot be found explicitly, and its gradient will need to be
computed analytically. Further, this approach requires an explicit representation
of the boundaries in the configuration space, which can also be computationally
intensive [117]. These issues can be partially alleviated by decomposing a space into
convex cells, and defining a harmonic function over the cells [118]. This effectively
shifts the controller to a multi-level design. At a high level, a discrete controller is
used to determine a sequence of cells that connects the cell with the initial state
to the cell with the goal state. At a low level, each cell uses a harmonic potential
function that is guaranteed to drive the system to the desired transition edge while
avoiding all other edges, using Dirichlet boundary conditions values of zero and one,
respectively. As this is a continuous state feedback analogue of the combinatorial
approaches mentioned earlier, there is also a corresponding sampling based analogue
[119]. In this approach, a randomized approximate cover is generated over the
free space. Each ball defines a set of funnels—a potential function shaped like a
conventional funnel—that drives the system from any state in the ball to an overlap
region with one of the neighboring balls. Then, as before, the problem becomes
using a discrete solver over the connectivity graph of balls to find a sequence of
balls connecting the initial point to the goal region, and the funnel shaped potential
functions corresponding to the desired transitions provide the required feedback.
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This brings us to the current state-of-the-art when it comes to robot motion
planning, especially with respect to specifications like those given in Problems 2.26
and 2.28. These controllers, like [118] and [119], are hierarchical, and operate at
three general levels [120]:
Specification A high-level specification is provided over a discrete representation
of the environment, for example by decomposing the free space into cells and
constructing an adjacency graph.
Execution A discrete planner is used to satisfy the high-level specification, for
example by finding a satisfying path in the graph.
Implementation A controller is designed to ensure the system correctly follows
the solution provided by the execution level.
This initially lead to controllers that were open-loop at the discrete level [121]. Others applied this concept to temporal logic specifications by generating an automaton
at the specification level, and using standard model checking software to find accepting strings of the automaton (this is technically done by finding counter examples
for the negation of the desired specification) [122]. Most of the approaches so far
use first order dynamics for the robot, so that the inputs are the desired velocities
of each robot parameter. This allows for a simple potential field approach for the
implementation level. Some work has generalized this. For instance, in [123], second
order dynamics (a kinodynamic model) is assumed, and an approximate bisimulation function is used to bound the error from the first order model. This error
bound is used in conjunction with robust semantics for metric temporal logic to
guarantee correct behavior at the implementation level. Alternatively, in [124] the
implementation level is performed using RRT/RDT to generate trajectories with
respect to arbitrary dynamics that satisfy the discrete plan. In [80], the discrete
planner is made reactive by defining a set of sensor propositions for the automaton
and calculating the next discrete state every time a discrete transition occurs. This
last example elucidate one of the fundamental dichotomies in robot motion planning: purely combinatorial approaches can guarantee finding a solution if one exists,
but cannot, in general, handle differential constraints, such as requiring a path to
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satisfy a systems dynamics. Conversely, sampling-base algorithms can only provide
guarantees in the limit as execution time goes to infinity, but these approaches can
handle differential constraints in a straightforward manner.
Some of these methods provide quite strong results, but at the cost of some
limitation in the complexity of the problem. The hierarchical controllers are globally applicable, but in general assume the dynamics between inputs and outputs are
simple first-order dynamics. The discrete abstraction reachability method is also
globally applicable, but requires gridding the state space, which causes an exponential growth in computational complexity as the number of states grows. The
convergent approximations method synthesizes the controller for a safety problem
by determining all states that reach the goal safely, and this too has a computational
complexity that grows rapidly in the size of the problem. The overapproximations
method introduces conservatism that might fail to find a valid controller unless
the safety problem is sufficiently nonrestrictive. Some of the motion planning and
sampling-based approaches get around the computational difficulties induced by
global results by performing a search on-line from the initial state for a trajectory
satisfying the specifications. However, such a search-based approach may not be
able to find such a trajectory in an acceptable amount of time.
This gives us two types of results, those that apply to general problems and can
create valid controllers for many or all initial states at the expense of the system’s
complexity, and those that find a valid set of inputs for only the current state by
searching on-line, and not able to provide an a priori guarantee of performance. Our
research addresses this gap, by performing the search for valid trajectories off-line
and using these to find a valid controller applicable for complex systems, but for
a limited set of initial states. This kind of approach is well suited for performing
specific tasks, rather than general ones, and would allow for the design of provably
valid controllers for systems that may otherwise be intractable to work with.

1.3

Contributions
We explore using human-generated trajectories to leverage the benefits of

crowdsourcing. If one were to create a digital simulator of the system in the form of
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a video game hosted online, one could have the required trajectories generated by
many individuals who choose to play the game. The benefits of this approach are
manifold. Humans use mental heuristics and intuition when approaching problems,
that allow for a very directed search for a solution, versus brute force methods that
often need to search over large portions of the solution space that a human may be
able to recognize as fruitless. Heuristics are powerful enough that academics have
studied how they are formed [125], as well as their application to a variety of problems in engineering and computer science (e.g. [126, 127, 128]). By crowdsourcing
the trajectory generation, the control designer is relieved of needing to develop the
heuristics required to solve a problem too large or complex to use brute force. Further, different people will use different heuristics, and where some people may not
be able to find a solution, others may be able to. A brief history of crowdsourcing
and an overview of what it has accomplished is presented in Section 1.1.3.
It is also possible to use trajectories from a single expert to learn the control
law, rather than using a crowdsourcing approach. When used in this fashion, one
could design a safe controller for a process that can already be solved manually. This
is closer in design to research in learning by demonstration [67] or apprenticeship
learning [66].
Much of the work presented in Section 1.2 focuses on either designing a provably correct controller for systems with relatively simple dynamics and very general
situations, or alternatively designing a good controller for more complex systems
in general situations, but for which there is no guarantee beforehand on satisfying
the problem specifications. The motivation for our method is to present an approach that is (as much as possible) independent of the complexity of the system
and environment, and guarantees satisfaction of the specifications. We provide this
by trading off with the generality of the controller. Our approach will apply only
to a specific task, and will realistically only work for small region of initial states.
This is still beneficial approach in at least two ways. In the first, we may have a
complex system and or specification, and for which we are only interested in operating a specific task. This type of situation is common in manufacturing. If general
techniques for designing controllers are insufficient for solving the problem due to
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the complexity, our approach can be employed to find an acceptable controller. The
second way is to embed our approach in the implementation layer of the hierarchical
control described in Section 1.2 for motion planning. In this sense, our approach is
used to generate motion primitives that guarantee correct execution of the continuous dynamics of a system for a discrete step, and a discrete controller generates the
sequence of discrete steps required to solve a high level problem.
Let us specifically consider the various methods presented in Section 1.2.
Methods for feedback controller design have been proposed that guarantee safety
for the entire system, such as by using approximate bisimulation (e.g. [129]) or by
using a Hamilton Jacobi formulation (e.g. [97]), but the complexity of these methods
grow exponentially in the size of the underlying system, and can be computationally
infeasible for relatively small systems. Other methods are more computationally efficient, but use overapproximations in their analyses (e.g. [76]). This introduces a
certain amount of conservatism that may prevent a feasible controller from being
found. Our approach does not suffer from the exponential growth in complexity in
the size of the state space, and there is no fundamental limitation to finding a solution, if one exists. The discrete approximation approach often requires incremental
stability [130], a strong requirement for a dynamic system. Even though they drop
this requirement in [131] and generate the property using a backstepping controller,
this applies only to restricted class of “strict-feedback form” systems. Our approach,
on the other hand, can be applied directly to linear, linear affine, feedback linearizable, and differentially flat systems using the tools presented in Section 3.1, as well
as hybrid systems whose continuous dynamics fall in these classes. Further, our approach can be used for any dynamical system for which a control autobisimulation
function can be found.
The robot path planning algorithms solve a problem that is related to, but fundamentally different from, the problems considered here. Specifically, the trajectory
generation approaches [110, 111] attempt to find a single trajectory that satisfies the
specification from a given initial point. Our research aims to generate a controller
satisfying the specification for a dense set of possible initial points. It is worthwhile
to note that while we are motivated by the idea of using humans to generate valid
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trajectories, one could use these types of approaches instead to perform this task.
The original work regarding feedback control using potential functions [114]
does not provide a guarantee that the goal set will be reached, and thus are inadequate to address the problem at hand. The later research, using navigation functions
[116] and hierarchical control [120], are closer to the desired goal. Approaches that
whose implementation layer uses sampling based method in general can handle complicated dynamics, but there is no guarantee that an acceptable trajectory will be
found, or how long it will take to find one if one is found. Conversely, the combinatorial approaches are generally limited to simple robot models with first order
dynamics, but can provide the desired feedback law and guarantee of specification
satisfaction. In either case, the implementation will require decomposing the environment into cells and the complexity of the algorithm will depend strongly on the
complexity and dimension of the environment. Our approach is well suited for a
variety of nonlinear dynamics, and the complexity will not suffer the same growth
with the complexity of the environment. While these approaches work well for general scenarios and lower-dimension systems with simpler dynamics, our approach is
better suited for more complex scenarios with a system trying to solve a specific
task.

1.4

Layout
The material in this dissertation is organized into the following chapters.

• Chapter 2: This chapter presents definitions and important results for the
fields of hybrid systems, metric temporal logic, and bisimulation. These will

be taken from preexisting research in these topics, and will provide the theoretical tools required to derive the results presented in later chapters. We then
formalize the problems addressed by the results presented in this dissertation.
Examples from literature will be presented to motivate the consideration of
this problem. Finally, we will present our controller synthesis method, which
will employ the tools developed in subsequent chapters.
• Chapter 3: In this chapter we discuss the concept of trajectory robustness.
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We derive conditions on feedback controllers that will guarantee this property
for continuous systems with both continuous and discrete time dynamics. We
will then develop a method for designing such controllers for several classes
of nonlinear dynamics. We will then describe the robustness of a sequence
of trajectory segments of a hybrid system. In each of these cases illustrative
examples are provided We end the chapter with a discussion regarding trajectory robustness in the presence of a bounded error in the input. The results
in this section are mostly based on [1, 132, 32, 133].
• Chapter 4: In this chapter we develop analytical tools for calculating the
robustness of a valid trajectory. We begin by considering continuous systems

for safety and metric temporal logic specifications. We then extend these
results to hybrid systems with externally forced switching for both safety and
metric temporal logic specifications. Finally, we general analogous results
for hybrid systems with general switching, but for safety specifications only.
For each class we provide examples to demonstrate the application of the
corresponding results. The results in this section are mostly based on [1, 132,
32, 133].
• Chapter 5: This chapter presents two gradient-descent based techniques for
optimizing the trajectories used in the trajectory-based controller synthesis

method presented in Section 2.5.1, and one technique rooted in such optimization. The first method considers a functional derivative approach for
continuous-time trajectories, and relates this to sensitivity methods for trajectories with a priori discretization. The second method employs the limited
memory bundle method from nonsmooth optimization to perform the optimization. Finally, an automated method for generating new trajectories using
these techniques is presented. The research is this chapter is based on [134, 32].
• Chapter 6: This chapter introduces a method for generating a feedback

control law satisfying the safety controller synthesis problem presented in Section 2.4 given a valid trajectory based controller. This chapter is based on the
research presented in [135].
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• Chapter 7: The results of this chapter focus on the practical concerns of
performing distance calculations. We present a method for using over and under approximations for calculating the minimum distance between a trajectory
and a set without needing to perform distance computations over the entire
trajectory. We next examine how to calculate the distance between a point and
a polytope. We end the chapter with a robust, efficient method for calculating
the distance between a point and an ellipsoid, and provide a comprehensive
comparison of the novel algorithm with existing methods. The polytope results are standard results presented for completeness, and the ellipsoid results
are submitted for publication [136].

Chapter 2
Preliminaries
2.1

Hybrid Systems2
A hybrid system is a system that is modeled using both continuous and dis-

crete dynamics. Continuous dynamics are commonly modeled with a state-space
representation that relates the inputs and states of the system using first-order differential equations. Discrete dynamics are often modeled using finite automata. To
build up our definition of a hybrid system, we first introduce the concept of a hybrid
automaton, which unites these two frameworks.
Definition 2.1 (Hybrid Automaton). Let a hybrid automaton be defined by the
tuple (L, X , Y, A, U, Inv, E, Σ). These eight elements represent
• L is the discrete state space for the system. We shall refer to the discrete state
of the system as its locations.

• X ⊂ Rn is the continuous state space of the system. We shall refer to the
continuous state of the system as its state.

• Y ⊂ Rl represents the output space.
• A is the discrete input space of the system.
• U ⊂ Rm is the continuous input space.
• Inv : L → 2X is the location invariant of the system. If the system is at
location ℓ, then we must have that the system’s state x satisfies x ∈ Inv(ℓ).

• E is a set of five-tuples (ℓ, a, Guard, Reset, ℓ′ ) that defines the discrete dynamics
of the system, where ℓ, ℓ′ ∈ L, a ∈ A, Guard ⊆ Inv(ℓ), and Reset : Inv → X .

Each five-tuple is referred to as an event. An event is said to trigger when it
is at location ℓ and has discrete input a with state x ∈ Guard. When an event

2

The definition and description of hybrid systems provided in this section are adapted from [7,
Chapter 1].
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triggers, the system’s location jumps from ℓ to ℓ′ , and the system’s state jumps
from x to Reset(x).
• Σ assigns to each location a set of continuous dynamics,
Σ(ℓ) :




dx
dt

= fℓ (x, u), x ∈ X , u ∈ U,

 y = hℓ (x), y ∈ Y.

(2.1)

In a basic sense, a hybrid automaton extends the concept of a finite automaton
by associating to each location a set of continuous dynamics and extending the
automatons transitions to include conditions on the state as well as allowing for
discontinuous jumps in the state at these transitions defined by Reset.
Notation 2.2 (Inverse Reset Map). In this dissertation we will make use of the
notation
Reset† (S) , {x | Reset(x) ∈ S ⊆ X } ,
which represents the set of all states that get mapped into the set S by Reset.
This definition allows for certain types of behavior that may complicate analysis. We briefly review them here before defining the class of hybrid systems considered in this dissertation.
• Zeno Behavior : This describes a situation wherein an infinite number of transitions occur within a finite time interval. This implies that there is an accumulation point on the time axis before which an infinite number of transitions
must occur. The nomenclature arises from Zeno’s paradox of Achilles and the
Tortoise. A simple example demonstrating this behavior is a bouncing ball.
We can represent the ball’s dynamics as a hybrid automaton with a single
event, which occurs when the ball hits the floor, and resets the velocity from a
negative value to a positive value at some fraction of its previous magnitude.
Physically, the ball will bounce with greater frequency until finally coming to
a stop. In our (idealized) hybrid model, there will be an infinite number of
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bounces before the time where the ball comes to rest. Although this behavior
can be handled in the hybrid systems framework by reinitializing the system
at the accumulation point, we will only consider systems that do not exhibit
this behavior in this dissertation.
• Deadlock : The definition of a hybrid automaton by itself does not preclude the

possibility that the system enters some location ℓ and state x such that the
system cannot proceed, such as by exiting Inv while not admitting a transition
to a new state inside Inv.

• Multiple Events: We can also have the situation that multiple events occur
in a single time instant. For instance, a hybrid automaton might model a
continuous system with a discrete high-level controller. The controller might
operate at a single location until a certain condition is met, then progress
through a series of locations dictated by the programs logic. This can be handled by replacing the event time with an ordered set of symbols representing
the sequencing of the events occurring at that time instant.
• Livelock : In a system allowing multiple events, this represents the situation

in which the system switches indefinitely between locations without ever proceeding in time.

• Nondeterminism: The hybrid automaton could be nondeterministic if the
events are defined such that two events both occur at the same time. The

system can also be nondeterministic if the continuous dynamics as defined by
Σ admits multiple solutions for a given initial state.
Bearing these concerns in mind, we define a hybrid system in the following
way.
Definition 2.3 (Hybrid System). A hybrid system by its very nature is a vague
concept that can be defined in myriad ways. In this dissertation we take a hybrid
system to be a hybrid automaton whose components are specified such that:
1. The automaton is deterministic, in the sense that all outgoing transitions from
a location have disjoints Guards, and the continuous dynamics for each location
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admit a unique solution, for example by being Lipschitz continuous in x and
continuous in u.
2. The automaton is non-Zeno, so that accumulation points cannot occur.
3. Multiple events are not allowed, so that there always exists an interval of time
between events.
4. The transitions and continuous dynamics are defined such that deadlock cannot
occur, e.g. whenever Inv is violated, the system can always switch to within
Inv.
We now define the concept of a trajectory for our hybrid system.
Definition 2.4 (Trajectory). Let t0 and tf denote the start and end times of
the trajectory. Given initial location ℓ0 , state x0 and inputs ā : [t0 , tf ] → A, and

ū : [t0 , tf ] → U, the location trajectory ℓ̄ : [t0 , tf ] → L, the state trajectory x̄ : [t0 , tf ] →

X and output trajectory ȳ : [t0 , tf ] → Y are such that the following are satisfied.
1. ℓ̄(t0 ) = ℓ0 and x̄(t0 ) = x0 .

2. Event e = (ℓ, a, Guard, Reset, ℓ′ ) is triggered at time t if and only if we have
that ℓ̄(t+ ) = ℓ′ and x̄(t+ ) = Reset(x̄(t)).
3. The state trajectory x̄ satisfies the continuous dynamics Σ(ℓ̄(t)) for each time
t between events.
4. ȳ(t) = hℓ (x̄(t)).
Since we require hybrid systems to be deterministic, such a location trajectory and
state trajectory exist and are unique. In this way the location and state trajectories
describe the time evolution of the system when it is initialized at x0 and ℓ0 and
operating under input trajectories ā and ū. The location trajectory together with the
state trajectory shall be referred to as the system’s trajectory.
Notation 2.5. In this dissertation, given a space X , we will:
• Denote elements from this space by unadorned variables, such as x,
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• Denote trajectories with an overbar, such as x̄ : I → X , where I is an interval
over R denoting the times over which the trajectory is defined,

• Denote the value of a a trajectory x̄ at time t by x̄(t).
Definition 2.6 (Trajectory Segment). Let (ℓ̄, x̄) be the trajectory of a system in
which N events occur at times ti , i = 1, . . . , N with t0 < t1 < · · · < tN < tf . The ith
trajectory segment x̄(i) shall be defined as
x̄(i) (t) , x̄(t),

(i)

(i)

t ∈ (ti , tf ], tf ≥ ti+1

where we define tN +1 , tf . In this way the N events split the trajectory up into N +1
trajectory segments. Since the location is constant for each trajectory segment, we
shall denote this location by ℓ(i) , ℓ̄(t+
i ). We shall denote the reset map and guard
(i)

associated with the ith event by Reset(i) and Guard(i) , respectively. If tf > ti+1 ,
then we shall call this an extended trajectory segment, as it continues x(i) (t) under
the current dynamics beyond the ith event. We require ā(t) = ā(ti+1 ) on the extended
(i)

segment, t ∈ [ti+1 , tf ].
Definition 2.7 (Activation Time). Given a trajectory (ℓ̄, x̄) generated by input (ā, ū)
with N events occurring at times ti , i = 1, . . . , N, the last time at which the discrete
input of the ith trajectory segment takes on the value required to trigger the i + 1st
(i)

event at time ti+1 shall be referred to as the activation time, and denoted by ta .
Formally,
t(i)
a = min t

subject to ā(t′ ) = ā(ti+1 ), ∀t′ ∈ [t, ti+1 ]

During this time range, we shall refer to this system as being activated.
In this dissertation we will consider a feedback control law of the form u =
k(t, ℓ, x). When we refer to a trajectory of a hybrid system operating under this
control law, we are referring to the trajectory that satisfies the system’s closed loop
dynamics,
Σ(ℓ) : ẋ = fℓ (x, k(t, ℓ, x)),

x ∈ X , k(t, ℓ, x) ∈ U.
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Remark 2.8. The word discrete is used when referring to the discrete state and
discrete input to refer to components of the system that are discrete valued, not
discrete time. The discrete input ā is a function of the continuous-time variable t
with values taken from set A. Similarly, the location of the system ℓ̄ is a function

of the continuous-time variable t with values taken from set L.

Remark 2.9. There are two conditions under which an event triggers.
1. Externally forced switching: In this case, the discrete input changing at time
t to a value that triggers an event for the current location and state.
2. Internally forced switching: In this case, an event is triggers for the location
and discrete input at time t by the state x hitting the boundary of the event’s
Guard at this time.
We distinguish these two cases because in the latter the transition always occurs
on the boundary of Guard, which has significant consequences in guaranteeing the
robustness of the trajectory via the method described in Section 2.5.1. A method
for handling these consequences using optimization-based techniques is presented in
Section 7.2.3.
Often, hybrid systems with externally forced switching represent their discrete
input by a series of pairs, (ai , ti ), which signify both the value of the discrete input
and the time at which the input occurs, as in [137], for example. This would induce a
transition is the state is in the corresponding Guard. Hybrid systems with internally
forced switching often do not have discrete inputs and transition solely based on the
continuous state, as in the case where piecewise-affine systems are represented by
hybrid models [138].
Note that the formulation presented in Definition 2.1, Definition 2.3 and Definition 2.4 can handle both of these cases. In the externally forced switching case,
given a sequence of discrete inputs (ai , ti ), we can define a blank discrete input a0
which cannot trigger any event, and define the discrete input to our hybrid system
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to be

ā(t) =



a0

ai

t∈
/ {t1 , t2 , . . .}
t = ti .

In the internally forced switching case, we can define A to consist of a single element
a0 , define all events using this element, and take our discrete input to be ā(t) =
a0 , ∀t ∈ [t0 , tf ].
Remark 2.10. An extended trajectory segment contains a portion at the end of
the segment that does not exist on the correspond hybrid system trajectory. This
concept of extending the trajectory segments will be crucial in establishing trajectory robustness for hybrid systems operating under general switching conditions in
Section 4.2.2.
Example 2.11 (Manual/Automatic 2-Gear Car). We will end this section with an
example that demonstrates the modeling of a hybrid system and demonstrates the
different between systems with internally and externally forced switching. Consider
a car; for simplicity, we will assume its transmission only has two speeds. We
define L = {1, 2} so that it denotes in which gear the car is currently. We model the

continuous dynamics for these locations using an augmented unicycle model [139]
as follows,

Σ(i) :





























 


ẋ1
v · cos(θ)
 


ẋ 
 v · sin(θ) 
2
 


  = 

 v̇ 
 ai (v, u) 
 


θ̇
v·w
 
 
y
x
 1 =  1
y2
x2

where xi denotes location coordinates, v is the car’s velocity, θ is the car’s heading,
u is the depression of the gas pedal, w is the rotation of the steering wheel, and
ai is the acceleration profile for each gear, which is a nonlinear map between the
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vehicles speed and actuation of the gas pedal to the vehicles acceleration. From these
dynamics we can see that X = R[4], Y = R[2], and U = R[2].

For each gear there is no limitation on the heading or location of the car, but

there are limitations on the speed. Namely, in location i, if the speed drops below
some speed vi,s then the vehicle will stall, and if the speed goes over vi,r the vehicle
will redline. We can represent these limitations in the the location invariants for
our system,
Inv(i) = vi,s ≤ v ≤ vi,r .
The remainder of the specification of our hybrid automaton will depend on
how the car shifts gears. Let’s first consider a manual transmission. In this case,
A = {1, 2} and denotes which gear we are attempting to transition into. These
events are given by

E = {e1 , e2 },
e1 = (1, 2, Guard1 , id, 2),
e1 = (2, 1, Guard2 , id, 1),
where id is the identity map, Guard1 denotes the set of states where v ≥ v2,s and
Guard2 denotes the set of states where v ≤ v1,r . This is an example of externally
forced switching, as the transitions occur based on the discrete input.

Now consider the case of an automatic transmission. In this case, there is no
discrete input, so we define A = {0}. In this case the events are given by
E = {e1 , e2 },
e1 = (1, 0, Guard1 , id, 2),
e1 = (2, 0, Guard2 , id, 1),
where Guard1 denotes the set of states where v ≥ v2,g > v2,s and Guard2 denotes the

set of states where v ≤ v1,g < v1,r , and where v2,g > v1,g , so that multiple transitions

cannot occur at a single instant. This is an example of internally forced switching,
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as the transitions are always enabled, and occur solely based on the continuous state.

2.2

Metric Temporal Logic3
The safety conditions addressed by our initial research is somewhat limited.

We are able to specify a set of static or time-varying states as the sets for the
system to always avoid and as the set to eventually reach, but further expressivity
may be desired. For example, one may desire that a set is not reached until some
pre-condition is met. Temporal specifications such as this can be unambiguously
defined using the formal languages of temporal logic.
Temporal logics are similar to first order logic in that one starts with a set
of atomic propositions, and builds up an expression using Boolean connectives that
are evaluated to true or false given the values of the atomic propositions. Where
temporal logic distinguishes itself is that it adds temporal operators. In metric
temporal logic (MTL), these temporal operators are augmented with metric intervals
or singletons specifying time ranges for which the logic formula must be satisfied.
Explicitly, the syntax of MTL is given as follows
Definition 2.12 (MTL Syntax). The set of well-formed formulas is defined via the
following production rule,
ϕ ::= ⊤ | p | ¬ϕ | ϕ ∧ ϕ | ϕ UI ϕ,

(2.2)

where ⊤ is the Boolean symbol for “true,” p is an atomic proposition which takes on
a Boolean value, ϕ is an MTL expression, and I is an interval of time, taken from

the nonnegative real axis.
Product rules are used in computer science to formalize a grammar, such as
MTL. One can iteratively build up an MTL specification by using (2.2) to make
substitutions for subexpressions φ within a specification. For instance,
(p1 ∧ p2) ) U[0,1] ¬p3
3

The presentation in this section is largely reproduced from [49, Section 2].
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is a valid expression requiring both propositions p1 and p2 to remain true until p3 is
false since
ϕ

⇒

ϕ U[0,1] ϕ

⇒

(ϕ ∧ ϕ) U[0,1] ¬ϕ

⇒

(p1 ∧ p2) ) U[0,1] ¬p3

While the syntax of a language expresses a set of rules for generating valid
formulas, the semantics of a language imbues these formulas with meaning. Specifically, the semantics provides a set of rules by which we evaluate the MTL formula,
given an assignment of values to the atomic propositions. For our application, we
are interested in evaluating an MTL formula over a trajectory of a hybrid system,
(ℓ, x). Before defining the semantics we need a way to relate this trajectory to the
set of atomic propositions in the MTL formula. The is done through an observation
map, O : AP → 2L×X , which maps elements from the set of atomic propositions

AP into a subset of the locations and state space of the hybrid system. With this,
we can define the MTL Boolean semantics as follows.

Definition 2.13 (MTL Boolean Semantics). Let φ be an MT L formula, let O :
AP → 2L×X be an observation map, and let (ℓ̄, x̄) be a trajectory of a hybrid system.

Let ⊤ denote the Boolean value “true” and ⊥ denote the Boolean value “false.” The
Boolean semantics of φ is given by

hh⊤ii(ℓ̄, x̄, t) := ⊤


⊤ (ℓ(t), x(t)) ∈ O(p)
hhpii(ℓ̄, x̄, t) :=

⊥ otherwise

hh¬φii(ℓ̄, x̄, t) := ¬hhφii(ℓ̄, x̄, t)

hhφ1 ∧ φ2 ii(ℓ̄, x̄, t) := inf(hhφ1 ii(ℓ̄, x̄, t), hhφ2 ii(ℓ̄, x̄, t))
 

′
′′
hhφ1 ii(ℓ̄, x̄, t )
hhφ1 UI φ2 ii(ℓ̄, x̄, t) := sup inf hhφ2 ii(ℓ̄, x̄, t ), inf
′′
′
t′ ∈t+I

t<t <t

where t + I represents the Minkowski sum of t and I, i.e.
where the Boolean values are assigned the ordering ⊥ < ⊤.

{t + τ | τ ∈ I}, and

From these semantics we see that an atomic proposition is true at time t is

31
the hybrid system’s location and state are in the observability map of that atomic
proposition at that time. The negation and conjunction operators behave as in first
order logic, and UI , which we call the until operator, is satisfied if the first expression
remains true until the second expression becomes true, within in the time interval
I.
From these basic components, one can build up expressions for disjunctions
(∨), implication (→), bijective implication (↔), and the following temporal operators,
• Constrained Always (I ): an expression remains true during interval I
• Constrained Eventually (♦I ϕ): ϕ eventually becomes true in the interval I.
• Release (ϕ1 RI ϕ2 ): this is equivalent to ¬(¬ϕ1 UI ¬ϕ2 ).
Notation 2.14. We shall denote the set of trajectories of the hybrid system that
satisfy the MTL formula φ at time t by
St (φ) = {(ℓ̄, x̄) | hhφii(ℓ̄, x̄, t) = ⊤}.
Further, we shall let S(φ) = S0 (φ) denote the set of trajectories that satisfy the MTL
formula φ.

In our research we use the concept of trajectory robustness to bound deviations between nearby trajectories. To use this concept to synthesize controllers
that satisfy MTL specifications, we need to be able to determine the robustness
of a trajectory with respect to its MTL formulation. This can be performed using
the robust semantics for MTL. Before giving these semantics we first review the
concepts of a metric and a distance function.
Definition 2.15 (Metric). A metric over a space X is a function d : X × X → R+

that defines a distance between two points such that for any x, x′ , x′′ ∈ X ,
d(x, x′ ) = 0 ⇔ x = x′ ,

(2.3)

d(x, x′ ) = d(x′ , x),

(2.4)

d(x, x′′ ) ≤ d(x, x′ ) + d(x′ , x′′ ).

(2.5)
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A pseudometric relaxes (2.3) to the condition
d(x, x) = 0.
This allows the distance between two distinct points to be zero.
Definition 2.16 (Distance, Depth, Signed Distance [140, Section 8]). Let x ∈ X be
a point, S ⊆ X be a set and d be a metric on X . We define the distance from x to

S to be

distd (x, S) , inf{d(x, y) | y ∈ S},

(2.6)

the depth of x in S to be
depthd (x, S) , distd (x, X \ S),

(2.7)

and the signed distance from x to S to be

Distd (x, S) ,



−distd (x, S)

x∈
/S


depthd (x, S) x ∈ S.

(2.8)

With these definitions, we can define the robust semantics for an MTL formula
as follows.
Definition 2.17 (MTL Robust Semantics). Let φ be an MT L formula, let O :

AP → 2L×X be an observation map, and let (ℓ̄, x̄) be a trajectory of a hybrid system.
The robust semantics of φ is given by
[[⊤]](ℓ̄, x̄, t) := ∞

(2.9)

[[p]](ℓ̄, x̄, t) := Distd ((ℓ̄(t), x̄(t)), O(p))

(2.10)

[[¬φ]](ℓ̄, x̄, t) := −[[φ]](ℓ̄, x̄, t)

(2.11)

[[φ1 ∧ φ2 ]](ℓ̄, x̄, t) := inf([[φ1 ]](ℓ̄, x̄, t), [[φ2 ]](ℓ̄, x̄, t))
 

′
′′
[[φ1 ]](ℓ̄, x̄, t )
[[φ1 UI φ2 ]](ℓ̄, x̄, t) := sup inf [[φ2 ]](ℓ̄, x̄, t ), inf
′′
′
t′ ∈t+I

t<t <t

(2.12)
(2.13)
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where t + I represents the Minkowski sum of t and I, i.e. {t + τ | τ ∈ I}.
In the above definition, the robust valuation of an atomic primitive is defined
relative to some metric d. In this dissertation we will use the following metric

d((ℓ, x), (ℓ′ , x′ )) =



ψℓ (x, x′ ) ℓ = ℓ′

∞

(2.14)

ℓ 6= ℓ′ ,

where ψℓ is a control autobisimulation function associated with location ℓ. We will
introduce this concept in Section 2.3.
The following theorem provides us with our required robustness bound for a
hybrid system trajectory.
Theorem 2.18 ([49, Theorem 13]). Let φ be an MT L formula, let O be an observation map, and let (ℓ̄, x̄) be a trajectory of a hybrid system. For any t ∈ R+ , we

have

−distρ ((ℓ̄, x̄), St (φ)) ≤ [[φ]](ℓ̄, x̄, t) ≤ depthρ ((ℓ̄, x̄), St (φ)),

(2.15)

where ρ is a metric over (ℓ̄, x̄) defined by


ρ((ℓ̄, x̄), (ℓ̄′ , x̄′ )) = sup d (ℓ̄(t), x̄(t)), (ℓ̄′ (t), x̄′ (t))

(2.16)

t∈R+

Informally, this result provides us with a bound on a nominal trajectory satisfying the MTL formula such that all trajectories within that bound also satisfy the
MTL formula. This concept will be formalized in Section 4
With this formalism, one can define the safety criteria not just with respect
to certain states or times, but one can also express temporal relationships between
different sets of states or events, and enforce specific timing requirements on these
relationships. By incorporating this formalism, the controller synthesis technique
presented in our initial research can be applied to a much broader class of safety
control problems.
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2.3

Bisimulation4
The concept of simulation originally arose in the realm of computer science as

a tool to perform model checking on transition systems [141]. Given two transitions
systems T1 and T2 , a simulation relation of T1 by T2 equates each output behavior
in a subset of output behaviors of T1 to one or more output behaviors of T2 . We say
that T2 simulates T1 if for all output behaviors of T1 starting from a set of initial
states, there exists an output behavior of T2 starting from its set of initial states
that satisfies the simulation relation. A bisimulation relation is defined such that
it is a simulation relation of T1 by T2 and vice versa. We say that two transition
systems T1 and T2 are bisimilar if T1 simulates T2 and T2 simulates T1 , that is, for
each output behavior of one system starting from its set of initial states, there exists
an output behavior of the the other system starting from its set of initial states that
satisfies the bisimulation relation.
In [99], Girard and Pappas present approximation (bi)simulation, which relaxes this concept by requiring that the output behaviors remain close, rather than
being equal. A δ-approximate simulation relation of T1 by T2 requires that each output behavior in a subset of output behaviors of T1 remains δ-close to one or more
output behaviors of T2 . We say that T2 simulates T1 with precision δ if for all output
behaviors of T1 starting from a set of initial states, there exists an output behavior
of T2 starting from its set of initial states that satisfies the δ-approximate simulation relation. The definitions for δ-approximate bisimulation relation are similar. A
bisimulation function is a function that bounds the distance between output behaviors of the two systems by the initial distance between the two, and is nonincreasing
with time under the dynamics of the systems. If such a function exists, its level sets
define approximate bisimulation relations between the two systems. Approximate
bisimulation is similar to the notion of contraction metric coined by Lohmiller and
Slotine (see e.g. [142]). A minor difference between the two notions lies in the fact
that approximate bisimulation allows for the use of pseudometric in the state space
because it emphasizes on the distance between the outputs of the systems.
In this dissertation, we are interested in guaranteeing that trajectories of a
4

The definitions and results of this section originally appeared in [32], unless otherwise cited.
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continuous dynamical system stay within some bounded distance of a nominal trajectory. To this end, let the dynamics of such a system be given by
Σ : ẋ = f (x), x ∈ Rn ,

(2.17)

with f (x) Lipschitz continuous. We are concerned with showing that this dynamical
system at the nominal initial state is bisimilar with itself at a different, nearby initial
state. We refer to this concept as autobisimulation, and we use the concept of an
autobisimulation function to prove that a system has this property.
Definition 2.19 (Autobisimulation Function [143]). A continuously differentiable
function φ : X × X → R+ is an autobisimulation function of (2.17) if for any
x, x′ ∈ Rn ,

[∇x φ(x, x′ )] · f (x) + [∇x′ φ(x, x′ )] · f (x′ ) ≤ 0.

(2.18)

The following proposition employs the autobisimulation function to demonstrate the boundedness of nearby trajectories operating under the dynamics (2.17).
Proposition 2.20 ([144]). Let x̄ and x̄′ denote execution trajectories of the dynamical system (2.17), when initiated at x̄(0) = x0 and x̄′ (0) = x′0 . For any autobisimulation function φ and any x0 , x′0 ∈ Rn ,
φ(x̄(t), x̄′ (t)) ≤ φ(x0 , x′0 ),

∀ t ≥ 0.

Proof. Let φ̂(t) = φ(x̄(t), x̄′ (t)). Taking the time derivative of this function yields
˙
φ̂ = [∇x φ(x, x′ )] · ẋ + [∇x′ φ(x, x′ )] · ẋ′ ,
= [∇x φ(x, x′ )] · f (x) + [∇x′ φ(x, x′ )] · f (x′ ),
≤ 0.
This implies that φ̂(t) ≤ φ̂(0), ∀t ≥ 0, which gives us the desired result,
φ(x̄(t), x̄′ (t)) ≤ φ(x̄(0), x̄′ (0)) = φ(x0 , x′0 ).
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Definition 2.21 (Trajectory Robustness). If there exists an autobisimulation function φ(x, x′ ) for the dynamics (2.17) that in addition satisfies the properties of a
(pseudo)metric in Rn , i.e.

φ(x, x′ ) = kx − x′ kφ , or if it is a class K function of

a metric in Rn , i.e. φ(x, x′ ) = α(kx − x′ k) (see e.g., [145]), then we say that the

system (2.17) has the property of trajectory robustness.

If we did not require these additional properties in our definition of trajectory
robustness, then the level sets of the autobisimulation function could be disjoint,
and may not adequately capture the concept of “nearness” that we strive for in our
trajectory-based analysis.
As our goal in this dissertation is controller synthesis, we now consider the
extension of this concept to nonautonomous systems. In the following we consider
the dynamical systems with input used in our definition of hybrid automata.
Definition 2.22 (Control Autobisimulation Function [143]). A continuously differentiable function ψ : X × X → R+ is a control autobisimulation function of (2.1)

if it is a pseudometric and there exists a function k : R+ × X → U such that
∇x ψ(x, x′ )f (x, k(t, x)) + ∇x′ ψ(x, x′ )f (x′ , k(t, x′ )) ≤ 0.

(2.19)

Note that a pseudometric, unlike a metric, does not require separate points to
be distinguishable, i.e., ψ(x, x′ ) is allowed to be zero for x 6= x′ .

The control autobisimulation function is an analog of the control Lyapunov

function (CLF)[146] for approximate bisimulation [99][144]. Whereas CLFs have
been used to construct control laws that guarantee stability [147], we shall use
CAFs to construct control laws that guarantee trajectory robustness.
The concept of approximate bisimulation was first introduced in the seminal
work of Girard and Pappas [99]. It has been used for bounding the divergence of
output trajectories of continuous and hybrid systems. For autonomous systems (i.e.
systems without inputs/nondeterminism), approximate bisimulation is similar to
the notion of contraction metric coined by Lohmiller and Slotine (see e.g. [142]). A
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minor difference between the two notions lies in the fact that approximate bisimulation allows for the use of pseudometric in the state space because it emphasizes
on the distance between the outputs of the systems.
One can compare the CAF to a CLF for the product space of the system with
itself, i.e., the system defined by
ẋ = f (x, u),
ẋ′ = f (x′ , u′).
However, whereas a CLF for this system could set u = k(x, x′ ) and u′ = k(x, x′ ),
that is, a function of both states, the CAF requires that u = k(t, x) and u′ = k(t, x′ ).
In this way the requirements for a CAF is more restrictive than that for a CLF.
Definition 2.23 (Class of Admissible Feedback Laws). For a given dynamical system with input Σinp and a control autobisimulation function ψ, the class of all feedback control laws k(·) that satisfy (2.19) is called the class of admissible feedback
laws, η (Σinp , ψ).
A consequence of the existence of a CAF satisfying (2.19) is that there exists
a feedback control law
u = k(t, x),

(2.20)

such that the closed loop system obtained from (2.1) and (2.20),
Σcl : ẋ = f (x, k(t, x)),

x ∈ X,

(2.21)

is imbued with the property of trajectory robustness. In our discussion of trajectory
robustness we will make use of the following notation:
Notation 2.24 (δ-Ball). For any x ∈ X and δ ≥ 0 we define
Bψ (x, δ) , {x′ ∈ X | ψ(x, x′ ) ≤ δ}
to be the δ-ball about the state x with respect to the CAF ψ.

38
Proposition 2.25 ([144]). Consider a dynamical system with input (2.1) and let
ψ be a CAF and k be a feedback control law such that (2.19) holds. For any two
initial states of the closed loop system (2.21), x0 ∈ X and x′0 ∈ X , we have that the
corresponding state trajectories x̄ and x̄′ satisfy

ψ(x̄(t), x̄′ (t)) ≤ ψ(x0 , x′0 ),

∀ t ≥ 0.

(2.22)

and that the closed loop system has the property of trajectory robustness.
Proof. We show this by verifying that ψ is an autobisimulation function for the
closed loop system. First, note that by the definition of a CAF, ψ : X × X → R+ ,

which is also required for any autobisimulation function. Next, let’s express the
closed loop dynamics as
Σcl : ẋ = fˆ(x) = f (x, k(t, x)),

x ∈ X.

Since we have that (2.19) holds, we can substitute fˆ into this expression to yield
∇x ψ(x, x′ )fˆ(x) + ∇x′ ψ(x, x′ )fˆ(x′ )) ≤ 0,
which satisfies requirement (2.18), and gives us that ψ is indeed an autobisimulation
function for Σcl . The main result (2.22) follows from Proposition 2.20, and since the
CAF is defined to be a pseudometric and is an autobisimulation function for the
closed loop system, by Definition 2.21 we have that the closed loop system has the
property of trajectory robustness.

2.4

Problem Statement
In this dissertation we consider two problems.

Problem 2.26 (Safety Controller Synthesis). Design a discrete input ā and a feedback control law u = k(t, ℓ, x) such that for any initial state (x0 , ℓ0 ) ∈ Init ⊂ X ×L,

the output trajectory of the closed loop system enters Goal ⊂ Y × L before time

T = Tmax , and avoids any state in Unsafe ⊂ Y × L and maintains the input in

Input ⊂ U × L until it enters Goal.
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Remark 2.27. Note that Goal and Unsafe in Problem 2.26 are formulated in terms
of the output space Y for the system. This will be necessary when considering systems

with zero dynamics in Section 3.1.2. To consider safety criteria with respect to the

full state space, one may set the output functions hℓ (x) in (2.1) to be the identity
function, and Y = X .
Problem 2.28 (MTL Controller Synthesis). Design a feedback control law u =
k(t, x) such that for any initial state (x0 , ℓ0 ) ∈ Init ⊆ X × L, the output trajectory
of the closed loop system satisfies the MTL specification φ.

Remark 2.29. Problem 2.26 is a subset of Problem 2.28, in the sense any problem
of the first type can be mapped into the second type. Specifically, for any initial state
x0 ∈ X , we require the output trajectory to satisfy the MTL specification
φ = (¬p Unsafe ∧ p Input ) U[0,Tmax ] p Goal
where
p Unsafe = (y(t), ℓ(t)) ∈ Unsafe,
p Input = (u(t), ℓ(t)) ∈ Input,
p Goal = (y(t), ℓ(t)) ∈ Goal.

In our research we initially considered problems in the form of Problem 2.26,
and later we extended the results to the form of Problem 2.28. However, the results
for MTL specification in Section 2.2 in its current form does not allow for variation
in the timing of transitions, which prevents us from generating any useful results.
In the case of hybrid systems with general switching (Section 4.2.2), allowing such
variations will be necessary, and we will consider only problems of the first form.
Additionally, along with greater expressivity comes a computational overhead.
If a problem can be formulated as a safety problem, then solving it as a temporal
logic problem will require extra computation in general to allow for the larger class
of specifications [120].
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Figure 2.1: Example control problem.
At a high level, the goal of this dissertation in solving Problem 2.26 is to design
a controller that will drive a system from a set of anticipated initial states to a set
of desired goal states safely. For instance, one may wish to design a controller to
maneuver a given terrain while avoiding any intervening obstacles. An example of
this form is given in Example 2.30
Example 2.30 (Obstacle Avoiding Car). Consider the two-speed car modeled in
Example 2.11. Figure 2.1 shows an example where a car is trying to drive to the
checkerboard while avoiding both a tree and a section of water. To formulate this
as in Problem 2.26, we define Init to be a compact set of initial states in the
state space where the the vehicle is expected to be at the beginning of the operation
of the controller. This set is represented by the blue rectangle in Figure 2.2. We
next define Goal to be the set of goal states where the vehicle needs to be at the
end of the controller’s operation. This set is represented by the green rectangle in
Figure 2.2. Finally, define Unsafe to be any states that are deemed unsafe. In this
example, this set comprises the tree and the water, and is represented by the red
circles in Figure 2.2. Finally, define Input to be the set allowable input values for
this system. In the case of a car, it could be limits on the actuation of the steering
wheel and the depression of the gas pedal. Note that for this example, we represent
the sets and trajectories in the two dimensional position space for simplicity, but in
general these sets will exist in the full four dimensional state space of the system.
Example 2.31 (Obstacle Avoiding Car with Waypoints). To illustrate the increased
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Figure 2.2: Safety formulation for example problem.
generality of Problem 2.28, consider Example 2.30 with the added requirement that
the vehicle must first reach Waypoint 1 and then Waypoint 2 within the next T2
seconds, before reaching Goal. We can formulate this in MTL as
φ = ¬p Unsafe U[0,T ] p Goal

∧

♦ p Waypoint1 ∧ ♦[0,T2 ] (p Waypoint2 ∧ ♦p Goal )



Informally, the left component states that the system avoids the unsafe region until
some point before time T when the system enters Goal, and remains there for the
remainder of the trajectory. The right component uses a sequence of “eventually”
operators to guarantee that the trajectory will reach those sets in that order during
the trajectory, with the timing constraint imposed on the portion of the trajectory
between Waypoint 1 and Waypoint 2.
For convenience, we will make use of the following definition in the ensuing
sections.
Definition 2.32 (Valid Trajectory). Any trajectory that satisfies the conditions in
Problem 2.26 (respectively, Problem 2.28) is called a valid trajectory for Problem 2.26
(respectively, Problem 2.28).

2.5

Proposed Strategy
In this section we will present at a high level the controller synthesis method

studied in this dissertation that solves Problems 2.26 and 2.28, as well as a descrip-
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tion of the resulting controller. We will also briefly discuss the nontrivial issue of
estimating the coverage of a set, which is an integral part of the synthesis method.
2.5.1

Controller Synthesis Method
In this dissertation, we aim to solve Problems 2.26 and 2.28, by using trajec-

tories of the system generated by humans. This is achieved through the concept of
trajectory robustness. Heuristically, trajectory robustness guarantees that a trajectory initiated near a nominal trajectory and given the same input as the nominal
trajectory will remain near the nominal trajectory for all future times. This concept
will be made precise in Section 3.
If a system has the property of trajectory robustness, then one can guarantee
the validity of trajectories initiated within some set around the initial state of a valid
trajectory and given the same input. To generate the full controller, one would need
to continue generating trajectories until Init is covered by the sets about each
initial state. For example, a human might generate the three trajectories shown in
Figure 2.3. Next, one can figure out how close other trajectories need to be to these
nominal trajectories to remain valid. This is represented by the violet areas around
the trajectories in Figure 2.4. Finally, one determines the set of states about each
trajectory’s initial point that will stay as close as required to the nominal trajectory.
This is represented by the balls around each initial point in Figure 2.4. The final
controller would consist of determining which of these balls the system is initiated
within, and applying the corresponding input.
Formally, our controller synthesis method is presented in Algorithm 1.
Once Algorithm 1 completes, we formulate the resulting controller using Algorithm 2.
2.5.2

Coverage Assessment
In general, coverage assessment is nontrivial. One way to generate a coverage

estimate is to uniformly sample points over Init and determine the ratio of these
points that are covered, which is an unbiased estimator of the actual coverage ratio.
Assume that we have generated k trajectories and let S ⊂ Init be the set of
S
initial states that are covered by ki=1 Bψ0 (xi , δi ). Let Y be a random variable that
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Figure 2.3: Example human generated trajectories.

Figure 2.4: Trajectories with robustnesses.
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Algorithm 1 Controller Synthesis
Input: Model of hybrid system, along with problem specifications
1: Set i = 0.
2: while Init is not covered by robust neighborhoods do
3:
Find uncovered point (ℓi , xi ) in Init.
4:
Generate a feasible trajectory initiated at (ℓi , xi ).
5:
Find CAF and feedback control law for each location visited to guarantee
trajectory robustness, if not already determined.
6:
Determine robust neighborhood N (xi , δi ) about the initial state.
7: end while
Output: Set of initial states (ℓi , xi ), robust neighborhoods N (xi , δi ), and feedback
control laws ki (t, ℓ, x)
Algorithm 2 Resulting Controller
Determine state (ℓ(0), x(0)) (assumed to be in Init).
Determine the robust neighborhood for which ℓ(0) = ℓi and x(0) ∈ N (xi , δi ).
Since these neighborhoods form a finite cover of Init, ℓ(0) and x(0) are guaranteed to belong to at least one set. If ℓ(0) and x(0) belong to more than one
set, then the controller can choose a set by any method, e.g., by choosing the
set that minimizes kx(0) − xi k.
3: Apply the feedback control law u = ki (t, ℓ, x)

1:
2:

is uniformly distributed over Init. We can evaluate the volume ratio of S to Init
as the probability P [Y ∈ S]. Let D be an indicator random variable that is 1 if
Y ∈ S and 0 otherwise. We see that

E[D] = P [D = 1] = P [Y ∈ S].
Given N outcomes of Y , we can generate an unbiased estimate of E[D] as

E[D] ≈

N
1 X
Dj .
N j=1

Using Chernoff’s inequality we can bound the quality of this estimate by
"

#
N
δ2 N
1 X
P E[D] ≤
Dj − δ ≤ e− 2+δ ,
N j=1
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#
N
X
δ2 N
1
Dj + δ ≤ e− 2 .
P E[D] ≥
N j=1
"

Note that the precision of this estimate depends only on the total number of random
points N, and not on the dimension of the state space.

Chapter 3
Generating Trajectory Robustness
In this chapter, we present a method for ensuring that trajectories that are initiated
near a given nominal trajectory remain nearby in the L∞ sense. For continuous dy-

namics, this is done through the use of a control autobisimulation function (CAF)
(see Definition 2.22). In Sections 3.1.1–3.1.3 we will present a method for deriving
such a CAF as well as a feedback control law from the class of admissible feedback
control laws (see Definition 2.23 for three different classes of continuoustime nonlinear dynamics. In Section 3.1.4 we examine the application of these methods to their
discrete-time counterparts. In Section 3.2 we extend these notions to hybrid systems. In Section 3.3 we present the effect of a bounded disturbance in the reference
input signal on the robustness property. These results will be foundational to the
algorithm presented in Section 6 regarding generating a feedback control law from
our trajectory-based controller. Finally, in Section 3.4 we present research most
related to the results presented in this chapter, and in Section 3.5 we present the
conclusions drawn from our research, as well avenues for future research.
Notation 3.1 (Nominal Trajectory). To distinguish the nominal trajectory from
any other trajectory, we shall use a tilde in the former and an overbar in the latter.
For example, u
e and x
e represent the nominal input signal and state trajectory under

consideration, where ū and x̄ represent other input signals and state trajectories,
either arbitrary or derived.

3.1

Continuous Dynamics
In this section we develop a method for designing a feedback control law guar-

anteeing trajectory robustness for continuous-time linear affine, feedback linearizPortions of this chapter previously appeared as: A. A. Julius and A. K. Winn, “Safety controller
synthesis using human generated trajectories: Nonlinear dynamics with feedback linearization and
differential flatness,” in Proc. Amer. Control Conf. Montreal, Canada: IEEE, 2012, pp. 709–714.
Portions of this chapter to appear in: A. Winn and A. Julius, “Safety controller synthesis using
human generated trajectories,” IEEE Trans. Autom. Control, to be published.
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able, and differentially flat systems, as well as the application of their results to
their discrete-time counterparts.
3.1.1

Linear Affine Systems
The results in this section have been adapted from [1]. Consider a system with

linear affine dynamics, that is,
Σlin :

dx
= Ax + Bu + c,
dt

x ∈ Rn , u ∈ Rm ,

(3.1)

where A ∈ Rn×n , B ∈ Rn×m , and c ∈ Rn . For such systems we propose to construct

a CAF using quadratic functions that satisfies (2.19). Specifically, we take the CAF
to be
1

ψ(x, x′ ) = [(x − x′ )T P (x − x′ )] 2 ,

(3.2)

where P ∈ Rn×n is a symmetric positive definite matrix. We see from (2.19) that in
order to be a CAF this function must satisfy
(x − x′ )P (Ax + Bk(t, x) + c)
[(x −

x′ )T P (x

−

1

x′ )] 2

−

(x − x′ )P (Ax′ + Bk(t, x′ ) + c)
[(x −

x′ )T P (x

−

1

x′ )] 2

≤ 0,

∀x, x′ ∈ Rn .
(3.3)

By multiplying through by the denominator and combining terms, we can represent
this condition as
(x − x′ )T P [A(x − x′ ) + B(k(t, x) − k(t, x′ ))] ≤ 0,

∀x, x′ ∈ Rn .

(3.4)

We propose to construct a feedback law of the form
ū(t) = k(t, x) = Kx + e
v (t),

(3.5)

ve(t) = u
e(t) − K x
e(t),

(3.6)

where K ∈ Rm×n and v(t) ∈ Rm . We take e
v to be
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where u
e is the nominal input generated by a human (or some other external entity)

and x
e is the corresponding state trajectory. This guarantees that ū(t) = u
e(t) when

x̄(0) = x
e(0). Further, note that k(t, x) − k(t, x′ ) = K(x − x′ ) does not depend on
v(t), and thus K may be chosen to satisfy (3.4) without prior knowledge of v(t).
Combining (3.4) with (3.5),

(x − x′ )T P (A + BK)(x − x′ ) ≤ 0,

∀x, x′ ∈ Rn .

(3.7)

Finding a K that satisfies inequality (3.7) is equivalent to finding a K such that
(A + BK) is Hurwitz. Such a K will exist if and only if (A, B) is stabilizable. We
can determine this K using the following method. We first recognize that (A + BK)
is Hurwitz if and only if (A + BK)T is Hurwitz. If this is true, then there exists a
solution to the Lyapunov equation
(A + BK)Pe + Pe(A + BK)T  0,

Pe = Pe T ≻ 0.

Carrying out some algebraic manipulations allows us to write
APe + BD + PeAT + D T B T  0,

(3.8)

where we define D = K Pe. We can now use standard tools [148] to solve the above
linear matrix inequality for D and Pe, and then solve for K and P using
K = D Pe −1 ,

P = Pe−1 .

(3.9)

Since Pe is positive definite, it is invertible, and (3.9) is a valid expression.

By applying the feedback control law (3.5) to the system (3.1), we obtain the

closed loop system

Σcl : ẋ = (A + BK)x + Bv̄(t) + c,

x ∈ Rn , v̄(t) ∈ Rm .

(3.10)

We summarize the results of this section with the following theorem
Theorem 3.2. Let u
e : [0, tf ] → Rm be a nominal input trajectory and x
e : [0, tf ] → Rn

49
be the corresponding state trajectory generated by (3.1). Let ψ be a function of the
form given in (3.2), and let K be a linear feedback control law satisfying (3.8)–
(3.9). The closed loop system has the property of trajectory robustness, and any
state trajectory x̄ generated by Σcl over the time range [0, tf ] satisfies
ψ(e
x(t), x̄(t)) ≤ ψ(e
x(0), x̄(0)).

(3.11)

Proof. This proof follows directly from the preceding analysis. First, we need to
verify that ψ meets the requirements for a CAF. The first requirement is that ψ is
a pseudometric. In our case, ψ is a metric—a stronger property—which we show as
follows. Since P is positive definite, we have that
ψ : Rn × Rn → R+ .
Recalling Definition 2.15 of a metric, we see that (2.3) is satisfied since
ψ(x, x′ ) = 0

⇔

(x − x′ )T P (x − x′ ) = 0

⇔

x − x′ = 0

⇔

x = x′ ,

where the second equivalence follows from the definition of positive definiteness.
Further, (2.5) is satisfied since
ψ(x, x′ ) = (x − x′ )T P (x − x′ ) = [−(x′ − x)]T P [−(x′ − x)] = (x′ − x)T P (x′ − x)
= ψ(x′ , x).
Finally, we will show that (2.5) is satisfied. First, we note that

1
ψ(x, x′′ ) = (x − x′′ )T P (x − x′′ ) 2 ,
h
i 12
T
= ((x − x′ ) + (x′ − x′′ )) P ((x − x′ ) + (x′ − x′′ )) ,

1
= (x − x′ )T P (x − x′ ) + (x′ − x′′ )T P (x′ − x′′ ) + 2(x − x′ )T P (x′ − x′′ ) 2 .
Since P is positive definite, it has a Cholesky factorization P = LL∗ , where L is an
invertible lower triangular matrix with positive diagonal entries [149, Section 9.4].
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Figure 3.1: Vehicle to be controlled in the linear affine case.
Define a = L∗ (x − x′ ) and b = L(x′ − x′′ ). With these substitutions we find that

1
ψ(x, x′′ ) = kak2 + kbk2 + 2aT b 2 ,

1
≤ kak2 + kbk2 + 2 kak kbk 2 ,

= kak + kbk ,

1 
1
= (x − x′ )T P (x − x′ ) 2 + (x′ − x′′ )T P (x′ − x′′ ) 2 ,

= ψ(x, x′ ) + ψ(x′ , x′′ ),

where the we used the 2-norms and employed the Cauchy-Schwartz inequality.
The second requirement is that ψ satisfies (2.19). For (3.2) this requirement is
given by (3.3), which our feedback control law (3.5) satisfies by assumption. Since
ψ is a CAF, the result (3.11) follows from Proposition 2.25.
Example 3.3 (Linear Affine Planar Vehicle).

5

Consider the vehicle presented in Figure 3.1. We model the system with the
following dynamics,
Σ:
5

dx
= Ax + Bu + c,
dt

Example 3.3 and the associated figures were originally presented in [1].

(3.12)
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−1 0 0.1 0 
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 0 0


B=
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c= 
1
 
1

(3.13)

We use the convex optimization solver cvx [150] to solve (3.8) for a feedback
gain K which will guarantee the existence of a quadratic CAF. The gain matrix (up
to three decimal places) is calculated to be


0.000 0.000 −0.100 0.000
.
K=
0.000 0.000 0.000 −0.100

(3.14)

With this feedback gain we see that


0


0

A + BK = 
−1

0

0
0
0

1 0




0 1

.
0 0


(3.15)

−1 0 0

The control autobisimulation function for this system is given by any function
1

φ(x, x′ ) = [(x − x′ )T P (x − x′ )] 2

such that P satisfies (3.7). We can see that if P is the identity matrix, then the
quadratic form in (3.7) will be zero for all (x − x′ ), and the condition will be met.

Note that for this P our CAF becomes the Euclidean norm, which is especially
convenient and intuitive. Thus, for any feedback control law of the form (3.5) defined
by a nominal trajectory with K defined by (3.14), every trajectory of the closed loop
system will move no farther from the nominal trajectory than the distance between
their initial states.
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3.1.2

Feedback Linearizable Systems
The results in this section have been adapted from [132]. Consider a dynamical

system with input and output

 ẋ = f (x) + g(x)u, x ∈ X , u ∈ U,
Σio :
 y = h(x), y ∈ Y,

(3.16)

where X = Rn , Y = Rm and U ⊂ Rm . Note that the system is affine with

respect to its input, and that the dimensions of the input space and the output
space are the same. We assume that f (·) is Lipschitz and that f (·), g(·), and h(·)
are sufficiently smooth functions, in the sense that all partial derivatives appearing
in the ensuing analysis exist. Hereafter, we use the notation fi (·) and hi (·) to denote
the ith element of the vector valued functions f (·) and h(·), respectively. For the
matrix valued function g(·), we use gi (·) to denote its ith row.
Feedback linearization is a classical controller design technique for nonlinear
systems (see e.g. [145, 151]). A special case of feedback linearization that is applicable in the output safety controller synthesis problem is the input-output linearization
[145]. The idea is to introduce a new control input w(t) and design a (nonlinear)
feedback law
u(t) = κ(x) + λ(x)w(t), w(t) ∈ Rm ,

(3.17)

such that the new system, with input w(t) and output y(t), is a linear system. The
design procedure for κ(x) and λ(x) is given as follows [151].
Notation 3.4 (Lie Derivatives). [151] For a smooth scalar valued function h : Rn →
R, we use the following standard notation for Lie derivatives:
L0f (h) , h(x),
∂Lkf (h)
f (x),
∂x
∂Lkf (h) T
gj (x).
Lgj Lkf (h) ,
∂x
Lk+1
(h) ,
f
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Definition 3.5 (Relative Degree). [151] For the input-output system Σio in (3.16),
we define the vector relative degree {r1 , r2 , · · · , rm } at a point x0 ∈ Rn as the largest
integers such that:

(i) For all i ∈ {1, . . . , m}, 0 ≤ j < ri − 1, k ∈ {1, . . . , m},
Lgk Ljf (hi (x0 )) = 0.

(3.18)

(ii) The m × m matrix Γ(x0 ) defined such that the element in the ith row and jth

column is given by

Γi,j (x0 ) = Lgj Lfri −1 (hi (x0 ))

(3.19)

is nonsingular.
If the system Σio in (3.16) has a uniform relative degree {r1 , r2 , · · · , rm } in the

entire state space,6 then by definition, we have





Lrf1 h1 (x)

 .  
..
 + Γ(x)u.
 ..  = 
.
 


rm
drm
y
Lf hm (x)
dtrm m
{z
}
|


dr1
y
dtr1 1

(3.20)

, Φ(x)

Therefore, by using the feedback law (3.17), with

κ(x) = −Γ−1 (x)Φ(x),

(3.21)

λ(x) = Γ−1 (x),

(3.22)

we obtain a linear input-output system in the chain integrator form [145]


6






w1 (t)
 .   . 
.   . 
Σlin : 
 .  =  . .
drm
y
wm (t)
dtrm m
dr1
y
dtr1 1

This can be relaxed to an invariant subset of interest of the state space.

(3.23)
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Figure 3.2: The rigid object with two off-center jet thrusters.
Furthermore, a state space realization of Σlin can be obtained through some state
transformation from x. For example, we can observe that for any i ∈ {1, . . . , m}
and j < ri ,

yi = hi (x),

dj
yi = Ljf (hi (x)).
j
dt

(3.24)

Since Σlin is linear, we can apply the controller synthesis technique given in
Section 3.1.1 for linear affine systems.
Remark 3.6 (zero dynamics). In controller design for nonlinear systems, one typically wants to have asymptotically stable zero dynamics. In this dissertation, we
ignore the possibility of unstable zero dynamics since they are not observable from
the system output, and hence are irrelevant to the safety control criteria.
Example 3.7 (Input-Output Linearizable Rotating Planar Vehicle). Consider a
vehicle that is similar to that presented in Example 3.3, but with one difference.
Assume that the axis of the thrusters on the vehicle are not in line with the center
of mass, but rather they are offset by some fixed amount. See Figure 3.2 for an illustration. Therefore, the control inputs will induce both translational and rotational
motions on the object.
The dynamics for this system are given by
Ẍ = −F1 sin θ + F2 cos θ + 1 − x + 0.1Ẋ,

(3.25)
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Ÿ = F1 cos θ + F2 sin θ + 1 − y + 0.1Ẏ ,
b
a
θ̈ = F1 − F2 .
I
I

(3.26)
(3.27)

Here I denotes the object’s moment of inertia. We define the X − Y coordinate of

the object’s center of mass as the system’s output. In state space form, the dynamics
is given by

  
 
0
0
x1
x2

  
 

  
 
−
sin
x
cos
x
x
1
−
x
+
0.1x

 2 
5
5 
1
2


  
 






F
0
0
x
x
d  3 
4
  1
 
,

 =
+
dt x4  1 − x3 + 0.1x4   cos x5 sin x5  F2

  
 

  
 

x5  
  0
0
x
6

  
 
b
a
−I
x6
0
I
{z
} |
{z
}
|
,f (x)

 
x1
y = h(x) ,   .
x3

(3.28)

,g(x)

(3.29)

Observing that
  
 
 
ÿ1
1 − x1 + 0.1x2
− sin x5 cos x5
F
 =
+
  1 ,
ÿ2
1 − x3 + 0.1x4
cos x5 sin x5
F2

(3.30)

we conclude that the vector relative degree of the system given by (3.28) - (3.29) is
{2, 2}.

To generate our feedback controller, we first define a linearizing input trans-

formation as follows:

 


w (t)
− sin x5 cos x5
F (t)
 1 ,
 1 .
w2 (t)
cos x5 sin x5
F2 (t)

(3.31)

Note that this formulation is a little bit different from the outlined procedure in the
previous subsection. This is a special case of feedback linearization, where κ(x) can
be chosen to be 0 (see (3.17)).

56
Using the linearization approach above, we transform the nonlinear system into
a linear affine one
  
  
x̂1
x̂2
0
  
  
 
  
d 
x̂2  1 − x̂1 + 0.1x̂2  w1 
 =
 +  ,
 0
dt x̂3  
x̂
4
  
  
x̂4
1 − x̂3 + 0.1x̂4
w2
   
y
x̂
 1 =  1 .
y2
x̂3

(3.32)

(3.33)

Observe that the linear system has a lower order than the original nonlinear systems. This is because the rotational dynamics has now become unobservable. As the
dynamics to this system are the same as those considered in Example 3.3, we use
the same K and P to ensure trajectory robustness of our system.
3.1.3

Differentially Flat Systems
The results in this section have been adapted from [132]. Differential flatness

is a major tool in nonlinear controller design [152][153]. The concept was first coined
by Fliess et al. in [154], and since then there have been thousands of papers that use
it in controller design. In this section, we outline a controller synthesis technique
for the Output Safety control problem for differentially flat nonlinear systems. Our
development in this dissertation follows the work of van Nieuwstadt and Murray
[155], who used differential flatness for trajectory generation in motion planning for
constrained mechanical systems.
Any nonlinear system that is affine with respect to its input
ẋ = f (x) + g(x)u,

x ∈ X = Rn , u ∈ U ⊂ Rm ,

is said to be differentially flat if it has a set of flat outputs
y = h(x, u, u̇, · · · , up ),

y ∈ Y = Rm ,
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for some integer p. The outputs y = (y1 , . . . , ym ) are flat outputs if x and u can be
written as functions of y and its time derivatives,
x = Ξ(y, ẏ, . . . , y (ℓ) ),

(3.34)

u = Υ(y, ẏ, . . . , y (ℓ+1) ),

(3.35)

for some integer ℓ, and (y, ẏ, . . . , y (ℓ)) are not constrained to satisfy a differential
equation by themselves. In other words, any sufficiently smooth trajectory y is
admissible.
The concept of differential flatness is tightly related to feedback linearization.
In fact, we can show that if Σio in (3.16) is feedback linearizable and it does not
have any zero dynamics, then it is differentially flat and y = (y1 , . . . , ym ) are flat
outputs [152, 155].
In the subsequent discussion, we assume that Σio is differentially flat, with y
as the flat outputs. Consider the following mℓ-th order linear system:
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I · · · 0  η̇  0

 .  .
. . . . .. 
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· · · 0 I

  

0 ···

0

0



η (ℓ)

(3.36)

I

where η ∈ Rm , ω ∈ Rm is the input, and yb ∈ Rm is the output. Observe that,

by construction, any output trajectory of Σflat is at least (ℓ + 1) times differentiable.

Therefore, any b̄
y that is an output trajectory of Σflat (regardless of the input signal ω̄)
is also an output trajectory of Σio , and vice versa. Furthermore, the corresponding

state and input trajectories of Σio can be computed from (3.34) - (3.35).
For brevity, let us rewrite the state equation of Σflat as
dq
b + Bω,
b q ∈ Rmℓ , ω ∈ Rm ,
= Aq
dt
b yb ∈ Rm .
yb = Cq,

(3.37)
(3.38)
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Notation 3.8. We denote the output trajectory of Σflat starting from an initial state
′
q0 , q0′ ∈ Rmℓ under input signals ω̄, ω̄ ′ by b̄
y, b̄
y , respectively.

Notation 3.9. Given that q = [η T η̇ T · · · η (ℓ)T ]T and ω = η (ℓ+1) , we introduce the

following shorthand notation:

Ξ(q) , Ξ(η, η̇, · · · , η (ℓ) ),
Υ(q, ω) , Υ(η, η̇, · · · , η (ℓ+1) ).
Definition 3.10 (Valid Flat Trajectory). An output trajectory of Σflat , b̄
y, is said to
be a valid flat trajectory for Problem 2.26 for an initial state x0 ∈ Init if:
1. Ξ(q0 ) = x0 .
2. the trajectory b̄
y enters Goal before time t = Tmax , and remains safe (i.e. does
not enter Unsafe) until it enters Goal.

An output trajectory of Σflat , is said to be a valid flat trajectory for Problem 2.28 for an initial state x0 ∈ Init if:
1. Ξ(q0 ) = x0 .
2. the trajectory b̄
y satisfies the given MTL specification.

Note that since we are discussing a continuous dynamics, we ignore the no-

tations relating to the locations and transitions of the hybrid system, and take
Init ⊂ X , Unsafe ⊂ Y, and Goal ⊂ Y.
Therefore, a valid flat trajectory for an initial state x0 ∈ Init is mapped by

(3.34) to a valid trajectory of Σio , whose states originate at x0 . Further, the control
input signal ū that achieves this valid trajectory can be found by using (3.35). These
facts are crucial in our controller synthesis technique, since they essentially allow
us to design a feedback control law that establishes output trajectory robustness
for Σflat and then translate the result to Σio via (3.35). Since Σflat is a controllable
linear system, establishing output trajectory robustness is straightforward, and for
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that we can use linear feedback gain according to, for example, the results reported
in Section 3.1.1. The procedure is further explained as follows.
Suppose that for an initial state x0 ∈ Init we obtain a valid nominal trajectory

for Σio , which we denote by ye. This can be obtained, for example, from a human

playing a computer game that simulates Σio . We will demonstrate that by having

knowledge of ye we can find for any initial state x′0 in the neighborhood of x0 the
appropriate control input signal ū that results in a valid trajectory.

First of all, we notice that ye is also an output trajectory of Σflat , i.e. the one

corresponding to the input signal

ω
e (t) =

and initial states q0 , which are given by
η0 = ye(0);

dℓ+1
ye(t),
dtℓ+1

η̇0 = y(0);
ė

···

;

(3.39)

(ℓ)

η0 = ye(ℓ) (0).

(3.40)

b B)
b is in controller canonical form, we infer the existence
Further, observing that (A,
of:

b ∈ Rm×mℓ such that (A
b+B
b K)
b is Hurwitz.
1. A feedback gain K

2. A symmetric positive definite matrix P ∈ Rmℓ×mℓ that satisfies the Lyapunov
equation

b+ B
b K)
b T P + P (A
b+B
b K)
b  0.
(A

(3.41)

We then form a linear feedback loop around Σflat by defining

where

b + νe(t),
ω = k(t, q) = Kq

(3.42)

b qe(t),
νe(t) = ω
e (t) − K

(3.43)
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which is analogous to (3.5)–(3.6) from Section 3.1.1. The closed-loop system is then
given by
b+B
b K)q
b + Be
b ν (t).
Σcl : q̇ = (A

(3.44)

Notation 3.11. We denote the state trajectories of Σcl starting from the initial
states q0 and q0′ by q̄ and q̄ ′ , respectively. The corresponding output trajectories are
′
denoted by b̄
y b̄
y , respectively.

Proposition 3.12. Define the quadratic function ψ : Rmℓ × Rmℓ → R+ as
1

ψ(q0 , q0′ ) , [(q0 − q0′ )T P (q0 − q0′ )] 2 .
Then, for any (q0 , q0′ ) ∈ Rmℓ × Rmℓ , ψ(q̄(t), q̄ ′ (t)) is monotonically nonincreasing
with time.

Proof. This is straightforward from the fact that P defines a quadratic Lyapunov
function for the closed-loop system Σcl . Equivalently, ψ defines a control autobisimulation function for the linear system Σflat (see Section 3.1.1).
Proposition 3.12 establishes trajectory robustness for the state trajectories of
Σcl . Its consequence on the output trajectories is given as follows.
Proposition 3.13. Let ψ(q0 , q0′ ) be as defined in Proposition 3.12 and let the matrix
P be partitioned as


P =

P11 P12
T
P12
P22




where
P11 ∈ Rm×m ,

P12 ∈ Rm×(m−1)ℓ ,

P22 ∈ R(m−1)ℓ×(m−1)ℓ .

−1 T
Let S = P11 − P12 P22
P12 denote the Schur complement of P22 in P . For any
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(q0 , q0′ ) ∈ Rmℓ × Rmℓ ,
h

T

(∆(t)) S (∆(t))

i 12

≤ ψ(q0 , q0′ ),

(3.45)

where
′

∆(t) , b̄
y(t) − b̄
y (t).

Proof. Let z ∈ R(m−1)ℓ . A result given in an appendix of [140] concerning linear
algebra states that



i
h
∆(t)
.
(∆(t))T S (∆(t)) = inf (∆(t))T z T P 
z
z

(3.46)

If we choose z = ẑ such that [(∆(t))T , ẑ T ]T = q̄(t) − q̄ ′ (t), then from (3.46) we have
T

(∆(t))T S (∆(t)) ≤ (q̄(t) − q̄ ′ (t)) P (q̄(t) − q̄ ′ (t)) .

(3.47)

Taking the square root of both sides of (3.47) and applying Proposition 3.12 yields
h
i 21
(∆(t))T S (∆(t)) = ψ(q̄(t), q̄ ′ (t)) ≤ ψ(q0 , q0′ )

Intuitively, S defines the ellipsoid that is the projection from the state space of
Σflat to the space of flat outputs of the robustness ball defined by P . Observing that
S is a symmetric positive definite matrix, we can define a norm in Rm as follows.

1
kykη , y T Sy 2 .

(3.48)

In the following, we establish the trajectory robustness for Σio . Recall that ye

is a valid nominal output trajectory corresponding to a state trajectory of Σio with
initial state x0 ∈ Init.
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Theorem 3.14. Denote the output trajectory of Σio starting from an initial state
x0 ∈ Rn under an input signal ū by ȳ. Suppose that there exists a δ1 > 0 such that

any output trajectory ȳ satisfying

sup kȳ(t) − ye(t)kη < δ1

(3.49)

t

is also a valid output trajectory. Also, suppose that there exists a δ2 > 0 such that
the following two conditions are satisfied.
(C1) Ξ(·) is continuously differentiable in Bψ (q0 , δ2 ), i.e. the k·kψ ball of radius δ2
around q0 , with q0 defined as in (3.40).

(C2) The Jacobian

∂Ξ
∂q

has full row rank (equals n) in Bψ (q0 , δ2 ).

Then, there exists a neighborhood around x0 , N (x0 ), such that for any x′0 ∈

N (x0 ), the following are true:

1. There exists a q0′ ∈ Rmℓ such that Ξ(q0′ ) = x′0 .
2. ȳ ′ is a valid output trajectory, with the input signal ū′ defined by
ū′ (t) = Υ(q̄ ′ (t), ω
e (t)),

(3.50)

where q̄ ′ is the state trajectory of Σcl initiated at q̄ ′ (0) = q0′ and ω
e (t) is given

by (3.39).

Proof. Define δ , min(δ1 , δ2 ). Then:
1. According to the Implicit Function Theorem, conditions C1 and C2 imply the
existence of a neighborhood around x0 , N (x0 ), such that for any x′0 ∈ N (x0 ),
there is a q0′ ∈ Bψ (q0 , δ) satisfying Ξ(q0′ ) = x0 .

2. By definition of differential flatness, applying the input signal ū′ to Σio with
initial state x′0 ∈ N (x0 ) yields the output trajectory ȳ ′ . Further, from Propo-

sition 3.13 we can see that

ke
y (t) − ȳ ′ (t)kη = kȳ(t) − ȳ ′(t)kη ≤ ψ(q0 , q0′ ) ≤ δ ≤ δ1 ,
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where we used the fact that by construction of our feedback law, ye is equivalent

to the output trajectory of Σcl initiated from q0 . Therefore ȳ ′(t) is a valid
output trajectory.

Example 3.15 (Differentially Flat Quadrotor). In this example we consider the
motion of a quadrotor on a vertical plane.

This two-dimensional quadrotor is

idealized as having two propellers, one on the front of the body, the other on the
rear. These propellers are able to induce a positive force along the propeller axis,
which we shall choose as our first controller input u1, and a rotational motion in the
vertical plane, which we shall choose as our second controller input u2 . In this system
gravity is acting along the negative y-axis, and a force is induced by a constant wind
w = [w1 , w2 ]T with friction coefficient µ.
The system’s dynamics are given by Equations (3.51) – (3.53).
u1
sin θ
m
u1
ÿ = µ(w2 − ẏ) − g +
cos θ
m

ẍ1 = µ(w1 − ẋ1 ) −

θ̈ = u2

(3.51)
(3.52)
(3.53)

Here m denotes the object’s mass. We define the (x1 , x2 ) coordinate of the object’s
center of mass as the system’s output. This system is differentially flat with a set
of flat outputs given by
[η1 , η2 ]T = [x, y]T .

(3.54)

The equations that satisfy Equations (3.34) – (3.35) are given below. For brevity
they are given with respect to A1 = η̈1 − µ(wx − η̇1 ), A2 = η̈2 − µ(wy − η̇2 ) + g, and
their time derivatives.

x = η1
y = η2

64

θ = − arctan



A1
A2



ẋ = η̇1
ẏ = η̇2
A1 Ȧ2 − A2 Ȧ1
A2 + A22
q1
u1 = m A21 + A22
θ̇ =

u2 =

(A21 + A22 )(A1 Ä2 − A2 Ä1 )
−
(A21 + A22 )2
(A1 Ȧ2 − A2 Ȧ1 )(2A1 Ȧ1 + 2A2 Ȧ2 )
(A21 + A22 )2

Thus, given a trajectory of class C 4 in the flat output space, a unique set of inputs
can be determined to generate the trajectory for a system with the same set of initial
conditions.
We now need to verify the two conditions of Theorem 3.14. For x, y, ẋ, ẏ, we
can see that Ξ is clearly continuously differentiable. The functions for θ and θ̇ are
continuously differentiable everywhere except for A1 = A2 = 0. The Jacobian is
lower block diagonal and given by
I

∂Ξ 
=
∂q

4×4

·
·

04,1
−A2
A2 +A2
1
2

04,1

04,1

04,1

A1
A2 +A2
1
2

0

0,

·

−A2
2
A2
1 +A2

A1
2
A2
1 +A2

·




This will lose row rank only when A1 = A2 = 0. From the dynamics, we see
that A1 = u1 sin θ/m and A2 = u2 cos θ/m. Both values can be zero only if u1 =
0. Quadrotor helicopters always operate at some minimum idling speed for their
propellers, and thus u1 can never have a thrust of 0 while operating. Therefore the
conditions are satisfied.
b was
To ensure the property of trajectory robustness in Σflat , a feedback gain K

chosen to be



b =
K

625

0

500

0

150

0

20

0

0

625

0

500

0

150

0

20




(3.55)

We compute the P that solves Equation (3.41) using the convex optimization
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solver cvx [150].


0.05

0.00

−0.06

0.00

0.03

0.00

0.02

0.00





 0.00

0.05
0.00
−0.06
0.00
0.03
0.00
0.02




−0.06 0.00
0.10
0.00 −0.07 0.00 −0.06 0.00 




 0.00 −0.06 0.00
0.10
0.00 −0.07 0.00 −0.06

P =


0.00 −0.07 0.00
0.11
0.00 −0.01 0.00 
 0.03


 0.00

0.03
0.00
−0.07
0.00
0.11
0.00
−0.01




 0.02

0.00
−0.06
0.00
−0.01
0.00
2.00
0.00


0.00
0.02
0.00 −0.06 0.00 −0.01 0.00
2.00

(3.56)

Together, these guarantee trajectory robustness in the flat space, and thus in the flat
output space by Theorem 3.14.
3.1.4

Discrete-Time Systems
Consider a discrete-time dynamical system with input
Σinp : x(κ + 1) = f (x(κ), u(κ)), x(·) ∈ Rn , u(·) ∈ Rm .

(3.57)

Notation 3.16. We shall use κ as our indexing variable to avoid ambiguity with k,
which has been and will continue to be used to describe the feedback control law.
In order to express the property of trajectory robustness in relation to discretetime systems, we define the discrete-time counterpart to the control autobisimulation
function as follows.
Definition 3.17 (Discrete-Time Control Autobisimulation Function). A continuously differentiable function ψ : Rn ×Rn → R+ is a control autobisimulation function
of (3.57) if for any x, x′ ∈ Rn ,

ψ(x, x′ ) ≥ kx − x′ k ,

(3.58)
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and there exists a function k : N × Rn → Rm such that
ψ(f (x, k(κ, x)), f (x′ , k(κ, x′ )) ≤ ψ(x, x′ ).

(3.59)

If f (x, u) is an affine linear function,
f (x, u) , Ax + Bu + g,

(3.60)

we can form the control bisimulation function ψ(x, x′ ) by the quadratic expression

1
ψ(x, x′ ) , (x − x′ )T P (x − x′ ) 2 ,
P T = P  I,

(3.61)
(3.62)

and the control law of the form
ū(κ) = k(κ, x) = Kx + v̄(κ),

(3.63)

for some reference input signal v̄ of appropriate dimensions. In this case, inequality
(3.59) is equivalent to:
(x − x′ )T (A + BK)T P (A + BK)(x − x′ ) ≤ (x − x′ )T P (x − x′ ),

(3.64)

which is also equivalent to
P − (A + BK)P (A + BK)T  0.

(3.65)

Classical results from Lyapunov stability of discrete-time systems dictate that such
K and P exist if and only if (A, B) is stabilizable [156]. Moreover, P and K can be
found from the Linear Matrix Inequality [148]:




P
(AP + BD)T

P T = P  I,

AP + BD
  0,
P

(3.66)
(3.67)
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Unsafe
Goal
x̄′ (1)
x̄′ (2)
x′0

x̄(1)

x̄(2)

x̄′ (L)
x̄(L)

x0
Bψ (x0 , ψ(x0 , x′0 ))

Bψ (x̄(L), ψ(x0 , x′0 ))

Figure 3.3: Illustration of the trajectory robustness property. With a input signal v̄, we can steer a neighborhood of initial conditions
Bψ (x0 , r) to satisfy the control objective.
where D , KP and therefore K = DP −1. Observe that this result is independent
of the selection of the reference input signal v̄.
v̄=v̄ ′ ,

We can directly deduce that for any x0 , x′0 ∈ Rn and any reference input signal

x̄′ (κ) ∈ Bψ (x̄(κ), ψ(x0 , x′0 )).
This is illustrated in Figure 3.3. Therefore, if an appropriate reference input
signal v̄ can be obtained for the nominal initial state x0 , it can also be used as the
input for a ball of initial conditions around x0 and the resulting trajectories are
guaranteed to be valid.

3.2

Hybrid Systems
In Section 3.1 we presented a method using CAFs to bound the distance

between a nominal state and/or output trajectory with another trajectory initiated
nearby operating under an appropriately designed feedback control law for a given
continuous system. In this section we will briefly extend this notion to hybrid
systems by applying the previous results to each location and determining how to
calculate the robustness across transitions of the hybrid system.
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Assume we have a human generate a valid trajectory (see Definition 2.32)
for an initial condition (ℓ0 , x0 ) ∈ Init. We shall call the trajectory the nominal
ex
trajectory and denote it by (ℓ,
e), and we shall call the input the nominal input and
denote it by (e
a, u
e). Let

(ℓ̄, x̄) : (ti , t′ ] → L × X ,

t′ ≤ ti+1

denote any trajectory with ℓ̄(t) = ℓe(i) , where ℓe(i) , ti and ti+1 as defined as in Definition 2.6. We next design a feedback control law that guarantees that the distance

between any state trajectory x̄ and the ith nominal state trajectory segment is nonincreasing. Specifically,
ψi (x̄(t), x
e(i) (t)) ≤ ψi (x̄(t+
e(i) (t+
i ), x
i )),

t ∈ (ti , ti+1 ],

(3.68)

for some set of suitable segment-dependent metrics ψi (·, ·) that are continuously

differentiable everywhere except possibly the origin.

We accomplish this by designing a feedback control law of the form
u(t) , k(t, ℓ, x) = k̄(ℓ, x − x
e(t)) + u
e(t).

(3.69)

We design the subcomponent k̄ using the methods presented in Section 3.1, namely
by finding a suitable CAF ψi for each location ℓe(i) visited by the nominal trajectory

and then generating the desired control law. These CAFs define the metrics used
in (3.68).

If we are able to find such a feedback control law that holds for each nominal
trajectory segment, then we say that the each nominal trajectory segment is imbued with the property of trajectory robustness. This bounds the distance between
trajectories initiated near the initial point of a nominal trajectory segment and the
nominal trajectory segment itself, in the L∞ sense.

Ideally, we would like to determine the largest neighborhood of x
e(0) which is

guaranteed to generate a valid trajectory when operating under the feedback control
law k(t, ℓ, x). This problem, however, is intractable, so we restrict our goal to finding
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the largest level set of ψ0 , the robustness metric associated with the first trajectory
segment, such that all trajectories initiated from this set are valid and follow the
same sequence of modes ℓe(0) , ℓe(1) , . . ., as the nominal trajectory. How to determine
such a level set will depend on whether we are considering systems with externally

forced switching or general switching (internally forced and externally forced), as
well as whether we are addressing Problem 2.26 or Problem 2.28. Methods for
calculating the desired level set of ψ0 will be presented in Section 4.2.
Example 3.18 (Hybrid Input-Output Linearizable Rotating Planar Vehicle). Consider the rotating vehicle presented in Example 3.7. In addition to the system’s
dynamics, there are three positions that each exert a force along each coordinate
that is linear with respect to the distance from that location along the corresponding
coordinate. The user has control over whether this is a repulsive (positive) force or
an attractive (negative) force. Thus, this is a hybrid system where the discrete input
determines the signs on these terms in the dynamics. Since there are three regions
with two possible states each, there are 23 = 8 locations. The dynamics for each
location are given by

P


ẍ = F1 cos θ − F2 sin θ + 0.1ẋ + 3k=1 sk (ℓ)(x − xk ),



P
Σ(ℓ) = ÿ = F1 sin θ + F2 cos θ + 0.1ẏ + 3k=1 sk (ℓ)(y − yk ),




θ̈ = F2 a − F1 b .
I
I

(3.70)

where I denotes the object’s moment of inertia, xk and yk are the x and y coordinates
of the center of the k th unsafe regions and sk (ℓ) = ±1 determines the sign of the

force induced by the k th position in location ℓ.

To ensure trajectory robustness, we need to find a CAF and feedback control law
for each location—or less stringently, for those locations visited by a given nominal
trajectory. Since each location is feedback linearizable, we can use the tools presented
in Section 3.1.2. Notice that the added dynamic components are all linear, so we
can linearize every location using the linearizing feedback from Example 3.7. The
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linearized dynamics for all locations are given by
  
  
x̂1
x̂3
0
  
  
 
 0
x̂4
d 
x̂2  
  
 =
 +  ,
P
3
  w1 
dt x̂3  0.1x̂3 +
s
(ℓ)(x̂
−
x
)
k
1
k
k=1
  
  
P3
x̂4
0.1x̂4 + k=1 sk (ℓ)(x̂2 − yk )
w2
   
y
x̂
 1 =  1 .
y2
x̂2

(3.71)

(3.72)

We can now find the a feedback law for each of the eight locations using the techniques
presented in Section 3.1.2 to guarantee trajectory robustness. As in the last section,
we are able to find gains that provide trajectory robustness for a quadratic CAF
P
where P = I. Specifically, for the four locations where 3k=1 sk (ℓ) < 0 we have that
the system already has trajectory robustness relative to a quadratic CAF with P = I,
P
for the three locations where 3k=1 sk (ℓ) = 1 we have


K=
and for the location where

P3

k=1

−1
0

0
−1

−0.1
0

0
−0.1



,

sk (ℓ) = 3 we have



K=

−3
0

0
−3

−0.1
0

0
−0.1



,

Example 3.19 (Hybrid Linear Affine System with Internally Forced Switching).
Consider a three dimensional piecewise-affine system with one input and two partitions. We express this a hybrid system of the form presented in Section 2.1 with L =

{1, 2}, X = R3 A = {1}, U = R, and E = {(1, 1, Guard, Id, 2), (2, 1, Guard, Id, 1)},

where Id is the identity mapping. For this problem, we define Guard to be the plane

defined by x1 = 0, Inv(1) and Inv(2) to be where x1 is nonpositive and nonnegative
respectively, and Σ to be
Σ(1) :

ẋ =

h −1.2

2.1 −0.3
−8.4 −3.8 −0.6
−0.6 4.3 −2.9

i

x+

h i
1
2
3

u
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Σ(2) :

ẋ =

h −0.7

2.9 −0.6
0.2 −0.4 3.6
0.1 0.3 −4.2

i

x+

h i
3
2
1

u+

h i
6
2
0

To ensure trajectory robustness, we must use the results from Section 3.1.1 to
find a linear k̄ (1) and k̄ (2) such that for any nominal trajectory (ℓ̃, x̃), the control law
(3.69) provides trajectory robustness about (ℓ̃, x̃). These control laws are given by
k̄ (1) (x) = [0.2, −0.1, 0.3]x,

k̄ (2) (x) = [−0.1, −0.3, 0.2]x.

These feedback laws provide robustness with respect to the metrics

1
ψi (x, x′ ) = (x − x′ )T Pi (x − x′ ) 2 , where


5.22 −0.08 −0.38


,
P1 = 
−0.08
1.53
0.84


−0.38 0.84
2.37


1.01 −0.06 −0.10


.
P2 = 
−0.06
1.53
0.84


−0.10 0.84
2.35

3.3

Robustness to Bounded Disturbance
In this section, we study the effect of bounded disturbance in the reference

input signal v̄ on the robustness property for discrete-time systems. To this end, we
introduce the following notation.
Notation 3.20 (Trajectory with Bounded Disturbance). Consider the discrete-time
dynamical system with input (3.57) along with the feedback control law ,
k(κ, x) = Kx + v̄(κ).

(3.73)

As normal, we denote the trajectory of the system operating under the control law
(3.73) initiated at x′0 by x̄′ . Now consider the following feedback control law with a
bounded disturbance signal,
k(κ, x) = Kx + v̄(κ) + ε̄(κ).

(3.74)
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We denote the trajectory of the system operating under the control law (3.74) initiated at x′0 by x̂′ .
Additionally, we will use the following notation for brevity.
Ã , A + BK.

(3.75)

We formulate some bound on ke
x − x̂′ kψ in terms of kx0 − x′0 kψ and kε̄k∞ .

Here, ε̄ is a disturbance signal affecting the reference input v and kε̄k∞ denotes its
ℓ∞ norm.

Theorem 3.21. Suppose that kε̄k∞ ≤ δ. There exists a critical radius rcrit > 0

(generally dependent on kε̄k∞ ) such that for any r > rcrit the following is true for

all k > 0.

kx0 − x′0 kψ ≤ r

⇒

ke
x(κ) − x̂′ (κ)kψ ≤ r.

(3.76)

Proof. We will prove this result by induction. First, from the relationship
x
e(1) = Ãx0 + Bv̄(0) + g,

(3.77)

x̂(1) = Ãx′0 + Bv̄(0) + B ε̄(0) + g,

(3.78)

x
e(1) − x̂(1) = Ã(x0 − x′0 ) − B ε̄(0).

(3.79)

to derive

Hence, we have that

ke
x(1) − x̂(1)k2ψ = (x0 − x′0 )T ÃT P Ã(x0 − x′0 ) − (x0 − x′0 )T ÃT P B ε̄(0)
− ε̄T (0)B T P Ã(x0 − x′0 ) + ε̄T (0)B T P B ε̄(0). (3.80)
Subtracting kx0 − x′0 k2ψ from (3.80), we obtain
2

ke
x(1) − x̂(1)k2ψ − kx0 − x′0 kψ =


(x0 − x′0 )T ÃT P Ã − P (x0 − x′0 ) − (x0 − x′0 )T ÃT P B ε̄(0)
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(a)

(b)


kÃT P Bk2
σmin

Bψ (x0 , r̃)



T

+ kB P Bk kǫk2∞

ρcrit
x0

kx0 −

x′0 k

ρcrit

Bψ (x0 , rcrit )

Figure 3.4: (a) A sketch of the right hand side of (3.82) as a function of
kx0 − x′0 k. (b) An illustration relating ρcrit , r̃, and rcrit .
− ε̄T (0)B T P Ã(x0 − x′0 ) + ε̄T (0)B T P B ε̄(0). (3.81)


By design, we know that P − ÃT P Ã is positive definite (see (3.65)). De

T
note the smallest singular value of P − Ã P Ã as σmin . We can majorize the first

(quadratic) term by −σmin kx0 − x′0 k2 , the middle (linear) terms by 2 kx0 − x′0 k ÃT P B δ,
and the final (constant) term by B T P B δ 2 , yielding
2

ke
x(1) − x̂(1)k2ψ − kx0 − x′0 kψ ≤

2

− σmin kx0 − x′0 k + 2 kx0 − x′0 k ÃT P B δ + B T P B δ 2 . (3.82)
A sketch of the plot of the right hand side of (3.82) versus kx0 − x′0 k can be seen in

Figure 3.4.

Observe that if
ÃT P B +
kx0 −

then

x′0 k

≥

|

r

ÃT P B

2

+ σmin kB T P Bk

σmin
{z

,ρcrit

2

ke
x(1) − x̂(1)k2ψ ≤ kx0 − x′0 kψ .

δ,
}

(3.83)

(3.84)
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Now, define
r̃ , ρcrit

p

λmax ,

(3.85)

where λmax is the largest eigenvalue of P , and therefore
kx0 − x′0 kψ ≥ r̃ ⇒ kx0 − x′0 k ≥ ρcrit .

(3.86)

v

u
u
T
u
 Ã P B
u
2
= tr̃ + 
σmin

(3.87)

We can then define

rcrit



2


+ kB T P Bk δ 2 .

We can infer that for any r ≥ rcrit ,
kx0 − x′0 kψ ≤ r ⇒ ke
x(1) − x̂(1)kψ ≤ r.

(3.88)

Since the system is time-invariant, we can repeat this reasoning to obtain (3.76).
Remark 3.22. As σmin becomes arbitrarily small, so too must δ in order to prevent
rcrit from growing larger than any obtainable robustness for a given problem. We
can ensure a minimum on the singular value if instead of (3.66), we solve



3.4

P

AP + BD

(AP + BD)T

P − σmin I



  0,

Related Research
Closely related to our concept of trajectory robustness is that of incremental

stability. Where global asymptotic stability implies that all trajectories of a system
converge to an equilibrium point asymptotically, incremental stability requires that
any two trajectories converge asymptotically [157]. This original work required convergence in the Euclidean norm, and subsequent research relaxed this to convergence
with respect to an arbitrary metric d [102]. Formally, this is represented as
d(x̄(t), x̄′ (t)) ≤ β(d(x̄(0), x̄′ (0)), t),

(3.89)
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where β is a function in class KL. Analogous results are also derived in the sense

of input-to-state stability. Incremental stability stronger requirement than trajectory robustness, in that the latter only requires boundedness, and does not require
convergence.
Uniform convergence of a system is another closely related concept [158]. It
differs slightly from incremental stability in that it requires all trajectories of the
system to converge to one specific trajectory of the system. Formally, a system is
uniformly convergent if there exists a trajectory x
e such that for all trajectories x̄ we
have

d(x̄(t), x
e(t)) ≤ β(d(x̄(0), x
e(0)), t).

When the state space X in which trajectories may exist is compact, then these two

notions are equivalent to each other. However, if this is not the case, then they are
different in that neither one implies the other [158].
Controller synthesis methods have been developed with require the system
being controlled to be incrementally stable [130]. Note that for our method, if
the underlying system is incrementally stable, then it has the property of trajectory
robustness, and we can forgo designing a CAF and feedback control law as described
in this chapter. A later work drops this requirement, and recovers the property by
using a backstepping controller [102]. This achieves a slightly stronger result than
the methods presented in this chapter. The trade off, however, is that it only applies
to strict-feedback form systems [159], a restricted class of systems in which
ẋi = hi (x1 , x2 , . . . , xi ) + gi (x1 , x2 , . . . , xi )xi+1 ,

i = 1, . . . , n

where h1 and gi are smooth, and gi 6= 0 over the domain of interest.

The concept of incremental stability was weakened to that of incremental

forward completeness. In this definition, the function β in (3.89) is no longer required
to be in class KL, but rather for any t, β(·, t) must be in class K∞ . This is a
weaker requirement than trajectory robustness, as any system with the property

of trajectory robustness is incrementally forward complete, but the converse in not
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necessarily true. As before, the property has been used as a requirement to generate
correct controllers [160], but no general methods have been proposed to guarantee
this property for classes of dynamics as we have done in this chapter with trajectory
robustness.
Finally, research has been done that uses sensitivity analysis to bound the
deviation between trajectories of a system [161]. Although this is an interesting
approach for system verification, it is not well suited for controller synthesis. This
approach requires the derivation of a Lipschitz constant for the dynamics of the
system, that allow us to overapproximate the bound on the deviation between two
trajectories initialized near one another. In general, this constant will provide a
very loose upper bound on the deviation which greatly reduces the coverage that
any trajectory will provide over the set Init.

3.5

Conclusions and Future Work
In this section we considered the task of designing a CAF and feedback con-

troller that imbues the closed loop system with the property of trajectory robustness.
We developed a standardized approach for linear affine systems, feedback linearizable systems, and differentially flat systems, all in the continuous-time domain.
Additionally, we developed a standardized approach for linear affine discrete-time
systems. We then defined the concept of trajectory robustness for hybrid systems,
and described how one extends the results from continuous systems to this hybrid
case. Finally, we examined sufficient conditions for ensuring trajectory robustness
for linear affine discrete-time systems in the presence of bounded input disturbance.
This analysis is crucial to the development of our feedback control law generation
method presented in Chapter 6.
There are many directions this research can be taken in the future. Standardized methods for generating a CAF and a feedback control law can be developed for
additional classes of nonlinear dynamics. The discrete-time results can be formally
extended to feedback linearizable and differentially flat systems.
One avenue for future work that would be useful is to derive conditions for
ensuring trajectory robustness for a variety of uncertainties. For instance, one could
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consider
• More general forms of system disturbance that bounded input disturbance,
• Plant-model mismatch,
• Uncertain parameters.
We are already working with a concept of robustness, and one can imagine that these
other nonidealities can be addressed directly within this robustness framework, as
we had done with the bounded input disturbance.

Chapter 4
Calculating Trajectory Robustness
In this chapter we present methods for determining the robustness of a nominal
trajectory with respect to the specifications in either Problem 2.26 or Problem 2.28.
In Section 4.1 we present results for continuous dynamical systems, which will follow
directly from the definition of trajectory robustness, as well as distance computation for Problem 2.26 and robustness computation for MTL specifications for Problem 2.28. In Section 4.2 we will present computation methods for hybrid systems.
This will introduce complications that will be some analysis to generate the desired
results.

4.1

Continuous Dynamics
We will first consider Problem 2.28, as any such solution can also be applied

to Problem 2.26 (see Remark 2.29). As we are dealing with continuous systems, we
will drop the references to locations, and use the CAF ψ as our metric in performing
distance calculations for the MTL robust semantics given in Definition 2.17.
In Theorems 4.2–4.7 we will make use of the following assumption.
Assumption 4.1. Consider a continuous dynamical system with input and output,
such as the ones used in (2.1) in our definition of a hybrid automaton. Assume we
have a CAF ψ, a nominal output trajectory ye with initial state x0 and a feedback

control law k(t, x) such that for any δ there exists a neighborhood N (x0 , δ) around

x0 such that

kȳ ′ (t) − ye(t)kψ < δ,

∀x′0 ∈ N (x0 , δ), t ∈ [0, tf ].

(4.1)

Portions of this chapter previously appeared as: A. A. Julius and A. K. Winn, “Safety controller
synthesis using human generated trajectories: Nonlinear dynamics with feedback linearization and
differential flatness,” in Proc. Amer. Control Conf. Montreal, Canada: IEEE, 2012, pp. 709–714.
Portions of this chapter to appear in: A. Winn and A. Julius, “Safety controller synthesis using
human generated trajectories,” IEEE Trans. Autom. Control, to be published.
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Methods for designing such a CAF and feedback control law for a given dynamical system and nominal trajectory are presented in Sections 3.1.1–3.1.3 for several
classes on nonlinear dynamics.
Theorem 4.2 (MTL Robustness of a Continuous Nominal Trajectory). Given Assumption 4.1 and an MTL specification φ, any trajectory ȳ ′ with x′0 ∈ N (x0 , δφ ),

where δφ = [[φ]](e
y , 0) is the robustness of the nominal output trajectory with respect
to the MTL specification will satisfy the φ.
Proof. By definition, this gives us
kȳ ′(t) − ye(t)kψ < [[φ]](e
y , 0).

Applying Theorem 2.18, we have that

where

kȳ ′(t) − ye(t)kψ < depthρ (e
y , S(φ)),
ρ(ȳ, ȳ ′) = max ψ(ȳ(τ ), ȳ ′(τ )),
τ

S(φ) = {ȳ | hhφii(ȳ, 0) = ⊤}.
We use the max operator because the trajectories are defined over a closed, bounded
interval. Substituting the definition of depthρ yields
kȳ ′(t) − ye(t)kψ < inf {ρ(ȳ, ye) | ȳ ∈
/ S(φ)}.
ȳ

Substituting the definition of ρ gives us,

kȳ ′(t) − ye(t)kψ < inf max {kȳ(τ ) − ye(τ )kψ | ȳ ∈
/ S(φ)}.
ȳ

τ

Assume that ȳ ′ ∈
/ S(φ). In this case, we can choose ȳ = ȳ ′ and have that
kȳ ′(t) − ye(t)kψ < max kȳ ′(τ ) − ye(τ )kψ .
τ

(4.2)
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Let
t∗ = arg max kȳ ′(τ ) − ye(τ )kψ .

(4.3)

τ

Substituting (4.3) into (4.2) yields

kȳ ′(t∗ ) − ye(t∗ )kψ < kȳ ′(t∗ ) − ye(t∗ )kψ ,

a contradiction. Thus we must have that ȳ ′ ∈ S(φ), and that the MTL specification
is satisfied for ȳ.

The MTL robustness estimate [[φ]](ȳ, 0) can be computed using using the STaLiRo tool for MATLAB [42].
Example 4.3 (2D Control of a Differentially Flat Quadrotor). In this example we
consider a control problem shown in Figure 4.1 regarding the motion of the quadrotor
presented in Example 3.15. This example is inspired by a similar one used in [162].
We embed the safety criteria into MTL as described in Remark 2.29, and additionally
require the following temporal specification to hold
φ =  p speed1 → ♦[0,2] [0,3] p speed2



where
p speed1
p speed2


, y

, y

v,

q

ẏ12

ẏ22



≥5 ,

q
2
2
v , ẏ1 + ẏ2 ≤ 4 .
+

In words, this allows the quadrotor to reach speeds greater than 5, but only if it
reduces its speed below 4 within two seconds, and stays below 4 for at least three
seconds. This may be required to prevent fatigue on components that bend or vibrate
in the ambient flow of air.
A MATLAB graphical user interface was created to obtain the nominal trajectory from a human. This trajectory was passed to TaLiRo along with the MTL
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UnsafeOutput

y

θ
GoalOutput
UnsafeOutput
x

Figure 4.1: 2D control of a quadrotor.

(a) Nominal trajectory with robustness tube.

(b) Velocity signal with robustness tube. Note
that the robustness only applied to the
spacial (vertical) coordinate, and not the
temporal (horizontal) coordinate on this
plot.

Figure 4.2: Robustness calculation for MTL specification. Note that the
timing constraint is the constraining factor, as bigger robustness tube would violate the [0,3] p speed2 part of the constraint
at time t = 4.4.
specification to determine the robustness. Since the safety specifications are in the
output coordinates only, and the temporal specifications are in their time derivatives
only, we show the output trajectory and the velocity signal v(t) are shown separately
in Figures 4.2a–4.2b, along with their corresponding robust tubes.
When we are considering Problem 2.26, as noted before we can embed the
safety specifications in MTL and use this tool to generate the desired robustness
result. However, this may introduce much unneeded machinery, and prevent us from
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using the simpler structure to speed up the calculations. To this end, we introduce
the following direct characterization of the robustness with respect to safety criteria.
Before presenting the main result, we introduce a lemma to aid in subsequent
proofs.
Lemma 4.4. Let ȳ : T ⊆ R → Y and ye: T ⊆ R → Y, let S ⊆ Y, let ψ be a metric
in Y, and let I be a time interval, which may be a singleton, such that I ⊆ T . If
kȳ(t) − ye(t)kψ < inf depthψ (e
y (τ ), S),
τ ∈I

then

ȳ(t) ∈ S,

∀t ∈ I.

∀t ∈ I.

(4.4)

(4.5)

Proof. Assume that (4.5) is not true. In this case there exists a t′ ∈ I such that
ȳ(t′ ) ∈
/ S.
Setting t = t′ and τ = t′ in (4.4) yields
kȳ(t′ ) − ye(t′ )kψ < depthψ (e
y (t′ ), S).

Substituting the definition of the depth function yields

kȳ(t′ ) − ye(t′ )kψ < inf ky − ye(t′ )k .
y ∈S
/

(4.6)

Since ȳ(t′ ) ∈
/ S by assumption, we can choose y = ȳ(t′ ) in (4.6) to yield
kȳ(t′ ) − ye(t′ )kψ < kȳ(t′ ) − ye(t′ )kψ ,

a contradiction. Thus our assumption is false and we have that (4.5) is true, as
desired.
Remark 4.5. When the time interval I in Lemma 4.4 is a singleton, say t∗ , then
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we have the following simplified result. If

then

kȳ(t∗ ) − ye(t∗ )kψ < depthψ (e
y (t∗ ), S)

(4.7)

ȳ(t∗ ) ∈ S.

(4.8)

Corollary 4.6. Assume ȳ, ye, S, ψ, and I are all defined as in Lemma 4.4. If
kȳ(t) − ye(t)kψ < inf distψ (e
y (τ ), S),
τ ∈I

then

ȳ(t) ∈
/ S,

∀t ∈ I.

∀t ∈ I.

(4.9)

(4.10)

Proof. This follows directly from (2.7), i.e. the fact that the dist function is equivalent to the depth function over the complement of S in Y.
Theorem 4.7. Given Assumption 4.1 and the sets Unsafe, Input, and Goal, and
time bound T , any trajectory ȳ ′ with x′0 ∈ N (x0 , δ0 ) where δ0 is given by
δ0 = min (δUnsafe , δInput , δGoal ) ,

(4.11)

with
t∗ = arg max depthψ (e
y (τ ), Goal),
τ ∈[0,T ]

δGoal = depthψ (e
y (t∗ ), Goal),
δUnsafe = min∗ distψ (e
y (τ ), Unsafe),
τ ∈[0,t ]

δInput = min∗ distψ (e
y (τ ), {h(x) | k(τ, x) ∈
/ Input})
τ ∈[0,t ]

(4.12)
(4.13)
(4.14)
(4.15)

will satisfy the safety requirements of Problem 2.26.
Proof. The results follow directly from the trajectory robustness property, and the
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judicious calculation of distances to maintain safety. By assumption we have from
(4.1) that
kȳ ′ (t) − ye(t)kψ < δ0 .

Applying (4.11) and (4.13) give us for all t in [0, T ],
kȳ ′ (t) − ye(t)kψ < δGoal = depthψ (e
y (t∗ ), Goal).

By Lemma 4.4 we have that ȳ ′ (t∗ ) ∈ Goal.

Now we need to show that all ȳ ′ are safe and satisfy input constraints up until

time t∗ . Combining (4.1), (4.11) and (4.14) gives us
kȳ ′(t) − ye(t)kψ < δ0 ≤ δUnsafe = min∗ distψ (e
y (τ ), Unsafe).
τ ∈[0,t ]

By Corollary 4.6, we have that ȳ ′ (t) ∈
/ Unsafe for all t ∈ [0, t∗ ].
Similarly, combining (4.1), (4.11) and (4.15) gives us

kȳ ′ (t) − ye(t)kψ < δ0 ≤ δInput ≤ min∗ distψ (e
y , UnsafeInput),
τ ∈[0,t ]

where for brevity we define

UnsafeInput = {h(x) | k(t, x) ∈
/ Input}.
By Corollary 4.6, we have that ȳ ′(t) ∈
/ UnsafeInput for all t ∈ [0, t∗ ], which, by

its definition, means that k(t, x̄(t)) ∈ Input for all t ∈ [0, t∗ ], the last of the safety

requirements.

To address Problem 2.26 using Theorem 4.2, we would need to represent our
safety criteria using the UI operator as described in Remark 2.29. Examining the
robust semantics for this operator given in (2.13), we see that this requires a maximization over t∗ of the minimum of the depth of the endpoint in Goal depth and the
minimization up to t∗ of the distance of the trajectory to Unsafe. In general, this
the complexity of the process is quadratic in the number of timesteps over the in-
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Figure 4.3: Safety problem specification.
terval I. However, since we can assume that Unsafe and Goal are disjoint sets—the
alternative would not make any sense—we can separate the maximization from the
minimization as done in Theorem 4.7, which has a complexity linear in the number
of timesteps over the interval I. This difference in complexity is demonstrated in
Example 4.10.
Example 4.8 (Safety Controller Synthesis for Linear Affine Planar Vehicle).

7

Consider the task of controlling the vehicle presented in Example 3.3. Suppose
that the vehicle starts in some compact set around the origin and we wish to drive
it to some region of the point (2, 0). Further, the environment is such that there is
an object at (1, 1) the vehicle must avoid that provides a constant attractive force.
Finally, the system has an anti-friction term which causes the autonomous system
to be unstable. The layout of these regions are shown in Figure 4.3. Formally, we
take X = R4 and define Init, Unsafe and Goal to be,
Init = {x | |x1 | ≤ 0.2, |x2 | ≤ 0.2, x3 = 0, x4 = 1 } ,
o
n p
2
2
(x1 − 1) + (x2 − 1) ≤ 0.3 ,
Unsafe = x
 q

2
2
(x1 − 2) + x2 ≤ 0.1 .
Goal = x

(4.16)
(4.17)
(4.18)

Further, we wish to impose the constraint that the vehicle enter the goal set
7

Example 3.3 and the associated figures were originally presented in [1].
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within t ∈ [0, 5] seconds and with the input constraints ku(t)k ≤ 1.

Using the feedback control law and CAF derived in Example 3.3, we next design

the open loop trajectories that will cover Init. To this end we developed a video game
in MATLAB that simulates the closed loop system,
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(4.19)

We discretize these dynamics with a constant time step δs and assume the
open loop input is constant between time intervals, that is, the input to the system
is a zero order hold of a discrete control sequence. For the affine dynamics that
we consider in this example, the discretization can be made exact by integrating the
closed loop dynamics (4.19) analytically.
The input to the video game is generated by a human using a joystick. One
of the benefits of using a simulation to generate the controller is that the system
can be simulated at a slower rate than the actual dynamics, allowing a human to
generate feasible trajectories for a system that would otherwise exceed the bandwidth
of a human’s sensory capabilities. In this case we simulate the system at one-third
of the speed of the system’s dynamics.
Figure 4.4a shows the graphical user interfaced for the MATLAB video game.
The user chooses an initial condition in Init from which to start the simulation. The
position coordinates (x1 and x2 ) are displayed on the screen. When the simulation
begins, a point begins to follow a trajectory determined by the dynamics and the
user input. There are many possible ways that the video game designer can aid the
player in generating feasible trajectories. In our program, we include a timer in the
upper left to help players determine the efficacy of their current input strategy. At
each point in the simulation we determine the trajectory that will be generated if the
input is held constant up to some finite horizon, and plot this graphically for the
user to use to adjust their input. After the trajectory is generated, the robustness
is calculated using Theorem 4.7 and the computation tools described in Chapter 7.
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(a) Interface for the MATLAB simulation.

(b) Four trajectories (solid) that form the
controller along with several trajectories (dashed) generated by the controller.

Figure 4.4: Screenshots for linear affine example [1].
The results from one session with the video game are given in Figure 4.4b. The
solid lines show the trajectories generated by the human player. The union of the
robustness bounds around the initial conditions cover Init, and thus the controller
that uses the feedback law in (3.14) and the open loop input given by one of those
four nominal trajectories (to be determined by the initial condition) solve the safety
controller synthesis problem.
Example 4.9 (Input-Output Linearizable Rotating Planar Vehicle). In this example
we solve the following safety control problem for the vehicle presented in Example 3.7.
Suppose that we are to steer the system from the initial set:








   
x2
0 

   

x  1

4




6
Init = x ∈ R | |x1 | ≤ 0.1, |x3 | ≤ 0.1,   =   .
x5  0




   





x6
0 

The sets of unsafe and goal outputs are given by
Unsafe = {y ∈ R2 |

y − [1, 1]T ≤ 0.3},

Goal = {y ∈ R2 |

y − [2, 0]T ≤ 0.1}.
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Additionally, we also require that the control inputs are bounded in magnitude, i.e.



F1 (t)
F2 (t)



 ≤ 2.

(4.20)

From the expression for our linearizing input transformation (3.31), we can observe
that




w1 (t)
w2 (t)





 = 

F1 (t)
F2 (t)



 ,

(4.21)

which implies that the constraint in (4.20) can be expressed in terms of the new
inputs




w1 (t)
w2 (t)



 ≤ 2.

(4.22)

With the linearization, we now have to solve the output safety control problem
for the linear affine system (3.32) - (3.33), with constraint (4.22). As in Example 4.8, we use MATLAB to construct a simple interactive graphical user interface
(or video game) that simulates the system’s dynamics. Valid trajectories can then be
obtained from a human player, and the robustness is determined using Theorem 4.7
and the computational tools presented in Chapter 7. The game interface is shown
in Figure 4.5. In the bottom panel of Figure 4.5, we can also see that a single
valid trajectory can be generalized to cover a robust neighborhood around its initial
condition.
Example 4.10 (2D Control of a Differentially Flat Quadrotor). In this example we
consider just the safety criteria of Example 4.3, as was shown in Figure 4.1
As in Example 4.9, a MATLAB graphical user interface was created to obtain
the nominal trajectory from a human. Figure 4.6 shows the simulated result of this
controller. The size of the robustness tube was determined using Theorem 4.7 and the
computational tools presented in Chapter 7. This computation, even when performed
somewhat inefficiently by calculating the distance of each point on the trajectory to
each polytope, took about half the time required to run the distance computation in
TaLiRo.
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Figure 4.5: Annotated screen capture of the video game. (a) Screen capture from a game play showing the manipulated object and
all sets of interest. (b) Once a valid trajectory is obtained,
a robust neighborhood around the initial condition can be
constructed (represented as the circle).

Figure 4.6: Simulation of quadrotor system.
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4.2

Hybrid Systems
In this section we examine how to calculate the robustness bound for a nom-

inal trajectory generated for a hybrid system. In general, the robustness for each
trajectory segment will defined with respect to a different CAF, which implies that
the robust neighborhood at the transition time for one segment will not map exactly onto the robust neighborhood at the beginning of the next neighborhood. The
existence of a nontrivial Reset map only exacerbates this problem. Thus we are
required to find largest robust neighborhood for each segment that fully transitions
into the robust neighborhood of the following segment.
4.2.1

Hybrid Trajectory Robustness for Systems with Externally Forced
Switching
In this section we shall consider a hybrid system with input as described in

Section 2.1, with the following modification.
Notation 4.11. We shall represent the discrete input to the system by a sequence
of pairs, a[i] = (a(i) , t(i) ), denoting the value of the input and the time at which it
is applied. Note that this can be modeled in our original hybrid systems framework
using the method described in Remark 2.9. By defining the discrete input in this
way, transitions can only occur at the times t(i) .
We will first address the case of calculating the robustness of a nominal hybrid
system trajectory with respect to safety criteria. The temporal properties of the
specifications are basic enough that we can decompose the calculation to a series
of subproblems over the segments that include addition specifications to handle the
transitions. Afterward, we will address the case involving MTL specifications. In
this case, the time dependence between segments cannot be ignored, and this will
preclude such a decompositional approach. For this reason, we make the distinction
between the two approaches.
Our problem is defined in terms of the output trajectory of a hybrid system,
but the components that affect hybrid transitions, namely the Guard and Reset
map, are defined in terms of the system’s state. If the output function hi (x) for
location ℓ(i) is invertible, then we can map the Guard(i) into the output space, and
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we can compose hi (x) with Reset(i) to generate an output space analogue. In general
this may not be the case, and we address this fact via the following notations.
Definition 4.12 (Image and Inverse Image [163]). The image of a set A under
function f : X → Y is given by
f [A] = {f (x) | x ∈ A}.
Similarly, the inverse image of a set B under the function f is given by
f −1 [B] = {x ∈ X | f (x) ∈ B}.
Notation 4.13. Given a nominal output trajectory for a hybrid system, let hi (x)
be the output function for the continuous dynamics of the ith segment, and Guard(i)
and Reset(i) be the corresponding guard and reset map. The following denote representations of these components onto the output space,
(i)
OutputGuard(i) = {y | h−1
i [y] ⊆ Guard },
†

−1
OutputReset(i) (S) = {y | Reset(i) [h−1
i [y]] ⊆ hi+1 [S]},

where S ⊂ Y.
Note that OutputGuard(i) represents all outputs whose states must be within
Guard(i) . Since multiple states can map to the same output, this requires that all
†

such states are in Guard(i) . Similarly, OutputReset(i) (S) is the set of all outputs
corresponding to a states that Reset(i) maps into states whose outputs are in S,
i.e. for transition time ti ,
†

ȳ(ti ) ∈ OutputReset(i) (S)

⇒

ȳ(t+
i ) ∈ S.

Assumption 4.14. Consider a hybrid system and assume we have a nominal output
trajectory ye with initial state (ℓ0 , x0 ) and discrete input a[i] = (a(i) , t(i) ) for i =

1, 2, . . . , N. Further, assume for each location ℓ(i) we have a CAF ψi and a feedback
control law k(t, ℓ, x) such that for any δ there exists a neighborhood Bψi (e
y (t+
i ), δ)
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with
kȳ ′ (t) − ye(t)kψi < δ,

t ∈ (ti , ti+1 ],

(4.23)

where ȳ ′ is any output trajectory of the hybrid system satisfying ȳ ′ (t+
y (t+
i ) ∈ Bψi (e
i ), δ)
+
+
e ). Additionally, we assume that for any δ there is a neighborhood
and ℓ̄′ (t ) = ℓ(t
i

i

N (x0 , δ) such that ȳ ′(t0 ) ∈ Bψ0 (e
y (t0 ), δ) for any x′0 ∈ N (x0 , δ) and ℓ′0 = ℓ0 .

In order to calculate the robustness for an entire hybrid system trajectory, we
first define robustnesses for the trajectory segments.
Definition 4.15 (Trajectory Segment Safety Robustness). The trajectory segment
safety robustness is a robustness δ (i) , i = 0, 1, 2, . . . , N defined for each segment of
the nominal trajectory. If i = N, then δ (N ) is defined by
δ

(N )

= min

t∗ = arg



(N )
(N )
(N )
δUnsafe , δInput , δGoal

sup

t∈(tN ,tN+1 ]



,

depthψN (e
y (t), Goal),

(N )

δGoal = depthψN (e
y (t∗ ), Goal),
(N )

δUnsafe =
(N )

δInput =

inf

distψN (e
y , Unsafe),

inf

distψN (e
y , {h(x) | k(t, x) ∈
/ Input})

t∈(tN ,t∗ ]

t∈(tN ,t∗ ]

and if 0 ≤ i < N, then δ (i) is defined by


(i)
(i)
(i)
δ (i) = min δUnsafe , δInput , δGuard ,

0 ≤ i < N,

(i)

δGuard = depthψi (e
y (ti+1 ), SafeTransition (i) ),
(i)

δUnsafe =
(i)

δInput =

inf

distψi (e
y , Unsafe),

inf

distψi (e
y , {h(x) | k(t, x) ∈
/ Input}),

t∈(ti ,ti+1 ]

t∈(ti ,ti+1 ]

where
†

(i+1)
y (t+
)
SafeTransition (i) = OutputGuard(i) ∩ OutputReset(i) Bψi+1 (e
i+1 ), δ



(4.24)
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The following lemma demonstrates that by defining the robustness in this
way, we are guaranteed that the robust neighborhood at the transition time for one
trajectory segment will map into the robust neighborhood of the initial point of the
following trajectory segment.
Lemma 4.16. Given Assumption 4.14, if we have an output trajectory of the hybrid
system ȳ such that
(i)
ȳ(t+
y (t+
i ) ∈ Bψi (e
i ), δ ),

(4.25)

then we must also have that both trajectories will transition from ℓ̄(i) = ℓe(i) to ℓ̄(i+1) =
ℓe(i+1) at time ti+1 and that
(i+1)
ȳ(t+
y (t+
).
i+1 ) ∈ Bψi+1 (e
i+1 ), δ

(4.26)

Proof. If (4.25) holds, then by our assumption (4.23) must hold for any δ and all
t ∈ (ti , ti+1 ]. Letting δ = δ (i) and t = ti+1 gives us
(i)

kȳ ′(ti+1 ) − ye(ti+1 )kψi < δ (i) ≤ δGuard = depthψi (e
y (ti+1 ), SafeTransition(i) ).

By Lemma 4.4 we have that ȳ(ti+1 ) ∈ SafeTransition(i) . From (4.24), this gives
us that

ȳ(ti+1 ) ∈ OutputGuard(i) ,
†

(4.27)


(i+1)
ȳ(ti+1 ) ∈ OutputReset(i) Bψi+1 (e
y (t+
) .
i+1 ), δ

(4.28)

From Notation 4.13 we have that (4.27) tells us that the state of the system is
in Guard(i) at the transition time, and thus will transition to the correct location.
Equation (4.28) tells us that this state will reset to a state whose output is in
(i+1)
Bψi+1 (e
y (t+
). Therefore, the output will reset to a value within this ball.
i+1 ), δ

Formally, let x̄(ti+1 ) denote the state of the trajectory at the transition time. By
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†

definition of OutputReset(i) we have that
(i+1)
hi+1 (Reset(i) (x̄(ti+1 ))) ∈ Bψi+1 (e
y (t+
),
i+1 ), δ
(i+1)
hi+1 (x̄(t+
y (t+
),
i+1 )) ∈ Bψi+1 (e
i+1 ), δ
(i+1)
ȳ(t+
y (t+
).
i+1 ) ∈ Bψi+1 (e
i+1 ), δ

We are now able to state the main result.
Theorem 4.17. Given Assumption 4.14 and the sets Unsafe, Input, and Goal,
and time bound T , any trajectory ȳ ′ with
x′0 ∈ N (x0 , δ (0) )

(4.29)

where δ (0) is given by Definition 4.15 will satisfy the safety requirements of Problem 2.26.
Proof. From Assumption 4.14 and (4.29) we have that
ȳ ′ (t0 ) ∈ Bψ0 (e
y (t0 ), δ (0) ).
By repeated application of Lemma 4.16 we have that
(i)
ȳ ′(t+
y (t+
i ) ∈ Bψi (e
i ), δ ),

0 ≤ i ≤ N.

(4.30)

t ∈ (ti , ti+1 ].

(4.31)

By our assumption and (4.30) we have that
kȳ ′(t) − ye(t)kψi < δ (i) ,

Now that we have established bounds on the deviation from the nominal output
trajectory over each of the segments, we can prove that our safety criteria hold in a
manner analogous to Theorem 4.7. Applying Definition 4.15 to (4.31) gives us for
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all t in [tN , T ],
(N )

kȳ ′ (t) − ye(t)kψN < δ (N ) ≤ δGoal = depthψN (e
y (t∗ ), Goal).

By Lemma 4.4 we have that ȳ ′ (t∗ ) ∈ Goal.

Now we need to show that all ȳ ′ are safe and satisfy input constraints up until

time t∗ . Let tN +1 = t∗ . Applying Definition 4.15 to (4.31) also gives us for all t in
[ti , ti+1 ], 0 ≤ i ≤ N,
kȳ ′(t) − ye(t)kψi < δ (i) ≤ δUnsafe =

inf distψi (e
y (τ ), Unsafe).

τ ∈(ti ,t∗ ]

By Corollary 4.6, we have that ȳ ′ (t) ∈
/ Unsafe for all t ∈ (ti , ti+1 ], 0 ≤ i ≤ N.

Similarly, applying Definition 4.15 to (4.31) also gives us for all t in [ti , ti+1 ],

0 ≤ i ≤ N,
kȳ ′ (t) − ye(t)kψi < δ (i) ≤ δInput ≤

inf

τ ∈(ti ,ti+1 ]

distψi (e
y , UnsafeInput(i) (τ )),

where for brevity we define

UnsafeInput(i) (τ ) = {h(x) | k(τ, ℓ(i) , x) ∈
/ Input}.
By Corollary 4.6, we have that ȳ ′ (t) ∈
/ UnsafeInput(i) (t) for all t ∈ (ti , ti+1 ], 0 ≤ i ≤

N, which, by its definition, means that k(t, ℓ(i) , x̄(t)) ∈ Input for all t ∈ (ti , ti+1 ],
0 ≤ i ≤ N, the last of the safety requirements.

Now consider Problem 2.28. As before, we define robustnesses for the trajectory segments.
Definition 4.18 (Trajectory Segment MTL Robustness). Let ye be a valid nominal
trajectory for a hybrid system with MTL specification φ, and let
δφ , [[φ]](ℓe(0) , ye, 0).

The trajectory segment MTL robustness is a robustness δ (i) , i = 0, 1, 2, . . . , N de-
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fined for each segment of the nominal trajectory. Specifically,

δ (i) =

(i)



δφ

i = N,


(i)
min(δφ , δGuard
) 0 ≤ i < N,

where δGuard is as defined in Definition 4.15.

(i)

Since these segmental robustnesses are defined such that δ (i) ≤ δGuard for 0 ≤

i < N, the results of Lemma 4.16 are still valid. We can now state the main result
regarding Problem 2.28.

Theorem 4.19. Given Assumption 4.14 and the MTL specification φ, any trajectory
ȳ ′ with
x′0 ∈ N (x0 , δ (0) )

(4.32)

where δ (0) is given by Definition 4.18 will satisfy the safety requirements of Problem 2.28.
Proof. From Assumption 4.14 and (4.32) we have that
ȳ ′ (t0 ) ∈ Bψ0 (e
y (t0 ), δ (0) ).
By repeated application of Lemma 4.16 we have that
(i)
ȳ ′(t+
y (t+
i ) ∈ Bψi (e
i ), δ ),

0 ≤ i ≤ N.

(4.33)

t ∈ (ti , ti+1 ].

(4.34)

By our assumption and (4.33) we have that
kȳ ′(t) − ye(t)kψi < δ (i) ,

By Definition 4.18, this gives us

kȳ ′(t) − ye(t)kψi < δφ = [[φ]](e
y , 0),

t ∈ (ti , ti+1 ], 0 ≤ i ≤ N.
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Applying Theorem 2.18, we have that
e ye), S(φ)),
kȳ ′ (t) − ye(t)kψi < depthρ ((ℓ,

t ∈ (ti , ti+1 ], 0 ≤ i ≤ N.

where ρ is defined by (2.16) and (2.14), and S(φ) is defined in Notation 2.14. Substituting the definition of depthρ yields
e ye)) | ȳ ∈
kȳ ′(t) − ye(t)kψi < inf {ρ((ℓ̄, ȳ), (ℓ,
/ S(φ)},
ȳ

t ∈ (ti , ti+1 ], 0 ≤ i ≤ N.
(4.35)

e ′ ), then
The ρ metric is defined such that if there is any time t′ in which ℓ̄(t′ ) 6= ℓ(t
e ye)) = ∞. As such, we can restrict the ȳ under consideration to be those
ρ((ℓ̄, ȳ), (ℓ,

e everywhere without changing the value of
output trajectories such that ℓ̄(t) = ℓ(t)
the infimum. For such a trajectory, the ρ metric can be simplified to
e ye)) =
ρ((ℓ̄, ȳ), (ℓ,

sup
0≤i≤N
ti <τ ≤ti+1

kȳ(τ ) − ye(τ )kψi .

(4.36)

Substituting (4.36) into (4.35) yields
kȳ ′(t) − ye(t)kψi < inf
ȳ

sup {kȳ(τ ) − ye(τ )kψi | ȳ ∈
/ S(φ)},

0≤i≤N
ti <τ ≤ti+1

t ∈ (ti , ti+1 ], 0 ≤ i ≤ N.

Assume that ȳ ′ ∈
/ S(φ). From Assumption 4.14 and Lemma 4.16 we must have
e everywhere. We
that the transitions of ȳ ′ and ye coincide, and thus that ℓ̄′ (t) = ℓ(t)
can therefore choose ȳ = ȳ ′ and have that
kȳ ′(t) − ye(t)kψi <

sup
0≤i≤N
ti <τ ≤ti+1

kȳ ′(τ ) − ye(τ )kψi

t ∈ (ti , ti+1 ], 0 ≤ i ≤ N.

(4.37)

Let
(i∗ , t∗ ) = arg

sup
0≤i≤N
ti <τ ≤ti+1

kȳ ′(τ ) − ye(τ )kψi .

(4.38)
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′ ∗
′ +
With a slight abuse of notation, if t∗ = ti , we define t∗ = t+
i so that ȳ (t ) = ȳ (ti )

and ye′(t∗ ) = ye′(t+
i ) are the appropriate limiting values. Substituting (4.38) into
(4.37) yields

kȳ ′(t∗ ) − ye(t∗ )kψi∗ < kȳ ′(t∗ ) − ye(t∗ )kψi∗ ,

a contradiction. Thus we must have that ȳ ′ ∈ S(φ), and that the MTL specification
is satisfied for ȳ.

Example 4.20 (Control of a Hybrid Input-Output Linearizable Rotating Planar
Vehicle). In this example we consider a safety problem for the hybrid system presented in Example 3.18. The safety problem for this example consists of three unsafe
regions, each centered at (xk , yk ) as defined in the prior example; please refer to Figure 4.7b.
Suppose that we are to steer the system from the initial set in X = R6 :
Init =
{x | |x1 − 3.5| ≤ 3.5, |x2 + 6| ≤ 0.5, x3 = x4 = x5 = x6 = 0} .
The sets of unsafe and goal outputs are given by
Unsafe = {y ∈ R2 |

y − [−3, 0]T

∪ {y ∈ R2 |
∪ {y ∈ R2 |
2

Goal = {y ∈ R |

2

≤ 1}

y − [3, 0]T 2 ≤ 1}
√
y − [0, 3]T ≤ 1},

y − [6, 6]

2

T
∞

≤ 1}.

Additionally, we also require that the control inputs are bounded in magnitude, i.e.



F1 (t)
F2 (t)



 ≤ 2.

(4.39)

We again use MATLAB to create a simulator for the system. The graphical
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(a) Trajectory simulation.
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(b) Covering set of valid post-simulation trajectories. The colors along the trajectory
represent the discrete state at that time.

Figure 4.7: Annotated screen captures of the video game.
user interface shows an image of the vehicle traversing the screen to give the user
information on the orientation of the vehicle. The thrusters on the vehicle also light
up to a color that is proportional to the magnitude of the input. Valid trajectories
can then be obtained from a human player. Theorem 4.17 along with the computational tools presented in Chapter 7 are then used to calculate the robustness of
the trajectory. In Figure 4.7b, we can also see that a single valid trajectory can be
generalized to cover a robust neighborhood around its initial condition.
4.2.2

Extending to Hybrid Systems with Generalized Switching
In this section we consider calculating the robustness of a nominal trajectory

for a hybrid system with respect to safety specifications. The approach is similar to that provided in Section 4.2.1, except that we will need to use a nominal
trajectory with extended segments to allow for nonzero robustnesses. We do not
consider MTL specifications for hybrid systems with generalized switching. Any
robust neighborhood of a trajectory will also induce variation in the timing of the
transitions. Current research has examined both the spacial robustness of trajectories with respect to MTL specifications [49], and time robustness of trajectories
with respect to MTL specifications [164], but to our’ best knowledge there is no
research that quantifies a combined space-time robustness that would be suitable
for this problem.
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In Section 4.2.1 we required the transitions of all trajectories in the robust
neighborhood of the nominal trajectory to occur at the same times at the transitions
of the nominal trajectory. However, this is restrictive, especially for systems with
internally forced switching, where any non-empty neighborhood will transition at
different times. In this section we relax this timing constraint, so that we can
adequately handle more general types of switching.
In the ensuing analysis, we will make use of the following assumption.
Assumption 4.21. Consider a hybrid system and assume we have a nominal output
e ye) with initial state (ℓ0 , x0 ) and input (e
trajectory (ℓ,
a, u
e) consisting of N transitions.

Further, assume for each location ℓe(i) we have a CAF ψi and a feedback control law
k(t, ℓ, x) such that for any δ there exists a neighborhood Bψi (e
y (t+
i ), δ) with
kȳ ′ (t) − ye(t)kψi < δ,

t ∈ (ti , ti+1 ],

(4.40)

where ȳ ′ is any output trajectory of the hybrid system satisfying ȳ ′ (t+
y (t+
i ) ∈ Bψi (e
i ), δ)
e + ). Additionally, we assume that for any δ there is a neighborhood
and ℓ̄′ (t+ ) = ℓ(t
i

i

N (x0 , δ) such that ȳ ′(t0 ) ∈ Bψ0 (e
y (t0 ), δ) for any x′0 ∈ N (x0 , δ) and ℓ′0 = ℓ0 .

The first step is to replace our control law in (3.69) with the following control
law,
u(t) = k(t, ℓ, x) , k (i) (t − ti , x̄(t)), t ∈ (ti , ti+1 ], ℓ = ℓe(i)

(4.41)

where x̄ is the trajectory generated by the control law, ti is the time of the ith event
for this trajectory, and

k (i) (τ, x) = k̄ (i) x − x
e(e
ti + τ ) + u
e(e
ti + τ ),

(4.42)

where the control is formulated this way so that k̄ (i) (·, ·) can be defined for the

location of the ith trajectory segment independent of the nominal state trajectory.

By defining the controller in this way, the trajectory and the nominal trajectory
synchronize, in a sense, at the beginning of each respective trajectory segment.
To ensure the safe transition of the system, we need to ensure that all tra-
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jectories in the robust neighborhood of the nominal trajectory hits some state in
SafeTransition (i) as defined in (4.24) while activated. To guarantee this, we introduce a continuous transition function g (i) (y). We shall denote the sets {y | g (i) (y) ≥
(i)

(i)

(i)

0}, {y | g (i) (y) = 0} and {y | g (i) (y) ≤ 0} by G+ , G0 , and G− respectively.

The basic concept is to ensure that at the activation time, all states in the robust
neighborhood with g(y) ≤ 0 transition safely, and that all states in the robust neigh(i)

borhood with g(y) > 0 hit the intersection of SafeTransition(i) and G0 by time
(i)

tf .
To this end, we define trajectory segment robustnesses for this generalized
switching framework.
Definition 4.22 (Trajectory Segment Safety Robustness for Generalized Switching). The trajectory segment safety robustness for generalized switching is a robustness δ (i) , i = 0, 1, 2, . . . , N defined for each segment of the nominal trajectory. If
i = N, then δ (N ) is defined by
δ

(N )

= min

t∗ = arg



(N )
(N )
(N )
(N )
δUnsafe , δInput , δUnsafeTransition , δGoal

sup

t∈(tN ,tN+1 ]

depthψN (e
y (t), Goal),



,

(N )

δGoal = depthψN (e
y (t∗ ), Goal),
(N )

δUnsafe =
(N )

δInput =
(N )

δUnsafeTransition =

inf

distψN (e
y , Unsafe),

t∈(tN ,t∗ ]

inf

distψN (e
y , {h(x) | k(t, x) ∈
/ Input}),

inf

distψN (e
y , UnsafeTransition (N ) (t))

t∈(tN ,t∗ ]

t∈(tN

,t∗ ]

and if 0 ≤ i < N, then δ (i) is defined by
δ
(i)

(i)



(i)
(i)
(i)
(i)
= min δUnsafe , δInput , δUnsafeTransition , δGuard ,
(i)

(i)

δGuard = min(δa(i) , δ0 , δt ),
(i)

δUnsafe =
(i)

δInput =

inf

distψi (e
y , Unsafe),

inf

distψi (e
y , {h(x) | k(t, x) ∈
/ Input}),

t∈(ti ,ti+1 ]

t∈(ti ,ti+1 ]

0 ≤ i < N,
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(i)

δUnsafeTransition =

inf

t∈(ti ,ti+1 ]

distψi (e
y , UnsafeTransition (i) (t))

where

(i)

UnsafeTransition (t) =

and



{hi (x) | ∃e ∈ E with ℓ = ℓ(t),
e a=e
a(t), x ∈ Guard}

(i)
OutputGuard(i) \ OutputReset(i)† (Bi (e
x(e
t+
i ), δ ))
(i)

δa(i) = distψi (e
y (ta(i) ), G− \ SafeTransition (i) ),
(i)

δ0 =
(i)

δt =

min

(i) (i)
τ ∈[e
ta ,e
tf ]

(i)
t≥e
ta

(4.43)

(i)

distψi (e
y (τ ), G0 \ SafeTransition(i) ),

(4.44)

max distψi (e
y (τ ), Gp(i) ).

(4.45)

(i) (i)
τ ∈[e
ta ,e
tf ]

(i)

(i)
t<e
ta

(i)

Informally, δa is the largest robust neighborhood where all states in G− at the
(i)

activation time safely transition, δ0 is the largest neighborhood where all states only
(i)

(i)

touch G0 at safely transitioning states, and δt is the largest robust neighborhood
(i)

(i)

where all states enter G− by time tf .
Lemma 4.23. Given Assumption 4.21, if we have an output trajectory of the hybrid
system ȳ such that
(i)
ȳ(t+
y (t+
i ) ∈ Bψi (e
i ), δ ),

(4.46)

then we must also have that both trajectories will transition from ℓ̄(i) = ℓe(i) to ℓ̄(i+1) =
(i) (i)
ℓe(i+1) at time ti+1 = [ta , t ] and that
f

(i+1)
ȳ(t+
y (t+
).
i+1 ) ∈ Bψi+1 (e
i+1 ), δ

Proof. For brevity, define
UnsafeInput(i) (τ ) = {h(x) | k(τ, ℓ(i) , x) ∈
/ Input}.

(4.47)
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As before, by the definition of δ (i) and Lemma 4.4 we must have that
ȳ(t) ∈
/ UnsafeTransition (i) (t)
(i)

ȳ(t(i)
/ G− \ SafeTransition (i)
a ) ∈

(i)

∀t ∈ [e
ti , tf ],

Since t̄(t) ∈
/ UnsafeTransition (i) (t), we have that
(i)

1. ȳ(t) cannot transition before the activation time ta , and
(i)

2. ȳ(t) can only transition if t ≥ ta

ȳ(t) ∈ OutputReset(i+1)† (Bi+1 (e
x(e
ti+1 ), δ (i+1) ))
(i)

(i)

Since ȳ(ta ) ∈
/ G− \ SafeTransition (i) we must have that
(i)

(i)
ȳ(t(i)
a ) ∈ G+ ∪ SafeTransition .
(i)

(i)

(i)

Assume ȳ does not transition in t ∈ [e
ti , tf ], then we must have that ȳ(ta ) ∈

G+ . Let

t̄ = argmax
(i) (i)
t∈[ta ,tf ]

inf ψi (y, ye(t)).
(i)

y∈G+

(i)

We have that ȳ(t̄) ∈ G− , since otherwise we would have
(i)

ψi (ȳ(t̄), ye(t̄)) < δt = inf ψi (y, ye(t̄)) ≤ ψ(ȳ(t̄), ye(t̄)),
(i)

y∈G+

(i)

a contradiction. Since g (i) and ȳ are continuous, g (i) (ȳ(ta )) ≥ 0, and g (i) (ȳ(t̄)) ≤ 0,
(i)
(i)
and there must exist a time t̄¯ ∈ [ta , t̄] such that g(ȳ(t̄¯)) = 0, that is, ȳ(t̄¯) ∈ G .
0

By Lemma 4.4 and the fact that δ

(i)

≤

(i)
δGoal

ȳ(t̄¯) ∈
/ G0 \ SafeTransition(i)
(i)

(i)
Thus ȳ(t) must transition before t̄¯ ≤ tf .

≤

⇒

(i)
δ0 ,

we must have that

ȳ(t̄¯) ∈ SafeTransition(i) .

Combining these results, we have that any output trajectory ȳ(t) starting in
(i) (i)
(i)
¯
Bψi (e
y (t+
i ), δ ) will transition at time t̄ ∈ [ta , tf ], and when it does, will map into
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(i+1)
Bψi+1 (e
y (t+
) as required.
i+1 ), δ

We are now able to state the main result.
Theorem 4.24. Given Assumption and the sets Unsafe, Input, and Goal, and
time bound T , any trajectory ȳ ′ with
x′0 ∈ N (x0 , δ (0) )

(4.48)

where δ (0) is given by Definition 4.22 will satisfy the safety requirements of Problem 2.26.
Proof. This result follows from applying Lemma 4.23 to the same line of reasoning
used in Theorem 4.17.
Example 4.25 (Control of a Hybrid Linear Affine System with Internally Forced
Switching). Consider the system given in Example 3.19. For this example, we will
be solving the safety controller synthesis problem presented in Section 2.5.1 defined
by T = 10 and the following sets,
Init = {x | − 6 ≤ x1 ≤ −4, 0 ≤ x2 ≤ 2, −4 ≤ x3 ≤ 4},
Unsafe = {x | kx − cu k ≤ 2},
Input = {u | − 3 ≤ u ≤ 3},
Goal = {x | (x − cg )T Pg (x − cg ) ≤ 1},
where cu = [0, 2, 2.5]T , cg = [3, −2, 0], and Pg is a diagonal matrix with elements
1 1
, ,
4 4

and

1
16

on the diagonal. These sets are represented in Figure 4.8.

Assume we have trajectory with extended trajectory segments initialized at
x0 = [−5, 1, 2] shown in Figure 4.9a. To calculate the robustness, we first define our transition function to be the guard plane itself. We first find the robustness
of the second segment, which we do in the standard way by considering distances to
Unsafe and Goal. The resulting robust tube generated by this segment’s robustness
is illustrated in Figure 4.9b. We next find the robustness for the first segment. This
(1)

(1)

requires finding δ0 , the distances from the trajectory to G0 \ SafeTransition (1) ,
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Figure 4.8: Safety problem for Example 4.25.
which is the Guard with a hole cut out by the robustness tube of the second segment.
This set is illustrated in Figure 4.9c. Using Theorem 4.24, we calculate the robustness for the first segment, as shown in Figure 4.9d. Putting everything together, we
have the robustness tube shown in Figure 4.9e

4.3

Related Research
This work is closely related to [49] and [164]. Given an MTL specification, the

former is concerned with determining the largest distance from a satisfying signal
such that all trajectories bounded by this distance also satisfy the specification.
The latter is concerned with finding the largest time shift of a satisfying signal
such that it still satisfies the specification. In this chapter we extended the notion
of robustness in [49] from signals to trajectories of a hybrid system, through the
trajectory robustness property.
Apart from these examples, research that involves trajectory-robustness-like
properties—such as incremental stability [157], incremental forward completeness
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(a) Trajectory with unsafe set and guard.

(b) Robust tube for second trajectory segment
(note the change of perspective).

(c) Hole through which robustness tube must
pass.

(d) Robust tube for first trajectory segment.

(e) Final robustness tube for trajectory.

Figure 4.9: Visual representation of robustness calculation. Init and Goal
have been omitted for visual clarity.
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[160] or uniformly convergent systems [158]—employs these properties to different
ends. Where we use trajectory robustness to define a region of initial states guaranteed to satisfy the specification under a given input, other approaches use these
properties to allow a finite abstraction that allows for discrete planning followed by
a continuous implementation that is correct by design [123, 160]

4.4

Conclusions and Future Work
In this chapter, we presented results that allow us to specify a neighborhood

around the initial state of a trajectory such that all trajectories initialized from
within the neighborhood and given the same open loop input as the original trajectory will satisfy the specifications. We initially generated these results for continuous
systems, which for MTL specifications required evaluating the robust semantics for
the trajectory, and for the safety specifications required calculating distances from
the unsafe set and goal set. These results were then extended to hybrid systems with
externally forced switching, which required determining the largest neighborhood for
one segment that guaranteed that all states in the neighborhood transition into the
robust neighborhood of the next segment. Once this calculation was established,
determining the robustness for safety and MTL specifications followed directly.
We next considered hybrid systems with internally forced switching. In these
situations, any trajectory in the robust neighborhood of the nominal trajectory generally will hit the guard at a different time, and thus transition at a different time.
Worse, these timing differences are cumulative across multiple transitions, and have
an impact on whether the trajectory satisfies a temporal logic specification. As
current research regarding the robustness of MTL specifications only handles space
robustness [49] or time robustness [164], it is not suitable for this situation. As
such, we only considered safety specifications. In general, a hybrid trajectory of a
system with internally forced switching cannot be guaranteed to have a positive robustness. For this reason we employed the concept of extended trajectory segments.
This allows each segment to continue to be simulated past its transition time. By
considering such a trajectory we were able to guarantee a positive robustness. This
is useful, as the optimization techniques presented in Chapter 5 can be employed on

108
a non-extended hybrid trajectory to extend each of the segments and increase the
robustness from its nonpositive value.
With the results in this chapter, we are finally able to employ Algorithm 1
to generate a controller from a given set of trajectories. This is done by using
the results of Chapter 3 to generate a closed loop system with the property of
trajectory robustness, followed by using the results of this chapter to determine the
neighborhood around the initial states of each trajectory for which the corresponding
input is guaranteed to yield safe trajectories.
Future work in this realm can focus on developing a combined space-time
robust semantics for MTL which defines a robust spatial region dependent on the
timing variations induced by the spatial region. If a suitable set of semantics can
be derived, then one would be able to extend the results of this chapter to MTL
specifications for the internally forced switching case.

Chapter 5
Trajectory Optimization
In this chapter we will examine methods for optimizing trajectories with the aim of
improving the trajectory-based controller given in Section 2.5.1.

5.1

Optimization Problem
As the goal of our safety controller synthesis strategy is to generate enough

robust trajectories to cover the set Init, we are motivated to locally optimize the
robustness of each trajectory in order to reduce the number or required trajectories.
Once such an optimization method has been established, it is a simple process to
incorporate other quality metrics on the nominal trajectory into objective function.
We can formulate this optimization problem as
Maximize δ

(0)

Subject to

N
X
i=0

(i)

tf ≤ T

We calculate δ (0) via the method presented in Section 4.2.2, where we find the minimum distance from x
e(0) (t) at varying sets of times to various, generally nonconvex
(i)

(i)

sets in the state space. Note that the values δa and δ0 depend on δ (i+1) through the

set SafeTransition(i) , and through these values the robustness δ (0) may depend,
but not necessarily so, on subsequent segment robustnesses.
Now that we have established the objective and constraint of our optimization,
we still need to specify the parameters over which we are optimizing. Most directly,
we will optimize over the segmental inputs u
e(i) (t). Additionally, we will optimize
(i)

over the tf . This allows us to extend the nominal trajectory segments. In the
case of internally forced switching, where the trajectory transitions upon hitting the
(i)

(i)

(i)

guard, δt = 0, and we will have to increase tf in order to increase δt . Finally,
we note that we do not need the nominal trajectory segments to form a trajectory,
Portions of this chapter previously appeared as: A. K. Winn and A. A. Julius, “Optimization
of human generated trajectories for safety controller synthesis,” in Proc. Amer. Control Conf.
Washinton, D.C.: IEEE, 2013, pp. 4374–4379.
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that is, we only require that the transitioning states of the robust neighborhood of
nominal segment i transition into the robust ball about the initial state of nominal
segment i + 1, and we do not require Reset(e
x(i) (ti+1 )) = x
e(i+1) (ti+1 ). Thus, we also

allow the optimization to be performed over initial segment states x
e(i) (ti ), i ≥ 2.

We shall denote this set of optimization parameters by the vector z.

Taking the minimum of multiple functions is in general a nonsmooth operation,

and as such classical techniques in nonlinear programming or using Pontryagin’s
minimum principle are ill-suited for this problem. While there is a well developed
nonsmooth version of the maximum principle [165], we opt to use descent based
techniques. Optimization using the maximum principle is, in effect, a root finding
method that attempts to find a trajectory satisfying necessary conditions for optimality. This method does not guarantee convergence, and the iterates will likely not
be feasible nor necessarily of a lower cost. Descent based optimization on the other
hand will steadily progress toward the optimal solution and can be terminated early
with an improved feasible trajectory.

5.2

Gradient Descent with Potential Functions
In this section, we examine a method of optimization that replaces the gener-

ally nonsmooth robustness term with potential functions applied to sets from which
the robustness is derived. This transforms the maximization of the nonsmooth robustness into the minimization of a smooth potential function. The results of this
section focus on optimizing a trajectory for a continuous system, or for optimizing
a trajectory segment.
5.2.1

Computation of the Functional Derivative
Our optimization method is based on a gradient descent algorithm along the

functional derivative of the cost function J(u) in the input signal space [166]. Following the variational approach presented in [167], consider the following nonlinear
dynamical system with input,
Σ : ẋ = f (x, u), x ∈ Rn , u ∈ Rm ,

(5.1)
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where the function f (x, u) is locally Lipschitz in x and continuous in u.
Notation 5.1. As normal, we let x̄ represent the state trajectory under the dynamics
given in (5.1), with x̄(0) = x0 and with input ū. Further, we define the function
ξt (ū) which maps an input signal to the state of the dynamical system at time t, when
initiated from x0 . For instance, if x̄ and x̄′ are both initiated at x0 and generated
from ū and ū′ respectively, then we have that ξt (ū) = x̄(t) and ξt (ū′ ) = x̄′ (t).
Now consider the following cost function:
J(ū) = G(x̄(T )) +

Z

T

g(x̄(τ ), ū(τ )) dτ

0

= G(ξT (ū)) +

Z

T

g(ξτ (ū), ū(τ )) dτ.

0

and assume that ū belongs to Lm
2 [0, T ]. We want to compute the functional (Gâteaux)

derivative8 of J with respect to the input signal ū (see e.g. [166]),
J(ū + δv̄) − J(ū)
.
δ→0
δ

dJ(ū; v̄) , lim

(5.2)

This derivative can be written as a scalar valued linear functional of v̄, as follows:
dJ(ū; v̄) , hq̄, v̄i =

Z

T

q̄(τ )v̄(τ ) dτ,

(5.3)

0

where q̄ is an R1×m -valued function that acts as the gradient of J in the function
space of ū. Our optimization method is based on morphing the input signal ū in
the opposite direction of q̄.
We denote
u
b , ū + δv̄.

(5.4)

The first order approximation (w.r.t. δ) of g(ξτ (b
u), u
b(τ )) from g(ξτ (ū), ū(τ )) is given
8

We assume that the cost function and the dynamics are such that the functional derivative
exists.
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by
g(ξτ (b
u), u
b(τ )) = g(ξτ (ū), ū(τ )) +

∂g(τ )
∂g(τ )
dξτ (ū; v̄)δ +
v̄(τ )δ + o(δ),
∂x
∂u

(5.5)

where dξτ (ū; v̄) is the functional derivative of ξτ (ū) with respect to the input signal ū,
and o(·) is the “small-o” notation used to describe the asymptotic limiting behavior
of functions [3]. The linear approximation (w.r.t. δ) of G(ξT (b
u)) from G(ξT (ū)) is
given by:
G(ξT (b
u)) = G(ξT (ū)) + δ

∂G(T )
dξT (ū; v̄) + o(δ).
∂x

(5.6)

Note that, for brevity, we use the following shorthand notation in the equations
above.
∂g(τ )
∂g
,
∂x
∂x
∂g
∂g(τ )
,
∂u
∂u

(ξτ (ū),ū(τ ))

∈ R1×n ,

(ξτ (ū),ū(τ ))

∈ R1×m ,

∂G
∂G(T )
,
∂x
∂x

.
ξT (ū)

Hence,
∂G(T )
dJ(ū; v̄) =
dξT (ū; v̄) +
∂x

Z

T
0



∂g(τ )
∂g(τ )
dξτ (ū; v̄) +
v̄(τ )
∂x
∂u



dτ.

(5.7)

Suppose that
dξτ (ū; v̄) = hp̄τ , v̄i =

Z

τ

p̄τ (s)v̄(s) ds,

(5.8)

0

where p̄τ is an Rn×m -valued function, which is nonzero only if τ ≥ t. Then, we can

obtain

dJ(ū; v̄) =

Z

0

T

∂G(T )
p̄T (s)v̄(s) ds +
∂x
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Z

T
0

Z

T

∂g(τ )
p̄τ (s) dτ
∂x

s



v̄(s)ds +

Z

T
0

∂g(τ )
v̄(τ ) dτ. (5.9)
∂u

Therefore,
∂G(T )
∂g(t)
q̄(t) =
p̄T (t) +
+
∂x
∂u

Z

T

t

∂g(τ )
p̄τ (t) dτ.
∂x

(5.10)

Equation (5.10) suggests that we need to compute the functional derivative
p̄τ (t), in order to compute q̄(t). Observe that
Z

1
dξτ (ū; v̄) = lim
δ→0 δ

τ

(f (ξs (b
u), u
b(s)) − f (ξs (ū), ū(s))) ds.

0

(5.11)

The first order approximation (w.r.t. δ) of the integrand is as follows:

f (ξs (b
u), u
b(s)) − f (ξs (ū), ū(s)) =

∂f (s)
∂f (s)
dξs (ū; v̄) · δ +
v̄(s) · δ + o(δ), (5.12)
∂x
∂u

where we use the shorthand notation
∂f
∂f (s)
,
∂x
∂x
∂f (s)
∂f
,
∂u
∂u

(ξs (ū),ū(s))

∈ Rn×n ,

(ξs (ū),ū(s))

∈ Rn×m .

It follows that
dξτ (ū; v̄) =

Z

τ

0



∂f (s)
∂f (s)
dξs (ū; v̄) +
v̄(s)
∂x
∂u



ds.

(5.13)

Combining (5.8) and (5.13), we obtain
∂f (t)
+
p̄τ (t) =
∂u

Z

t

τ

∂f (s)
p̄s (t) ds.
∂x

(5.14)

We observe from (5.10) that q̄(t) can be written as
q̄(t) =

∂g(t)
∂G(T )
p̄T (t) +
+ qb(t),
∂x
∂u

(5.15)
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where
qb(t) ,

Z

T

t

∂g(τ )
p̄τ (t) dτ.
∂x

(5.16)

We shall see that both qb(t) and p̄T (t) can be computed as state trajectories of a
Linear Time Varying (LTV) system.

For each t, we define two new variables:
ζ̄t (s) ,

Z

t

s

∂g(τ )
p̄τ (t) dτ ∈ R1×m ,
∂x

η̄t (s) , p̄s (t) ∈ Rn×m .

(5.17)
(5.18)

Observe that these two variables satisfy the boundary (or initial) conditions
ζ̄t (t) = 0,

η̄t (t) =

∂f (t)
.
∂u

(5.19)

Moreover, we also have
∂g(s)
∂g(s)
dζt (s)
=
p̄s (t) =
η̄t (s),
ds
∂x
∂x
dηt (s)
∂f (s)
∂f (s)
=
p̄s (t) =
η̄t (s).
ds
∂x
∂x
Therefore, ζ̄t and η̄t form an LTV system
  
d ζ̄t  0
=
ds η̄t
0

 

∂g(s)
ζ̄
∂x   t 
.
∂f (s)
η̄
t
∂x

(5.20)

Solving this LTV system with initial condition (5.19), we can obtain both qb(t)

and p̄T (t), which are given by

qb(t) = ζ̄t (T ),

p̄T (t) = η̄t (T ).

(5.21)

In all but the simplest cases, this system cannot be solved analytically, but
rather it will require numerical computation. Such a computation will require discretizing the various signals. ODE solvers will determine on line the number and
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spacing of these points in order to generate a desired precision. This allows us to
compute the functional gradient to within a desired tolerance. Alternatively, one
may discretize the input signal ū a priori, and calculate the gradient of the cost
function with respect to its samples. In this case the gradient can be calculated
using sensitivity analysis [168]. In [134] we showed that our computation of the
functional gradient reduces to such a calculation under an a priori discretization.
5.2.2

Gradient Descent Method
The gradient descent algorithm that we use is the standard gradient descent

algorithm with an adaptive step size. The initial iteration is seeded with the human
generated input. The system is then simulated with this input, and the gradient
function q̄ is generated. The input is then modified via
ūi+1 = ūi − λq̄,

(5.22)

where λ is the step size. If the cost decreases, then the step size is increased by
some factor α > 1. If the cost increases, then the step size is decreased by some
factor 0 < β < 1. This continues until λ decreases below some threshold ǫ, since
this occurs when the search is at a local minimum and every direction increases the
cost. Algorithmically, this can be represented as
Algorithm 3 Gradient Descent Method
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

Generate initial trajectory ξτ (ūi )
while λ > ǫ do
Generate q̄ from ξτ (ūi ) and ūi
Generate next iteration’s input ūi+1 = ūi − λq̄
Generate next iteration’s trajectory ξτ (ūi+1 )
Calculate cost J(ξτ (ūi+1), ūi+1 )
if J(ξτ (ūi+1 ), ūi+1) < J(ξτ (ūi+1 ), ūi ) then
λ = αλ, α > 1
else
λ = βλ, 0 < β < 1
end if
i=i+1
end while

116
5.2.3

Local Time-Optimal Trajectories
We consider the problem of finding an input initialized to a human generated

input that generates the trajectory with minimal terminal time that maintains a
robustness δ with respect to the safety criteria, which effectively means maintaining
a distance δ from Unsafe and whose endpoint is in the interior of Goal and is at
least a distance δ from the boundary of Goal. Further, we require the input to be
both upper and lower bounded by some value. Without loss of generality we can
inflate the boundary of Unsafe by the distance δ + ǫu , shrink the boundary of Goal
by the distance δ + ǫg , shrink the input bounds by ǫi and discuss trajectories that
avoid the modified Unsafe and terminate in the modified Goal while meeting the
modified input bounds.
To this end, we introduce three cost functions. The first is a cost applied to the
end point of the trajectory that is zero inside Goal and increases monotonically with
the distance away from Goal. The second cost is integrated along the trajectory,
whose value zero outside and on the boundary of Unsafe and whose value increases
inside Unsafe monotonically as a function of distance from the boundary. Finally,
we introduce a cost on the input, whose value is zero between the lower and upper
bound and whose value increases monotonically as a function of the distance from the
closer bound. If the algorithm converges to some ǫ close to zero that is determined
by ǫu , ǫg , and ǫi , then the converged trajectory is guaranteed to be outside of the
original Unsafe by δ, the trajectory terminates inside the original Goal by δ, and
the optimal input meets the input constraints, and we call the trajectory feasible.
To find the minimum time, we use a bisection search over the end point N.
If the trajectory is composed of N points, then we run the optimization algorithm
for inputs of length ⌊N/2⌋, where the (⌊N/2⌋)th point is taken as the terminal time.

If the converged trajectory is feasible, then we bisect the lower range (1, ⌊N/2⌋)

and repeat. Otherwise, we bisect the upper range (⌊N/2⌋ + 1, N) and repeat. This
will eventually generate the feasible trajectory with minimum terminal time that is
initialized by the human generated trajectory,

We now apply this method to Examples 4.8–4.10 to minimize the run time of
a nominal trajectory while maintaining some desired robustness bound.
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Example 5.2 (Time Optimization of Linear Affine Trajectory). Consider Example 3.3. In this example, we apply our optimization algorithm to minimize the time
it takes for the system to be driven to the goal set. In this formulation, we choose a
desired termination time, and use the optimization to see if an acceptable trajectory
exists with that time. It would be useful to design the cost functions such that the
cost for any acceptable trajectory is zero, and the cost increases as trajectories move
away from acceptable trajectories. To this end we define the terminal cost associated
with Goal to be the quadratic function
GGoal (x) =

α 2
r (x)
2 Goal

where
2
rGoal
(x) = (x1 − 2)2 + x22

is the distance squared from the terminal point to the center of Goal, and α is a
weighting factor. This will attract the terminal point towards the center of the goal
set, which will maximize the corresponding bound on the radius of robustness. Next
we define the incremental cost functional associated with the input to be

gInput (u) =



0


 β (kuk − M ′ )2
2

kuk ≤ M ′
kuk > M ′

where M ′ = M − δ0 KP −1/2 = 2 − 0.1δ0 is the input bound for the system, and

β is a weighting factor. Finally we have the incremental cost functional associated
with Unsafe,



∞





gUnsafe (x) = − log r−rδUnsafe +
0




0

where r =

p

r < rUnsafe
r−rUnsafe
δ0

−1

rUnsafe ≤ r < rUnsafe + δ0
otherwise

(x1 − 1)2 + (x2 − 1)2 is the distance of a point on the trajectory from
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the center of Unsafe, and rUnsafe is the radius of the circular unsafe region. Note
that we normalize the weighting factor for this function to 1, which we can do for
one of the three functions without loss of generality. This function was chosen such
that any trajectory that enters Unsafe has infinite cost, any trajectory avoids Unsafe
but is unacceptably close has a non-zero finite cost, and all acceptable trajectories
have zero cost. When implemented on the computer, we simulate the dynamics of
the systems for a set of times with a fixed time step. As such, the incremental cost
functions are discretized from integrals to summations over the costs at each sample
time multiplied by the time step, which in our situations was taken to be 0.01s. We
assume the dynamics are slow enough relative to the sample time such that the intersample dynamics do not generate any significant negative effects that are ignored by
the discretization.
When optimizing a trajectory, we have two ways to choose δ0 . The first is to
choose δ0 equal to the radius of robustness on the seed trajectory, which guarantees
that an acceptable trajectory that runs in the same time or less exists since the seed
trajectory will have a cost of zero when the terminal time is T , assuming that we are
optimizing trajectories that are valid with respect to the safety controller synthesis
problem. The other option is to choose δ0 to be some desired robustness radius.
However, the optimal trajectory may be longer, or may not exist.
We now aim to determine the termination criterion for the optimization algorithm for this system. Since the radius of Goal is 0.1 and our cost function sets
only the center of the set to zero, we have implicitly assumed that δb0 = 0.1. Any

trajectory that has a radius of robustness less than δb0 − ǫ terminates at a distance

at least ǫ away from the center of Goal. More formally,

⇒

⇒

δGoal ≤ δb0 − ǫ,

rGoal ≥ ǫ,
α
GGoal (x̄(T )) ≥ ǫ2 ,
2
α 2
⇒ cGoal = ǫ .
2

Now consider Unsafe. Since the cost is nonnegative for every sample time,
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it is simple to see that the smallest cost will be incurred when one point at time t∗
violates δ0 while every other respects δb0 and thus incurs zero cost. We see that
⇒
⇒
⇒

δGoal ≤ δb0 − ǫ,

r(t∗ ) ≤ δb0 − ǫ + rUnsafe ,




0.1 − ǫ
0.1 − ǫ
+
−1 ,
gUnsafe ≥ 0.01 − log
0.1
0.1
cUnsafe = −0.01 log(1 − 10ǫ) − 0.1ǫ.

Finally consider the input cost. We see that

⇒

δInput ≤ δb0 − ǫ,

kv̄k ≤ 2 − 0.1δb0 + 0.1ǫ,

⇒

β
gInput ≥ 0.01 (0.1ǫ)2 ,
2

⇒

cInput = 5 × 10−5 βǫ2 .

All together, we find that the optimization algorithm can guarantee a radius of
robustness of 0.1 − ǫ for the optimal trajectory if the termination criterion is chosen

to be

J(u) ≤ min

α
2

2

−5

2

ǫ , −0.01 log(1 − 10ǫ) − 0.1ǫ, 5 × 10 βǫ



The results for the optimization algorithm are shown in Figure 5.1. Two intermediate iterations are included with the initial and final trajectory. As expected,
the terminal time for the trajectory decreases while maintaining the desired distance
from Unsafe, terminating near the center of Goal, and maintaining input bounds.
Example 5.3 (Time Optimization of Feedback Linearizable Trajectory). Consider
the safety problem of Example 4.9. Since the safety specifications are identicaly
to Example 4.8, and only the dynamics change, we define our cost functions to be
identical to those in Example 4.8.
The results for the optimization algorithm are shown in Figure 5.2. Two in-

120

2.5
T = 7.13s
T = 3.57s
T = 2.91s
T = 2.75s

2

x

2

1.5

1

0.5

0

−0.5
−0.5

0

0.5

1
x

1.5

2

2.5

1

Figure 5.1: Optimization iterations for the linear affine system.
termediate iterations are included with the initial and final trajectory. As expected,
the terminal time for the trajectory decreases while maintaining the desired distance
from Unsafe, terminating near the center of Goal, and maintaining input bounds.
Example 5.4 (Time Optimization of Differentially Flat Trajectory). Consider the
safety problem of Example 4.10. For this system, we take the cost function associated
with the input to be a quadratic function of the form



u21


gInput (u) = 0




(u1 − 14.9)2

u1 < 0
0 ≤ u1 < 14.9 .

(5.23)

u1 ≥ 14.9

We choose for this example to have the trajectory maintain a distance of 1.0 from
Unsafe and to have the end point maintain a distance of 1.0 from the boundary
of Goal while inside Goal. We define ModGoal to be the goal region shrunk by a
distance of 1.0. For the cost associated with the end point, the cost function was
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Figure 5.2: Optimization iterations for the feedback linearizable system.
taken to be

GModGoal (x̄(T )) =



0


r 2

x̄(T ) ∈ ModGoal

,

(5.24)

x̄(T ) ∈
/ ModGoal

where r is the shortest distance between x(T ) and ModGoal. For the obstacles,
we chose to have a cost function that goes to zero on the boundary of ModUnsafe,
and goes to infinity on the boundary of Unsafe. This causes any generated trajectory
that passes through an unsafe set to have infinite cost, and any trajectory that passes
closer than our desired distance to Unsafe region without entering the unsafe region
to have a nonzero, finite cost. Note that in this case there are two unsafe regions;
we denote them Unsafe1 and Unsafe2 . To this end, the cost for a given point on
the trajectory with respect to Unsafei is given by
g Unsafei (x) =
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Optimized Trajectories for Different Terminal Times
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Figure 5.3: Initial, optimal, and intermediate feasible trajectories generated by the bisection method.



0
x∈
/ Unsafei , ri > 1



− log(ri − 1) + ri − 1 x ∈
/ Unsafei , ri ≤ 1 ,




∞
x ∈ Unsafei

(5.25)

where ri is the shortest distance between x and Unsafei .

The results for a given human generated input is shown in Figure 5.3. Although
this initial trajectory is feasible, it appears to overshoot the hill and work its way
back to the goal set at the end. This trajectory also maintains an undesirably small
buffer with Unsafe—a distance of 0.22 in the scale of the figure. The optimization
algorithm is run on this trajectory, and resultant trajectories at several intermediate iterations of the bisection method where are shown. The optimal trajectory is
42% faster, satisfies input constraints, and maintains the desired distances from the
unsafe regions and the boundary of the goal region.
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5.3

Nonsmooth Optimization
The prior method does not directly optimize the robustness, but rather opti-

mizes smooth potential functions that penalize smaller robustnesses. Being able to
maximize the robustness however offers great improvements to our strategy, namely
in reducing the number of required trajectories and in reducing the complexity of
the resulting controller. In this section we will examine how to directly optimize the
robustness using a nonsmooth optimization.
To solve this optimization problem, we have decided to use the limited memory
bundle method [169, 170] based on the comprehensive comparison provided at the
end of [171]. This method was found to be the best for nonconvex and highly
nonlinear problems where subgradients are available. While there are methods that
optimize without needing subgradients, it is almost always more efficient to use
subgradient information if it is available. Consult [171] for an in-depth overview of
nonsmooth optimization techniques and their applications.
To employ the method presented in [170], we need to be able to calculate a
subgradient ξ ∈ Rn from the subdifferential of δ (0) , which is given by
n
o
∂δ (0) (z) = conv lim ∇δ (0) (zi ) | zi → z, ∇δ (0) (zi ) exists
i→∞

(5.26)

The robustness δ (i) will depend upon the distances between a trajectory x
e(i) (t)

and sets of points that depend on x
e(i) (t), u
e(i) (t), and the robustness δ (i+1) , which in

turn will depend on x
e(i+1) (t), u
e(i+1) (t) and subsequent robustnesses. To determine

a subgradient of the robustness with respect to our optimization parameters, we

will need to find the gradient of x
e(i) (t) with respect to the parameters, which we
will denote by

∂e
x(i) (t)
.
∂z

To this end we turn to sensitivity analysis [168]. Specific

treatment of the sensitivity with respect to trajectory inputs and initial state is
given in [134].
For a given time t, we can represent the robustness of the state x
e(i) (t) by the

optimization problem

x(i) (t), x)
maxx∈Rn ψi (e
(i+1)
subject to f (x, x
e(i) (t), u
e(i) (t), x
e(i+1) (t+
)≤0
i+1 ), δ

(5.27)
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where the function f defines the union of the sets given in the definitions of the
(i)

various δ . There exists a critical time t∗ and state x∗ such that δ (0) is the optimal
value of (5.27) at time t∗ and x∗ is the optimal solution. If this critical time and
state are unique, then we can derive the gradient of δ (i) by finding the gradient of our
objective function at the critical values. To this end, we first note that in addition
to depending on optimization variables in its arguments, the optimal objective value
also depends on optimization variables in the constraint. Let λ∗ denote the Lagrange
multiplier at the critical point. Section 4.5.4 of [172] describes the sensitivity of the
cost function with respect to the constraint, which in our case gives us
∂ψi (e
x(i) (t∗ ), x∗ )
= λ∗ .
∂f
Putting this all together, we can calculate the gradient of δ (0) , i.e. ∇z ψ0 (e
x(t∗ ), x∗ ),

via



∂e
x(0) (t∗ )
∂e
x(0) (t∗ )
(1)
∗
,
+ λ ∇xef ·
+ ∇z f + ∇δ(1) f · ∇z δ
∇z ψ0 (x(t ), x ) = ∇xeψ0 ·
∂z
∂z
e∗

∗

(5.28)

where the gradients of the functions are evaluated at the corresponding optimal
values, and where ∇z δ (1) is calculated by recursively using (5.28).

If the critical times and/or states are not unique, then the function is not

differentiable at this point, and we need to find a subgradient in the subdifferential
given by (5.26). Let t∗i denote the critical times and x∗ij denote the critical states at
time t∗i , all of which are optimal with respect to (5.27). Note that each critical time
might have more than one critical state. Let
ψ0,ij (z) = ψ0 (e
x(t∗i ), x∗ij ),
where x
e(t∗i ) and x∗ij are implicit functions of z. Let m and n be indices such that
k∇z ψ0,mn k ≥ k∇z ψ0,ij k ,

(5.29)
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as calculated by (5.28).
Let dz = ∇z ψ0,mn . Expanding ψ0,ij (z − α dz) about α = 0 yields
ψ0,ij (z − α dz) = ψ0,ij (z) − α (∇z ψ0,ij )T dz + o(α),
≥ δ (0) − α k∇z ψ0,ij k k∇z ψ0,mn k + o(α),
≥ δ (0) − α k∇z ψ0,mn k2 + o(α),
= ψ0,mn (z − α dz) + o(α),

(5.30)

where we have used the Cauchy-Schwarz inequality and (5.29).
If ∇z ψ0,ij 6= ∇z ψ0,mn , then the inequalities in (5.30) are strict, and there exist

an α small enough that the second term dominates the third and ψ0,mn (z − α dz) <
ψ0,ij (z − α dz) for all i and j. Since δ (0) evaluated at z − α dz is the minimum of
these values, δ (0) = d0,mn . Since t∗m and x∗mn are the unique critical values at this

point, the gradient of δ (0) exists and is given by (5.28), with t∗ = t∗m and x∗ = x∗mn .
Let zk = z − αk dz, αk → 0 as k → ∞. Putting this all together, we must have

that ∇z ψ0,mn ∈ ∂δ (0) , since

lim ∇δ (0) (zk ) = lim ∇z ψ0,mn (zk ) = ∇z ψ0,mn (z),

k→∞

k→∞

(5.31)

where zk → z and ∇δ (0) (zk ) exists for all k large enough.

If ∇z ψ0,ij = ∇z ψ0,mn for some i 6= m and j 6= n, then one of these two points

will define δ (0) along z −α dz. Regardless of which one it is, the limit of the gradients

of along this line will be ∇z ψ0,mn , yielding the same result as above.

Putting this all together, to find a subgradient in the subdifferential of δ (0)

to pass to our nonsmooth optimization routine, we need to determine (5.28) for all
critical times and critical states, and choose the largest gradient as our subgradient.
Example 5.5 (Robustness Optimization for Hybrid Linear Affine System). Consider the safety problem presented in Example 4.25, the the following, slightly modified unsafe set,
Unsafe = {x | (x − cu )T Pu (x − cu ) ≤ 1}.
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Figure 5.4: Initial optimization for safety problem. The plane through
x1 = 0 is Guard, the ellipsoid it bisects is Unsafe, the other ellipsoid is Goal, and the box is Init. The dashed trajectory is
the human generated trajectory, which is slightly infeasible
initially. The solid line is the optimized trajectory, encapsulated in its robustness tube. The extended portion of the
first trajectory segment is not rendered for visual clarity.
where cu = [0, 2, 2.5]T , Pu is a diagonal matrix with elements 14 ,

1
.
100

Assume a

human provides the trajectory initialized at x0 = [−5, 1, 2] shown in Figure 4.8.
We now optimize the robustness over the two segments of this trajectory. For our
nominal trajectory, the robustness is initially 0, as is expected for internally forced
(1)

switching. This comes from the fact that δt

= 0. Since the nominal trajectory

segment ends as soon as it hits the guard, any robust neighborhood will include states
that do not hit the guard by the end of the segment. By optimizing the trajectory, the
end point of the segment is pulled through the transition, and a new local trajectory
with robustness 0.8387 is found. The robustness tube about this optimized trajectory
is given in Figure 5.4.

5.4

Automation of Trajectory Generation
Once we have determined a method for optimizing the robustness of a given

trajectory, we can implement a simple procedure to partially automate the trajectory
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generation process. Assume we have k trajectories (ℓei , x
ei ), i = 1, . . . , k with inputs
(0)

(e
ai , u
ei ), i = 1, . . . , k, each with robustness δi = δi , i = 1, . . . , k. For this section

we shall assume Init lies within a single location, with a CAF ψ0 . This does not

lose us generality, as the process outlined in this section can be applied iteratively
to each location with a nonempty intersection with Init.

Algorithm 4 Trajectory Generation
1: Choose a point in Init that lies on the boundary of the robust neighborhood of
the initial state for one of the trajectories, while not lying strictly inside any of
the other neighborhoods. This will ensure that any robust neighborhood about
this point will cover some previously uncovered states in Init. Let m denote
the index of this trajectory.
2: Generate a new trajectory initiated at this point, using the feedback control law
derived from (ℓem , x
em ).
3: Optimize the robustness of the new trajectory.
Because the new trajectory lies on the boundary of one of the robust neighborhoods, it is guaranteed to satisfy the safety criteria for the system. However, it may
have a robustness of zero, which makes no progress toward our goal of covering Init
is our controller synthesis strategy. By optimizing the robustness, we can increase
this robustness to cover previously uncovered states, and make progress without
requiring the use of additional externally generated trajectories.
This leaves two points that need to be addressed:
• How do we generate the new initial state?
• When do we terminate this process?
To answer both of these questions, we will combine this step with the coverate
estimation step outlined in Section 2.5.2. Let yj , j = 1, . . . , N be the uniformly
generated points used to estimate coverage. We define the distance to the set S of
covered initial states to be
ψ0 (yj , S) , min ψ0 (yj , xi (0)) − δi .
i=1,...,k

(5.32)

Our indicator variable will be 1 for nonpositive distance values, and 0 otherwise.
Let P be the set of yj with positive distance values. Let y ∈ P be the point with
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minimum distance to S, and let m be the index that minimizes (5.32) for y. To
generate a new initial state, project y onto ∂Bψ0 (xm (0), δm ), and call this point ŷ.
This point satisfies our desired properties. By definition, it lies on the boundary of
one of the trajectory’s robust neighborhoods. This point also does not lie strictly
inside any of the other neighborhoods, since for j 6= m,
ψ0 (ŷ, xj (0)) ≥ ψ0 (y, xj (0)) − ψ0 (y, ŷ),
= ψ0 (y, xj (0)) − δj − (ψ0 (y, xm (0)) − δm ) +δj ,
{z
}
|
≥0

≥ δj ,

where we have used the subadditivity and symmetry property of pseudometrics, as
well as the fact that m is the index that minimized (5.32) for y.
There are two situations under which we want to terminate our process. The
first situation is when We have generated coverage of Init. If we choose N large
enough, then P will be empty if and only if we have generated coverage with a
desired level of confidence, and we use this as our termination criteria.

The second situation is when we find there is a limit as to where we can expand
the coverage around our current nominal trajectories. These regions of Init cannot
be reached by locally varying existing trajectories, but rather need to be seeded with
a new, fundamentally different nominal trajectory. As our expansion approaches
the boundary separating these regions, the size of the robust neighborhoods will
necessarily decrease. To detect when we are reaching such a limit, we first define
a minimum desired robustness, δǫ . If a point y ∈ P projects onto a neighborhood

with robustness less than δǫ , then we assume y is in this unreachable region, discard

it, and select a new y. If all y ∈ P are discarded in this fashion, then we terminate

the process and request a new human-generated trajectory in the uncovered region.
Example 5.6 (Automation of Trajectory Generation for Hybrid Linear Affine System). Consider the safety problem considered in Example 5.5. Assume that we
have been given the same nominal trajectory as before, and that we have already
optimized it. We use MATLAB to automatically generating new trajectories using
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Figure 5.5: Coverage of Init provided by robust neighborhoods about
the initial states of the 388 trajectories. The neighborhoods
with robustness less than δǫ = 0.4 are darker than the other
neighborhoods.
Algorithm 4, where we chose δǫ = 0.4. The final result yielded 388 which provided
a coverage of 73.8% ± 1%, with a confidence of 99%. Each optimization was ter-

minated at 100 seconds,9 as this yielded robustnesses in this case that were close to

optimal, while reducing computation time. Figure 5.5 shows the coverage provided
by these trajectories. Clearly, as we approach the region of Init around the edge
defined by x1 = −4 and x3 = −4 we cannot extend the trajectories farther, and we

need a fundamentally new trajectory, possibly passing under the unsafe region, to be
provided by the human to continue addressing the problem.

5.5

Related Research
Trajectory optimization is an active research area. Earlier advances in this

field were made in 1960’s, with applications in the aeronautics and space flight
9

Numerical results were generated using MATLAB R2013a on a desktop computer with an Intel
Core i5 CPU 750 @ 2.67 GHz with 4 GB of RAM operating under 64-bit Ubuntu 12.04
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(see the survey paper [173]). The approach that we outline in this section differs
from some of the common ones. In the following, we present some (non-exhaustive)
comparison.
There are many trajectory optimization methods that is based on the idea of
converting the infinite-dimensional optimization problem into a finite-dimensional
nonlinear optimization problem ([173, 117]). This can be done, for example by approximating the continuous-time model with a discrete-time one. Another approach
is to constrain the (input or state or output) trajectories in a finite dimensional space,
which can be represented with finitely many parameters. For example, splines or
other basis functions can be used. This is an attractive option, especially if the
output or state trajectories can be arbitrarily chosen in this space, such as the case
of differentially flat systems [155, 174, 175, 176].
Another class of methods is based on (random) sampling of the state space
to seek the optimal solution. Examples of this family are the Rapidly exploring
Random Trees (RRT) based methods (see e.g. [177, 178, 179]).
For discrete-time hybrid systems, optimal control has also been addressed in
the context of model predictive control. See e.g. [180, 181, 182].
The most common approach in directly solving the optimal control problem as
infinite-dimensional optimization problem is by using the calculus of variation [166,
183]. Necessary (local) condition for optimality is given the Pontryagin Minimum
Principle (PMP), which can be thought of as the analog of the Lagrange multiplier
technique in infinite-dimensional spaces [173, 174]. In many cases, the PMP results
in a two point boundary value problem (TPBVB). To find the optimal solution, we
need to solve the TPBVB, for which there are various numerical techniques (see
survey in [173]).
Optimization of hybrid systems has been considered by many researchers. Hedlund and Rantzer approximate the optimal feedback control law by solving a convex
optimization problem formulated using lower bounds on the optimal value function
[184]. Bemporad et. al. derive a piecewise linear optimal controller for Hybrid Systems by stabilizing the system using a model predictive controller, then solving a
multiparametric mixed-integer linear program [185]. These two address deriving an
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optimal control law, rather than the easier task of optimizing an existing trajectory
required in our case. Cassandras et. al. present optimality conditions and several
properties of optimal state trajectories for systems that model the movement of jobs
through a work center, which can be used to numerically compute an optimal control policy [186]. While the systems considered are nonsmooth and nonconvex, these
systems come from a restricted class of manufacturing inspired hybrid systems. Xu
and Antsaklis solve the problem by performing a gradient descent over the switching times, whose gradient is determined by fixing the times and solving an optimal
control subproblem [187]. This approach requires the cost function to smooth, as
both solving the optimal control subproblem and calculating the gradients requires
solving two point boundary value differential algebraic equations derived from the
maximum principle. Although there has been work done deriving the maximum
principle for nonsmooth functions [165], we opt to use a descent based method that
can be terminated prematurely and still deliver an improved trajectory.

5.6

Conclusions and Future Work
In this chapter we examine two methods for optimizing the trajectories used

in our controller synthesis method to solve Problem 2.26.
In the first method, we examine a gradient descent approach using the functional derivative of the cost functional to optimize a trajectory segment. We derive
potential functions around the sets defined in the safety problem, and use these
functions to ensure a desired robustness for the optimized trajectory.
In the second method, we use the Limited Memory Bundle Method, a tool
from nonsmooth optimization, to directly optimize the robustness for a hybrid system with general switching over the initial states, final times, and input for each
trajectory segment. Although we did not discuss optimizing other quality metrics
of the trajectory, they can be included into the objective function of the nonsmooth
optimization without difficulty.
The second method presents several benefits over the first. Most directly, it
does not require the formulation of potential functions, which is cumbersome and
likely to be difficult for sets more complicated than those given here. Further, the
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unsafe potential functions and their gradients need to be calculated along the entire
trajectory, whereas the robustness and its subgradient only need to be computed at
the critical times.
For a trajectory of a hybrid system in which any of the transitions were internally forced, the robustness will necessarily be zero. In order to apply our controller
synthesis strategy for such a system, we require means for increasing that robustness. In that sense, this optimization result is required to employ our strategy to
general hybrid systems.
After presenting the optimization results, we presented a method for automatically generated new trajectories. These are found local to the nominal trajectory.
The search continues until either coverage of Init has been provided, or the search
has reached a limitation, in which a fundamentally new trajectory is required to be
provided by a human. This algorithm reduces the burden on the human from generating all required trajectories to generating trajectories that differ in significant
ways. This fact was demonstrated in Example 5.6.
There are several ways in which the results of this chapter can be extended.
First, one can examine the application of these results to trajectories used to solve
Problem 2.28. The first optimization method would be difficult to implement, as the
potential functions would need to be defined not just in space, but also in time, which
would introduce considerable difficulty. The second method can likely be employed
with little modification using knowledge of the critical times and robustnesses, which
can be computed and returned by the TaLiRo tool already being used to calculate
the robustness.
It may also be interesting to examine optimizing over a smooth approximation
to the robustness, wherein the value and gradient of the approxation is a smooth
combination of the “near-critical” points. Multiple successive optimizations could
be carried out, where the approximation each time is defined to more closely—and
sharply—match the nonsmooth function. This approach would require multiple
optimization, but using standard nonlinear programming methods may end up being
faster than the nonsmooth optimization approach. This kind of approach is similar
to those considered in [188, 189].
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One final interesting avenue for future research would be to combine the results
of this chapter with the results in Chapter 6 to optimize and generate trajectories
that are best suited for learning a feedback control law.

Chapter 6
Feedback Control
6.1

Introduction and Safety Conditions
In this dissertation the synthesized controller consists of two parts (see Figure

6.1(a)). The first part is the inner-loop feedback controller that guarantees trajectory robustness. The second part is a feedforward controller that ”replays” the
appropriate control input trajectories as learned from the human generated trajectories. In this chapter, we seek to replace this feedforward controller with a feedback
controller. In doing so, we want that
1. The feedback controller is also constructed using the human generated trajectories.
2. The validity of the controller in solving the control problem is maintained
Our approach is to learn a piecewise affine control law from the human generated
trajectories, following the approach of Bemporad et al [190]. Effectively, the overall
control strategy will be a switched control system. The difference between our
approach and other related work lies in the fact that we do not need this feedback
controller to be valid for the entire state-space. In fact, in keeping with the spirit of
the work presented earlier in this dissertation, the feedback controller is only defined
on the part of the state-space that has been explored by the humans. At the same
time, we also guarantee that the designed feedback controller will not steer the state
trajectory away from the part that has been explored.
Remark 6.1. In this chapter, we will only consider discrete-time systems. The
learning algorithm presented in Section 6.2 operates on a dataset of inputs and
states. This means that we need to work with sampled data, so we have decided
to work with systems already operating in this domain. Further, the results of this
chapter only address Problem 2.26 for linear affine continuous dynamical systems.
This chapter previously appeared as: A. K. Winn and A. A. Julius, “Feedback control law
generation for safety controller synthesis,” in Proc. Conf. Decision and Control. Maui, HI: IEEE,
2013, pp. 3912–3917.
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Figure 6.1: Block diagrams of our control approach. (a) In prior works,
the controller consists of two parts, an inner-loop feedback
controller and a feedforward controller. (b) In this dissertation, we replace the feedforward controller with an outer-loop
feedback controller.
In this chapter we develop a method to generate a piecewise affine feedback
controller Kv (x), that is,



θ1 x + θ0,1 , when x ∈ X1





θ2 x + θ0,2 , when x ∈ X2
,
Kv (x) =
..
..


.
.





θ x + θ , when x ∈ X
n
0,n
n

(6.1)

where the {Xj }nj=1 form a partition of the state space such that when Kv (x) replaces

v̄(κ) in (3.63), the feedback control law satisfies the safety controller synthesis problem for the states covered by the robustness balls in the feedforward control law.
We shall make use of the following notations.
Notation 6.2. Given a feedforward controller consisting of N nominal trajectories,
the subscript i shall denote the variables corresponding to the ith nominal trajectory,
that is, x0,i , e
vi (κ), δi , and Ti represent the initial state, the reference input signal, the

robustness, and the termination time of the ith trajectory, respectively. We assume
all feedback control laws provide trajectory robustness for the system with respect to
the CAF ψ.
Notation 6.3. For brevity we denote the ith nominal trajectory as x
ei (κ), with

x
ei (0) = x0,i . We will denote trajectories generated under the feedback controller

Kv (x) by x̄(κ).
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Notation 6.4. We define the robustness neighborhoods around the nominal trajectories as F . Formally,
F,

Ti
N [
[

Bψ (e
xi (κ), δi ).

(6.2)

i=1 κ=0

Intuitively, F represents the part of the state space that has been explored by the
human players.
The following results will be useful in developing our feedback law. Their
proofs are omitted due to space constraints.
Theorem 6.5. Given a controller with feasible states F , if
x̄(κ) ∈ F \ Goal ⇒ x̄(κ + 1) ∈ F

(6.3)

then the controller is safe (in the sense of Problem 1) for all trajectories that begin
in Init and terminate upon entering Goal.
Proof. Since the controller is defined such that

SN

i=1

Bψ (x0,i , δi ) covers Init, it is

clear to see that Init ⊂ F . Further, F contains no unsafe states, since if it did,

then one of the robustness balls would have to intersect Unsafe which contradicts
the definition of the robustness radius δi . Thus the only way to enter an unsafe
state is to leave the set F , which can only happen if the current state is in Goal, at

which point the trajectory terminates.

The following theorem imposes restraints on the partitions of our piecewise
affine feedback controller to reduce (6.3) to a more tractable condition.
Theorem 6.6. Let the partitions in the feedback controller be chosen such that if
x ∈ F ∩ Xj then there exists a x
ei (κ) ∈ Xj such that
x ∈ Bψ (e
xi (κ), δi ).

(6.4)

In this case, condition (6.3) of Theorem 6.5 will hold if for all x ∈ Bψ (e
xi (κ), δi ) with
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x
ei (κ) ∈ Xj , the following holds.

(A + BK)x + Bθj x + Bθ0,j + g ∈ Bψ (e
xi (κ + 1), δi ).

(6.5)

That is, the feedback law at state x
ei (κ) maps the robustness ball around x
ei (κ) into
the robustness ball around x
ei (κ + 1).

Proof. Assume x̄(κ′ ) ∈ F ∩ Xj . By the assumption of the theorem there exists a

x
ei (κ) ∈ Xj such that x̄(κ′ ) ∈ Bψ (e
xi (κ), δi ). Since x̄(κ′ ) ∈ Xj , the feedback law at
this point yields Kv (x̄(κ′ )) = θj x̄(κ′ ) + θ0,j . Thus

x̄(κ′ + 1) = (A + BK)x̄(κ′ ) + Bθj x̄(κ′ ) + Bθ0,j + g.
If (6.5) holds, then
x̄(κ′ + 1) ∈ Bψ (e
xi (κ + 1), δi ).
Noting that Bψ (e
xi (κ + 1), δi ) ∈ F by definition, we have that (6.3) holds.
In Section 6.3 we will examine how to generate partitions such that the conditions of Theorem 6.6 are met.
Remark 6.7. In the remainder of this analysis, we will assume our feedback control
law is partitioned in a way that satisfies the requirements of Theorem 6.6. Therefore,
when we say x ∈ Bψ (e
xi (κ), δi ), we can assume x ∈ F and take x
ei (κ) to be the point

such that both it and x are in the same partition, since an x
ei (κ) satisfying this must
exist for each x ∈ F . Note that if x ∈ Bψ (e
xi (κ), δi ) then x ∈ F by definition.

6.2

Feedback Control Learning Algorithm
A naı̈ve approach to generating a feedback law would be, given the system

state x ∈ F , search for a x
ei (κ) such that x ∈ Bψ (e
xi (κ), δi ), and apply input e
vi (κ).
This input will map x into Bψ (e
xi (κ+1), δi ), satisfying the conditions of Theorem 6.6.
However, the total number of points over all trajectories could grow to be quite large,
and the corresponding search could easily become too computationally difficult to
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perform in real-time. Additionally, the data storage requirement for this controller
is identical to that of the feedforward case.
A more advanced approach would be to use a piecewise constant feedback
function, Kv (x) = θ0,j , x ∈ Xj . Let ε be the a bounded disturbance to the refer-

ence input signal and choose δ such that when kεk∞ < δ, rcrit < mini=1,...,N δi , as
determined by (3.87). Next we derive a controller Kconst such that
|θ0,j − vei (κ)| < δ,

when x
ei (κ) ∈ Xj .

Thus for any trajectory x̄ generated by Kconst with x̄(κ′ ) ∈ Bψ (e
xi (κ), δi ) we have
x̄(κ′ + 1) = (A + BK)x̄(κ′ ) + Bθ0,j + g,
= (A + BK)x̄(κ′ ) + Be
vi (κ) + g + Bε
where ε = θ0,j − vei (κ). The results in Section 3.3 give us that x̄(κ′ + 1) ∈ Bψ (e
xi (κ +

1), δi ), which satisfies the conditions of Theorem 6.6. This type of controller would

work well for bang-bang type reference signals, where the input is constant for
extended periods of time. However, if the input is changing on the order of δ or
more between each time step, the resulting controller will have a partition around
almost every trajectory point, and we have the same as with the naı̈ve controller
presented in the previous paragraph.
An extension to this method would be to allow the feedback law to be affine,
call it Kbound , but to bound it such that
|θj x + θ0,j − e
vi (κ)| < δ,

∀ x ∈ Bψ (e
xi (κ), δi ).

Similar to the above, for any trajectory x̄ generated by Kbound with x̄(κ′ ) ∈ Bψ (e
xi (κ), δi )

we have

x̄(κ′ + 1) = (A + BK)x̄(κ′ ) + B(θj x̄(κ′ ) + θ0,j ) + g,
= (A + BK)x̄(κ′ ) + Be
vi (κ) + g + Bε
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where ε = θj x̄(κ′ ) + θ0,j − vei (k). The results in Section 3.3 again give us that
x̄(κ′ + 1) ∈ Bψ (e
xi (κ + 1), δi ), which satisfies the conditions of Theorem 6.6. Here

the feedback control can create a single partition for a section of the input that is
ramping, given that it is ramping slow enough (the allowable change per timestep
for a single partition is linear in δ and inversely proportional to the robustness radius

δi ). Although this admits a larger class of affine feedback laws, allowing for larger
partitions and reduced controller complexity, it suffers from two drawbacks. One, if δ
is required to be small, the functions will be roughly constant, and the improvements
will be slight compared to the method suggested in the previous paragraph. Two,
as the magnitude of θj increases, the allowable error for the x
ei (κ) over which the

feedback controller is trained will decrease, making it harder to fit to a set of points.

Our method, in contrast to these previous concepts, does not impose con-

straints on the magnitude of θ, but rather requires it to ensure the trajectory robustness of the system. Assume for the moment that our controller is exact for each
x
ei (κ) within a given partition, so that

vi (k) = θj x
e
ei (κ) + θ0,j .

Consider a trajectory of our feedback system such that x̄(κ′ ) ∈ Bψ ((e
xi (κ), δi ). We

see that

x
ei (κ + 1) − x̄(κ′ + 1) = (A + BK + Bθj )(e
xi (κ) − x̄(κ′ ))

If inequality (3.59) is satisfied then ξ(ℓ; x′0 , Kv ) ∈ Bψ (e
xi (κ), δi ) and the condition of

Theorem 6.6 will be satisfied. Using the analysis in Section 3.1.4 we see that (3.59)
will hold if



P

(A + BK + Bθj )P

((A + BK + Bθj )P )T

P



  0.

(6.6)

Now, Let us relax the requirement that the affine map is exact. In this case
vi (κ) = θj x
e
ei (κ) + θ0,j − εi (κ).
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If (6.6) is satisfied, then the results in Section 3.3 hold with A+BK+Bθj substituted
for Ã; let r̃crit be the solution to (3.87) under this substitution. In this case, if
r̃crit < δi , for all trajectories

(6.7)

then x̄(κ′ ) ∈ Bψ (e
xi (κ), δi ) and the condition of Theorem 6.6 will be satisfied.

This inspires the following algorithm adapted from Bemporad et al. [190] for

learning the feedback control. Let (e
vi (κ), x
ei (κ)) for all i and κ be the data for which

we are going to learn a piecewise affine mapping. The basic idea is to find affine
maps that cover the largest number of data points and guarantee safety. Once a
set of point clusters are found, we will use the method outlined in Section 6.3 to
generate a partition for the clusters.
We start by finding a map using all points, then iterate the process over the
remaining unmapped points. If we come across a mapping that covers more points
than a previous map, we discard the previous map and all subsequent maps and
replace it with the current map. In general, this will lead to fewer partitions [190].
To find each map a search algorithm with thermal relaxation is employed to search
the parameter space for θj and θ0,j . Then, the map that satisfies the most data
points that is found over the relaxation process is returned. See [190] for details.
Our method modifies the algorithm presented in [190] in several ways:
1. δ is chosen so that if
|θj x
ei (κ) + θ0,j − e
vi (k)| < δ,

then rcrit < δi for all trajectories, using (3.83)–(3.85). Note that there is a
trade-off in how we choose δ: too large and an arbitrarily small θj can cause
r̃crit < δi to be violated for some i; too small, and the affine map will only be
able to map very few points.
2. For each candidate θj that fits more points than the current best candidate,
we verify that (6.6) and (6.7) hold.
3. We initialize the algorithm with θj as the zero row vector (or matrix in the
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multidimensional case) and set θ0 = e
vi (κ) for some (i, κ) corresponding to an

unmapped data point. We see that K was designed such that (6.7) holds for
A + BK + Bθj = A + BK + 0 = A + BK, and that |θ0 x
ei (κ) − e
vi (κ)| = 0 <

δ. This guarantees that at least one point is mapped at each iteration, and

therefore that the process will eventually terminate.

6.3

Designing Feedback Controller Partitions
The method outlined in Section 6.2 will generate a set of datapoint clusters

and corresponding affine feedback laws that guarantee safety over the robustness
balls around each point in the cluster. We split the clusters into subclusters such
that for any two subclusters, the convex hulls of both subclusters do not intersect.
We can now use techniques such as support vector machines [191] or robust linear
programming [192] to find separating hyperplanes for each cluster.
These hyperplanes define a polyhedral partition of the state space. Let Xˆj

denote the jth partition and let J denote the total number of partitions. Assume
X̂j has M faces and is defined by
aTm x − bm ≤ 0,

m = 1, 2, . . . , M.

(6.8)

Since we are performing our analysis using quadratic CAFs, the robustness
neighborhoods are of the form
xT P x ≤ r 2 .

(6.9)

1

If we define z = P 2 x, we see that
1

1

xT P 2 P 2 x = z T z = kzk2 ≤ r 2 ,
which transforms ellipsoids in the x-space into spheres in the z-space. If we consider
the hyperplane
aT x − b = 0,
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in terms of z, we have
1

T

â z + b̂ =

aT P − 2
aT P

− 21

z+

b
1

aT P − 2

,

where â and b̂ are normalized so that the value âT z − b̂ corresponds to the Euclidean

distance from the hyperplane. A hyperplane intersects the robustness ball given in
(6.9) if
âT z − b̂ ≤ r,
⇒

1

aT x − b ≤ aT P − 2 r

The robustness balls about the points in each partition now have a feedback
control law that guarantees the safe execution of the system. However, it is possible that a system state within one partition may belong to a robustness ball in
another partition and not a robustness ball within the same partition. In this case
Theorem 6.6 is not satisfied and safety cannot be guaranteed. This is demonstrated
by point x in Figure 6.2b. To handle these cases we must manipulate the partition
boundaries.
Let
n
Im , (i, κ)

o
1
0 < aTm x
ei (κ) − bm < aTm P − 2 δi ,
1

T
ei (κ) − aTm P − 2 δi .
b−
m , min a x
(i,k)∈Im

Im is the set of indexes of datapoints outside of Xˆj whose robustness balls intersect

the mth face of X̂j , and b−
m is defined such that no datapoint outside of the hyperplane defined by the mth face has a robustness ball that intersects the hyperplane
defined by
aTm x − b−
m ≤ 0
Refer to Figure 6.2 for a graphical representation.
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xe 1 (5)

x

xe 1 (4)
δ1
xe 2 (3)
xe 2 (4)

xe 3 (4)

xe 3 (5)

δ3

aTm x − b−
m = 0

aTm x − bm = 0

(a)

(b)

Figure 6.2: (a) Graphical representation of Im and b−
m . Here, P = I, the
identity matrix, so that the robustness balls are represented
by circles of radius i for simplicity. In this case the ball
around ξ1 (5) determines b−
m . (b) Feedback controller partition
as implemented by Algorithm 5. Note that x is now assigned
to the partition that will guarantee safety.
Our goal is to infer a new partition {Xj }Jj=1 from {X̂j }Jj=1 such that the as-

sumption of Theorem 6.6 hold. A method for generating a new partition with these
properties is given by Algorithm 5.
Heuristically, we want to reshape the boundaries of X̂j so that the required

properties hold. This says that away from the boundaries of X̂j , x cannot belong

to a ball whose center is in a different partition, so assign x to Xj . If x is near one
or more boundaries, see if it belongs to a ball in a different partition that intersects

one of those boundaries, and if so, place x in that partition. Otherwise, since x is
assumed to be in F and must belong to some ball, and since it does not belong to

any ball outside of X̂j , it must belong to a ball in X̂j so we place x in Xj .
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Algorithm 5 Feedback Controller Partition Generation
1: Given: x, {X̂j }Jj=1

2: if aTm x − b−
m ≤ 0 then
3:
return X̂j
4: else
5:
Let mn , n = 1, . . . , N denote indexes where aTm x − b−
m >0
6:
for n = 1, 2, . . . , N do
7:
Let X̂jm denote the partition that shares face m with X̂j
8:
for (i, k) ∈ Imn do
9:
if x ∈ Bψ (e
xi (κ), δi ) then
10:
return X̂jmn
11:
end if
12:
end for
13:
end for
14:
return X̂j
15: end if

6.4

Numerical Example
In this section we apply our method to a feedforward controller generated

for the safety controller synthesis problem presented in Example 4.8, in which a
feedforward controller was generated for this system. This controller consists of four
trajectories and a total of 1564 input reference signal values. These four trajectories
and the corresponding coverage of Init are shown in Figure 6.3a.
At this point we applied the presented method for generating a feedback controller. We solved for P and K, requiring that σmin (P − ÃT P Ã) > 0.1, which
yielded



7.03


−5.17

P =
 0

0

−5.17

0

6.85

0

0

7.03

0

−5.17

0




0 


−5.17

6.85



2.34 3.38 0
0
.
K = −
0
0 2.37 3.38

We then designed δ such that rcrit < mini δi /2, that is, we chose the critical
radius to be half of the smallest robustness radius. We then ran the algorithm and
it was able to produce a linear affine feedback controller that split the 1564 data
points into 110 partitions. This controller was then applied to a sampling of points
to generate the trajectories shown in Figure 6.3b.
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(a)

(b)

Figure 6.3: (a) Trajectories used in feedforward controller for this safety
controller synthesis problem. The rectangle on the left is
Init, the circle in the upper middle is Unsafe, and the circle on
the right is Goal. (b) Trajectories generated by feedback controller over a sampling of initial conditions. The background
region represents F , the region over which the controller is
valid.

6.5

Related Research
The idea of generating a piecewise affine feedback control law that matches

the data along a set of trajectories is analogous to identifying a piecewise affine
system, where the trajectory inputs are treated as outputs of the system, and the
trajectory states are treated as inputs. There have been many proposed approaches
to solve this problem. First, we have methods which assume the data is exact, such
as [193], which uses linear-algebraic techniques to perform the identification, [194],
which uses weighted least squares, and [195], which uses Chius clustering technique
and the self-artificial Kohonen neural network. However, in order to generate a
controller with a reasonable number of partitions, we need to allow that our data
is going to contain some error relative to the derived control law. One approach
which takes error in the data into account is [196], which models the error as being
Gaussian, then attempts identify a model minimizing this error. We decided to use
[190] because the guarantee on error bounds provided by this approach allows us to
generate the required conditions for ensuring the safety of the resulting controller.
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There are other approaches to designing a feedback controller that could be
used as well. For instance, instead of “replaying” the input of the nominal trajectories, we could develop a trajectory tracking algorithm to follow the closest trajectory
from any state or time, e.g. [197]. However, this would still require storing all of
the nominal trajectories, and minimizes the benefit obtained by implementing such
a feedback control law.

6.6

Conclusions and Future Work
In this chapter, we first gave sufficient conditions for designing a piecewise

feedback control law from a feedforward controller that transfers safety from the
latter to the former. Following this we presented a method for designing a piecewise
affine feedback control law that guarantees safety. We then addressed the issue
of defining the partitions of the piecewise law to meet the sufficient conditions for
maintaining safety. Finally, we presented a numerical example wherein this method
was used to generate a feedback control law from a human-generated feedforward
control law, and controller was verified over a sampling of initial states.
There are many ways this research can be improved or extended. Most directly,
the analysis of this chapter can be extended to handle hybrid systems. In this case,
a feedback control law would need to be generated for each location visited by the
set of trajectories, and special consideration would have to be employed to handle
the transitions of the hybrid system.
It would also be interesting to develop a method of designing a feedback controller from a feedforward controller solving Problem 2.28. In this chapter, the only
analysis that required distinguishing Problem 2.26 from Problem 2.28 was Theorem 6.5. This suggests that such an extension between two may be simple, but this
is not the case. In Problem 2.26, the safety criteria for a trajectory from a given
time forward does not depend on the previous times. For MTL specifications however, the satisfaction at a given time moving forward is dependent on the trajectory
history up until that point. Where our feedforward controller can guarantee timing
properties over the entire trajectory, the generality of a feedback controller loses this
property.
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The feedback controller of this chapter is found by performing an optimization
over a set of trajectories. In Chapter 5, we examined methods for optimizing the
trajectories themselves. An interesting extension that could greatly increase the
efficacy of the method outlined in this chapter is to combine the two into a single
optimization. That is, we can include some sort of metric quantifying the feedback
controller (number of partitions, size of rcrit , etc) into the cost function that we are
optimizing for the trajectories, so that the resulting feedback controller is improved,
for example, by having fewer partitions.

Chapter 7
Distance Computation
Fundamental to any implementation of our proposed strategy is the ability to efficiently compute the distance between points along a trajectory and sets in the state
space, for instance the set Unsafe in a safety specification, or a set corresponding
to an atomic proposition in an MTL specification. These sets can take on arbitrary
shapes in general, and this can make such a distance computation very difficult.
However, one can normally approximate the set by a union of primitives, where the
primitives allow efficient distance computation. In this chapter we will consider two
standard primitives. The first is polyhedra, which is a convex set defined by an intersection of half spaces. We will present a standard way to compute the distance to
a general polyhedron using quadratic programming. The second is ellipsoids. There
are multiple tools out there that perform this computation. However, most of these
tools are slow, and still other do not solve the problem robustly. Since these distance
computations are performed many times over each trajectory, the efficiency of these
algorithms have a strong influence on the efficiency of the overall strategy. For this
reason, we developed a novel algorithm for calculating the distance from a point to
the boundary of an ellipsoid. In Section 7.2 we present the problem, develop the
algorithm, and rigorously compare this algorithm to existing tools.

7.1

Polyhedra
The distance between a point and a polyhedron can be solved efficiently as

a quadratic program [198]. In this section, when we refer to a distance, we are
referring to the distance defined by the metric

1
ψ(x, x′ ) = (x − x′ )T P (x − x′ ) 2 ,
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with x ∈ Rn and P ∈ Rn×n a symmetric, positive definite matrix, as defined in
(3.2). Let S be a polytope defined by

S = {x : Ax ≤ b},
where x ∈ Rn , A ∈ Rm×n and b ∈ Rm . Recalling the Definition 2.16, we have
distψ (x, S) = min
ψ(x, x′ ).
′
x ∈S

Substituting the definitions of S and ψ gives us
minx′



(x − x′ )T P (x − x′ )

subject to Ax′ ≤ b

 21

The optimal x′ is the same for this equivalent problem,
minx′ (x − x′ )T P (x − x′ )

subject to Ax′ ≤ b

(7.1)

Since (7.1) is a quadratic program, we can solve it efficiently using a quadratic
programming solver, and extract the desired distance by taking the square root of
the optimal value.

7.2

Ellipsoids
It is of great importance to our approach to be able to efficiently calculation

the distance between a point and the boundary of an ellipsoid. One reason is
that we often model sets in our specifications using ellipsoids, and these distance
computations are performed many times over each trajectory. Another reason is that
we use CAFs which have ellipsoidal level sets. When calculating the robustness of
a hybrid trajectory as outlined in Chapter 4, we required calculating the distance
between the trajectory and hole cut out of the guard by inverse reset map of the next
segments robust neighborhood. For affine reset maps, this set is also an ellipsoid,
and we require calculating the distance to its boundary from a point inside the
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ellipsoid. This is a nonconvex problem, and many existing tools are unable to
handle this problem. As we have found existing tools to be inadequate, in terms
of speed, robustness, and capability, we present a novel algorithm for this problem
and demonstrate its superior capabilities.
7.2.1

Problem Definition
In this section, we consider the following problem:
Minimize

(x − x̄)T R(x − x̄)

Subject to (x − xc )T Q(x − xc ) = 1

(7.2)

where x, x̄, xc ∈ Rn , R ∈ Rn×n is a symmetric positive semidefinite matrix, and Q ∈

Rn×n is a symmetric positive semidefinite matrix. Geometrically, this represents the
problem of finding the point on the boundary of the (possibly degenerate) ellipsoid
{x | (x−xc )T Q(x−xc ) ≤ 1} centered at xc that has the smallest distance to the point

x̄. The distance in this case given by the pseudo-metric d(x, y) = (x − y)T R(x − y).
This pseudo-metric has ellipsoidal level sets and is a generalization of the Euclidean
norm since the later is recovered by setting R = In×n .
First let’s transform (7.2) into a form that is better suited for analyzing. We

shall assume in this section that Q and R are positive definite. If one or both are only
positive semidefinite, then we can use the method described in Section 7.2.2 to reduce
the problem to one with positive definite matrices. We start by transforming the
coordinates so that we are minimizing Euclidean distance rather than an ellipsoidal
distance defined by R, as well as shifting the origin to the center of the ellipsoid.
Let R have the following eigendecomposition,
R = VR ΛR VRT ,

(7.3)

where VR is a unitary matrix and ΛR is a diagonal matrix whose diagonal elements
are the eigenvalues of R. Let
1

y , ΛR2 VRT (x − xc ),

1

ȳ , ΛR2 VRT (x̄ − xc ),
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Under this transformation, (7.2) becomes
ky − ȳk2

Minimize

Subject to y T P y = 1

(7.4)

where
−1

−1

P , VR ΛR 2 QΛR 2 VRT .
Next we perform another transformation of variables to diagonalize P and to shift
the origin to the center of the ellipsoid. To this end, let
P = V ΛV T ,
be the eigendecomposition of P , where again V is a unitary matrix and Λ is a
diagonal matrix whose diagonal elements are the eigenvalues of P . Let
z , V T y,

z̄ , V T ȳ

Under this transformation, (7.4) becomes
Minimize

f (z) , kz − z̄k2

Subject to h(z) , z T Λz − 1 = 0

(7.5)

Notation 7.1. Let λi denote the ith diagonal element of Λ, and by definition the ith
eigenvalue of P . Further, Let λmax , maxi λi denote the largest diagonal element of
Λ, and let M be the multiplicity of λmax . Without loss of generality we assume the
eigendecomposition of P is performed such that the eigenvalues on the diagonal of Λ
are ordered from largest to smallest. Note that in this case λi = λmax , i = 1, . . . , M.
Notation 7.2. We will denote the subspace spanned by the eigenvectors of Λ with
eigenvalue equal to λmax as W, and the orthogonal complement to thus subspace as

W⊥

For the rest of this chapter we will be concerned with the solution to (7.5), as
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this form is equivalent to (7.2) when Q and R are positive definite.
7.2.2

Degenerate Ellipsoids
In this section we shall show that in the case where either or both R and Q are

positive semidefinite, either the problem can be solved directly, or it can be reduced
to the form (7.5) with a positive definite Λ.
If R is positive semidefinite, then we can replace the eigenvalue decomposition
presented in (7.3) with




ΛR
0r×(n−r) ,
 VRT ,
R = VR 
0(n−r)×r 0(n−r)×(n−r)

Λ R ∈ Rr ,

where again VR is a unitary matrix, ΛR is a diagonal positive definite matrix and r
is the rank of R. Let
y = VRT (x − xc ),

ȳ = VRT (x̄ − xc ),

(7.6)

and let these vectors be decomposed as y = [y1T , y2T ]T , ȳ = [ȳ1T , ȳ2T ]T , y1 , ȳ1 ∈ Rr ,
y2 , ȳ2 ∈ Rn−r . Under this transformation, (7.2) becomes

(y1 − ȳ1 )T ΛR (y1 − ȳ1 )

 
h
i P
y
11 P12
  1 = 1
Subject to y T P y = y1T y2T 
P21 P22
y2
Minimize

(7.7)

where
P , VRT QVR .
Since VR is a unitary matrix, we have that P (and by extension P11 and P22 ) will
be positive semidefinite if Q is positive semidefinite.
Since ΛR is positive definite, the unconstrained minimum is located at y1 = ȳ1 .
This point is feasible if we can find a y2 that will satisfy the constraint for this y1 ,
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i.e.
y2T P22 y2 + 2ȳ1T P12 y2 = 1 − ȳ1T P11 ȳ1 .

(7.8)

Since P22 is positive semidefinite, this defines a (possibly degenerate) ellipsoid, which
we can recast in our notation for such sets as
(y2 − ŷ)T P22 (y2 − ŷ) = r 2 .

(7.9)

Matching terms between (7.8) and (7.9), we find
−2P22 ŷ = 2P21 ȳ1 .

(7.10)

†
Let N (P22 ) denote the null space of P22 , and let P22
denote the Moore-Penrose

pseudo-inverse of P22 . The set of solutions to (7.10) is given by
†
ŷ = −P22
P21 ȳ1 + v,

v ∈ N (P22 ).

(7.11)

To see this is the case, we substitute (7.11) into (7.10) and rearrange to yield
†
(I − P22 P22
)P21 ȳ1 = 0.

(7.12)

Since P is positive semidefinite, we have from Appendix A of [140] that
†
(I − P22 P22
)P21 = 0(n−r)×r ,

(7.13)

which validates (7.12). Continuing to match terms between (7.8) and (7.9) yields
r 2 = 1 − ȳ1T P11 ȳ1 − ŷ T P22 ŷ,
†
= 1 − ȳ1T (P11 − P12 P22
P21 )ȳ1 .
†
P21 denote the generalized Schur complement
For brevity let S , P11 − P12 P22

154
of P . If ȳ1T S ȳ1 ≤ 1, then the set of optimal solutions to (7.7) is given by
y1 = ȳ1 ,
†
†
(y2 + P22
P21 ȳ1 )T P22 (y2 + P22
P21 ȳ1 ) = 1 − ȳ1T S ȳ1

On the other hand, if ȳ1T S ȳ1 > 1, then (7.7) will have a solution at a constrained optimum. The Lagrangian for (7.7) is given by
L(y1 , y2 , µ) = (y1 − ȳ1 )T (y1 − ȳ1 ) + µ(y1T P11 y1 + 2y2T P21 y1 + y2T P22 y2 − 1),
where µ denotes the Lagrange multiplier. The gradient condition for first-order
KKT optimality gives us
∇y1 L(y1 , y2 , µ) = 2(y1 − ȳ1 ) + µ(2P11 y1 + 2P12 y2 ) = 0,

(7.14)

∇y2 L(y1 , y2 , µ) = µ(2P21 y1 + 2P22 y2 ) = 0.

(7.15)

Since we y1 6= ȳ1 in this case, (7.14) gives us that µ 6= 0. When this fact is combined

with (7.15) we find that

P22 y2 = −P21 y1 .

(7.16)

For the same reasons discussed regarding (7.10), the solution to (7.16) is given by
†
y2 = −P22
P21 y1 + v,

v ∈ N (P22 ).

(7.17)

Note that P12 v = 0r . This can be seen by pre-multiplying both sides of (7.13) by
vT ,
†
†
v T (I − P22 P22
)P21 = v T 0(n−r)×r , ⇒ v T P21 − v T P22 P22
P21 = 01×r , ⇒ P12 v = 0r .
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Substituting (7.17) into (7.7) yields
Minimize

(y1 − ȳ1 )T R̂(y1 − ȳ1 )

Subject to y1T Q̂y1 = 1
†
P21 y1 + v,
y2 = −P22

,

v ∈ N (P22 ),

R̂ = ΛR ,
†
P21 .
Q̂ = P11 − P12 P22

From appendix A of [140], we have that Q̂ is positive (semi)definite if Q is positive
(semi)definite. Thus, if R is only positive semidefinite, (7.2) can be mapped to a
subproblem with a positive definite R̂.
Now consider the case where R is positive definite and Q is positive semidefinite. In this case we can follow the steps in Section 7.2.1 to transform (7.2) to
kz − z̄k2


,
Λ
0q×(n−q)
z − 1 = 0
Subject to z T 
0(n−q)×q 0(n−q)×(n−q)
Minimize

(7.18)

where q is the rank of Q. Let z and z̄ be decomposed as z = [z1T , z2T ]T , z̄ = [z̄1T , z̄2T ]T ,
z1 , z̄1 ∈ Rq , z2 , z̄2 ∈ Rn−q . In this case we can rewrite (7.18) as
Minimize

kz1 − z̄1 k2 + kz2 − z̄2 k2

Subject to z1T Λz1 − 1 = 0

.

It is clear that z2 is unconstrained in this problem, so we can minimize the objective
with respect to z2 by setting z2 = z̄2 . Doing so leaves a q-dimensional subproblem
of the form (7.5).
Thus, in the case that R and or Q are positive semidefinite, we can either
characterize the the solution directly or reduce the problem to a subproblem of the
form (7.5) with positive definite Λ. Geometrically, if R is positive semidefinite, then
we project the constraining ellipsoid defined by Q onto the nondegenerate subspace
of R, and solve. If Q is positive semidefinite, then we project y1 and ȳ1 onto the

156

(a) Setup for Example 7.3.

(b) Reduced subproblem for Example 7.3.

Figure 7.1: Visual representation of Example 7.3.
nondegenerate subspace of Q, and solve. Note that the dimension of the solution
set is equal to the dimension of the intersection of the degenerate subspaces of R
and Q.
Example 7.3. Assume that transformation (7.6) has already been applied to this
problem, that is, xc has been shifted to the origin and the system has been rotated so
that the vectors of R are axis aligned, and the transformed parameters are given by
 
2
 

ȳ = 
2 ,
2

ΛR = I2×2 ,



1 0
0

2
0 0.5 0.5 .
P =


2
0 0.5 0.5
√

In this case the constraining ellipsoid is a cylinder extending along the y-axis and
passing through the origin, while the level sets of ΛR are cylinders passing through
x̄ and extending in the z-direction. This is demonstrated graphically in Figure 7.1a,
where the cylinders are truncated for visualization purposes.
The next step is to project this problem onto the subspace spanned by x and y,
which gives us
Minimize

ky1 − ȳ1 k2

Subject to y1T Q̂y1 = 1

,
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h
i
h
i
y2 =
+ v = −(0.5)
0 0.5 y1 + 0 = 0 −1 y1 ,

  


h
i
1 0
0
1 0
†
 −   (0.5)−1 0 0.5 = 

P21 = 
Q̂ , P11 − P12 P22
0 0.5
0.5
0 0
†
−P22
P21 y1

−1

This problem is presented in Figure 7.1b. Since Q̂ is positive semidefinite, the next
step is to project the problem onto the nondegenerate subspace of define z1 and z2
such that y1 = [z1 , z2 ]T . Noting that ȳ1 = [2, 2]T , The reduced problem becomes
Minimize

(z1 − 2)2

Subject to z12 = 1

,

z2 = 2.
Since this problem is only one dimensional, we can deduce that the solution is z1 = 1
without having to apply the algorithm presented in Section 7.2.4. Back substituting
these results gives us the optimal solution, namely
iT h
h
i h
i
y ∗ = y1T y2T = z1 z2 −z2 = 1 2 −2
7.2.3

Optimality Conditions
The Lagrangian for (7.5) is given by
L(z, µ) = (z − z̄)T (z − z̄) + µ(z T Λz − 1).

Setting the gradient of the Lagrangian with respect to the optimization variable z
and the Lagrange multiplier µ to zero gives us the first order Karush-Kuhn-Tucker
(KKT) optimality condition,
∇z L(z, µ) = 2(z − z̄) + 2µΛz = 0,
∇µ L(z, µ) = z T Λz − 1 = 0,
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which we can rearrange as
(µΛ + I)z = z̄,

(7.19)

z T Λz = 1.

(7.20)

Define
T

−1

−1

G(µ) , z̄ (µΛ + I) Λ(µΛ + I) z̄ − 1 =

n
X
i=1

λi z̄i2
− 1,
(µλi + 1)2

(7.21)

which is obtained by substituting (7.19) into (7.20). The KKT points can be calculated by finding the roots of G(µ) and substituting these values into (7.19) and
solving for the optimal z.
Remark 7.4. The function G(µ) depends upon µ, Λ, and z̄. However, since Λ and
z̄ are constant parameters of a given problem, we omit them as arguments to G for
brevity.
There are two difficulties that will be addressed by our main result. First,
there are up to 2n roots of G(µ), so we need to distinguish which root corresponds
to the optimal point. Second, (µΛ + I) may not be invertible. Before presenting the
main result, we derive the following useful properties of G(µ).
Lemma 7.5. For z̄ 6= 0, G(µ) is a convex, strictly monotonically decreasing function

in the range µ ∈ (−1/λmax , ∞). If z̄ = 0, then G(µ) = −1 in this range. Further,
limµ→∞ G(µ) = −1.

Proof. This can be shown by considering the derivatives of G(µ), which are given
by
n

X 2λ2 z̄ 2
dG
i i
=−
< 0,
dµ
(µλ
+ 1)3
i
i=1

(7.22)

n

d2 G X 6λ3i z̄i2
=
> 0,
4
dµ2
(µλ
+
1)
i
i=1

(7.23)
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which follows from the fact λi > 0 since P is positive definite, and that in this range
µλi + 1 > −λi /λmax + 1 > 0,
which makes each summand nonnegative. Since z̄ 6= 0, at least one summand
is positive, which gives us the strict inequalities. Since G(µ) has no singularities

in the range µ ∈ (−1/λmax , ∞), by (7.21) we have that if z̄ = 0, G(µ) = −1.

Finally, as µ → ∞, each term in the summation in (7.21) goes to zero, giving us

limµ→∞ G(µ) = −1.

We are now in a position to state the main result of this section that underlies
the proposed algorithm in Section 7.2.4.
Theorem 7.6. Consider the problem given in (7.5) along with Notation 7.1. For
1
.
brevity, let µ̄ , − λmax

If G(µ̄+ ) > 0, that is, if the right-hand limit of G at µ̄ is positive, then the

optimal solution is a single point given by
z ∗ = (µ∗ Λ + I)−1 z̄

(7.24)

where µ∗ is the unique root of G(µ) in the range µ∗ ∈ (µ̄, ∞).

Let BM (r) denote the hypersphere of radius r in RM . If G(µ̄+ ) ≤ 0, then the

optimal solution set can be decomposed as


 
 q

p
1
−G(µ̄+ )/λmax
,
z ∗ ∈   : q1 ∈ BM

 q2

q2,i ,

z̄M +i

1−

λM +i
λmax

, i = 1, . . . , n − M.

(7.25)
(7.26)

Here, q1 lies on a hypersphere in W, and q2 is a vector in W ⊥ .
Proof. There are two cases in which G(µ̄+ ) > 0 that need to be considered separately,
1. ∃i ≤ M such that z̄i 6= 0. In this case the denominator of the ith term in
(7.21) goes to zero, giving us that G(µ̄+ ) = +∞.
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2. z̄i = 0, ∀i ≤ M, and G(µ̄+ ) > 0. Note that in this case G(µ̄+ ) is finite, since
the singular terms in (7.21) are zeroed out by the z̄i .

Let’s consider the first case. Let i be the index such that z̄i 6= 0. It is

straightforward to see that µ∗ 6= −1/λmax , since by (7.19) we have



1
λmax + 1 zi = z̄i 6= 0
−
λmax

⇒

(0)zi 6= 0,

a contradiction. We will show that µ∗ > −1/λmax by contradiction as well. Assume

that µ∗ < −1/λmax , and that the optimal point is given by z ∗ . In this case µ∗ λmax +

1 < 0, which when combined with (7.19) gives us
zi∗ =

z̄i
µ∗ λ

max

+1

.

(7.27)

Since zi differs in sign from z̄i , this point lies in a different orthant from z̄, and will
be shown to be nonoptimal by considering the following reflected point,

ẑj∗ =



z ∗
j


−zj∗

j 6= i

.

(7.28)

j=i

Since Λ is diagonal, changing the sign on one element does not change the magnitude
of the quadratic form, giving us that (ẑ ∗ )T Λẑ ∗ = (z ∗ )T Λz ∗ = 1, and that ẑ ∗ lies on
the boundary of the ellipsoid as required.
We want to show that
kẑ ∗ − z̄k2 < kz ∗ − z̄k ,
or equivalently
kẑ ∗ − z̄k2 − kz ∗ − z̄k2 < 0.

(7.29)
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Expanding the left side of (7.29) and applying (7.28) we find that
kẑ ∗ − z̄k2 − kz ∗ − z̄k2 =

n
X
j=1

(ẑj∗ − z̄j )2 −

= (−zi∗ − z̄i )2 +

n
X
j=1

X
j6=i

(zj∗ − z̄j )2 ,

(zj∗ − z̄j )2 − (zi∗ − z̄i )2 −

X
j6=i

(zj∗ − z̄j )2 ,

= (−zi∗ − z̄i )2 − (zi∗ − z̄i )2 ,
= 4zi∗ z̄i .
Applying (7.27) gives us
kẑ ∗ − z̄k2 − kz ∗ − z̄k2 =

4z̄i2
µ∗ λmax + 1

< 0,

as required. Note that this follows from the fact that the numerator is positive and
the denominator is negative by assumption.
This gives us that µ∗ > −1/λmax . There exists a unique root of G(µ) in this

range, since G(µ̄+ ) > 0 and from Lemma 7.5, we have that limµ→∞ G(µ) = −1 < 0

and that G(µ) is strictly monotonically decreasing. Thus the KKT point associated

with this µ∗ must be optimal and is given by (7.24), which follows from (7.19) and
the fact that µ∗ Λ + I is invertible if µ∗ > −1/λmax .

Now consider the case where z̄i = 0, ∀i ≤ M. We will show µ∗ ≥ −1/λmax

by contradiction. Assume µ∗ < −1/λmax and that the optimal point is given by z ∗ .
Since µ∗ λmax + 1 6= 0, we have from (7.19) that zi∗ = 0 for i = 1, . . . , M. Consider

the direction d = [1, 0, . . . , 0]T , which is the unit vector along the first coordinate
axis. The second order necessary KKT optimality condition fails along this direction
since
dT ∇h(z ∗ ) = dT Λz ∗ = λ1 z1∗ = 0,
dT ∇2 f (z ∗ )d + µ∗ dT ∇2 h(z ∗ )d = dT d + µ∗ dT Λd = 1 + µ∗ λmax < 0.
This contradicts the optimality of z ∗ , which gives us that µ∗ ≥ −1/λmax .
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If µ∗ = −1/λmax , then from (7.19) our optimal point must satisfy
zi∗ =



arbitrary



z̄i
−λi /λmax +1

i = 1, . . . , M

.

i>M

This point must satisfy (7.20) as well, which gives us
n
X

⇒
⇒

i=1
M
X

λi (zi∗ )2 − 1 = 0,
λmax (zi∗ )2

i=1

M
X

+

n
X

λi z̄i2
− 1 = 0,
−λi /λmax + 1
i=M +1

λmax (zi∗ )2 + G(µ̄+ ) = 0,

(7.30)

i=1

where the last step follows from the fact that z̄i = 0 for all i ≤ M.

Since each term in the summation is positive, if G(µ̄+ ) > 0 then (7.30) is not

satisfiable, and we must have that µ∗ > −1/λmax . As before, there exists a unique

root of G(µ) in this range, with the corresponding optimal point given by (7.24).

If G(µ̄+ ) ≤ 0, then there does not exist a root of G(µ) for µ > −1/λmax since

by Lemma 7.5 we have that G(µ) is strictly monotonically decreasing. This tells
us that any solution corresponding to µ > −1/λmax will not lie on the ellipsoid

boundary. Since we must have µ∗ ≥ −1/λmax but cannot have µ∗ > −1/λmax , then
must have that µ∗ = −1/λmax . In this case we can rearrange (7.30) to yield
M
X
i=1

(zi∗ )2 = −

G(µ̄+ )
.
λmax

(7.31)

If we decompose z ∗ into two components such that q1,i = zi∗ , i = 1, . . . , M and
∗
M
q2,i = zM
+i , i = 1, . . . , n − M, then (7.31) restricts q1 to lie on a hypersphere in R
p
of radius −G(µ̄+ )/λmax .

Remark 7.7. Theorem 7.6 distinguishes the set of points z̄ for which the optimal
solution is not unique, but rather a lower dimensional hypersphere. This set of points
lies on W ⊥ , and for which G(µ̄+ ) < 0. Note that this inequality is strict because
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when G(µ̄+ ) = 0 the hypersphere has radius zero. We can decompose z̄ and Λ into
these W and W ⊥ as



0M ×1
,
z̄ = 
q


λmax IM ×M 0M ×(n−M )

Λ=
0(n−M )×M
Λ2

Where q ∈ Rn−M and Λ2 ∈ R(n−M )×(n−M ) is a positive definite diagonal matrix with
diagonal elements λ2,i < λmax .

The points in this subspace satisfying G(µ̄+ ) < 0 is given by
q T (−(1/λmax )Λ2 + I)−1 Λ2 (−(1/λmax )Λ2 + I)−1 q < 1.

(7.32)

Since (−(1/λmax )Λ2 + I)−1 is positive definite, the product of the three matrices also
forms a positive definite matrix, which gives us that the set of degenerate points lies
strictly within an ellipse in W ⊥ . This concept is demonstrated in Example.
Example 7.8. Consider the ellipsoid defined by
h
x1 x2



 
9
0
0
x1
i
 
 
x3 
0 4 0 x2  = 1.
0 0 1
x3

The set of points x̄ for which there are multiple points on the ellipsoid that are
optimal solution to (7.5) can be determined from (7.32), and are given by



i 324
h
25
x̄2 x̄3 
0

x̄1 = 0,
 
x̄
0
  2 < 1
81
x̄3
64

For example, the point x̄ = [0, 0.25, 0.1] lies within this set, and from (7.25) we see
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Figure 7.2: Graphical representation of Example 7.8.
that there are two optimal points given by
v 

u
u
324
h
i
u 
∗
25

t−
x1 = ±
0.25 0.1
0

0.25
= 0.45,
1 − 49
0.1
= 0.1125.
x∗3 =
1 − 19
x∗2 =




0.25

 − 1 /9 = ±0.1404,
81
0.1
64
0

The constraining ellipsoid and the set of points with multiple optima, along with our
sample point and its optima are given in Figure.
7.2.4

Algorithm
With the results of Theorem 7.6, we can develop an algorithm to solve (7.5).

The basic idea is outlined in Algorithm 6.
We still need to determine an appropriate way to solve for the root of G(µ).
If we apply Newton’s method with an initial guess µ0 ∈ (µ̄, µ∗ ] (or µ0 ∈ [µ̄, µ∗ ] in
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Algorithm 6 Algorithm Concept
1:
2:
3:
4:
5:
6:

if z̄i 6= 0 for some i ≤ M or both z̄i = 0 for i = 1, . . . , M and G(µ̄+ ) > 0 then
Solve for unique root µ∗ of G(µ) in (−1/λmax , ∞).
Solve for z ∗ using (7.24).
else
Solve for z ∗ using (7.25)–(7.26).
end if

the case that z̄i = 0 for i = 1, . . . , M),
µk+1 = µk − G(µk )/G′ (µk ),
µk ↑ µ∗ ,

k → ∞,

then by the convexity of G(µ) in our search range and by Baluev’s theorem [199],
we have that µk will monotonically converge to µ∗ quadratically.
Note that we can include the lower bound if z̄i = 0 for i = 1, . . . , M, since
G(µ̄) and G′ (µ̄) are finite and continuous at this point in this case; see Lemma 7.5.
Where Newton’s method operates by linearizing the function and solving for
the root, Kiseliov [200] proposes using a modified approach which approximates
G(µ) with a linear fractional function which has similar convergence properties to
Newton’s method. This method requires very little additional calculation, and was
found in our numerical tests to significantly reduce the number of required iterations.
These results are presented in the following lemma.
Lemma 7.9. Let µ̄ = −1/λmax , and let G(µ̄+ ) > 0. If µ̄ < µ0 ≤ µ∗ (or if µ̄ ≤ µ0 ≤
µ∗ in the case that z̄i = 0 for i = 1, . . . , M), then the iterative process
µk+1

#
k
G(µk )
2(1
+
G(µ
))
k
p
=µ −
1 + 1 + G(µk ) G′ (µk )
"

converges monotonically to µ∗ ,

µk ↑ µ∗ ,

k → ∞.
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Further, there is a constant d = d(Λ, z̄) > 0 such that
2

µk+1 − µ∗ ≤ d µk − µ∗ .
Proof. This proof is a modified version of the proof presented in [200] that applies
to the expanded case presented in this section. A traditional method for finding
the root of a nonlinear function is to use the Newton’s method, which linearizes
the function at a given point and solves for the root of the linear function, then
iterates until convergence to a root. This, however, does not take into account any
special structure of the nonlinear function. Instead of using a linear function, (7.21)
suggests using the following linear fractional form to approximate G(µ) at the k th
iteration,
pk0
− 1,
πk (µ) , k
(p1 + µ)2
such that the two functions have the same value and slope when evaluated at µk . In
other words, we approximate the sum of n linear fractional terms by a single term.
Since we are searching for the root of G(µ) in the range (µ̄, ∞), the slope will be

negative in this range (see Lemma 7.5). Of the two roots of π(µ), we choose the one
of negative slope, which is given by
µ

k+1

q
= pk0 − pk1 .

(7.33)

To ensure that πk (µ) and G(µ) have the same value and slope at µk , we must
have that
pk0
= 1 + G(µk ),
(pk1 + µk )2
2pk0
− k
= G′ (µk ),
k
3
(p1 + µ )
which can be combined to yield
pk1 + µk = −

2(1 + G(µk ))
,
G′ (µk )

(7.34)
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pk0 = (1 + G(µk ))(pk1 + µk )2 .

(7.35)

Substituting these values into (7.33) gives us
p

1 + G(µk )(pk1 + µk ) − pk1 ,


p
= µk − 1 − 1 + G(µk ) (pk1 + µk ),
"
#
k
2(1
+
G(µ
))
G(µk )
p
= µk −
,
1 + 1 + G(µk ) G′ (µk )

µk+1 =

(7.36)

(7.37)

where the final step was realized by substituting (7.34) as well as making the following observation,



p
p
k)
k)
1
−
1
+
G(µ
1
+
1
+
G(µ
p
p
1 − 1 + G(µk ) =
,
1 + 1 + G(µk )
1 − (1 + G(µk ))
p
=
,
1 + 1 + G(µk )
−G(µk )
p
=
.
1 + 1 + G(µk )

Let the update law (7.37) be denoted by A(µ) so that µk+1 = A(µk ), and let

µ∗ denote the root of G(µ) in the range µ ∈ (µ̄, ∞). Since we assume G(µ̄+ ) > 0,

if µk ∈ (µ̄, µ∗ ), then by Lemma 7.9 we have that G(µk ) > 0 and G′ (µk ) < 0, which

makes the second term of (7.37) strictly negative in this range, giving us that
A(µk ) > µk ,

µk ∈ (µ̄, µ∗),

A(µ∗) = µ∗ ,

(7.38)
(7.39)

where the latter result follows from G(µ∗ ) = 0.
We will now show that A′ (µ) ≥ 0 for µ ∈ (µ̄, µ∗], which will be needed to

establish convergence of the algorithm. From (7.36), we can express A(µ) as
A(µ) =

p

1 + G(µ)(p1 (µ) + µ) − p1 (µ).
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Differentiating with respect to µ gives us
p
G′ (µ)
(p1 (µ) + µ) + 1 + G(µ)(p′1 (µ) + 1) − p′1 (µ).
A′ (µ) = p
2 1 + G(µ)

(7.40)

Substituting (7.34) into (7.40) yields

p

A (µ) =
1 + G(µ) − 1 p′1 (µ).
′

(7.41)

Differentiating (7.34) gives us
p′1 (µ)

2(1 + G(µ))G′′ (µ) − 3(G′ (µ))2
=
.
(G′ (µ))2

(7.42)

Since the denominator is always positive for µ ∈ (µ̄, ∞), p′1 will be nonnegative
whenever the numerator is nonnegative. Let a(µ), b(µ) ∈ Rn be defined via
3/2

1/2

λi z̄i
bi (µ) = −
,
(µλi + 1)2

λ z̄i
,
ai (µ) = i
µλi + 1

From (7.21), (7.22) and (7.23) we can see that
1 + G(µ) = ka(µ)k2 ,
G′ (µ) = 2 ha(µ), b(µ)i ,

G′′ (µ) = 6 kb(µ)k2
Making these substitutions into (7.42) gives us
p′1 (µ)

12(ka(µ)k2 kb(µ)k2 − |ha(µ), b(µ)i|2 )
=
≥ 0.
(G′ )2 (µ)

(7.43)

which follows from the Cauchy-Schwartz inequality. Since G(µ) > 0 for µ ∈ (µ̄, µ∗)

and G(µ∗ ) = 0, we have from (7.41) and (7.43) that
A′ (µ∗ ) = 0,
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A′ (µ) ≥ 0,

µ ∈ (µ̄, µ∗ )

We can now bound A(µk ) by application of the mean value theorem,
A(µk ) = A(µ∗ ) − A′(µ̂)(µ∗ − µk ) ≤ A(µ∗ ),

µk ∈ (µ̄, µ∗ ), µ̂ ∈ (µk , µ∗ ) (7.44)

From (7.38) and (7.44) we have the sequence µk , when initiated in the range µ0 ∈

(µ̄, µ∗), is strictly increasing for µk < µ∗ and bounded above by µ∗ , which proves
the convergence of this algorithm.

We derive the rate of convergence by repeated application of the mean value
theorem,
µk+1 − µ∗ = A(µk ) − A(µ∗) ,
= A′ (µ̂)(µk − µ∗ ) ,

µ̂ ∈ [µk , µ∗ ],

= (A′ (µ̂) − A′ (µ∗ ))(µk − µ∗ ) ,

µ̂ ∈ [µk , µ∗ ],

ˆ
− µ∗ )(µk − µ∗ ) ,
= A′′ (µ̂)(µ̂


′′
≤
max
|A (ν)| µk − µ∗
0
∗

ˆ ∈ [µ̂, µ∗ ],
µ̂ ∈ [µk , µ∗ ], µ̂

2

ν∈[µ , µ ]

There is still one issue that needs to be addressed before presenting our proposed algorithm: How does one find a µ0 that guarantees monotonic convergence?
To this end we present the following result.
Lemma 7.10. Let G(µ̄+ ) > 0 and let µ∗ be the unique root of G(µ) in the range
[−1/λmax , ∞). If we choose
0

µ =−

1
λmax

+

s

PM

2
i=1 z̄i

λmax

,

(7.45)

then application of either Newton’s method or the iterative process of Lemma 7.9
will converge monotonically to µ∗ .
Proof. If z̄i = 0 for i = 1, . . . , M, then µ0 = −1/λmax , and the conditions are met
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for monotonic convergence.
If z̄i 6= 0 for some i ≤ M, then

can rearrange (7.45) as

M
X

⇒

i=1
n
X
i=1

PM

2
i=1 z̄i

> 0 and µ0 > −1/λmax . Further, we

λmax z̄i2
− 1 = 0,
(µ0 λmax + 1)2
n
X
λi z̄i2
λi z̄i2
−1 =
,
(µ0 λi + 1)2
(µ0 λi + 1)2
i=M +1

⇒ G(µ0 ) ≥ 0.

Since by Lemma 7.5 we have that G(µ) is strictly monotonically decreasing for
µ > −1/λmax , and since G(µ∗ ) = 0, it follows that µ0 ≤ µ∗ , as required.
We are now in a position to state our proposed algorithm.
Algorithm 7 Proposed Algorithm
Input: z̄, Λ, Tolerance > 0
1: Determine λmaxqand M from Λ.
PM z̄i2
2: µ0 ← − λ 1 +
i=1 λmax .
max
0
3: if G(µ ) ≤ 0 then
4:
Determine the set of optimal solutions z ∗ from (7.25)–(7.26), with µ0 = µ̄
and thus G(µ̄+ ) = G(µ0 ).
5: else
6:
k ← 0.
7:
while G(µk ) >hTolerance doi
k

2(1+G(µ )
µk+1 ← µk − 1+(1+G(µ
k ))1/2
9:
k ← k + 1.
10:
end while
11:
z ∗ ← (µk Λ + I)−1 z̄.
12: end if
Output: z ∗

8:

G(µk )
.
G′ (µk )

Remark 7.11. By performing the transformations in Section 7.2.1, the calculation of G(µ) and G′ (µ) reduce to cheap vector-vector computations between z̄ and
the vector of eigenvalues of P . However, it is worth noting that the calculation of
G(µ) and G′ (µ) can be performed without needing to use computationally expensive
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eigendecompositions to transform (7.2). In this case these values can be solved by
x∗ (µ) , (µQ + R)−1 (µ Qxc + Rx̄),
x∗′ (µ) = (µQ + R)−1 Q(x∗ (µ) − xc ),
G(µ) = x∗ (µ)T Qx∗ (µ) − 1,
G′ (µ) = −2x∗ ′ (µ)T (µQ + R)x∗ ′ (µ).
See [200] for derivation. Here each iteration requires a matrix inversion and matrixvector products. The complexity of the eigendecomposition in the former case and
of the matrix inversion (or Gaussian elimination) in the latter case grow similarly
as the problem size grows, so which method is more efficient will likely depend on
the specific implementation of the eigendecomposition and matrix inversion.
Note that if we are solving this problem repeatedly with different x̄ but the same
Q and R, then one only has to perform the eigendecomposition once for all of the
problems, which may end up much more efficient depending the problem size and
number of problems.
7.2.5

Numerical Experiments
In this section we will first describe some of the existing tools that can solve

problem (7.2) (or the convex version of it) that we will compare to the algorithm
described in Section 7.2.4. Next we present a motivating example which will provide
a low-dimensional engineering application which requires the nonconvex problem
formulation presented, as well as showcasing the speed benefits of employing this
approach versus other methods. After that we will present results for a large number
of randomly sampled ellipsoids of varying dimension.
7.2.5.1

Existing Tools

Some existing algorithms that can solve (7.2) (or the convex version of it) that
we consider for comparison are:
• shortest distance [201]: This is an algorithm for three-dimensional ellipsoids made available through the MathWorks file exchange.
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• SphereLsq [202]: This algorithm transforms problem (7.2) into a quadratic
eigenvalue problem, which it then solves. This code is also made available
through the MathWorks file exchange.
• fmincon [203]: This is a constrained nonlinear programming tool available

from MATLAB’s optimization toolbox. it can be used to solve the convex or
nonconvex problem, but unlike a global optimizer it only converges to a local
solution, which may not be the global optimum. We shall use the sequential
quadratic programming algorithm of this tool, as it worked best in preliminary
tests for this problem.

• BARON [204]: this is a branch-and-bound global optimization tool capable of

solving nonconvex problems. It is interfaced with MATLAB through the modeling language toolbox YALMIP.

• Lin − Han [205]: This algorithm, including modifications that improve its
speed [206], solves the convex version of this problem by taking the current

guess of the projection of the point x̄ onto the ellipsoid, finding a sphere inside the ellipsoid that is tangent to the ellipsoid at this point, finding the
line between the center of this sphere and x̄, and setting the intersection of
this line with the ellipsoid as the new guess. This algorithm is only linearly
convergent, but requires much less work per iteration and does not require an
eigendecomposition of the ellipsoid.
• EllToolbx [207]: This is a third party toolbox for computations involving

ellipsoids. It implements the algorithm presented in [208] to solve the convex
version of the problem, which is an inchoate version of the algorithm given
in [200]. The algorithm in this paper is not guaranteed to converge, and it
uses the superlinearly convergent secant method rather than the more efficient quadratically convergent Newton’s method, citing a higher likelihood of
convergence.

• CVX [150, 209]: This is a solver for disciplined convex programming problems.
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• GUROBI [210]: A state-of-the-art optimization tool with a quadratically constrained programming solver that can solve the convex version of the problem.
It is interfaced with MATLAB through YALMIP.
7.2.5.2

Numerical Comparison

In this section we compare the algorithm presented in this chapter with other
algorithms that solve this problem for a series of numerical tests. All tests were run
in MATLAB. We run the algorithms over randomized problems of varying dimension
and with varying distances of the nominal point relative to the ellipse. Each problem
is randomized by choosing the center xc of the ellipse from a uniform distribution
over the cube xci ∈ [0, 10], i = 1 . . . , n, where n is the dimension of the problem. To

generate the shape of the ellipse, we choose a set of n eigenvalues uniformly in the
range [0, 1], we generate a random orthogonal matrix V , and set R and Q in (7.2)
to be
R = In×n ,
Q = V ΛV T ,
where λ is a diagonal matrix with the eigenvalues on the diagonal. We choose R to
be the identity matrix for simplicity. The point x̄ from which we are calculating the
distance to the ellipsoid is generated by taking a point from a uniform distribution
over a unit sphere centered at xc and projecting it onto a desired level set of the
ellipsoid.
In the first set of randomized tests, we consider systems that are three dimensional in size, so that shortest distance can be compared as well. The results
are presented in Table 7.1. Let r denote the level set of the ellipsoid on which the
randomly generated point lies, i.e. r > 1 is a point outside the ellipsoid, r = 1 is
a point on the ellipsoid, and r < 1 is a point inside the ellipsoid. Each nonconvex
result is averaged over 250 trials for each of r ∈ {0.1, 0.5, 0.9}, and each convex

result is averaged over 250 trials for each of r ∈ {1.1, 5, 100}. The field Time 10 de10

All numerical results were generated using a laptop with an Intel Core i5 CPU M 540 @ 2.53
GHz with 4 GB of RAM operating under 64-bit Ubuntu 12.04.
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notes how long each algorithm took to run. The field Infeas denotes the percentage
of the trials that yielded infeasible solutions, with a tolerance of 10−4 . The field
Nonmin denotes the percentage of the trials that yielded a feasible point that was
nonminimal, with a tolerance of 10−4 . Algorithms unable to handle the nonconvex
case show “N/A” in the table.
Table 7.1: Computation time of algorithms for three dimensional problems.
Algorithm
Proposed
shortest distance
SphereLsq
fmincon
BARON
Lin − Han
EllToolbx
CVX
GUROBI

Nonconvex
Time
Infeas Nonmin
5.2 × 10−4 0.0%
0.0%
−4
8.3 × 10
4.3%
35.6%
−3
1.5 × 10
0.0%
0.0%
2.7 × 10−2 0.0%
0.0%
−1
3.2 × 10
0.5%
0.0%
N/A
N/A
N/A
N/A
N/A
N/A
N/A
N/A
N/A
N/A
N/A
N/A
1

Convex
Time
Infeas Nonmin
4.3 × 10−4 0.0%
0.0%
−4
7.7 × 10
2.7%
7.1%
−3
1.5 × 10
0.0%
0.0%
3.3 × 10−2 0.0%
0.0%
−1
5.9 × 10
0.3%
0.0%
6.2 × 10−3 0.0%
0.0%
5.7 × 10−3 13.2%
0.0%
−1
6.4 × 10
0.0%
0.0%
2.4 × 10−1 0.0%
0.0%
1

We see that the proposed algorithm is most efficient, with shortest distance
being second fastest. However, this algorithm only works on 3 dimensional problems,
and sometimes does not satisfy the constraint within tolerance and often does not
return the minimizing point within tolerance. We will consider the results for the
other algorithms in conjunction with the results for higher dimensions.
We now run all algorithms on problems of increasing dimension averaged over
50 trials for each of r ∈ {0.1, 0.5, 0.9, 1.1, 5, 100}. Figure 7.3a shows how the ef-

ficiency varies with dimension on a log-log plot for the nonconvex problems, and
Figure 7.3b shows the same for the convex problems. The proposed algorithm runs
considerably faster than the other algorithms. Additionally, we note that BARON,

which is the only general solver guaranteed to return the optimum in the nonconvex
case, is very slow, and slows down exponentially with problem size, which is why
it cuts off early in the figures. The nonglobal general solvers grow slower in complexity with problem size, but are the next slowest of the options; further, GUROBI
failed to return a point that was within the constraint tolerance 1.9% of the trials.
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Figure 7.3: Algorithm comparisons.
SphereLsq is the second fastest at low dimensions, but grows in complexity faster
than the other algorithms. Finally, we note that while the Ellipsoidal Toolbox ran
quickly, it failed to provide a solution 34.7% of the time, due to its nonconvergent
implementation.
One may have to solve (7.2) many times with the same Q and R. In this case,
it may be more efficient to transform the problem into the form (7.5), where calculations can be represented as vector calculations rather than matrix calculations.
To this end we reran the numerical tests as above, but running the algorithms on an
already transformed problem. These results are presented in Figure 7.4. In this case
our algorithm outperforms the others by a wide margin. Further, the computational
cost grows very slowly with the problem size. While the computational cost of the
transformation itself does grow somewhat fast, it only needs to be calculated once
in this case. Of note is the fact that while the Lin − Han algorithm has a compu-

tational cost that grows slowly with problem size, it is considerably slower than the
proposed algorithm, as well as working only for convex problems.
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Figure 7.4: Algorithm comparisons for transformed problems.

Chapter 8
Final Remarks
In this dissertation we presented a method for generating provably correct controllers
for hybrid systems that satisfy safety and temporal logic specifications. Hybrid
systems combine continuous and discrete dynamics and allow for the modeling and
description of many systems that are inadequately described by either framework
alone. Safety specifications are used to describe tasks where we require the system
to reach some set of desired states while avoiding unsafe states. Temporal logics
extend these specifications by allowing temporal conditions to be applied to the sets
of states to be reached or avoided. These systems and specifications have broad
applicability, and our consideration of them was motivated in Chapter 1.
Current methods that address this problem either aim to solve the problem
too generally, generating strong results at the expense of being restricted in the
number of dimensions or the complexity of the dynamics involved, or solve the
problem too narrowly, requiring an online search for a valid trajectory that may
not find such a trajectory in an acceptable time frame. Our method bridges this
gap by generating a controller that is guaranteed to solve the problem at hand
for a small set of initial states, but is computationally tractable for systems with
many dimensions or complex dynamics. This method is well suited for designing
controllers to perform specific tasks, where we can reasonably expect the task to
initiate from such a restricted set of states.
We solved this problem via trajectory robustness. A system with this property
is guaranteed to have all trajectories stay with a bounded tube from some nominal
trajectory, where the size of the tube depends only upon the distance between the
corresponding initial states. We generate the controller by incrementally generating
nominal trajectories that satisfy the desired specifications, finding the largest tube
that also satisfies the specifications, and repeating until these robust neighborhoods
cover all desired initial states.
These trajectories can be generated by any means. For instance, one can
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use a sampling based method, or one can have an expert generate the trajectory,
or one can use crowdsourcing techniques to do so, leveraging human intelligence
in cases where finding such trajectories may be computationally intractable. Such
crowdsourcing has already been used to solve complex static problems in the fields
of optical character recognition [71] and protein folding [74], and interesting future
work can consider how to extend these ideas to a dynamical framework needed in
our case to generate valid trajectories.
In Chapters 3–4 we developed the mathematical tools required to apply our
controller synthesis strategy. We first presented standardized methods to generate
feedback controllers that guarantee trajectory robustness for continuous-time systems that are linear affine, feedback linearizable, and differentially flat using control
autobisimulation functions, as well as discrete-time linear affine systems. We then
extended these concepts to hybrid systems and examined sufficient conditions for
ensuring trajectory robustness in the presence of bounded input disturbance. Following this we presented methods for calculating the largest robustness tube for a
trajectory that satisfies the given specifications. These calculations are based on
taking the maximum or minimum of distances between the trajectory and various
sets of states at different times. The work presented in these chapters can be extended by considering additional classes of nonlinear systems, taking into account
additional uncertainties, such as plant/model mismatch, and by extending our robustness calculations to general hybrid systems with temporal logic specifications.
In Chapters 5–6 we considered techniques for optimizing the nominal trajectories used to generate the controller and for generating a piecewise-affine feedback
controller from the trajectory-based controller. By optimizing, we can generate a
more desirable controller, and by optimizing the robustness of the trajectory specifically, we can reduce the number of required trajectories and partially automate
the trajectory generation process. This greatly reduces the burden on the designer
to generate trajectories. We first considered a gradient descent based approach,
where we improved the robustness using potential functions, and next considered
a nonsmooth optimization approach that allowed us to optimize the robustness directly. By generating a feedback controller, we can potentially reduce the size of the
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trajectory-based controller, which might require the storage of many trajectories, as
well as reducing the sensitivity of the controller to the timing of the open-loop input.
This also provides addition robustness in the presence of unexpected disturbances.
Finally, in Chapter 7 we consider methods for performing the distance computations required by our method, for both polyhedral and ellipsoidal sets. In the
latter case, a novel algorithm is presented and shown to have better robustness and
efficiency than the existing methods available.
All together, these results provide a method for designing a controller to perform specific tasks for a large class of systems, satisfying a broad class of specifications, as well as providing additional tools for reducing the required effort in
generating the trajectories improving the resultant controller. These controllers can
be used by themselves, or can be embedded in a hierarchical structure wherein a
higher level controller stitches together a sequence of these controllers to perform a
higher-level task. In the end, this is another tool to go in the toolbox of a control
systems engineer, to be used when a guarantee of satisfying complex specifications
is required, and when the system at hand is too complex to use existing tools.
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