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ABSTRACT

Modern technological advancements and innovation has led to an explosive growth of

data in various domains, ranging from physics and biological sciences to economics and

social sciences. Research on mathematical libraries has been on the leading edge of the

high-performance computing(HPC) community’s effort to address the long imposing set

of challenges posed by Big Data. Primary among those challenges are the need for asyn-

chronous communication and bridging the gap between computing power and network

bandwidth. This has led to the advent of randomization in math libraries to develop scal-

able algorithms for large-scale linear algebra problems. In this dissertation, we focus

on the design, implementation and analysis of randomized algorithms for scalable min-

ing of terabyte sized matrices and above. We focus on three fundamental problems that

are pervasive throughout large-scale data analytics where randomized NLA algorithms

have shown significant impact over state-of-the-art approaches: least-squares regression,

low-rank approximation and kernel ridge regression.

This dissertation is divided into three parts. In part I, we explore the behavior of

randomized matrix algorithms based on the Blendenpik [1] algorithm in a distributed

memory setting. We show that a variant of the algorithm that uses a batchwise transfor-

mation leads to an implementation that is not only faster than state-of-the-art implemen-

tations of baseline least-squares solvers, but is also able to scale to much larger matrix

sizes. In particular, we show that a Blendenpik based algorithm can solve least-squares

regression problems for dense terabyte-sized (and larger) input matrices as well as sparse

ill-conditioned matrices that outperform state-of-the-art least-squares solvers in terms of

performance and scalability while demonstrating comparable numerical stability in terms

of established accuracy metrics.

In part II of the dissertation, we explore the behavior of randomized block iterative

solvers to compute low rank matrix approximations for dense terabyte sized matrices. We

are particularly interested in the behavior of randomized block iterative solvers on matri-

ces with clustered singular values. We analyze the scalability and numerical stability of

our block iterative solvers and demonstrate the performance of these randomized solvers

xi



for varying spectral gaps. Experiments with real-world large-scale datasets showed high

quality approximations for the kernel PCA problem while achieving significant speedups

over state-of-the-art direct solvers.

In part III of the dissertation, we explore the behavior of large-scale kernel approxi-

mations using the Nystrom approach to solve the kernel ridge regression (KRR) problem.

We demonstrate the scalability of one such Nystrom approximation approach based on

the FALKON algorithm and contrast it with other state-of-the-art approaches for the KRR

problem.

xii



CHAPTER 1
Introduction

Modern economic activity, innovation, and growth has led to an explosive growth of data

in various domains, ranging from physics and biological sciences to economics and social

sciences. There is little doubt that Big Data plays an increasingly useful economic role

and that their business and economic implications are critical issues that policy makers

and world leaders must take into account. Handling and exploring Big Data poses mas-

sive technical challenges not only in terms of storage resources, but also in terms of power

efficiency, the projected growth in system architectures and the nature of applications that

require real-time analysis catering to various ecosystems. This has led to the an Execu-

tive Order to establish a National Strategic Computing Initiative (NSCI) [2] to “propose

a coordinated, long term, multiagency strategy to improve the nations economic competi-

tiveness and scientific research prowess by raising its high performance computing(HPC)

and data analysis capabilities to new and unprecedented heights”.

Scientific research on mathematical libraries has been on the leading edge of the

HPC community’s effort to address the long imposing set of problems proposed by NSCI.

One of the most exciting feats involving scientific research is in the advent of numerical

linear algebra (NLA) libraries for modern supercomputing. There are two essential rea-

sons why NLA libraries are amongst the most suited tools to address the challenges as-

sociated with Big Data for the HPC community. The primary reason is that mathematical

libraries are the workhorses of scientific computing through which large-scale applica-

tions determine accuracy and performance. Secondly, the math libraries, especially NLA

libraries act as the bridge between the NLA algorithms established by Theoretical Com-

puter Science (TCS) & applied mathematics and it’s implementation-specific behavior

on multiple system architectures and operating ecosystems. However, the advent of Big

Data poses additional challenges for the HPC community to implement scalable NLA al-

gorithms that should not only take into account the variations across system architectures

but also limitations imposed by programming models.

The first of these challenges involve the massive disconnect between computing

1
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power and the network injection bandwidth imposed by the network interconnect tech-

nology. Thus NLA algorithms for Big Data that minimize data-movement are preferred.

The second challenge is imposed by the massive parallelism requirements (modern super-

computing sytems like Summit at ORNL can handle upto 109 threads in parallel) in cur-

rent state-of-the-art HPC ecosystems. Hence NLA algorithms that rely on asynchronous

communication are best suited for Big Data analysis. It is in this context of asynchronous

communication and network bandwidth limitations that has led to the advent of random-

ization in NLA. To paraphrase Dongarra et. al. [3] in their HPCwire article:

“the other seismic force that’s shaking the road to exascale computing, and was ac-

cordingly flagged in the NSCI, is the rise of large-scale data analytics as fundamental for

a wide range of application domains. Indeed, one of the most interesting developments

in HPC math libraries is taking place at the intersection of numerical linear algebra and

data analytics, where a new class of randomized algorithms is emerging for computing

approximate matrix factorizations. These algorithms prove to be powerful tools for solv-

ing problems which are ubiquitous in large-scale data analytics and scientific computing.

More importantly, however, these algorithms are playing a major role in the processing

of the information that has previously lain fallow, or even been discarded, because mean-

ingful analysis of it was simply infeasible-this is the so called “Dark Data phenomenon”.

The advent of tools capable of usefully processing such vast amounts of data has brought

new light to these previously darkened regions of the scientific data ecosystem.”

Randomized algorithms for Numerical Linear Algebra (also referred to as Random-

ized Numerical Linear Algebra or RandNLA) is an interdisciplinary research area that

exploits randomization as a computational resource to develop improved algorithms for

large-scale linear algebra problems. In particular, RandNLA refer to a class of random

sampling and random projection algorithms which are powerful tools for solving both

least squares and low-rank approximation problems, and ubiquitous in large-scale data

analytics and scientific computing. Randomized algorithms are not only scalable as com-

pared to traditional algorithms, they are easier to code, easier to map to modern computer

architectures, and display higher levels of parallelism. Moreover, they often introduce im-

plicit regularization, which makes them more numerically robust. Finally, they produce

results that are easier to interpret and analyze in downstream applications. Random sam-
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pling and random projection algorithms dramatically improve the ability to solve a wide

range of large matrix problems, especially when they are coupled with domain expertise.

1.1 Thesis Contributions
This thesis focuses on the design, implementation and analysis of randomized al-

gorithms for scalable mining of terabyte sized matrices and above. We focus on three

fundamental problems that are pervasive throughout large-scale data analytics where ran-

domized NLA algorithms have shown significant impact over state-of-the-art approaches.

We begin by introducing some of our notations that we use throughout our work.

Notation. Let A,B, . . . denote matrices and let x,y, z, . . . denote column vectors. Given

a vector x ∈ Rm, let ‖x‖22 =
∑m

i=1 x
2
i be (the square of) its Spectral/Euclidean norm;

given a matrix A ∈ Rm×n, let ‖A‖2F =
∑m,n

i,j=1A
2
ij be (the square of) its Frobenius norm.

Let σ1 ≥ σ1 ≥ σ2 · · · ≥ σr > 0 be the nonzero singular values of A, where r = rank(A)

is the rank of the matrix A. Then, the condition number of A is equal to κ(A) = σ1/σr.

The three problems of interest that we attempt to tackle in this thesis are described

below.

1. Least Squares Regression: Given a matrix A ∈ Rm×n and a vector b ∈ Rm, we

seek to compute

xopt = arg min
x∈Rn

‖Ax− b‖2 . (1.1)

In this work we explore the behavior of randomized matrix algorithms based on the

Blendenpik [1] algorithm in a distributed memory setting that runs in o(mn2). We

show that a variant of the algorithm that uses a batchwise transformations leads to

an implementation that is not only faster than state-of-the-art implementations of

baseline least-squares solvers, but is also able to scale to much larger matrix sizes.

In particular, we show that a Blendenpik based algorithm can solve least-squares

regression problems for dense terabyte-sized (and larger) input matrices as well as

sparse ill-conditioned matrices that outperform state-of-the-art least-squares solvers

in terms of performance and scalability while demonstrating comparable numeri-

cal stability in terms of established accuracy metrics. Experimental evaluations



4

demonstrate the capability of our algorithm to scale the distributed memory vanilla

implementation of Blendenpik to terabyte-sized matrices and provide up to 7.5×
speedup on up to 16,384 cores on a Blue Gene/Q supercomputer over a state-of-

the-art scalable least-squares solver based on the classic QR algorithm.

2. Low Rank Approximation: Given a matrix A ∈ Rm×n and a rank parameter k,

the low rank matrix approximation problem is to find a good approximation to A of

rank k � min{m,n}. Let ‖A‖F =
√∑m

i=1

∑n
j=1|a2ij| be the Frobenius norm and

‖A‖2 = maxx 6=0
‖Ax‖2
‖x‖2

be the spectral norm. Let the best rank-k approximation to

A be given by Ak. Similarly, let the rank-k approximation to A by the randomized

SVD procedure be given by Âk = ÛkΣ̂kV̂
T
k where Ûk, Σ̂k, and V̂k represent the

top k left singular vectors, the top k singular values and the top k right singular

vectors respectively. Our goal is to approximate Ak by Ûk such that, with high

probability ∥∥∥A− ÛkÛ
T
kA
∥∥∥
2
≤ (1 + ε) ‖A−Ak‖2 . (1.2)

We address several challenges arising from a distributed implementation for com-

puting low rank approximations of terascale sized matrices in the BG/Q environ-

ment. Our work explores the impact of several randomized block iterative methods

involving BLAS-3 routines on the low rank approximation error for matrices with

small spectral gaps. Performance studies that compute the kernel PCA of terabyte-

sized kernel matrices from real applications demonstrate superior runtimes of the

block Lanczos variants over the subspace power iteration approach on upto 16384

cores.

3. Kernel Ridge Regression using Randomized Kernel Approximation: Kernel

methods are some of the most successful methods for solving popular machine

learning tasks like classification and regression. The central idea of Kernel meth-

ods is that inner products in high-dimensional feature spaces can be computed effi-

ciently in an implicit form via a kernel function k given by

k(x,x′) = 〈Φ(x),Φ(x′)〉 (1.3)
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by an idea called as the “kernel trick” where x,x′ ∈ Rn and Φ : X → F is a non-

linear feature map that maps the elements of the input domain X ⊆ Rd into a high-

dimensional feature space F . The decision function f(x̃) on an example x̃ is then

evaluated using the kernel trick as f(x̃) =
N∑
i=1

cik(xi, x̃), where the coefficients

c1, c2, . . . , cN are derived from the convex optimization problem

(K + λIN)c = y (1.4)

This convex optimization problem in Eq. 1.4 is called as the kernel ridge regression

(KRR) problem where K ∈ RN×N is the kernel matrix, c = [c1, c2, . . . , cN ]T and

y = [y1, y2, . . . , yN ]T , the vector of labels.

We explore the behavior of large-scale kernel approximations using the Nystrom

approach to solve the kernel ridge regression (KRR) problem. A scalable imple-

mentation of one such Nystrom approximation based on the FALKON algorithm

provide up to 9.5× speedup over a state-of-the-art randomized feature map im-

plementation while using 8× lesser memory. We subsequently describe an ada-

tive sampling approach for Nystrom approximation based on ridge leverage scores

(RLS) as a part of our future work.

1.2 RandNLA for Scalable Mining
Randomized algorithms for mining massive matrices necessitates execution of rel-

atively standard operations (e.g., Principal Components Analysis, regression, clustering

and classification etc). Designing randomized algorithms for any of these fundamental

operations that scale to TB-size data and beyond not only should address the challenges

of minimizing data movement, but also the inherent concerns of the NLA community due

to the expected order of error introduced due to randomization.

We start by emphasizing that moving from small-scale and medium-scale matrix

data to very large scale matrix data is a highly non-trivial task. Exact computations for

the aforementioned standard tasks are computationally infeasible for terascale data. A

natural alternative is the design and analysis of approximation algorithms for the same

tasks. We will focus on an iterative two-step approach: given TB-scale data, first, using



6

computationally cheap approaches and “sketch” the data in order to reduce their size from

the TB-scale to the GB-scale. Then, process the sketch using computationally expensive

approaches on GB-scale data using the Blue Gene/Q. This process will be iterated using

the approximate solutions in order to improve the quality of the sketches and the approx-

imation guarantees. Understanding the interplay of sketching approaches, their iterative

refinement, and quality-of-approximation of the solutions to the sketched problem when

compared to the original problem, lies at the heart of our approaches. We briefly describe

the sketching process and some of the approximation algorithms to process the sketch

below.

Sketching techniques for RandNLA

A major objective of our work is to understand how to create sketches for Terabyte

sized matrices. One of the earliest work on Sketching was introduced by Sarlos [4] to

show effectively how sketching improves upon running time complexity within a certain

approximation factor using a randomized algorithm. Subsequently, [5], [6], [7] show

randomized sketching approaches for solving the least-squares and the low-rank approx-

imation problems. Algorithm 1 below gives a glimpse on a sketching approach for the

Least Squares Regression problem of eqn.( 1.1). There are several points of interest that

Algorithm 1 A meta-algorithm for randomized least-squares regression using sketching.

1: Input: A ∈ Rm×n matrix, b ∈ Rm,
2: random matrix S ∈ Rs×m.
3: Sample a random matrix S.
4: Compute S ·A and S · b.
5: Output: Return the exact solution x to the regression problem

arg minx∈Rn ‖(SA)x− (Sb)‖2.

we do not address in Algorithm 1. For example, what form of sampling works and what

random matrices work to get the exact solution x? What are the guarantees of the solution

returned by the algorithm above and the running time to compute the same ? We flesh out

the details of Sketching techniques in Chapter 2 and point out to the excellent survey by

Woodruff [8] for further information on sketching for randomized NLA.

Once a sketch of the input matrix is constructed, there are several direct and iter-

ative state-of-the-art approaches to process the sketch and give an approximation of the



7

solution. For example, in Algorithm 1 one could use an iterative solver like LSQR [9]

to solve arg minx∈Rn ‖(SA)x− (Sb)‖2. The choice of the algorithm to process the

sketch depends on several factors: What is the quality-of-approximation obtained from

the sketch, what matrix operations (e.g. BLAS-2, BLAS-3 etc.) are preferable depending

upon size of the sketch constructed, the number of communication operations required for

the sketch, a tradeoff between asynchronous/synchronous solvers etc. We explore several

such options for each of our problems in this work.

1.3 Motivation for Scalable Mining with RandNLA : Population Ge-

netics
To emphasize the applicability of randomized NLA algorithms for large-scale sci-

entific applications, we turn our attention to the “International HapMap” project [10].

The “human genome” consists of a sequence of roughly 3 billion base pairs on 23 pairs

of chromosomes, roughly 1.5% of which codes for approximately 20, 000− 25, 000 pro-

teins. A DNA microarray is a device that can be used to measure simultaneously the

genome-wide response of the protein product of each of these genes for an individual

or group of individuals in numerous different environmental conditions or disease states.

This very coarse measure can, of course, hide the individual differences or polymorphic

variations. There are numerous types of polymorphic variations, but the most amenable

to large-scale applications is the analysis of Single Nucleotide Polymorphisms (SNPs),

which are known locations in the human genome where two alternate nucleotide bases

(or alleles, out of A, C, G, and T ) are observed in a non-negligible fraction of the popula-

tion. These SNPs occur quite frequently, roughly 1 base pair per thousand (depending on

the minor allele frequency), and thus they are effective genomic markers for the tracking

of disease genes (i.e., they can be used to perform classification into sick and not sick)

as well as population histories (i.e, they can be used to infer properties about population

genetics and human evolutionary history). Both of these cases encode information as ma-

trices of the form A ∈ Rm×n. For example, in the second scenario of population histories,

A represents a population sample versus SNP matrix, in which Aij encodes information

about the jth SNP in the ith sample. The current HapMap data release has close to many

thousands of samples with roughly 10 million SNPs in the human genome [11].
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A common challenge in population genetics is to determine whether there is any

evidence that the samples in the data are from a population that is structured, i.e., are the

individuals from a homogeneous population or from a population containing genetically

distinct subgroups? To address this question, it is common to perform a procedure such

as the following. Given an appropriately-normalized A ∈ Rm×n (where, of course, the

normalization depends crucially on domain-specific considerations):

• Compute a full or partial SVD or perform a QR decomposition, thereby computing

the eigenvectors and eigenvalues of the correlation matrix AAT .

• Determine the number k of principal components to keep in order to project the

data onto.

The computational bottleneck is typically the SVD or the QR decomposition, where the

full eigendecomposition takes O (min{mn2,m2n}) time and takes O(mnk) time if only

k components of the eigendecomposition are needed [12]. However, when the dimensions

m and n are both large, as in the current HapMap datasets where the population samples

m ≈ 104 and the number of SNPs n ≈ 107, then for typically moderate to large values

of k, the O(mnk) running time for the QR decomposition becomes highly unreasonable.

Halko et. al. [13] show that by exploiting randomness within the algorithm, the running

time can be improved to O(mn log k). For values of k ≈ 102 − 103, this is a significant

speedup of roughly two orders of magnitude over traditional direct/iterative solvers.

Testbed for Scalable Mining

There are several application domains beyond population genetics that generate

large-scale matrices which serves as the testbed for our matrix mining setting. One broad

class of matrices to which randomized algorithms have been applied is object-feature

matrices. We describe a few settings that involve large-scale object-feature matrices.

• High-fidelity simulations of heat transfer models in random media [14] produce

close to 4TB of data with close to 5B rows and 92 columns.

• Astronomical Survey datasets like the SDSS [15] typically generate 108−109 read-

ings per survey with each object having 102 − 103 attributes.



9

• The explosive growth of data generated due to social media is a particularly im-

portant source of large-scale matrix mining. One example is the TinyImages [16]

dataset which contains about 80 million images, each represented as a 32×32 color

image.

Another important setting for our large-scale matrix mining are synthetic matrices

that test specific matrix properties described later in Chapters 3 and 4. We mention two

approaches to generate synthetic matrices below.

• Generate dense matrices by adding random noise to sparse datasets. We describe

later in Chapter 3 to generate terabyte size dense matrices and above.

• Generate dense matrices by generating combinations from features of sparse matri-

ces using high-dimensional (polynomial) functions.

1.4 Computational Challenges in Scalable Mining
We highlighted previously on how the massive disconnect between computing power

& the network injection bandwidth and massive parallelism requirements imposed by

modern supercomputing systems led to RandNLA as a computational resource for large-

scale data analysis. There are several key computational challenges involved in the de-

sign and implementation of randomized algorithms for terabyte sized matrices. We begin

by stating that our implementation aims to exploit asynchronous hybrid communication

models that are multi-threaded and message-driven in nature.

• Multicore homogenous computing models vs Manycore hybrid computing mod-

els: One of the primary challenges in implementing randomized solvers for stan-

dard problems like least-squares or low-rank approximation for massive matrices

is extracting maximum performance across varying computing models. While sev-

eral modern supercomputing systems are homogenous multicore CPU-based sys-

tems, the latest developments lean to a hybrid CPU-GPU based manycore model.

Adapting our implementation for these models is not only problem-specific, but

also algorithm-specific and in certain cases domain-specific too. While GPUs are

extremely efficient in handling compute-intensive tasks, they are ill-equipped to
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handle data-intensive workloads. Thus, not only must our randomized implemen-

tations minimize data-movement, but is also required to delegate compute-heavy

tasks to the GPU and data-intensive tasks to the CPU for hybrid models. For ex-

ample, constructing the sketch being more data-intensive can be done by the CPU

while processing the sketch can be performed by the GPU. Another key objective

for our implementation that rely on legacy NLA libraries like BLAS and LAPACK

is using block routines e.g. BLAS-3 to minimize data movement.

• In-core (RAM-heavy) algorithms vs Out-of-core (Disk-heavy) algorithms: An-

other significant challenge in designing RandNLA algorithms for terascale matrices

is the computational infrastructure that determine performance of data-intensive op-

erations. External algorithms that facilitate parallel-block operations become nec-

essary when the input or intermediate matrices no longer fit in RAM. It becomes

essential to design approaches that favor smaller sketch sizes and refining the sketch

iteratively over larger sketch sizes for out-of-core approaches. However, this itera-

tive refinement leads to an overall descrease in the quality-of-approximation for the

randomized algorithm. Thus there is a possible tradeoff between the cost of data

movements and the quality of the sketched approximation constructed.

We primarily focus on multicore homogenous CPU-based computing models to design

and implement our randomized algorithms. Secondly, with the advent of next-generation

distributed-memory architectures especially with RAM sizes approaching that of shared-

memory systems, our randomized implementations are designed for in-core processing

of terascale matrices. We describe our computational infrastructure that underpins our

choice on multicore RAM-based implementations.

AMOS : An overview of RPI’s Computational Infrastructure

Mining terascale matrices necessiates unique computational infrastructure prop-

erties that a) have the necessary storage requirements b) have sufficient computational

power c) are energy efficient d) provide high-bandwidth connections between storage and

computational nodes and e) have access to TB-sized very high-speed RAM disks through-

out the system.
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The Center for Computational Innovations (CCNI) at RPI has developed a cyberin-

strument with all the aforementioned characteristics. The cyberinstrument is a 5-rack,

5120 node Blue Gene/Q system called AMOS [17], which means that the full AMOS

system has 81920 cores (81920 GB of main memory). AMOS delivers 1PFlop of energy-

effcient computational power, with access to approximately 1.2PBs of storage and a data-

staging layer, named the RAM Storage Accelerator (RSA) yielding nearly 10 teraFLOPS

in peak compute power serving as an external, smart buffer for the Blue Gene/Q system.

Transfer rates (via Infiniband connections) are 4TB/sec between the 1.2PB storage and

RSA and 50GB/sec (10x faster) between RSA and the Blue Gene/Q. In addition, AMOS

has a 5-D torus network with 2 GBs/sec of bandwidth per link and 512 GB/sec to 1 TB/sec

of bisection network bandwidth per rack depending on the torus network configuration.

A critical part in the design and implementation of large-scale matrix mining is the

choice of the communication model that best exploits performance from our computa-

tional infrastructure. Optimal performance for number linear algebra routines is achieved

when both message-driven models and aynchronous models are embraced. AMOS sup-

ports a hybrid communication framework that uses the MPI [18] (Message Passing Inter-

face) standard for message-driven communication and multithreading using OpenMP [19]

which our implementation seeks to exploit.

Another important factor is the preferred runtime environment that maximizes per-

formance. AMOS supports both XL and the GNU environments for implementing our

algorithms. Another preferred environment is the LLVM [20]/bgclang environment [21].

AMOS also supports highly optimized linear algebraic routines implemented in the BG/Q

Math libraries, ESSL (Engineering Scientific Subroutine Library) and MASS (Mathe-

matical Acceleration Subsystem). We highlight the significance of these libraries further

below in Chapter 3.



CHAPTER 2
Background

There has been a tremendous interest among various interdisciplinary fields modeled on

randomization in the design of matrix algorithms for large-scale datasets. While the foun-

dations of RandNLA came from Theoretical Computer Science (TCS) and applied math-

ematics, applications for RandNLA algorithms find widespread use in machine learning

and statistical data analysis. We discuss some of the immediate precursors of RandNLA

that form the basis for RandNLA applications described in subsequent sections.

2.1 RandNLA Basics
RandNLA algorithms typically involve the following steps: given an input matrix,

a low-information or a low-dimensional approximation of the input matrix called as a

“sketch” is constructed and this sketch is then used as a placeholder to compute primi-

tives required for RandNLA applications. The sketch should be comparable to the original

matrix using similarity-based metrics like the residual error difference between the matri-

ces, or similar action on sets of vectors for standard application tasks like classification.

We mention the basic design principles that form the basis of RandNLA algorithms [22]:

1. randomly sample, in a careful data-dependent manner, a small number of elements

from an input matrix to create a much sparser sketch of the original matrix

2. randomly sample, in a careful data-dependent manner, a small number of rows/-

columns from an input matrix to create a much smaller sketch of the original matrix

and

3. preprocess an input matrix with a random projection-type matrix, in order to “spread

out” or uniformize the information in the original matrix, and then use naive data-

independent uniform sampling of rows/columns/elements in order to create a sketch.

The first two have to do with identifying non-uniformity structure in the input data; and

the third has to do with preconditioning the input (that is, uniformizing the nonunifor-

mity structure) so uniform random sampling performs well. Depending on the area in

12
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which RandNLA algorithms have been developed and/or implemented and/or applied,

these principles can manifest themselves in very different ways. Relatedly, in applica-

tions where elements are of primary importance (for example, recommender systems),

element-wise methods might be most appropriate, while in applications where subspaces

are of primary importance (for example, scientific computing), column/row-based meth-

ods might be most appropriate.

2.2 Random Sampling and Random Projections
2.2.1 Element-Wise Sampling

Given a matrix A ∈ Rm×n, assume there are mn elements of the matrix denoted

by Aij(∀i = 1, . . . ,m ∀j = 1, . . . , n). In order to create a sparser sketch of A, we

sample a small set of elements uniformly at random. Algorithm 2 is a meta-algorithm

that samples s elements from A in independent, identically distributed (i.i.d.) trials, where

in each trial a single element of A is sampled with respect to the importance sampling

probability distribution pij . The algorithm outputs a matrix Ã that contains precisely the

Algorithm 2 A meta-algorithm for element-wise sampling.

1: Input: A ∈ Rm×n matrix, integer denoting the number of sampled elements s > 0,
probability distribution pij with

∑
i,j pij = 1.

2: Let Ã ∈ Rm×n = 0.
3: for t = 1 to s do
4: Randomly sample one element of A using pij .
5: Let Ait,jt denote the sampled element and set

6: Ãit,jt = Ãit,jt +
1

spit,jt
Ait,jt

7: end for
8: Output: Return Ã ∈ Rm×n.

selected elements of A, after appropriate rescaling. This rescaling makes the sketch Ã an

unbiased estimator of A since, element-wise the expectation of Ã is equal to the original

matrix A.

There are several choices for element-wise sampling. Uniform sampling is an ob-

vious choice, which in practice suffers from problems. For example, if all but one of the

entries of the original matrix equal zero, and only a single non-zero entry exists, then the



14

probability of sampling the single non-zero entry of A using uniform sampling is negligi-

ble. Thus, the estimator would have very large variance, in which case the sketch would,

with high probability, fail to capture the relevant structure of the original matrix. Qualita-

tively improved results can be obtained by using nonuniform data-dependent importance

sampling distributions. For example, sampling larger elements (in absolute value) with

higher probability is advantageous in terms of variance reduction and can be used to ob-

tain worst-case additive-error bounds for low-rank matrix approximation [23], [5]. More

elaborate probability distributions based on element-wise leverage scores that use infor-

mation in the singular subspaces of A [24] have been shown to provide still finer results.

The first results for Algorithm 2 showed that if one chooses entries with proba-

bility proportional to their squared-magnitudes (that is, if pij =
A2

ij∑
i,j A

2
ij

in which case

larger magnitude entries are more likely to be chosen), then the sketch Ã is similar to

the original matrix A, in the sense that the error matrix A − Ã, has, with high prob-

ability, a small spectral norm. A more refined analysis [5] showed that
∥∥∥A− Ã

∥∥∥
2
≤

O

(√
(m+ n) ln(m+ n)

s

)
‖A‖F . If the spectral norm of the difference A−Ã is small,

then Ã can be used as proxy for A in applications. For example, one can use Ã to ap-

proximate the spectrum (that is, the singular values and singular vectors) of the original

matrix. If s is set to be a constant multiple of (m + n) ln(m + n), then the error scales

with the Frobenius norm of the matrix. This leads to an additive-error low-rank matrix

approximation algorithm, in which ‖A‖F is the scale of the additional additive error [23].

This is a large scaling factor, but improving upon this with element-wise sampling, even

in special cases, is a challenging open problem.

2.2.2 Row/Column Sampling

A more sophisticated way to view a matrix A is as a linear operator, in which case

the role of rows and columns becomes more central. Much RandNLA research has fo-

cused on sketching a matrix by keeping only a few of its rows and/or columns. This

method of sampling predates element-wise sampling algorithms [25] and it leads to much

stronger worst-case bounds [26], [6]. Consider the meta-algorithm for row sampling (col-

umn sampling is analogous) presented in Algorithm 3. Much of the discussion of Algo-

rithm 2 is relevant to Algorithm 3. In particular, Algorithm 3 samples s rows of A in
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Algorithm 3 A meta-algorithm for row sampling.

1: Input: A ∈ Rm×n matrix, integer denoting the number of sampled elements s > 0,
probability distribution pi with

∑
i pi = 1.

2: Let Ã ∈ Rs×n = 0.
3: for t = 1 to s do
4: Randomly sample one row of A using pi.
5: Let Ait∗ denote the sampled element and set

6: Ãit∗ =
1√
spit

Ait∗

7: end for
8: Output: Return Ã ∈ Rs×n.

independent, identically distributed trials according to the input probabilities pits; and the

output matrix Ã contains precisely the selected rows of A, after a rescaling that ensures

un-biasedness of appropriate estimators (for example, the expectation of Ã
T
Ã is equal to

ATA , element-wise) [25], [27]. In addition, uniform sampling can easily lead to very

poor results, but qualitatively improved results can be obtained by using non-uniform,

data-dependent, importance sampling distributions. Some things, however, are different:

the dimension of the sketch Ã is different than that of the original matrix A. The solution

is to measure the quality of the sketch by comparing the difference between the matrices

Ã
T
Ã and ATA. The simplest nonuniform distribution is known as l2 sampling or norm-

squared sampling, in which pi is proportional to square of the Euclidean norm of the ith

row: pi =
‖Ai∗‖22∑
i ‖Ai∗‖22

=
‖Ai∗‖22
‖A‖2F

.

When using norm-squared sampling, one can prove that

∥∥∥ATA− Ã
T
Ã
∥∥∥
F
≤ 1√

s
‖A‖2F . (2.1)

holds in expectation (and thus, by standard arguments, with high probability) for arbitrary

A [25], [27]. The proof of Equation (2.1) is a simple exercise using basic properties of ex-

pectation and variance. This result can be generalized to approximate the product of two

arbitrary matrices A and B. Proving such bounds with respect to other matrix norms is

more challenging but very important for RandNLA. While Equation (2.1) trivially implies

a bound for
∥∥∥ATA− Ã

T
Ã
∥∥∥
2
, proving a better spectral norm error bound necessitates

the use of more sophisticated methods such as matrix-Bernstein inequalities.
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Bounds of the form of Equation (2.1) immediately imply that Ã can be used as

a proxy for A, for example, in order to approximate its (top few) singular values and

singular vectors. Since Ã ∈ Rs×n, computing its singular values and singular vectors is

a very fast task that scales linearly with n. Due to the form of Equation (2.1), this leads

to additive-error low-rank matrix approximation algorithms, in which ‖A‖2F is the scale

of the additional additive error. That is, while norm-squared sampling avoids pitfalls of

uniform sampling, it results in additive-error bounds that are only comparable to what

element-wise sampling achieves.

To obtain stronger and more useful bounds, one needs information about the ge-

ometry or subspace structure of the high-dimensional Euclidean space spanned by the

columns of A (if m � n) or the space spanned by the best rank-k approximation to A

(if m ∼ n). This can be achieved with leverage score sampling, in which pi is propor-

tional to the ith leverage score of A. To define these scores, for simplicity assume that

m � n and that U ∈ Rm×n orthogonal matrix spanning the column space of A. In

this case, UTU is equal to the identity and UUT = PA is an m-dimensional projec-

tion matrix onto the span of A. Then, the importance sampling probablities pi applied

to U equals, pi =
‖Ui∗‖22∑
i ‖Ui∗‖22

=
1

n
(PA)ii. Due to their historical importance in regres-

sion diagnostics and outlier detection, the pis are called statistical leverage scores [7]. In

some applications of RandNLA, the largest leverage score is called the coherence of the

matrix [28], [7].

Importantly, while one can naively compute these scores by spending O(mn2) time

to compute U exactly, this is not necessary [7]. Let Π be the fast Hadamard Transform

as used in Drineas et al. [7] or the input-sparsity-time random projection of [29], [30].

Then, in o(mn2) time, one can compute the R matrix from a QR decomposition of ΠA

and from that compute 1± ε relative-error approximations to all the leverage scores.

Subspace Embeddings In RandNLA, one is typically interested in proving that

∥∥∥UTU− Ũ
T
Ũ
∥∥∥
2

=
∥∥∥I− Ũ

T
Ũ
∥∥∥
2
≤ ε. (2.2)

for some ε ∈ (0, 1), arbitrary or fixed. Approximate matrix multiplication bounds of

the form of Equation (2.2) are very important in RandNLA algorithm design since the
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resulting sketch Ã preserves rank properties of the original data matrix A and provides

a subspace embedding: from the NLA perspective, this is simply an acute perturbation

from the original high-dimensional space to a much lower dimensional space [31]. From

the TCS perspective, this provides bounds analogous to the usual Johnson-Lindenstrauss

bounds, except that it preserves the geometry of the entire subspace [4].

Subspace embeddings were first used in RandNLA in a data-aware manner (mean-

ing, by looking at the input data to compute exact or approximate leverage scores [7])

to obtain sampling-based relative-error approximation to the LS regression and related

low-rank CX/CUR approximation problems [6]. They were then used in a data-oblivious

manner (meaning, in conjuction with a random projection as a preconditioner) to ob-

tain projection-based relative-error approximation to several RandNLA problems [4]. A

review of data-oblivious subspace embeddings for RandNLA, including its relationship

with the early work on least absolute deviations regression, has been provided [8]. Due to

the connection with data-aware and data-oblivious subspace embeddings, approximating

matrix multiplication is one of most powerful primitives in RandNLA. Many error formu-

lae for other problems ultimately boil down to matrix inequalities, where the randomness

of the algorithm only appears as a (randomized) approximate matrix multiplication.

2.2.3 Random Projections

The main challenge for sampling-based RandNLA algorithms is the construction of

nonuniform sampling probabilities. A natural question arises: is there a way to precondi-

tion an input instance such that uniform random sampling of rows, columns, or elements

yields an insignificant loss in approximation accuracy? Preconditioning refers to the ap-

plication of a transformation, called the preconditioner, to a given problem instance such

that the transformed instance is more easily solved by a given class of algorithms.

The obvious obstacle to sampling uniformly at random from a matrix is that the rele-

vant information in the matrix could be concentrated on a small number of rows, columns,

or elements of the matrix. The solution is to spread out or uniformize this information, so

that it is distributed almost uniformly over all rows, columns, or elements of the matrix.

At the same time, the preprocessed matrix should have similar properties (for example,

singular values and singular vectors) as the original matrix, and the preprocessing should
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be computationally efficient to perform.

Consider Algorithm 4, our meta-algorithm for preprocessing an input matrix A in

order to uniformize information in its rows, columns or elements. Depending on the

choice of preprocessing (only from the left, only from the right, or from both sides) the

information in A is uniformized in different ways (across its rows, columns, or elements,

respectively). For pedagogical simplicity, Algorithm 4 is described such that the output

matrix has the same dimensions as the original matrix (in which case Π is approximately

a random rotation). Clearly, however, if this algorithm is coupled with Algorithm 2 or

Algorithm 3, then with trivial to implement uniform sampling, only the rows/columns

that are sampled actually need to be generated. In this case the sampled version of Π is

known as a random projection.

Algorithm 4 A meta-algorithm for preconditioning a matrix using random projections.

1: Input: A ∈ Rm×n matrix, randomized preprocessing matrices ΠL and/or ΠR.
2: To uniformalize information across the rows of A, return ΠLA.
3: To uniformalize information across the columns of A, return AΠR.
4: To uniformalize information across the elements of A, return ΠLAΠR.

There are several ways to construct such a random matrix Π.

• Johnson and Lindenstrauss consider an orthogonal projection onto a random `-

dimensional space [32], where ` = O(logm). (A scaling factor of
√
n/` is needed

in this case, as well as below.)

• [33] and [34] choose the entries of Π as independent, spherically-symmetric ran-

dom vectors, the coordinates of which are ` i.i.d. Gaussian N (0, 1) random vari-

ables.

• [35] chooses the entries of n × ` matrix Π as {1,+1} random variables and also

shows that a constant factor (up to 2/3) of the entries of Π can be set to 0.

• [36] chooses Π = SHD where D is a diagonal matrix where each Dii is drawn

i.i.d. from {1,+1} with probability 1/2 ; H is a normalized Hadamard transform

matrix or a Fast-Fourier transform matrix and S is a random sampling matrix de-

fined earlier. This is the so called Fast Johnson-Lindenstrauss transform (FJLT)

which is much faster and widely used in practice.
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• Finally, [29], [30] choose Π to be an extremely sparse random projection construc-

tion that for arbitrary input matrices can be implemented in “input-sparsity time”,

that is, time depending on the number of nonzeros of A, plus lower-order terms, as

opposed to the dimensions of A.

With appropriate settings of problem parameters (for example, the number of uniform

samples that are subsequently drawn, which equals the dimension onto which the data is

projected), all of these methods precondition arbitrary input matrices so that uniform sam-

pling in the randomly rotated basis performs as well as non-uniform sampling in the orig-

inal basis. For example, if m � n, then by keeping only roughly O(n log n) randomly-

rotated dimensions, uniformly at random, one can prove that the leverage scores of the

preconditioned system are, up to logarithmic fluctuations, uniform. Which construction

for Π should be used in any particular application of RandNLA depends on the details

of the problem, for example, the aspect ratio of the matrix, the sparsity of the matrix,

whether the RAM model is appropriate for the particular computational infrastructure,

and so on.

We now turn to several examples of problems in various domains where the basic

RandNLA principles have been used in the design and analysis, implementation, and

application of novel algorithms focused on distributed-memory platforms for large-scale

datasets.



CHAPTER 3
Least Squares Regression

3.1 Dense Least Squares Regression
One of the most widely and routinely used primitives in statistical data analysis is

least-squares regression: given a matrix A ∈ Rm×n and a vector b ∈ Rm, we seek to

compute

x∗ = arg min
x∈Rn

‖Ax− b‖2 . (3.1)

Several algorithms have been proposed to solve large-scale least-squares problems in var-

ious distributed and parallel environments [40], returning solutions whose accuracy is

close to machine precision. Recent approaches for large-scale least-squares problems

include communication-avoiding factorizations [41], which scale well for a variety of

shared memory and distributed memory platforms [42] and are based on the classic QR

decomposition algorithm, an O(mn2) algorithm (assuming m ≥ n).

Recent years have witnessed an explosion of research on so-called Randomized

Numerical Linear Algebra (or RandNLA for short) algorithms, which leverage the power

of randomization in order to perform standard matrix computations. One of the core

problems that have been extensively researched in this emerging field is the least-squares

regression problem of eqn. (1.1). Sarlos [4] and Drineas et al. [43] introduced the first

randomized algorithms for this problem. These algorithms are based on the application

of the sub-sampled Randomized Hadamard Transform to the columns of the input matrix

in order to create a least-squares problem of smaller size that can be then solved exactly

and whose solution provably approximates the solution of the original problem with very

Portions of this chapter previously appeared in: C. Iyer et al., “A scalable randomized least squares solver

for dense overdetermined systems,” in Proc. 6th Workshop Latest Adv. in Scalable Algorithms for Large-

Scale Syst., ser. ScalA ’15. New York, NY, USA: ACM, 2015, pp. 3:1–3:8
Portions of this chapter previously appeared in: ——, “A randomized least squares solver for terabyte-sized

dense overdetermined systems,” J. Comput. Sci., 2016
Portions of this chapter previously appeared in: C. Iyer, C. Carothers, and P. Drineas, “Randomized sketch-

ing for large-scale sparse ridge regression problems,” in Proc. 7th Workshop Latest Adv. in Scalable Algo-

rithms for Large-Scale Syst., 2016, pp. 65–72

20
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high probability. This was followed by the work of Rokhlin and Tygert [44], who used

a subsampled Randomized Fourier Transform to form a preconditioner and then used a

standard iterative solver to solve the preconditioned problem. At the same time, Avron et

al. [1] introduced Blendenpik, an algorithm and a software package which was the first

practical implementation of a RandNLA dense least-squares solver that consistently and

comprehensively outperformed state-of-the-art implementations of the traditional QR-

based O(mn2) algorithms. Since then, there has been extensive research on RandNLA

algorithms for regression problems; see Yang et al. [45] for a recent survey.

So far, most research on randomized least-squares regression algorithms has fo-

cused on the single processor setting, with two important exceptions. Meng et al. [46]

introduced LSRN, a distributed memory algorithm for least-squares problems based on

random Gaussian projections. While the algorithm is still an O(mn2) algorithm, the ben-

efits of randomization are apparent with respect to both constants in the asymptotic anal-

ysis, as well as its much improved efficiency on parallel environments. Yang et al. [45]

consider RandNLA in a MapReduce-like framework called Spark. This framework is less

appropriate for supercomputers, as it is fails to take advantage of their hardware architec-

ture.

In this work, we explore the behavior of Blendenpik-type algorithms in a distributed

memory setting. We show that variants of Blendenpik that use various batchwise trans-

formations to compute preconditioners lead to implementations that are not only faster

than state-of-the-art implementations of baseline least-squares solvers, but are also able

to scale to much larger matrix sizes. In particular, we show that a Blendenpik based

algorithm can solve least-squares regression problems with terabyte-sized (and larger)

input matrices. Our implementation and experiments were run on AMOS [17], the high-

performance Blue Gene/Q supercomputer system at Rensselaer. Due to runtime con-

straints imposed by the scheduling system for each partition of AMOS, we limited our

experiments to partitions containing up to 1,024 nodes (16,384 cores).

Our main contributions in this work are: (i) implementation of and experimentation

with the Blendenpik algorithm on distributed-memory platforms; (ii) implementation of

four randomized sketching transforms in the context of the Blendenpik algorithm; (iii) a

batchwise transformation scheme that scales a distributed vanilla implementation of the
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Randomized Discrete Cosine Transform in the context of the Blendenpik algorithm by up

to three times in terms of matrix sizes, and provides a speedup of up to 7.5 times over a

state-of-the-art scalable least-squares solver for tera-scale matrices; (iv) a detailed evalu-

ation of four randomized sketching transforms in the context of the Blendenpik algorithm

and their parameters on the BG/Q, using up to 16,384 cores.

3.1.1 The Blendenpik Algorithm for Dense Overdetermined Systems

Blendenpik (see Algorithm 5) is a least-squares solver for dense, overdetermined, full

column rank least-squares problems that computes an approximate solution to the prob-

lem of eqn. (1.1), with a high degree of precision. Given a dense, tall-and-thin matrix

A ∈ Rm×n and a column vector b ∈ Rm, the algorithm returns an approximate solution

by executing the following three steps:

1. A preconditioner is constructed by applying a randomized unitary (or approxi-

mately unitary) transform F to the input matrix A and then sampling a small num-

ber of rows from the transformed matrix FA to form the matrix Ms.

2. A QR factorization of the sampled matrix Ms is computed, returning an orthogonal

matrix Qs and an upper triangular matrix Rs. The latter matrix Rs is then used as

a preconditioner for the input matrix A.

3. LSQR (an iterative method for solving least-squares problems) is then used to solve

a least-squares problem using the preconditioned matrix to compute an approximate

solution x̂ to the original problem of eqn. (1.1).

The algorithm uses a simple approach to estimate the condition number of the matrix Rs.

This procedure is described in [1] and amounts to computing the product ‖Rs‖1
∥∥R−1s ∥∥1,

where ‖X‖1 is the 1-norm of the matrix X. If that estimate of the condition number is

too small (and thus its inverse is too large), the algorithm tries to construct a new pre-

conditioner. If no good preconditioner is constructed after three repetitions, the algorithm

employs a standard solver to exactly compute the solution. We will use εmachine to denote

the target machine precision, which in our setting is equal to 2× 10−15.

The most important stage of the Blendenpik algorithm is the application of the ran-

domized transform F; we will discuss various choices for F in Section 3.1.1.1. It is
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worth emphasizing that computing Ms as the product SFA in Algorithm 5 is for illus-

tration purposes only. We will see in Section 3.1.1.1 that there are more efficient ways

for computing Ms than simple matrix-matrix multiplication. The oversampling factor

γ guarantees that as the number of rows of Ms will be (in expectation and with high

probability) close to γn. As a result, the computation of the QR decomposition of Ms is

computationally efficient, since its running time only depends on the “small” dimension

n and not on the “large” dimension m. The upper triangular matrix Rs that is returned by

the QR decomposition of Ms is then used as a preconditioner for the original problem.

However, if Rs is ill-conditioned, then we repeat the generation of the randomized trans-

form F in the hope of getting a better-conditioned matrix Rs. If this procedure fails three

times, then an exact solver is employed to solve the original least-squares problem. We

conclude this discussion by stating that while setting γ to a smaller value can improve the

running time of the QR decomposition of Ms, the quality of the preconditioner typically

diminishes as γ decreases.

Algorithm 5 The Blendenpik algorithm [1].

1: Input: A ∈ Rm×n matrix, m� n, rank(A) = n, b ∈ Rm,
2: random transform matrix F ∈ Rm×m,
3: oversampling factor γ ≥ 1, with γn� m.
4:
5: Output: approximate solution x̂ to the problem of eqn. (1.1).
6: while TRUE do
7: Let S ∈ Rm×m be a random diagonal matrix:

Sii =

{
1, with probability γn

m

0, otherwise

8: Ms = SFA.
9: Compute the QR factorization of Ms: Ms = QsRs.

10: Let κ̂ be an estimate of the condition number of Rs.
11: if κ̂−1 > 5εmachine then
12: y = minz

∥∥AR−1s z− b
∥∥
2
.

13: Solve Rsx̂ = y and return x̂.
14: else if more than three iterations have been performed then
15: Solve using the baseline least-squares solver and return.
16: end if
17: end while
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We now briefly discuss the LSQR method that is employed by Blendenpik in order

to solve the preconditioned least-squares problem. LSQR [9] is an iterative, Krylov-

subspace solver that works as follows: given the current iterate xj and the corresponding

residual error rj = b−Axj , LSQR uses the following criterion to test for convergence:∥∥∥(AR−1s
)T

rj

∥∥∥
2∥∥AR−1s

∥∥
F
‖rj‖2

≤ ρ, (3.2)

where ρ is a tolerance value that determines the backward error at which the iterative

solver terminates. This guarantees a backward stable solution to y = minz

∥∥AR−1s z− b
∥∥
2
.

The residual error at convergence is used to compute the final backward error estimate.

The runtime of LSQR is affected by how well-conditioned the preconditioned system

AR−1s is, which in turn is determined by the oversampling factor γ.

3.1.1.1 The Randomized Transform F

Our work is the first detailed evaluation on a Blue Gene/Q supercomputer of the

Blendenpik algorithm with multiple choices for the randomized transform F. We start by

describing a few straight-forward choices for F, as well as more state-of-the-art choices

for F.

First, F could be a matrix whose entries are independent random variables, chosen

from various well-known distributions. Perhaps the simplest choice is to set the entries of

F to be independent Gaussian random variables of zero mean and variance 1/(γn); we

will refer to this construction of F as a Gaussian Random Transform (GRT). A second

straight-forward choice is to set the entries of F to be +1/
√
γn or −1/

√
γn with proba-

bility 1/2, independently for each entry. We will refer to this construction as a Random

Sign Matrix (RSM). A third choice was proposed by Achlioptas in [35] and constructs

the entries of F as follows:

Fij =


−
√

3/(γn), with probability 1/6

0, with probability 2/3

+
√

3/(γn), with probability 1/6

(3.3)

Again, all entries are set to their respective values independently from all other entries.



25

We refer to this construction as a Sparse Random Sign Matrix (SRSM). It is worth noting

that all three aforementioned constructions, in the context of Blendenpik algorithm, would

amount to first computing the product SF (essentially only constructing the relevant rows

of the randomized transform matrix, since rows that correspond to values Sii equal to

zero should not be constructed) and then applying SF on to A by computing the product

(SF)A. The SRSM transform could take advantage of the sparsity of the matrix SF to

compute the above product faster than the other two transforms. Finally, we conclude by

noting that all three transforms are normalized appropriately in order to be approximately

unitary.

Finally, our last random transform matrix F was proposed in the original Blenden-

pik paper [1]. The construction of F is the product of a random diagonal matrix and a

fixed unitary transformation, namely the Discrete Cosine Transform (DCT). In this case,

let D be a random diagonal matrix whose diagonal entries are set to +1 or -1 with proba-

bility 1/2. Then, let C be the matrix of the Discrete Cosine Transform (see [1] for details)

and construct F = DC. We will refer to this construction of F as the Randomized DCT

(RDCT). We note that, in this case, the computation of FA is more efficient that matrix-

matrix multiplication. Indeed, one can apply the DCT matrix C on the columns of A in

a column-wise manner much faster than matrix-vector multiplication, by using the prop-

erties of the Discrete Cosine Transform. Then, applying the matrices S and D on the

resulting matrix CA is trivial, since they are both diagonal matrices.

3.1.2 Implementing our Algorithm on the Blue Gene/Q

The algorithm is implemented on top of the Elemental library [47]. Given a dis-

tributed environment over p processes, any dense matrix A ∈ Rm×n is partitioned in Ele-

mental into rectangular grids of sizes r× c in a 2D cyclic distribution, such that p = r× c
and both r and c are O(

√
p). Elemental allows a matrix to be distributed in more than

one way. An overview of various data distributions available in Elemental is given in

Table 3.1 (not exhaustive). We use the standard distribution [MC ,MR] listed in Table 3.1

for dense input matrices, in order to exploit operations that are communication intensive.

For column-wise and row-wise vector operations that require local computations to be

performed, we use a [?, VC/VR] or a [VC/VR, ?] distribution that assigns each column or
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Table 3.1: Elemental data distribution overview.

[MC ,MR] & [MR,MC ]
Distribution [VR, ?] & [?, VR]
formats for ∼ [VC , ?] & [?, VC ]
a 2-D process grid [?, ?]

MC Matrix column
Distribution MR Matrix row
order VC Vector in column major order
within each VR Vector in row major order
grid dimension ? Stored on every process

[X, Y ] Distribute [columns, rows]
with scheme [X, Y]

[MC ,MR] Distribute [columns, rows]
Description equally among processes

VC/VR Distribute over processes in
column/row major wrapping

row vector to a single process. In some cases, we require a matrix or a column vector to

be present across all processes, which is done using the [?, ?] format. The notations used

henceforth are adapted from Elemental for convenience. [47] gives a comprehensive

insight on these notations, describing different data distributions and the communication

costs involved in redistribution.

We already presented in Section 3.1.1.1 various methods of generating the matrix

F that is critical in the Blendenpik algorithm. When F is a Random Gaussian Transform,

or a Random Sign Transform, or a Sparse Random Sign Transform, we generated and

applied it within Elemental using the standard [MC ,MR] data distribution (a straight-

forward operation).

The only construction of F that merits additional discussion is the Randomized

Discrete Cosine Transform. In order to apply the RDCT on a matrix A in a column-wise

manner, we used the DCT implementation of FFTW [48], a highly optimized imple-

mentation of the Fast Fourier Transform (FFT), tuned for underlying architectures that

work on multidimensional data. For our purposes, we used the 1-D versions of DCT that

operate on Elemental’s data distributions. In this case, the [MC ,MR] Elemental distri-

bution is not a suitable format in order to apply FFTW’s DCT, since the data distributed

across multiple nodes in a column-wise as well as in a row-wise manner are locally non-
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contiguous. However, the implementation in FFTW expects contiguously distributed data

across the relevant dimensions. We resolve this problem by redistributing the data so that

all elements of a column or row vector are owned locally by a process, using either the

[VR/VC , ∗] or the [∗, VR/VC ] distribution of Table 3.1. In order to apply the DCT, all el-

ements of a column must be stored locally, i.e., using the [∗, VR/VC ] distribution. The

Elemental pseudocode in order to apply the DCT in Blendenpik is described in the fol-

lowing steps:

FA⇐⇒


A[?, VR] = A[MC ,MR]

M[?, VR] = F[?, VR]A[?, VR]

M[MC ,MR] = M[?, VR]

(3.4)

The A[∗, VR] ←− A[MC ,MR] redistribution can be thought of as a MPI Scatter and

an MPI Gather collective pair operation. The current MPI specifications (MPI 3.0)

support sending and/or receiving up to INT MAX (231 − 1) elements for any collective

operation. This places memory constraints for terascale dense overdetermined systems,

as the row sizes increase and more column elements get bunched together inside a single

process. Hammond et. al. [49] demonstrate a library implementation called BigMPI as

a wrapper to current MPI specifications to resolve this problem. However, porting this

wrapper to the local MPI implementation of our AMOS supercomputer is a cumbersome

task and beyond the scope of our work. We instead overcame this problem using a batch-

wise unitary that we will discuss next.

3.1.2.1 Batchwise Unitary Transformation

The grid distribution by Elemental being cylic in nature, imposes an additional

overload during redistribution in that the memory for each process is now shared by other

columns of the matrix too. Thus, not only are we constrained by the row size i.e. require-

ment for the entire matrix column to be present locally to apply the transform, but also

being inhibited by the column size i.e. memory shared between additional columns. This

tradeoff requires a flexibility in choosing to do a bulk redistribution and delayed tran-

formation than a piecemeal redistribution and immediate transformation. Since we are

concerned with terascale overdetermined systems, a piecemeal redistribution, wherein

we select only a few columns to transform at a time that enables faster transform is gener-
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ally preferred. Another limiting factor that inhibits Blendenpik performance for terascale

matrices is the communication cost in redistributing matrices after batchwise transforma-

tion. However, one can observe that we sample the batchwise transformed matrix before

redistribution to generate the preconditioner. Figure 3.1 illustrates the batchwise trans-
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Figure 3.1: Batchwise unitary transformation in Blendenpik.

formation done on a piecemeal basis, i.e. only selecting a limited number of columns

whose flexibility can be suitably chosen. Let a matrix A ∈ Rm×n be distributed in an

[MC ,MR] format and let there be four MPI processes (say) in our distributed environment

(denoted by the color scheme) given by p0, . . . , p3. We divide the matrix A columnwise

into b submatrices given byA(1), A(2), . . . , A(b), redistribute each submatrixA(i)[?, VR]←
A(i)[MC ,MR] : i ∈ {1, . . . , b} , perform random unitary transformation on each subma-
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trix M (i)[?, VR] ← F [?, VR]A(i)[?, VR] : i ∈ {1, . . . , b} , sample from each of the trans-

formed submatrix M (i)
s [?, VR] ← S[?, VR]M (i)[?, VR] : i ∈ {1, . . . , b}, redistribute back

each of the sampled b submatrices M (i)
s [MC ,MR] ← M

(i)
s [?, VR] : i ∈ {1, . . . , b} and

finally merge in the Ms[MC ,MR] matrix. The number of columns in each submatrix and

thus effectively, the number of submatrices b can be tuned as per the dimensions of the

matrix and the number of BG/Q nodes used in our evaluations.

A pseudocode description is given in Algorithm 6.

Algorithm 6: Elemental pseudocode for batchwise transformation.

Input:

A[MC ,MR] ∈ Rm×n.

F [?, VR] ∈ Rm×m.

S[?, VR] ∈ Rγn×m.

Output:

Ms[MC ,MR] - the transformed matrix.

(
A(1)[MC ,MR] A(2)[MC ,MR] · · · A(b)[MC ,MR]

)
←− A[MC ,MR]

for i = 1, 2, . . . , b do

A(i)[?, VR] = A(i)[MC ,MR]

M (i)[?, VR] = F [?, VR] A(i)[?, VR]

M
(i)
s [?, VR] = S[?, VR] M (i)[?, VR]

M
(i)
s [MC ,MR] = M

(i)
s [?, VR]

end for

Ms[MC ,MR]←−
(
M

(1)
s [MC ,MR] M

(2)
s [MC ,MR] · · · M

(b)
s [MC ,MR]

)
Return Ms[MC ,MR]

Figure 3.2 compares the scalability of batchwise unitary transformation in Blenden-

pik with the base distributed implementation of Blendenpik in terms of data sizes for

dense matrices for increasing Blue Gene/Q nodes. For this purpose, we generate teras-

cale dense matrices of the base Yoshiyasu Mesh and ESOC Springer sparse matrices by

densifying and replicating them as explained in Section 3.1.3. The batchwise unitary
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Figure 3.2: A comparison of the maximum number of replications achieved using
batchwise transformation in Blendenpik and the base Blendenpik for Yoshiyasu
and ESOC dense matrices.

transformation scales approximately by a factor of 2 for the Yoshiyasu matrix and ap-

proximately 3 times for the ESOC matrix over the base Blendenpik implementation that

performs unitary transformation in a single stage. This scaling effect becomes more pro-

nounced when the columns of the matrix increase as observed for the ESOC matrix for

increasing BG/Q nodes, which supports our choice of using batchwise transformation to

scale up Blendenpik.

3.1.2.2 Other Stages

The sampled matrix Ms generates the preconditioner R−1s obtained using Elemen-

tal’s QR solver. Finally, the iterative solution is obtained using an LSQR implementation.

The parameters for LSQR, the tolerance value ρ and the iteration limit Niter can be suit-

ably tuned depending upon the magnitude of accuracy needed and the speedup desired

from our Blendenpik solver. Usually a tolerance value ρ closer to εmachine is chosen for a

better backward stable solution.
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3.1.3 Evaluation

To generate terascale-sized dense matrices, we randomly perturb sparse matrices

with values generated from a standard normal distribution. We relied on the UFL Sparse

matrix collection [50] for obtaining matrices of different condition numbers and coher-

ence values. We chose to work with the Yoshiyasu Mesh matrix, the ESOC Springer ma-

trix, and the Rucci matrix from the UFL Sparse matrix collection for creating our datasets.

Table 3.2 shows the particular matrices that were used in our evaluations: starting with

the aforementioned three matrices, we first densified them by adding random Gaussian

noise as discussed above. Then, we replicated and vertically concatenated them (with dif-

ferent noise added at each replication step) in order to create tall-and-thin matrices. Each

matrix in Table 3.2 is suffixed with the number of replications and vertical concatenations

of the base dense matrix. For example, to construct Yoshiyasu-24, we started with the

Yoshiyasu Mesh matrix, added noise to create 24 slightly different copies of this matrix,

and then vertically concatenated these 24 copies to get a tall-and-thin matrix. We now

describe our evaluation metrics. Recall that A ∈ Rm×n is the input matrix and b ∈ Rm

is the target vector. Let x̂ be the approximate solution returned by Algorithm 5 and let

x∗ be the optimal solution to the problem of eqn. (1.1). Let t̂run be the running time of

Algorithm 5 and let t∗run be the running time of the baseline Elemental least-squares solver.

Then, our first accuracy metric is the relative error of the approximate solution x̂, given

by the following formula:

‖Ax̂−Ax∗‖2 / ‖Ax∗‖2 . (3.5)

We also compute the backward error of the approximate solution as follows:

∥∥AT (b−Ax̂)
∥∥
2
. (3.6)

Finally, the speedup of Algorithm 5 is defined as

t∗run/t̂run. (3.7)
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Table 3.2: Matrices used in our evaluations.

Matrix Name # of rows
(Millions)

# of columns # of entries
(Billions)

Size (TBs)

Yoshiyasu-1 0.234

9, 393

2.198 0.016
Yoshiyasu-24 5.616 52.756 0.384
Yoshiyasu-48 11.233 105.512 0.768
Yoshiyasu-72 16.849 158.268 1.152
Yoshiyasu-96 22.466 211.025 1.535

Yoshiyasu-120 28.082 263.781 1.919
Yoshiyasu-144 33.699 316.537 2.303
Yoshiyasu-168 39.315 369.294 2.687
Yoshiyasu-192 44.932 422.050 3.070

ESOC-1 0.327

37, 830

12.373 0.090
ESOC-8 2.616 98.982 0.720
ESOC-16 5.233 197.964 1.440
ESOC-24 7.849 296.946 2.160
ESOC-32 10.466 395.928 2.880
ESOC-40 13.082 494.910 3.600
ESOC-48 15.698 593.892 4.321
ESOC-56 18.315 692.874 5.041
ESOC-64 20.931 791.856 5.761

Rucci-1 1.978
109, 900

217.369 1.581
Rucci-2 3.956 434.739 3.163
Rucci-3 5.933 652.108 4.744

3.1.3.1 AMOS Environment Setup

Our objective in our evaluations is to provide a thorough evaluation of Blendenpik-

type solvers for terascale least-squares problems from three primary viewpoints: scala-

bility, performance, and accuracy. We tuned AMOS to evaluate the Blendenpik imple-

mentation against optimum baseline performance and scalability. We selected a com-

bination of the number of OpenMP threads per node and the number of MPI processes

per node that gave maximum performance for the baseline Elemental least-squares solver

on AMOS. We measured the average time taken by the baseline solver over five runs

for all possible MPI and OpenMP combinations for two dense matrices: a random ma-

trix whose entries were generated uniformly at random in the interval [−1, 1] with di-

mensions 1, 320, 000 × 38, 000 and the ESOC-4 matrix (Table 3.2) with dimensions

1, 308, 248 × 37, 830. The AMOS system can execute up to 64 MPI processes with one
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OpenMP thread, or one MPI process with 64 OpenMP threads, or any combination of the

two that results in a product of MPI processes and OpenMP threads that is equal to 64 in

a single node. We used a bgclang/LLVM build of the baseline Elemental solver for our

evaluations.

As seen in Table 3.3, the performance of the baseline Elemental solver improved

as the number of OpenMP threads per node increased for a single MPI process per node.

Similarly, the performance also increased with increasing MPI processes per node for a

single OpenMP thread. However, the performance dropped when many MPI processes

compete for CPU resources with several OpenMP threads in the system. The maximum

performance is realized for 32 OpenMP threads for a single MPI process (Table 3.3),

while it immediately degraded when the number of threads reached 64. One possible rea-

son could be because of possible thread synchronization during floating point operations

in the BG/Q CPU cores. The choice of one MPI process and 32 OpenMP threads per Blue

Gene/Q node was the standard configuration that we selected for our evaluations.

3.1.3.2 Runtime Environment Evaluation

One of the key factors that influence scalability considerations is the performance

of the runtime environment of the AMOS Blue Gene/Q system. The AMOS system

supports both standard GNU (4.7.2) as well as LLVM/bgclang [21] environments. Fig-

ure 3.3 demonstrates the speedup for the baseline Elemental least-squares solver, built

with bgclang, over the baseline solver built with GNU for various matrices from Ta-

ble 3.2 on 512 BG/Q nodes. The baseline Elemental solver achieves a significant speedup

in the LLVM/bgclang environment due to the highly optimized linear algebraic routines

implemented in the BG/Q Math libraries, the ESSL (Engineering Scientific Subroutine

Library), and the MASS (Mathematical Acceleration Subsystem).

To solve the least-squares regression problem, the baseline Elemental solver com-

putes the QR decomposition of the input matrix. The QR decomposition is computed via

a sequence of matrix multiplications of orthogonal matrices and the input matrix. In this

setting, ESSL outperforms the BLAS routines built with the standard GNU compiler for

the Blue Gene/Q system. The speedup for the Yoshiyasu matrix is much better than the

one achieved for the ESOC Springer matrix; this is due to the fact that the QR decompo-
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Table 3.3: Runtime analysis to select an optimal hybrid MPI/OpenMP
configuration for our scaling experiments. Each run was averaged over five times
on 128 BG/Q nodes. All runtimes are in seconds(lower runtimes are preferred); the
optimal performance (bold running times) was observed when one MPI process per
node and 32 OpenMP threads per node were used.

OpenMP
threads per

node

random matrix A, of dimensions 1.32M × 38K; average
κ(A) = 1.4084± 1.1 ∗ 10−4

MPI processes per node

1 2 4 8 16 32 64

1 8734.48 4613.62 2996.67 2187.48 1477.89 1878.74 1755.57
2 4499.6 2637.91 1762.49 1580.48 1240.34 1826.52 −
4 2349.32 1565.67 1156.55 1334.04 1168.86 − −
8 1276.73 1097.84 922.341 2261.12 − − −

16 800.443 1057.67 1193 − − − −
32 628.171 1081.64 − − − − −
64 686.517 − − − − − −

OpenMP
threads per

node

ESOC-4 matrix A, of dimensions 1.3082M × 38K;
average κ(A) = 1.4594 ∗ 106 ± 11.0268

MPI processes per node

1 2 4 8 16 32 64

1 9304.71 5205.42 2737.43 2067.88 1378.84 1809.77 −
2 4831.84 2922.68 1640.01 1542.24 1133.12 1741.58 −
4 2567.38 1741.82 1091.47 1236.9 1023.93 − −
8 1463.21 1207.34 898.165 1219.18 − − −

16 961.26 1026.97 891.234 − − − −
32 742.075 919.704 − − − − −
64 744.563 − − − − − −

sition depends quadratically on n and linearly on m.

3.1.3.3 Evaluating the Four Randomized Transforms

One of the main objectives of this paper is to evaluate the Blendenpik algorithm with

respect to the evaluation metrics given in eqns. (3.5), (3.6) and (3.7). We aim to under-

stand the performance of the four randomized transforms F described in Section 3.1.1.1

on the Blendenpik algorithm. We also aim to understand the impact of our choice for F in

terms of strong scaling and weak scaling on Blendenpik. Finally, we evaluate the impact
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Figure 3.3: Speedup defined as t∗gnu/t∗bgclang of the baseline solver as a function of the
matrix size in TBs on 512 nodes; t∗gnu is the time required to solve the least-squares
problem using the baseline solver and the standard GNU environment and t∗bgclang is
the time required to solve the least-squares problem using the baseline solver and
the LLVM/bgclang environment.

of the oversampling factor γ on the Blendenpik algorithm using the aforementioned met-

rics. We set γ = 2 for evaluating our randomized transforms and we validate this choice

of γ later in Section 3.1.3.4.

Scalability Evaluation To demonstrate that the Blendenpik algorithm is a scalable

solver for tera-scale overdetermined least-squares systems, we analyze the speedup given

by eqn. (3.7) for the Gaussian Random Transform (GRT), the Random Sign Matrix trans-

form (RSM), the Sparse Random Sign Matrix transform (SRSM), and the Randomized

Discrete Cosine Transform (RDCT) over the baseline Elemental solver. We show the

scalability for each of the transforms for increasing sizes of the Yoshiyasu Mesh and the

ESOC Springer dense matrices for 128 BG/Q nodes on AMOS (see Table 3.2). Fig-

ures 3.4a and 3.4b show the speedup achieved by the Blendenpik algorithm for the four

choices of the randomized transforms for increasing sizes of the dense Yoshiyasu Mesh

matrix on 128 nodes. As seen in the plots, the speedup of the RDCT easily overwhelms

the other transforms for increasing matrix sizes. Another important observation is that all
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the randomized transforms spend a non-negligible amount of time in creating the sketch-

ing matrix SF (see Algorithm 5). Figure 3.4a shows the speedup of the transforms in-

cluding the time needed to construct the sketching matrix. The GRT performs marginally

better than RSM and SRSM, as the sketching creation time for the latter transforms is

higher than that of the GRT. The GRT sketching transform is implemented in BGQ us-

ing Boost’s random normal distribution API as is, while the RSM and the SRSM are

implemented via a lazy initialization procedure, wherein each element of the sketch is

generated by a function call to Boost’s discrete distribution API. This lazy initialization

using function calls is responsible for the creation time overhead that is roughly similar

for both the RSM and the SRSM. As seen in figure 3.4b, discounting the sketch creation

time only marginally improves the speedup, while RDCT still outperforms the GRT, RSM

and SRSM transforms. In all subsequent evaluations, we will include the time required

to created the sketching matrix for the RDCT, since it does not significantly affect the

overall running time of the resulting Blendenpik algorithm.

Total Matrix Size (TB)

0 0.1 0.2 0.3 0.4 0.5 0.6

S
p

e
e

d
u

p

1

1.5

2

2.5

3

3.5
RDCT

GRT

RSM

SRSM

(a) Speedup including the time to create the
sketching matrix. Note that the RSM and the SRSM
lines are overlapping.

Total Matrix Size (TB)

0 0.1 0.2 0.3 0.4 0.5 0.6

S
p

e
e

d
u

p

1

1.5

2

2.5

3

3.5
RDCT

GRT

RSM

SRSM

(b) Speedup not including the time to create the
sketching matrix (except for the RDCT). Note that
the GRT, RSM, and SRSM lines are overlapping.

Figure 3.4: Speedup for dense matrices as a function of increasing matrix size for
the Yoshiyasu Mesh matrix on 128 BG/Q nodes.

Figures 3.5a and 3.5b show the speedup achieved by the four randomized trans-

forms (including and not including the time required to create the sketching matrix) for

increasing sizes of the ESOC Springer matrix on 128 BG/Q nodes. In all cases, as the size

of the ESOC matrix increases, the running times and therefore the speedup of the random-

ized transforms are actually worse than the baseline least squares solver; a notable and

important exception is the RDCT, which outperforms the baseline solver. Another impor-

tant observation is that the baseline Elemental least squares solver scales quite well for
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(replications of) the Yoshiyasu matrix that are highly overdetermined. Hence, the speedup

observed for the Blendenpik solver using the RDCT is not as pronounced as in the pre-

vious evaluation. We did observe that for matrices that are less overdetermined (like, for

example, the ESOC matrices), the speedup of RDCT improves considerably. Also the

sketch creation time for the RSM and the SRSM is insignificant, especially compared to

the GRT, as observed in figure 3.5a. The sketching transforms perform comparably when

the time to construct the sketching matrix is not included (see figure 3.5b).
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Figure 3.5: Speedup analysis for dense matrices as a function of increasing matrix
size for the ESOC Springer matrix on 128 BG/Q nodes.

Scalability Evaluation for Terascale Matrices The key objective of our work here

is to evaluate the Blendenpik algorithm as a solver for terascale overdetermined least-

squares problems. As seen in section 3.1.3.3, using the RDCT transform in the Blenden-

pik algorithm outperforms the other randomized transforms even for moderately sized

matrices. Hence, we only evaluate the scalability of Blendenpik using the RDCT for

terascale matrices. Figures 3.6a and 3.6b show the scalability of our solver on 512 nodes

and 1,024 nodes respectively on AMOS. As discussed earlier, the base Elemental least-

squares solver scales quite well for highly overdetermined dense matrices. Hence the

speedup observed for the Blendenpik solver compared to the baseline solver is not as sig-

nificant as seen in Figure 3.6a. However, for matrices that are less overdetermined, the

runtime and thus the speedup of the Blendenpik algorithm improves considerably. This

observation is obvious for the ESOC Springer matrix, shown in Figure 3.6b. One obser-

vation that is particularly significant is the effect of batchwise RDCT on the speedup as
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Figure 3.6: Speedup for dense matrices as a function of increasing matrix size.

the matrix size increases. The number of columns transformed in a single batch depends

on the number of rows of the matrix as well as on the minimum space available across

all processes to allocate the columns. Thus, as the number of rows increases, fewer and

fewer columns fit in a batch making the batchwise transformation step slower. This is

the reason underlying the observation that the speedup peaks at the point where the entire

transformed matrix is able to fit into memory and beyond this stage, the batchwise pro-

cessing slowdown kicks in. This effect is more pronounced for an increasing number of

replications of the ESOC Springer matrix and the Rucci matrix in Figure 3.6b on 1,024

BG/Q nodes.

In general, the Blendenpik algorithm scales excellently as compared to the baseline

Elemental solver. While the baseline solver fails to execute for the Yoshiyasu-192 (see

Table 3.2) on 512 nodes, as well as for the ESOC-36 (ESOC matrix with 36 replications)

in 512 nodes and the ESOC-68 (ESOC matrix with 68 replications) in 1,024 nodes, the

Blendenpik solver is able to scale to such matrix sizes.

Performance Evaluation We also evaluate the strong and weak scaling performance

of the Blendenpik algorithm as a function of the (increasing) number of the Blue Gene/Q

nodes. Figures 3.7a and 3.7b show the strong scaling performance of the four random-

ized sketching transforms on the Yoshiyasu-4 matrix (i.e., the base Yoshiyasu Mesh ma-

trix replicated four times), as well as on the base ESOC Springer dense matrix, respec-

tively. We observe that the speedup of the Blendenpik solver increases marginally with

an increasing number of BG/Q nodes; this effect is more pronounced in the case of the
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Yoshiyasu Mesh matrix rather than the ESOC Springer matrix. However, this advantage

is offset as the baseline Elemental solver performs comparably to the batchwise Blenden-

pik solver for 512 BG/Q nodes. This slowdown in the batchwise Blendenpik solver is

mainly because of the QR preconditioning phase that does not scale as well as the ran-

domized sketching matrices and the LSQR stages of the Blendenpik algorithm, as the

number of BG/Q nodes increases. The RDCT outperforms the other sketching transforms

by at least a factor of two for all BG/Q node configurations. Finally, the weak scaling
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Figure 3.7: Strong scaling as a function of the number of Blue Gene/Q nodes used
in our evaluation.
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Figure 3.8: Weak scaling as a function of matrix sizes and number of Blue Gene/Q
nodes.

performance of the Blendenpik algorithm on the Yoshiyasu Mesh and ESOC Springer

matrices for the four randomized sketching transforms that we evaluate in this work is

shown in Figures 3.8a and 3.8b, respectively. We observe that the runtime for the RDCT
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on the Yoshiyasu Mesh matrix increases sub-linearly as the matrix size increases and as

the number of BG/Q nodes increases; at the same time, there is a significant bump in the

running time of the baseline solver. Also, the runtimes for the other randomized sketching

transforms (GRT, RSM, and SRSM) remain approximately constant as the matrix size and

the number of BG/Q nodes both increase. Furthermore, the runtimes for the randomized

sketching transforms are much better than the runtime of the baseline solver. Interestingly,

the runtime of the RDCT for the ESOC matrix keeps diminishing, even as the number of

rows and the number of BG/Q nodes keeps increasing. As we already discussed in the

strong scaling analysis, the primary bottleneck for the reduction in performance as the

number of BG/Q nodes increases has to do with the runtime of the QR decomposition at

the preconditioning stage. However, the size of the sampled matrix, which is the input to

the QR decomposition at the preconditioning stage, is independent of the number of rows

of the original input matrix. As additional BG/Q nodes are allocated, the performance

of the QR decomposition at the preconditioning stage improves. This boosts the overall

runtime of the Blendenpik algorithm, an effect that is observed for all four randomized

sketching transforms, even though it is much more pronounced for the RDCT.

Numerical Stability Evaluation We evaluate the numerical stability of the Blendenpik

solver for all randomized sketching transforms as the matrix size increases. The numerical

stability is captured by the relative error (see eqn. (3.5)) and the backward error (see

eqn. (3.6)). Our evaluations on 128 BG/Q nodes show a relative error within 11-12 digits

of accuracy for all randomized sketching transforms for both the ESOC and Yoshiyasu

matrices. Thus, these values are much better than O(
√
εmachine), which is well within

the bounds on the relative error guarantees given by Drineas et al. [43]. We skip the

relative error plots in the interest of space and describe the numerical stability of the

Blendenpik solver captured by the backward error instead. Figures 3.9a and 3.9b capture

the behavior of the backward error as the size of the Yoshiyasu Mesh and ESOC Springer

matrices increases. We observe that the backward error for all randomized transforms

is roughly two orders of magnitude worse than the baseline solver. Furthermore, the

backward error for all transforms, including the baseline solver for the ill-conditioned

ESOC Springer matrix, is several orders of magnitude worse (approximately five orders of
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magnitude worse) than the backward error for the relatively well-conditioned Yoshiyasu

Mesh matrix. While the relative error captures the stability of the solution, the backward

error captures the stability of the system, and the more ill-conditioned the system is, the

worse the error will be.
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Figure 3.9: Numerical stability (backward error analysis) as a function of
(increasing) matrix sizes for the Yoshiyasu Mesh and the ESOC Springer matrices
for 128 BG/Q nodes.

Numerical Stability Evaluation for Terascale Matrices We evaluate the numerical

stability for the Blendenpik solver using the relative error metric of eqn. (3.5) for increas-

ing matrix sizes and for 512 Blue Gene/Q nodes, for both the Yoshiyasu Mesh and the

ESOC matrices; see figure 3.10a. We only show results for the RDCT, since all four

randomized sketching transforms have approximately the same behavior for both the rel-

ative and the backward error. We observe that the relative error is again well within the

O(
√
εmachine) bounds. The numerical stability defined by backward error is shown in Fig-

ure 3.10b for both the baseline Elemental solver and the Blendenpik solver. We observe

that the ESOC Springer matrix has worse backward error than the Yoshiyasu Mesh ma-

trix (approximately five orders of magnitude worse) for increasing matrix sizes; this is

due to its high condition number. However, the backward error of the Blendenpik solver

is comparable to the backward error of the baseline solver. This error could potentially

be improved by either using more than one preprocessing stages or by selecting larger

sample sizes for the preconditioning stage. The latter choice would lead to worse running

times and reduced speedups as the size of the input matrices increases. Another approach



42

to overcome this tradeoff is to apply a random sketching transform matrix F as proposed

in the ground-breaking paper of Clarkson and Woodruff [29] and then apply the RDCT

to FA. We refer the reader to [29] for a detailed description of their original construction

and simply note that applying the resulting matrix SF on the input matrix A takes time

proportional to the sparsity of the input matrix A.
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Figure 3.10: Numerical stability as a function of matrix size for the Yoshiyasu Mesh
and the ESOC Springer matrices on 512 BG/Q nodes.

3.1.3.4 The Effect of the Oversampling Factor γ

An important choice in the construction of an efficient preconditioner in the context

of the Blendenpik algorithm is the value of the oversampling factor γ that decides the

number of rows (equal, in expectation, to γn) of the preconditioner. Of particular inter-

est is an analysis of the behavior of the various randomized sketching transforms in the

Blendenpik solver with respect to the metrics described in Section 3.1.3 as a function of

γ. We evaluate the Blendenpik solver on the Yoshiyasu-12 and the ESOC-4 matrices on

128 BG/Q nodes as a function of γ, where γ ranges between 1.5 and six in increments of

0.5. We seek to understand the effect of γ on the scalability and the numerical stability of

the Blendenpik algorithm.

Figures 3.11a and 3.11b show the speedup of the Blendenpik algorithm for increas-

ing values of the oversampling factor γ for the various randomized sketching transforms

on the Yoshiyasu-12 and the ESOC-4 matrices, respectively. Figure 3.11a reveals sev-

eral interesting observations as the oversampling factor γ increases. The speedup of the

RDCT increases marginally as the value of γ increases. This is because the computational

cost of applying the RDCT dominates the QR preconditioning and the LSQR stages for
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highly overdetermined matrices. As the oversampling factor increases, the transformation

time remains the same, while the computational time of the QR decomposition, which is

comparatively much smaller, increases. Furthermore, as the oversampling factor γ in-

creases, a better preconditioner is constructed, which leads to a faster convergence time

for LSQR. However, the speedups of the other randomized sketching transforms decrease,

mainly due to the dominant cost of the time that it takes to apply the random sketching

transformation as the oversampling factor γ increases. Figure 3.11b shows the monoton-
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Figure 3.11: Speedup as a function of the (increasing) oversampling factor γ for the
Yoshiyasu-12 matrix and the ESOC-3 matrix on 128 BG/Q nodes.

ically decreasing speedup of the RDCT as the oversampling factor γ increases for the

ESOC-3 matrix. This is due to the computational cost of the QR preconditioning stage,

which dominates the computational time needed to apply the randomized sketching ma-

trix as well as the LSQR solver stage, since the input matrix is not as overdetermined as

the Yoshiyasu-12 matrix. As the oversampling factor γ increases, the time to compute

the QR decomposition in the preconditioning stage also increases, leading to an over-

all reduced speedup. This behavior is also exhibited by the other randomized sketching

transforms. Furthermore, the speedup of the RDCT easily overwhelms the speedup of the

other randomized sketching transforms for increasing values of the oversampling factor

γ.

As discussed in Section 3.1.3.3, the numerical stability is measured in terms of

relative and backward error. Also, again as discussed earlier, the relative error for all

randomized sketching transforms for both the ESOC and the Yoshiyasu matrices is within

11-12 digits of accuracy, and hence we measure the numerical stability in terms of the
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backward error only. Figures 3.12a and 3.12b show the behavior of the backward error
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Figure 3.12: Accuracy analysis in terms of backward error as a function of
increasing oversampling factors for the Yoshiyasu-12 matrix and the ESOC-3
matrix on 128 BG/Q nodes.

as a function of the oversampling factor γ for the Yoshiyasu-12 and the ESOC-3 matrix,

respectively. It is worth noting that the backward error for both matrices sharply decreases

for all randomized sketching transforms at γ = 2 and monotonically continues to decrease

as the oversampling factor γ increases. Thus, γ equal to two acts as a knee point validating

our choice for γ for our tera-scale evaluations. All the randomized sketching transforms

exhibit errors that are approximately within the same order of magnitude for the various

choices of the oversampling factor γ.

3.1.3.5 Summarizing Our Empirical Evaluations

To help the reader parse our extensive empirical evaluations, we briefly summarize our

findings. (i) The Randomized Discrete Cosine Transform (RDCT) outperforms the Gaus-

sian Random Transform (GRT), the Random Sign Matrix Transform (RSM) and the

Sparse Random Sign Matrix Transform (SRSM) in terms of scalability and performance.

(ii) The computational cost of the various stages of the Blendenpik solver is determined

by how overdetermined the input matrix is. The more overdetermined the matrix, the

higher the computational cost of the random sketching transform stage. As the matrix

becomes less overdetermined, the running time of the QR decomposition in the precon-

ditioning stage becomes more and more dominant. This is especially true for the RDCT.

(iii) The scalability of the batchwise Blendenpik implementation is determined by the
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number of columns in each batch of the RDCT transform, which in turn is determined

by the number of rows of the matrix. As the number of rows increases, the runtime of

the batchwise sketching transform stage worsens, leading to reduced speedups. (iv) The

batchwise Blendenpik solver using the RDCT demonstrates significant strong and weak

scaling for all matrices. (v) The Blendenpik solver demonstrates excellent numerical sta-

bility in terms of the forward error for increasing matrix sizes. The backward error is

somewhat worse yet comparable to the backward error achieved by the baseline Elemen-

tal solver. (vi) The oversampling factor γ determines the quality of the preconditioner

for the Blendenpik solver. Choosing a higher oversampling factor leads to better numer-

ical stability. However, higher oversampling factors lead to a reduced performance. This

tradeoff becomes less significant as the input matrix becomes more overdetermined.

3.2 Ridge Regression
While least-squares regression in its standard form defined by 3.1 is still the most

widely used primitives for statistical data analysis, many real-world systems are highly

ill-conditioned and sparse in nature. The standard setting that deals with ill-conditioned

sparse matrices generally require a loss function, commonly referred to as regularization,

to be imposed, called as regularized least-squares regression or ridge regression. This

standard setting is defined as follows: given a matrix A ∈ Rm×n, a vector b ∈ Rm and a

regularization parameter λ, we seek to compute the minimum length solution

x∗ = arg min
x∈Rn

‖Ax− b‖22 + λ ‖x‖22 . (3.8)

Equivalently for matrices A ∈ Rm×n that are overdetermined (m > n), this can be

reduced to the following problem:

x∗ = arg min
x∈Rn

∥∥∥∥∥∥
(
A

λI

)
x−

(
b

0

)∥∥∥∥∥∥
2

2

. (3.9)

Several direct and iterative algorithms have been proposed to solve ridge regression effi-

ciently for sparse and large overdetermined systems [51], returning solutions whose ac-

curacy is close to machine precision. While current state-of-the-art approaches solve the
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ridge regression problem in the dual space [52] or use kernelized ridge regression [53],

scalable implementations still run in O(mn2) time (assuming m > n). The focus of this

work is the design and implementation of a scalable ridge regression solver for sparse

matrices.

One of the earliest approaches to solve the ridge regression problem of eqn. (3.8)

was proposed by [54] using SRHT to accelerate the computation of the kernel matrix

AAT in the dual space. Their algorithm runs in O(mn log(m)/
√
ε + m3) time for un-

derdetermined systems(m � n). This was subsequently improved by [55] to run in

O(nnz(A) + m3/ε2) time by incorporating a combination of a sparse embedding trans-

form proposed by Clarkson and Woodruff [29] and the SRHT to compute a sketch of the

matrix, which is subsequently used to solve the primal problem of eqn. 3.8. However,

both of these approaches focus on the single-processor setting; in fact, most research

on randomized ridge regression algorithms has focused on the single processor setting,

with an important exception. Meng et al. [46] introduced LSRN, a distributed memory

algorithm for regularized least-squares problems based on random Gaussian projections.

While the algorithm is still anO(mn2) algorithm, the benefits of randomization are appar-

ent with respect to both constants in the asymptotic analysis, as well as its much improved

efficiency on parallel environments.

We explore the behavior of Blendenpik-type algorithms in a distributed memory

setting for sparse matrices in this work. We show that our implementation of the sparse

embedding transform proposed by Clarkson and Woodruff (henceforth referred to as Ran-

domized Sparsity-Preserving Transform or RSPT for short) and a combination of RSPT

and the Randomized Discrete Cosine Transform (RDCT) lead to speedups that are not

only faster than state-of-the-art distributed baseline solvers but are also able to scale to

much larger matrix dimensions, while providing near-optimal solutions. Due to runtime

constraints imposed by the scheduling system for each partition of AMOS [17], we lim-

ited our experiments to partitions containing 128 nodes (2048 cores).

Our main contributions in this work are (The full source code of our batchwise

Blendenpik implementation is available for download at [56].): (i) the implementation of

the sparse embedding RSPT and a combination of RSPT and a batchwise implementation

scheme of the RDCT in the context of the Blendenpik algorithm on distributed-memory
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platforms; and (ii) a detailed evaluation of the sparse randomized sketching transforms in

the context of the Blendenpik algorithm and their parameters on the BG/Q, using up to

2,048 cores.

3.2.1 Blendenpik for Sparse Ill-Conditioned Systems

The Blendenpik algorithm described earlier in section 3.1.1 generates an approx-

imate solution to eqn. (3.9) for sparse overdetermined ill-conditioned systems with two

critical modifications:

• Instead of the input matrix A and the column vector b, we use the augmented input

matrix A′ =

(
A

λI

)
and the augmented vector b′ =

(
b

0

)
as the inputs to the

algorithm.

• Using sparse transforms as choice of the randomized transform F which we discuss

in section 3.2.1.1 below.

3.2.1.1 The Randomized Transform F

Some of the earliest choices for the randomized transform F have been dense ran-

dom matrices whose entries are independent random variables, chosen from various well-

known distributions. For example, the simplest choice is to set the entries of F to be

independent Gaussian random variables of zero mean and variance 1/(γn). A second

straight-forward choice is to set the entries of F to be +1/
√
γn or −1/

√
γn with proba-

bility 1/2, independently for each entry.

However, dense randomized unitary transforms when applied to the sparse aug-

mented matrix A′ are quite inefficient since they do not take advantage of the matrix spar-

sity structure. A much better choice for the randomized transform F in the case of sparse

matrices A′ was proposed in the ground-breaking work of Clarkson and Woodruff [29].

We refer the reader to [29] for a detailed description of their construction; here we simply

note that applying the resulting matrix SF on the augmented matrix A′ takes time pro-

portional to the sparsity of the augmented matrix A′. We will refer to this construction of

F as a Randomized Sparsity-Preserving Transform (RSPT).
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We can also set the randomized transform F to be a combination of the RSPT

followed by a Randomized DCT (RDCT). Theoretically, such a combination leverages

the sparsity-preserving properties of RSPT as well as the “smoothening” properties of

the RDCT. However, as we shall observe in our evaluations, RSPT seems to construct a

slightly better preconditioner as compared to the combination of RSPT and RDCT in the

majority of our experiments.

3.2.2 Evaluation

We relied on the UFL Sparse matrix collection [50] to obtain matrices of different

condition numbers for our evaluations. We chose to work with the following matrices:

(i) the ns3Da matrix; (ii) the mesh deform matrix; (iii) the memplus matrix; (iv) the sls

matrix; (v) the rma10 matrix; and (vi) the c-41 matrix.

We replicated and vertically concatenated each of the sparse matrices (with differ-

ent random noise added at each replication step) in order to create tall-and-thin sparse

matrices Arep. Table 3.4 shows the specific matrices that were used in our evaluations:

starting with the aforementioned matrices, we slightly densified the replicated matrices

by adding a random Gaussian noise matrix E ∼ N (0, 1) to the replicated matrix Arep.

The number of non-zero entries in the slightly densified replicated matrix Arep + E is

equal to the number of non-zero entries in Arep plus the number of non-zero entries in E,

which is upper bounded by the product of the dimensions of E divided by 1,000.

Each matrix in Table 3.4 is suffixed using the number of replicates (essentially the

number of vertical concatenations that we applied to the “base” sparse matrix in order

to created a tall-and-thin matrix). For example, to construct the matrix ns3Da−8, we

started with the ns3Da matrix and created eight copies; then, we vertically concatenated

these eight copies to get a tall-and-thin matrix; finally, we added the random normal noise

matrix E as described above.

We now describe our evaluation metrics. Recall that A′ ∈ R(m+n)×n is the aug-

mented matrix and b′ ∈ Rm+n is the augmented target vector. Let x̂ be the approximate

solution returned by Algorithm 5 and let x∗ be the optimal solution to the problem of

eqn. (3.9). Let t̂run be the running time of Algorithm 5 and let t∗run be the running time of

the baseline Elemental sparse least-squares solver. Then, our first accuracy metric is the
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Table 3.4: Matrices used in our evaluations.

Matrix Name # of rows # of columns # of entries
(Millions)

Condition number

ns3Da−8 163, 312 20, 414 16.77 7.07E + 002
mesh deform−4 936, 092 9, 393 12.2 1.17E + 003

memplus−32 568, 256 17, 758 13.26 1.29E + 005
sls−1 1, 748, 122 62, 729 116.462 8.67E + 007

rma10−8 374, 680 46, 835 36.18 7.98E + 010
c-41−32 312, 608 9, 769 6.3 4.78E + 012

relative error of the approximate solution x̂, given by the following formula:

‖A′x̂−A′x∗‖2 / ‖A′x∗‖2 . (3.10)

We also compute the backward error of the approximate solution as follows:

∥∥∥A′T (b′ −A′x̂)
∥∥∥
2
. (3.11)

We tune AMOS to evaluate the Blendenpik implementation against optimum baseline

performance. The choice of 1 MPI process and 32 OpenMP threads per Blue Gene/Q

node was the standard configuration that we selected for our evaluations that gave max-

imum performance for the baseline Elemental sparse solver on AMOS. We used the

bgclang/LLVM runtime environment for our evaluations.

3.2.2.1 Baseline

The baseline Elemental sparse solver solves the regularized least squares problem

for overdetermined matrices given by eqn. (3.9) by applying a priori regularization to

symmetric quasi-semidefinite augmented systems. The augmented systems are of spe-

cial interest since they reduce to quasi-definite matrices which can then be solved by

a Cholesky-based factorization approach, like the LDL decomposition [57]. For ill-

conditioned matrices, the baseline solver provides two tuning parameters:

1. The a priori regularizer α. An α value close to σr, where r = rank(A) is recom-

mended. We typically set α = εmachine.
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2. A temporary regularizer γ0 set to ε1/4machine.

Elemental also supports a 1D distribution for sparse matrices where each process holds

a fixed number of rows distributed roughly equally over p processes. We use this data

distribution format for applying the Randomized Sparsity Preserving Transform (RSPT)

of [29] with one caveat. Similar to the FFTW’s DCT module, the RSPT is applied to

columns of the sparse augmented matrix A′ and hence all elements of a column must be

present locally. We redistribute the sparse matrix using an MPI AlltoAll call and then

apply the RSPT to generate the sampled matrix Ms. The work of [47] gives comprehen-

sive details on the aforementioned reduction to quasi-definite forms and the distributed

Cholesky-based sparse solvers.

3.2.2.2 The Effect of the Regularization λ

Our objective in this paper is to provide a thorough evaluation of Blendenpik-type

solvers for sparse ridge-regression problems. We specifically seek to analyze the impact

of the regularization parameter λ from three primary viewpoints: scalability, performance,

and accuracy, with respect to the evaluation metrics given in eqns. (3.10), (3.11) and (3.7).

We aim to understand the performance of the sparse randomized transforms F described

in Section 3.1.1.1 on Blendenpik-type solvers for the problem of eqn. 3.9. We also seek

to understand the impact of our choice for F in terms of strong scaling on Blendenpik for

the optimal regularizer. Finally, we will evaluate the impact of the oversampling factor γ

on the Blendenpik algorithm using the aforementioned metrics. At this point, we set γ to

four for evaluating our randomized transforms and we will validate this choice for γ later

in Section 3.2.2.4. All our evaluations were run on 128 BG/Q nodes on AMOS.

Scalability Evaluation To demonstrate that the Blendenpik algorithm is a scalable

solver for sparse overdetermined least-squares systems, we analyze the speedup given

by eqn. (3.7) for the RSPT and for a combination of the RSPT followed by the RDCT

(henceforth referred to as RSPT-RDCT), over the baseline Elemental solver for various

choices of the regularization parameter λ. Figures 3.13a and 3.13b show the impact of

regularization on both well-conditioned and ill-conditioned matrices for both sparse trans-

forms. It is worth noting that the baseline solver fails to converge for the largest matrix
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sls-1.

As seen in figure 3.13a, both RSPT and RSPT-RDCT show excellent speedups for

the well-conditioned matrices ns3Da-8, mesh deform-4, and memplus-32. Fur-

ther, as the regularization parameter λ increases, the speedup increases until it peaks for

a certain choice of the regularization parameter. Then it starts dropping, indicating the

existence of a point of diminishing returns. However, the value of the regularization pa-

rameter where maximum speedups occur is different for our various input matrices and

seems to correlate with their condition numbers. Indeed, as the condition numbers of

the input matrices increase, the value of the regularization parameter where maximum

speedup is achieved also increases. Another key observation is that the speedup achieved

by RSPT is always better than the speedup achieved by the RSPT-RDCT transform. There

are two reasons underlying the slower speedup of the RSPT-RDCT transform. First, the

Blendenpik algorithm spends a reasonable amount of time to compute the RDCT trans-

form. Second, the RSPT always produces a marginally better preconditioner than the

RSPT-RDCT transform, thus leading to faster convergence at the LSQR stage. As we

shall see later, the preconditioner also impacts the relative and the backward error in a

significant manner. We emphasize here that the sketch size of the RDCT is the same

as that of the RSPT. Figure 3.13b shows the speedup of the sparse transforms for the
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Figure 3.13: Speedup of Blendenpik solver over the parallel baseline sparse solver
as a function of increasing regularization values.

ill-conditioned matrices rma10-8 and c-41−32. We observe that the speedup for the

rma10-8 matrix is quite poor, even as the regularization parameter increases. This hap-

pens because the LSQR solver stagnates as the number of iterations increases. However,
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for the more highly ill-conditioned matrix c-41−32, the behavior is quite different as

the speedup increases with increasing values of the regularization parameter. Again, the

speedup peaks at a certain point and then drops off again. The peak speedup obtained

for the c-41−32 matrix is much higher than the rma10 matrix, which indicates that the

residual vectors in the iterations of LSQR eventually become linearly dependent.

Numerical Stability Evaluation We evaluate the numerical stability of the Blendenpik

solver for RSPT and RSPT-RDCT for increasing values of the regularization parameter λ.

The numerical stability is captured by the relative error (see eqn. (3.10)) and the backward

error (see eqn. (3.11)). Figures 3.14a and 3.14b show the effect of increasing values of the

regularization parameter on the relative error for well-conditioned and ill-conditioned ma-

trices respectively. In both cases, the relative error for the sparse randomized transforms
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Figure 3.14: Relative Error as a function of λ.

decreases as regularization increases. For the well-conditioned matrices in figure 3.14a,

the optimal value of the relative error occurs at λ = 0.1 for both transforms. For the

ill-conditioned matrices, the optimal regularization value that results in smallest relative

error is greater than that for the well-conditioned ones, which for rma10-8 is λ = 102

and for c-41−32 is λ = 10. These are the optimal regularization values that we choose

for our various datasets to measure performance for our strong scaling and oversampling

evaluations henceforth denoted by λ∗.

Finally, we show the effect of regularization on backward error for well-conditioned

and ill-conditioned matrices in figures 3.15a and 3.15b. The backward error decreases

marginally as regularization increases for both well-conditioned and ill-conditioned ma-
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trices. The randomized transforms have comparable backward error when compared to

the baseline sparse solver for all matrices. Another interesting observation is that the

backward error achieved by the sparse randomized transforms for both well-conditioned

and ill-conditioned matrices differs approximately by condition number order of magni-

tude difference. Indeed, as the condition number grows, the respective backward error

grows as well.
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Figure 3.15: Backward Error as a function of λ.

3.2.2.3 Performance Evaluation at λ∗

We also evaluate the strong scaling performance of the Blendenpik algorithm as

a function of the (increasing) number of the Blue Gene/Q nodes. Figure 3.16 shows

the strong scaling performance of the sparse randomized sketching transforms for all

matrices. We observe that with the exception of rma10 matrix, the sparse randomized

solvers show almost linear strong scaling with increasing BG/Q nodes for the optimal

regularization value λ∗. Further, RSPT outperforms RSPT-RDCT for all matrices for

increasing BG/Q nodes, which again shows that RSPT constructs a better preconditioner

than RSPT-RDCT for all matrices irrespective of their condition numbers. The bottleneck

for the Blendenpik algorithm at λ∗ is the QR stage which constructs the preconditioner.

As the number of BG/Q nodes increase, QR scales proportionally for a fixed problem

size, while the reduction to quasi-definite form in the sparse least-squares solver is quite

inefficient and does not scale with as the number of nodes increases.
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Figure 3.16: Strong Scaling as a function of increasing Blue Gene/Q nodes at
optimal regularization value λ∗.

3.2.2.4 The Effect of the Oversampling Factor γ at λ∗

An important choice in the construction of an efficient preconditioner in the context

of the Blendenpik algorithm is the value of the oversampling factor γ that decides the

number of rows (equal, in expectation, to γn) of the preconditioner. Of particular inter-

est is an analysis of the behavior of the sparse randomized transforms in the Blendenpik

solver with respect to the metrics described in Section 3.2.2 as a function of γ. We eval-

uate the Blendenpik solver on the various well-conditioned and ill-conditioned matrices

on 128 BG/Q nodes as a function of γ, where γ ranges between 2.0 and 6.0 in increments

of 0.5. We seek to understand the effect of γ on the scalability and the numerical stability

of the Blendenpik algorithm at the optimal regularization value λ∗ for each matrix. As

mentioned earlier, the baseline sparse Elemental solver fails to converge for the largest

matrix sls-1 and hence we exclude its analysis from this section.

Figure 3.17 shows the speedup of the Blendenpik algorithm for increasing values

of the oversampling factor γ for the sparse sketching transforms. Figure 3.17 reveals

several interesting observations as the oversampling factor γ increases. The speedup of

the RSPT sketching transform marginally increases for increasing values of γ for all ma-

trices. However, for the RSPT-RDCT transform, the speedup rapidly increases when γ

increases which suggests that the oversampling factor γ plays a much more significant
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role in the speedup of the RDCT stage and the faster convergence of the RSPT-RDCT

preconditioner. However, for all values of γ, RSPT marginally outperforms the RSPT-

RDCT combination for all matrices, primarily due to the time spent in the RDCT batch-

wise transform stage. The rma10−8 matrix however shows sublinear performance as

compared to the other matrices at the optimal regularization value λ∗, mainly due to the

stagnation of the LSQR algorithm mentioned earlier for the sparse sketching transforms.
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Figure 3.17: Speedup of Blendenpik solver over the parallel baseline sparse solver
as a function of increasing oversampling factors at optimal regularization value λ∗.

As discussed in Section 3.2.2.2, the numerical stability is measured in terms of rel-

ative and backward error. Figure 3.18a shows the relative error for both sparse transforms

as the oversampling factor γ increases. The relative error marginally decreases with in-

creasing values of γ for all matrices. The Blendenpik solver is fairly stable with respect

to the relative error at λ∗, which is close to 12 to 14 digits of accuracy for all matrices,

with the exception of the rma10−8 matrix which exhibits around nine digits of accuracy.

The RSPT again exhibits better relative error stability than the RSPT-RDCT combination

for all matrices for increasing values of γ. Finally figure 3.18b shows the behavior of

backward error as a function of the oversampling factor γ at λ∗. The well-conditioned

matrices ns3Da-8, mesh deform-4, memplus-32 and sls-1 exhibit significantly

better backward error stability than the ill-conditioned matrices c-41−32 and especially

rma10-8. That being said, the backward error for the sparse randomized transforms
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Figure 3.18: Accuracy as a function of increasing oversampling factors at optimal
regularization value λ∗.

are still comparable (within an order of magnitude) to the backward error of the base-

line sparse solver for all matrices. Further, the backward error for both sparse transforms

decreases marginally with increasing γ values for all matrices.

3.2.2.5 Summarizing Our Empirical Evaluations

To help the reader parse our extensive empirical evaluations, we briefly summarize our

findings. (i) The speedup achieved by RSPT is always better than the RSPT-RDCT trans-

form. There are two reasons for this slower speedup for the RSPT-RDCT sparse trans-

form. First, the Blendenpik algorithm spends reasonable time to compute the RDCT

transform. Second, the RSPT always produces a marginally better preconditioner than

the RSPT-RDCT transform that leads to faster convergence of the LSQR stage. (ii) As the

regularization values increase, the speedup increases until it peaks for a certain regular-

ization value and then reduces again for all matrices with the exception of the rma10-8

matrix. (iii) The relative error decreases with increasing values of the regularization pa-

rameter until it achieves the smallest relative error at λ = λ∗. We choose this regu-

larization value λ∗ as the optimal regularizer for our strong scaling and oversampling

evaluations. As the condition numbers of the matrices increase, λ∗ for each matrix also

increases. (iv) The sparse randomized transforms have comparable backward error com-

pared against the baseline sparse solver for all matrices. The backward error achieved

by the Blendenpik solver for different matrices differ approximately by the same order

of magnitude as the difference in the condition numbers of the matrices. (v) The sparse
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randomized transforms demonstrate significant strong scaling for all matrices at λ∗ with

the exception of the rma10-8matrix. (vi) The Blendenpik solver demonstrates excellent

speedup and numerical stability in terms of the relative error at λ∗ for increasing oversam-

pling factors. The backward error is somewhat worse yet comparable to the backward

error achieved by the baseline sparse Elemental solver at λ∗.



CHAPTER 4
Low Rank Approximation

4.1 Introduction
Low-rank matrix approximations are among the most popular tools in many ma-

chine learning, statistical and scientific computing applications. Given the explosive

growth of data in multiple domains, computing the low rank approximation efficiently

and accurately offer significant challenges involving the analysis of such large scale data

sets. There have been a number of approaches to compute the low rank approximation

in classical linear algebra arising from matrix factorization that include that include the

truncated singular value decomposition [31], the (column) pivoted QR factorization, the

rank-revealing QR factorization [12]. However, classical direct approaches are quite inef-

ficient when computing low rank approximation of large matrices due to the large number

of data accesses between memory hierarchies that gets prohibitively worse in distributed

environments. Another challenge for these factorization techniques arise due to the com-

putational inefficiency in computing a low rank approximation of matrices whose singular

spectra decay slowly. Golub and Kahan [58] proposed to alleviate the spectral decay prob-

lem by taking powers of the matrix to iteratively form a Krylov subspace and then obtain

a low rank decomposition of this subspace. While classical iterative methods achieve

reasonable approximation, they still require significant FLOPs for a distributed imple-

mentation framework.

Randomized algorithms exhibit a high degree of robustness to errors in floating-

point computations over both classical direct and iterative methods. They are able to

exploit modern architectures due to their inherent parallelism and require fewer matrix

passes than traditional methods. There has been a spate of work for computing the low

rank approximation in recent times that involve matrix sparsification [23], column sam-

pling [25], structured dimensionality reduction [59], matrix completion [60] and a host of

other approximation techniques. Halko, Martinsson and Tropp [13] give a comprehensive

overview on the historical context of randomized algorithms arising from several research

disciplines and also the related work in the linear algebra literature. They were among the

58
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first to propose a randomized framework for low rank approximations of matrices with

slow spectral decay by projecting the matrix into a low-dimensional subspace that ap-

proximates the range of the matrix. They then extract an approximation from a low-rank

approximation of this projected subspace using iterative methods. Subsequently Halko et.

al. [61] proposed an randomized iterative method using a block Lanczos approach. An-

other significant development involving randomized methods in the distributed environ-

ment is the advent of communication avoidance algorithms for SVD [62]. Recent work in

block iterative methods for sparse [63], [64] matrices from real-world applications com-

bine block Lanczos and subspace iterations with communication avoiding approaches.
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Figure 4.1: Spectral decay characteristics from two application domains: Images
and Heat transfer

Recent analysis for randomized methods compute both gap-dependent error bounds
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and gap-independent error bounds [65] based on spectral norm low-rank approximation

error and more recently based on the per-vector approximation error [66]. These bounds

are more useful for computing low-rank approximations of matrices with “low-rank plus

shift” distribution of singular values. Such matrices exhibit a considerable gap between

the required (low-rank) singular values and unwanted (shift) singular values as shown

in Figures 4.1a and 4.1c. Several large-scale datasets from application domains rang-

ing from image classification and high-particle physics to text analysis and astrophysics

exhibit such spectral characteristics. However, other application domains like finite ele-

ment analysis of heat transfer equations, circuit simulations etc. tend to generate matrices

which has a singular value distribution with small spectral gaps and extremely slow de-

cay as shown in Figures 4.1b and 4.1d. Low-rank approximations for such matrices using

randomized subspace iteration or block Lanczos tend to converge extremely slowly. This

phenomenon is compounded in the presence of large singular value clusters. It is for

these matrices that restarted block Lanczos methods are mostly preferred. However, no

gap-dependent or gap-independent bounds exist for restarted block Lanczos methods for

matrices with small spectral gaps. We experimentally demonstrate the efficacy of these

restarted methods over standard block iterative methods in this work. We also show that

restarted block Lanczos implementations perform as effectively as standard block itera-

tive methods, if not better, for large-scale classification on “low-rank plus shift” matrices

using Kernel PCA.

The rest of the paper is organized as follows: Section 4.2 gives a brief overview

on the spectral gap convergence bounds for different randomized methods. Section 3.1.2

describes the challenges in implementation of a distributed block iterative framework.

Section 3.1.3 describes our experimental setup and datasets used in our evaluation. In

particular, we give a detailed analysis of our framework on various evaluation metrics.

We subsequently demonstrate the application of these randomized block iterative meth-

ods on three real-life datasets for large-scale classification. Finally, we summarize our

observations and conclude in Section 4.5.
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4.2 Background and Motivation
Notation Let A,B, . . . denote matrices and α,b, . . . denote column vectors. Given

a matrix A ∈ Rm×n, let ‖A‖2 = maxx 6=0
‖Ax‖2
‖x‖2

be the spectral norm and ‖A‖F =√∑m
i=1

∑n
j=1|a2ij| be the Frobenius norm. Let the SVD of A = UΣVT , and Uk and Vk

be the top k left and right singular vectors respectively. Then the best rank-k approxima-

tion to A is given by Ak = UkΣkV
T
k where Σk is a diagonal matrix representing the top

k singular values of A. Similarly, let the rank-k approximation to A by the randomized

SVD procedure be given by Âk = ÛkΣ̂kV̂
T
k where Ûk, Σ̂k, and V̂k represent the top

k left singular vectors, the top k singular values and the top k right singular vectors ob-

tained from the randomized SVD approximation respectively. Let δ be the tolerance value

indicating the tolerable error difference of the iterative solver 1 between consecutive iter-

ations j and j+1 that signifies convergence. Let γ be the spectral gap difference between

the k-th singular value σk and the k + 1-th singular value σk+1 given by γ = σk
σk+1
− 1.

Finally, let q be the total number of iterations for our block iterative methods and c be the

number of restarts for our restarted block Lanczos methods. Also, let q′ be the number of

iterations before restart for our restarted methods given by q′ = bq/cc. We describe the

notations used in this paper in Table 4.1 below.

Table 4.1: Notations used in the paper.

Notation Description
Rm×n Dimensions of the input matrix
k Target rank for the low rank approximation
q Number of iterations for the iterative methods
c Number of restarts for the block Lanczos solver
q′ Number of iterations before restart for restarted methods
l Oversampling dimension for random projection
p Block size for block methods
δ Tolerance value to check for convergence
γ The Spectral gap difference

1We use the maximum residual norm error of the top-k approximate singular vectors as our error metric to

compute δ
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4.2.1 Spectral Gap Overview for Randomized Block methods

The past few decades have produced a variety of approximation error bounds both

for classical [67], [68] and randomized [59], [61] methods. For practical purposes, we

focus our spectral gap analysis discussions on randomized block iterative methods. The

earliest randomized block iterative methods [59] compute a rank-k approximation matrix

Ûk for an input matrix A ∈ Rm×n to give a spectral norm error bound such that

∥∥∥A− ÛkÛ
T
kA
∥∥∥
2
≤ (1 + ε) ‖A−Ak‖2 (4.1)

They compute this approximation after q ∼ O

(
log(n/ε)√

γ

)
iterations where γ is the

spectral gap as defined above. However, for a number of application domains involving

learning and data analysis, γ � ε and typically a much looser bound is preferable. Sub-

sequently, Woodruff [8] achieved similar approximation guarantees for subspace iteration

afterO (log(n/ε)) which was the first gap-independent bound for randomized subspace it-

eration in terms of spectral norm error.Musco & Musco [66] provided the first approxima-

tion error bounds in gap-independent runtimes w.r.t. the per-vector error after Θ (log n/ε)

iterations for subspace iteration and Θ (log n/
√
ε) iterations for block Lanczos with block

size equal to the target rank k. Typically in distributed environments, larger block sizes

are preferred not only to limit the costs of I/O, but also to reduce the total number of

iterations for matrices with small spectral gaps. [66] and subsequently Wang et. al. [69]

provide tighter gap-dependent bounds for block Lanczos (and corresponding bounds for

subspace iteration) after Θ

(
log(n/ε)
√
γp

)
iterations for p ≥ k where γp = σk

σp+1
− 1. Ta-

ble 4.2 gives an overview for the various gap-dependent and gap-independent bounds for

different randomized block iterative methods. However, as mentioned previously, both

the subspace iteration as well as block Lanczos converge extremely slowly for singu-

lar value distributions that exhibit slow spectral decay and have singular values that are

clustered together [70]. Another limitation of block Lanczos methods when computing

a large number of target vectors is that the storage and computational costs increase as

the number of iterations increase. This is associated with the cost of reorthogonalizing

the subspace as more and more blocks are added iteratively. Restarted block Lanczos

methods serve as an alternative approach for matrices with such spectral characteristics.
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Table 4.2: Spectral gap convergence bounds for block iterative methods.

Block iterative methods Iterations for Gap-
dependent convergence
(γp � ε)

Iterations for Gap-
independent conver-
gence

Subspace iteration Θ

(
log(n/ε)

γp

)
Θ (log n/ε)

Block Lanczos Θ

(
log(n/ε)
√
γp

)
Θ (log n/

√
ε)

Restarted Block Lanczos ? ?

To the best of our knowledge, no gap-dependent or gap-independent analysis exists for

any restarted block Lanczos variant in the current literature. We attempt to understand

the behavior of restarted block Lanczos variants for matrices with small spectral gaps and

contrast them against the vanilla block Lanczos and subspace iteration methods. There

are several strategies to restart the block Lanczos methods which we explain in Subsec-

tion 4.2.2.

For matrices with slow spectral decay, block iterative methods converge much faster

in practice than the theoretical bounds mentioned above. Further, as the number of iter-

ations increases, the number of matrix-vector products increase prohibitively. To avoid

this, we introduce an early stopping criterion to check for convergence based on the resid-

ual norm error between two consecutive iterations given by δ =
{

maxi|∀i∈[1..k]
∥∥rj+1

i

∥∥
2

}
−{

maxi|∀i∈[1..k]
∥∥rji∥∥2}where ‖ri‖2 =

(
‖Av̂i − σ̂iûi‖22 +

∥∥AT ûi − σ̂iv̂i
∥∥2
2

)1/2
. In other

words, the tolerance value δ acts a tunable parameter that controls the tradeoff between

the target accuracy and the number of iterations required.

Contributions Our goal in this work is to address the challenges of building a random-

ized framework for computing low rank approximations of terascale sized matrices in the

Blue Gene/Q environment. We are particularly interested in understanding the impact

of block methods involving BLAS-3 routines on the low rank approximation error for

matrices with small spectral gaps. We highlight our contributions below.

• We attempt to analyze the impact of spectral gaps on the performance as well as the

scalability of randomized block iterative methods. Our work is inspired by the re-

cent analysis of Musco & Musco [66], Wang et. al. [69] and more recently Drineas
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et. al. [71]. Of particular interest to us is the gap-dependent analysis of [66](Theo-

rem 13) that we seek to exploit for matrices with clustered singular values.

• We also wish to understand the impact of block sizes on the convergence of the

various randomized methods for varying spectral gaps and cluster sizes.

• Our implementation of the randomized block iterative framework serves as a proxy

for a truncated SVD implementation in Elemental.

4.2.2 Randomized Block Iterative Methods: An Overview

We provide a brief overview on the randomized block iterative methods that ap-

proximate the dense matrix subspace in the following subsections.

4.2.2.1 Randomized Subspace Iteration

This is the most commonly used approach to generate an orthonormal basis using

power iterations [72]. The subspace iteration is initialized using a (low dimensional)

sketch of A given by AΠ where Π is a suitable random matrix. Each iteration performs

the following operations

1. Matrix-matrix multiplication with the input matrix A and it’s transpose AT .

2. Orthonormalize basis vectors of the current iteration with the previous iterate.

3. Orthonormalize basis vectors with each other.

The subspace iteration generates K = (AAT )qAΠ at the end of q iterations. K is or-

thonormalized at every iteration to improve numerical stability typically done using a QR

decomposition. Once an orthonormal basis K is generated, a low rank approximation is

typically constructed along the lines of [13] as follows.

1. Form the matrix T = KTA.

2. Compute the SVD of T, T = ṼΣ̃W̃
T

.

3. Generate the top-k approximate left singular vectors Û given by Û = KṼk where

Ṽk ∈ Rl×k.

The Algorithm 13 describes the subspace power iteration approach.
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4.2.2.2 Randomized Block Lanczos

The objective of the randomized block Lanczos algorithm, a randomized block vari-

ant of the Lanczos iteration, is a block Krylov subspace approach to approximate a low-

rank matrix decomposition of large-scale matrices especially when the singular spectrum

of the matrix has a heavy tail. The block Lanczos works in a manner similar to the si-

multaneous iteration (or power iteration) approach by working with the powered matrix

Aq with a difference: instead of taking powers of the input matrix Aq, there are better

lower degree polynomials to weigh down the singular values that are at the lower end of

the spectrum. The randomized block Lanczos takes advantage of such polynomials by

working with the block Krylov subspace given by

K = [Π AΠ A2Π A3Π . . . AqΠ] (4.2)

where Π ∈ Rn×p is a random projection matrix that computes a (low-dimensional) sketch

of A where p is referred to as the block size of the iterative subspace. For nonsymmetric

matrices, the block Krylov subspace translates to

K = [AΠ (AAT )AΠ (AAT )2AΠ . . . (AAT )qAΠ] (4.3)

Similar to the randomized subspace iteration approach, the block Krylov subspace K is

orthonormalized after every iteration to avoid stability issues for ill-conditioned Krylov

blocks. A low rank approximation is then constructed from the orthonormal basis K sim-

ilar to subspace iteration. Algorithm 14 describes the standard block Lanczos approach.

Subsequently, Golub, Luk and Overton [68] proposed a block Lanczos bidiagonal-

ization variant to efficiently compute a low rank approximation instead of computing the

SVD from the complete orthonormal basis K. This is done by a two-stage process:

1. Decompose the matrix A = QBPT where Q ∈ Rm×qp and P ∈ Rn×qp form the

left and the right block Lanczos vectors respectively and B ∈ Rqp×qp is an upper
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bidiagonal matrix of the form B =



r1,1 r1,2
T 0

r2,2 r2,3
T

. . . . . .

0 rq−1,q−1 rq−1,q
T

rq,q


where

each ri,j ∈ Rp×p is an upper triangular block.

2. Compute the SVD of B as B = XΣYT and return the top-k approximate left

singular vectors Û = PX.

We address the loss of orthogonality in computing the block Krylov subspace K (and the

block Lanczos vectors for the bidiagonalization variant) using one-sided reorthogonaliza-

tion as mentioned in Section 4.3.

4.2.2.3 Randomized Block Lanczos with Explicit Restart

One of the problems associated with the randomized block Lanczos approach is the

computational cost involved in orthonormalizing K and computing the SVD of T along

with the storage costs of K and T as the number of iterations q increase. One way to avoid

the increasing computational and storage cost proposed by Sorensen [73] is to restart the

algorithm after computing a fixed number of block basis vectors q′. Subsequently, Golub,

Kahan and Overton [68] proposed an approach to explicitly restart the block Lanczos

iterations by setting the initial matrix Π with the left singular vectors computed at the end

of q′ iterations. A randomized block Lanczos with explicit restarts is shown in Algorithm

15.

One disadvantage of the explicit restart is that it discards the residual basis vectors

from each iteration. This is resolved by the thick-restarted block Lanczos described in the

subsequent section.

4.2.2.4 Bidiagonal Block Lanczos with Thick-Restart

An effective way of restarting the bidiagonal block Lanczos was proposed by Wu

and Simon [74] called as the thick restarted Lanczos algorithm that keeps multiple ap-

proximate singular vectors known as Ritz vectors at restart. Subsequently Baglama and
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Reichel applied the thick restarted approach [75] and augmented the Ritz vectors associ-

ated with the largest Ritz values to the Lanczos block computed by the bidiagonalization

algorithm to generate a low rank approximation. An expanded block Lanczos version

was proposed by Baglama et. al. [76] which is described in Algorithm 16. Typically,

the number of augmented Ritz vectors is equal to the target rank k to approximate. The

residual vectors r̃jT in the bidiagonalization matrix at the end of each restart is given by

r̃j
T = uj

TAPq′+1, 1 ≤ j ≤ k. These residual vectors along with the top-k approximate

singular values ∀i ∈ [1, k] : σ̃i computed from the previous iteration form a basis for the

subsequent restart cycle given by Step 56.

4.3 Implementing our Algorithms on the Blue Gene/Q
The randomized block methods are implemented on top of the Elemental library [47].

Given a distributed environment over p processes, any dense matrix A ∈ Rm×n is parti-

tioned in Elemental into rectangular grids of sizes r × c in a 2D cyclic distribution, such

that p = r × c and both r and c are O(
√
p). Elemental allows a matrix to be distributed

in more than one way. An overview of various data distributions available in Elemental is

given in Table 3.1 (not exhaustive). We use the standard distribution [MC ,MR] listed in

Table 3.1 for dense input matrices, in order to exploit operations that are communication

intensive. For column-wise and row-wise vector operations that require local computa-

tions to be performed, we use a [?, VC/VR] or a [VC/VR, ?] distribution that assigns each

column or row vector to a single process. In some cases, we require a matrix or a col-

umn vector to be present across all processes, which is done using the [?, ?] format. The

notations used henceforth are adapted from Elemental for convenience. [47] gives a

comprehensive insight on these notations, describing different data distributions and the

communication costs involved in redistribution.

Scaling our distributed implementation is not only a challenge in terms of data scal-

ability on terascale matrices, but the spectral values of these matrices are often clustered

together that makes convergence of these iterative methods slower. Also, several recent

approaches [63] that advocate communication-avoidance(CA) are ineffective for parti-

tioning and distributing dense matrices, as Elemental’s [MC ,MR] format already pro-

vides near-optimal load balancing for block synchronized operations. Secondly, while
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CA-based approaches are useful when sparsity structure can be efficiently exploited, this

is not the case with dense matrices. We address such design issues for scaling our imple-

mentation to terascale matrices below.

4.3.1 Orthogonalization

The first step in our block iterative algorithms is choosing an initial orthonormal

matrix Π. There are several choices of choosing random matrices which can then be

orthonormalized. It can be chosen to be a matrix whose entries are independent random

variables chosen from various well-known distributions. We refer to Iyer et. al [38] for

some of the dense randomized transform choices. The gaussian random transform matrix

(with entries of the matrix as independent Gaussian random variables of zero mean and

variance 1/(n)) serves as the matrix of choice for our evaluations.

Another significant consideration for our implementation is the choice of orthogo-

nalization algorithms for our block iterative methods. At each iteration, we orthogonalize

the basis vectors with each other and with the basis vectors from the previous iterate. Our

choice for both of these orthogonalizations were using the Householder QR(HouseQR)

without any column pivoting as against the Cholesky based QR(CholQR) factorization.

We choose HouseQR for both orthogonalizations as CholQR is numerically unstable for

ill-conditioned matrices. While CholQR exploit data locality and hence is more suited for

orthogonalizing vectors in the same iterate, we didn’t find a significant improvement in

speedup when substituting CholQR for HouseQR.

Finally, we also have a choice of either one-sided reorthogonalization (when multi-

plying by AT ) or full reorthogonalization (multiplying by both A and AT ). We observed

in our evaluations that HouseQR does a reasonable job of orthogonalizing basis vectors

in each iteration such that one-sided reorthogonalization suffices for all our evaluations.

4.3.2 Adaptive Blocking for Clustered Spectra

A significant problem for dense matrices with clustered singular values is that the

convergence of the block iterative methods are dependent on the spectral gap. Specifi-

cally, if the spectral gap between σk and σp+1 is too small i.e. σk < (1 + ε)σp+1, then

convergence can be extremely slow for a fixed value of p. Further, we do not know the
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largest cluster size in advance to make an initial estimate for the block size. We approach

this by problem by incrementally increasing the block size on the lines of the ABLE

algorithm [77].

4.3.3 Convergence Criteria

We check for convergence at the end of each iteration. As mentioned earlier, we

evaluate convergence by computing the maximum residual norm error difference ‖ri‖2
given by

max
i|∀i∈[1..k]

(
‖Av̂i − σ̂iûi‖22 +

∥∥AT ûi − σ̂iv̂i
∥∥2
2

)1/2
(4.4)

in each iteration and by comparing it to the previous iterate. In addition, we consider a

second criterion based on the Frobenius norm error, namely

‖A‖2F −
∥∥∥ÛT

kA
∥∥∥2
F

‖A‖2F
. (4.5)

We again compare this error metric between successive iterations. We choose the maxi-

mum of our two metrics and compare it against the tolerance value δ. We observed in our

evaluations that the residual norm error difference is, generally, a much tighter bound on

the approximation error than the Frobenius norm error.

4.4 Evaluation
We evaluate our randomized block iterative methods on dense synthetic matrices

with different spectral distributions and varying spectral gaps. Each synthetic matrix is

generated in the form of A = UΣVT where U and V are orthogonal matrices generated

from a random gaussian matrix. The matrix Σ represents the spectral characteristics of the

matrix which is depicted in Figure 4.2. Let the initial singular value of our chosen random

matrices be denoted by σ0. The spectral distribution can be divided into two parts:

• a uniform linear decay up to a saddle point denoted by s, where each singular value

σi | [0 ≤ i ≤ s] = σ0 − i ∗ γ.

• a nonlinear decay from the saddle point s to the rank of the matrix where rank =

min{m,n}. For all practical purposes, we choose matrices that are overdetermined
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Figure 4.2: Spectral characteristics of matrices with small spectral gaps

i.e. m ≥ n. We choose two forms of nonlinear decays for our evaluations, a

power decay such that σi | [s < i ≤ n] = i−1 and an exponential decay such that

σi | [s < i ≤ n] = 10−10i/n.

Table 4.3: Spectral distribution characteristics of Σ with power decay for the dense
synthetic matrix A where p = 600 and s = 1200.

Spectral
characteristics

Spectral gap
γ = 10−2

Spectral gap
γ = 10−3

Spectral gap
γ = 10−4

Power Spectral decay
σ0 25.0

σi [0 ≤ i ≤ s] σ0 − i ∗ γ
σi [s < i ≤ n] i−1

σk 22.0 24.7 24.97
σk+1 21.99 24.699 24.9699
σp 19.0 24.4 24.94
σs 13.0 23.8 24.88

k(A) .75 ∗ 106

We select a dense synthetic matrix of dimensions A ∈ R100,000×30,000 and vary

s ∈ [600, 1800, 2400] & γ ∈ [10−2, 10−3, 10−4] for our evaluations. Further, we set the

target rank k = 300, the tolerance value δ = 10−8 and the oversampling factor l for the
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Table 4.4: Spectral distribution characteristics of Σ with exponential decay for the
dense synthetic matrix A where p = 600 and s = 1200.

Spectral
characteristics

Spectral gap
γ = 10−2

Spectral gap
γ = 10−3

Spectral gap
γ = 10−4

Exponential Spectral decay
σ0 25.0

σi [0 ≤ i ≤ s] σ0 − i ∗ γ
σi [s < i ≤ n] 10−10i/n

σk 22.0 24.7 24.97
σk+1 21.99 24.699 24.9699
σp 19.0 24.4 24.94
σs 13.0 23.8 24.88

k(A) 2.5 ∗ 1011

subspace iteration solver the same as the Lanczos block size p for our evaluations. We

set the maximum number of iterations q = 50 for the subspace iteration and the block

Lanczos methods, and set the maximum number of iterations q = 5 and the maximum

number of restart blocks c = 10 for the restarted block Lanczos methods. We outline the

spectral characteristics of Σ for a chosen p and s in Tables 4.3 and 4.4.

Evaluation Metrics We evaluate our randomized block iterative methods using the fol-

lowing metrics.

The maximum residual norm error difference −→

maxi|∀i∈[1..k]

(
‖Av̂i − σ̂iûi‖22 +

∥∥AT ûi − σ̂iv̂i
∥∥2
2

)1/2
(4.6)

The Frobenius Norm error −→
‖A‖2F −

∥∥∥ÛT
kA
∥∥∥2
F

‖A‖2F
(4.7)

4.4.1 BG/Q Environment Setup

Our distributed implementation of the randomized block iterative methods run on

AMOS [17], the high-performance Blue Gene/Q supercomputer system at RPI, which

has five racks, 5120 nodes / 81920 cores and 81920 GB of main memory with a peak

performance of 1 PetaFLOP (1015 floating point operations per second). Due to runtime

constraints imposed by the scheduling system for each partition of AMOS, we limit our
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experiments to partitions containing up to 1024 nodes (16384 cores). The Blue Gene/Q

architecture supports a hybrid communication framework that uses the MPI (Message

Passing Interface) [18] standard for distributed communication and multithreading us-

ing OpenMP [19] which our distributed implementation seeks to exploit. We select that

combination of number of OpenMP threads per node and number of MPI processes per

node that gives maximum performance for the baseline SVD (Elemental) on AMOS.

We measure the average time taken by the baseline solver over 5 runs for all possible

MPI/OpenMP combinations for a dense random matrix generated uniformly at random

between [−1, 1] of dimensions R1320000×38000. The AMOS system can execute upto 64

MPI processes with 1 OpenMP thread or 1 MPI process with 64 OpenMP threads or

combinations of the same in a single node. We use a bgclang/LLVM build of the base-

line Elemental solver for our evaluations. The choice of 1 MPI process and 32 OpenMP

threads per Blue Gene/Q node is the configuration we obtain that gives maximum perfor-

mance for our evaluations. Henceforth we use the number of nodes interchangeably for

the number of cores.

4.4.2 The Effect of the Spectral Gap γ

Our goal in this work is to provide a thorough evaluation of our implementation

of block iterative methods and the impact of spectral gap γ on these methods. We seek

to analyze the impact of γ from three primary viewpoints: scalability, performance and

numerical stability. We focus on dense random matrices generated with power decay

spectral characteristics for our scalability and performance evaluations. While several

algorithms exist that compute a truncated rank-k SVD, none of them have a block dis-

tributed implementation to serve as a baseline for our low rank approximation problem.

4.4.2.1 Scalability Evaluation

A key goal for evaluating our distributed implementation of the various randomized

block iterative methods is to analyze the behavior of block size on their convergence in

the presence of decreasing spectral gaps. Figure 4.3 highlights the convergence behavior

in terms of speedup for our distributed implementations with increasing values of s and

decreasing gaps γ. As s increases, the number of singular values in a cluster increases,
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(d) Spectral gap 1e−2 with saddle
point at 1800
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point at 1800
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(g) Spectral gap 1e−2 with saddle
point at 2400
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Figure 4.3: Analysis of Runtime (seconds) as a function of block sizes-p for varying
spectral gaps γ and saddle points s

while decreasing γ clusters them together. Figures 4.3a, 4.3b and 4.3c show the impact of

block sizes on convergence of our block iterative methods with decreasing spectral gaps

when the saddle point is set at s = 600. We see that in each of these graphs, the Subspace

iteration approach fails to converge for increasing block sizes until block size p = 600.

All three variants of block Lanczos converge quickly for all block sizes when s = 600.

However, the speedups steadily decrease for increasing blocks sizes until p = 600. When

p > 600, this results in σk > (1 + ε)σp+1 leading to improved convergence. We also

observe that Bidiagonal block Lanczos with thick restart outperforms the other block

Lanczos variants at s = 600 irrespective of the spectral gap.

As the saddle point s increases, the speedups for the block methods decrease con-

tinuously. The subspace iteration fails to converge for all block sizes when the saddle

point s > 600. For lower block sizes, the block Lanczos methods fail to converge as
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σk < (1 + ε)σp+1. This is especially true for the restart based methods. However, as

the block sizes increase, they satisfy the gap dependent convergence criteria of Musco &

Musco [66] (Theorem 13) achieving significant speedup. Eventually the restarted meth-

ods dominate the standard block Lanczos implementation at higher block sizes when the

saddle point value increases. This can be observed by comparing the speedups across

the different block Lanczos methods between Figures 4.3d, 4.3e & 4.3f. We see that the

standard block Lanczos method fails to converge for small block sizes when the spectral

gap is the least i.e. γ = 10−4. Another significant observation is the maximum speedup

values keep decreasing as the spectral gap increases.

Finally at s = 2400, the vanilla block Lanczos method initially dominates the

restarted methods for smaller block sizes. However as the block size increases, the

restarted methods outperform the block Lanczos method. In almost all cases, the bidi-

agonal block Lanczos method with thick-restart perform significantly better than block

Lanczos with explicit restart especially for large block sizes.

To summarize: (i) The number of singular values in a cluster increases for increas-

ing saddle point values, while decreasing spectral gaps cluster them together. (ii) The

subspace iteration fails to converge for all block sizes p where the saddle point s > p.

(iii) The block Lanczos methods fail to converge for small block sizes as s increases

since σk < (1 + ε)σp+1. However, as the block size increases, the block Lanczos meth-

ods, especially the restart based approaches demonstrate significant speedup. (iv) The

bidiagonal block Lanczos with thick-restart converges much faster than the other block

Lanczos methods for small spectral gaps especially when the block size increases. (v) The

maximum speedup achieved for all block Lanczos approaches decreases continuously for

decreasing spectral gaps.

4.4.2.2 Performance Evaluation

We evaluate the strong and weak scaling performance of our distributed block it-

erative implementations as a function of (increasing) number of Blue Gene/Q (BG/Q)

nodes. We choose the block size p = 600 and set the saddle point s = 1800 to gener-

ate spectral characteristics of the random matrix A used in our evaluations. We choose

A ∈ R100,000×30,000 as our base matrix for the strong scaling experiments across all BG/Q
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nodes. For our weak scaling experiments, we choose A ∈ R100,000×30,000 as the base

matrix for 16 nodes and double the row size for increasing BG/Q nodes.

Strong Scaling Figures 4.4a, 4.4b & 4.4c demonstrate the strong scaling performance

for decreasing spectral gap values. We see that in all scenarios, the subspace iteration per-

forms significantly worse than the block Lanczos implementations. Also, the bidiagonal

block Lanczos method significantly outperforms the other block Lanczos methods for all

BG/Q nodes. The block Lanczos implementation performance in particular suffers when

spectral gaps decrease. Another important point to note is that the performance of the

distributed block iterative methods decrease for increasing Blue Gene/Q nodes.

Number of Blue Gene/Q nodes
16 32 64 128 256 512

R
u

n
ti

m
e

 (
s

e
c

o
n

d
s

)

0

200

400

600

800

1000
Subspace Iteration(not converged)

Block Lanczos

Block Lanczos with restart

Bidiagonal Block Lanczos with Thick Restart

(a) Spectral gap 1e−2
Number of Blue Gene/Q nodes

16 32 64 128 256 512

R
u

n
ti

m
e

 (
s

e
c

o
n

d
s

)

0

200

400

600

800

1000
Subspace Iteration(not converged)

Block Lanczos

Block Lanczos with restart

Bidiagonal Block Lanczos with Thick Restart

(b) Spectral gap 1e−3
Number of Blue Gene/Q nodes

16 32 64 128 256 512

R
u

n
ti

m
e

 (
s

e
c

o
n

d
s

)

0

200

400

600

800

1000
Subspace Iteration(not converged)

Block Lanczos

Block Lanczos with restart

Bidiagonal Block Lanczos with Thick Restart

(c) Spectral gap 1e−4

Figure 4.4: Strong scaling in terms of runtime (seconds) as a function of increasing
Blue Gene/Q nodes for different spectral gap values
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Figure 4.5: Weak scaling in terms of runtime (seconds) as a function of increasing
Blue Gene/Q nodes for different spectral gap values

Weak Scaling The Weak scaling performance in terms of runtime is shown in Fig-

ures 4.5a, 4.5b & 4.5c for decreasing spectral gaps. As mentioned earlier, we evaluate

the weak scaling performance by starting off with a base matrix A ∈ R100,000×30,000 for

16 nodes and then double the row size for every doubling in the number of BG/Q nodes.
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As seen in the figures, the running time for all randomized block iterative methods includ-

ing the subspace iteration is fairly constant for increasing column sizes across increasing

BG/Q nodes. The subspace iteration does not converge for all spectral gaps for the sad-

dle point s = 1800 and hence exhibit significantly larger running times over the block

Lanczos variants.

4.4.2.3 Numerical Stability Evaluation

We evaluate our randomized block iterative methods to demonstrate the impact of

spectral gaps on convergence as captured by the per vector error (Eqn. 4.6) and the Frobe-

nius norm error (Eqn. 4.7). As mentioned earlier in Subsection 4.4.2.2, we choose the

block size p = 600 and set the saddle point s = 1800 to generate spectral characteristics

of the random matrix A for our numerical stability evaluations. We evaluate numerical

stability for A ∈ R100,000×30,000 generated with power as well as with exponential power

decays. Figures 4.6a, 4.6b & 4.6c show that the block Lanczos approaches converge quite

quickly as compared to the subspace iteration approach for the power spectral decay. The

subspace iteration in particular fails to converge (as mentioned earlier, the tolerance value

set for convergence was δ = 10−10) for spectral gap values 10−3 and 10−4. A very signifi-

cant observation seen in the convergence plots is that the block iterative methods converge

faster w.r.t. the Frobenius norm error as compared to the per-vector error. This is seen

in the case of the block Lanczos methods especially when the spectral gap is the least

i.e. γ = 10−4. Also, the restarted block Lanczos methods converge marginally faster

than the vanilla block Lanczos method for γ = 10−4. This highlights the efficacy of

the restarted block Lanczos methods in the presence of large spectral clusters with small

spectral gaps. Similarly, Figures 4.7a, 4.7b & 4.7c show rapid convergence of the block
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Figure 4.6: Numerical stability analysis for the Power spectral decay as a function
of number of iterations for different spectral gap values
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Lanczos approaches as compared to the subspace iteration approaches for the power spec-

tral decay. One important difference between the convergence of the block Lanczos ap-

proaches for the well-conditioned power decay matrix and the ill-conditioned exponential

decay matrix is that the restarted block Lanczos methods converge faster than the standard

Lanczos method for the well-conditioned matrix. However, as the matrix gets more ill-

conditioned, the standard block Lanczos catches up with the restarted method. However,

the time taken per iteration for the standard block Lanczos is still greater than that of the

restarted method. The convergence of the block methods are faster w.r.t. the Frobenius

norm error as compared to the per-vector error for the ill-conditioned exponential decay

matrix too similar to the power decay matrix.
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Figure 4.7: Numerical stability analysis for the Exponential spectral decay as a
function of number of iterations for different spectral gap values

4.4.3 Classification Using Kernel PCA

Kernel Principal Component Analysis (KPCA) is a popular non-linear extension of

PCA, which has been proposed for extracting non-linear patterns from data [78]. The

key idea is to map the data into a kernel-induced Hilbert space, where the inner product

between data points can be computed efficiently through the kernel evaluation. Given a

set of n examples, kernel PCA is obtained by computing an SVD of the kernel matrix

K ∈ Rn×n which takes O(n3) time, and hence is computationally expensive for large

datasets. However, for data analysis tasks like classification, instead of computing the

exact SVD we can compute a low rank approximation of the kernel matrix using random-

ized methods to obtain reasonably high accuracy. We describe the algorithm for large-

scale classification using our randomized block iterative framework below. As depicted

in Algorithm 7, given a training set X and a test set Xt, kernel PCA is implemented by
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Algorithm 7 Classification using Kernel PCA
1: Input: X ∈ RN×d training data set.
2: Xt ∈ RN ′×d test data set.
3: l ∈ RN×1 training label set.
4: lt ∈ RN ′×1 test label set.
5: k - Number of approximate top singular vectors.
6: k′ (·, ·) - kernel function.
7: c - Number of nearest neighbors.
8:
9: Output: e− classification error.

10:
11: Construct the training kernel matrix Ktr = k′ (X,X).
12: Center the training matrix as Kc

tr = Ktr −ΩKtr −KtrΩ + ΩKtrΩ where Ω ∈ RN×N is a matrix
with each entry as 1

N .
13: Compute the approximate singular vectors and values using the randomized SVD framework

[Ûk, Ŝk, V̂k] = randsvd(Kc
tr, k)

14: Construct the test kernel matrix Ktt = k′ (Xt,X) and the augmented kernel matrix Kaug = [Ktr; Ktt]
where Kaug ∈ R(N+N ′)×N .

15: Center the augmented matrix as Kc
aug = Kaug−Ω′Ktr−KaugΩ+Ω′KtrΩ where Ω′ ∈ R(N+N ′)×N

is a matrix with each entry as 1
N .

16: Project the top-k right vectors on the centered augmented matrix Kc
aug to get Zc

aug = Kc
aug · V̂k.

17: Construct the similarity matrix C = euclid dist
(
Zc

tr,Z
c
tt
)

where Zc
tr form the first N rows of

Zc
aug and Zc

tt form the subsequent N ′ rows.
18: Classify using k-NN as e = kNNClassify (C, l, lt, c).

constructing kernel matrices Ktr,Ktt using a kernel function k′ and then centering them

in the feature space. A low rank approximation of the centered training kernel matrix is

constructed using our randomized block iterative framework and the top-k singular vec-

tors are then projected on their centered feature space. We then construct a similarity

matrix between the projected training and test matrices respectively, which is then given

to a k nearest neighbors classifier (the number of nearest neighbors is indicated by the pa-

rameter c) that assigns the majority training label from the label set l based on the smallest

euclidean similarity distance. The number of mismatches gives the classification error for

our algorithm.

4.4.3.1 Empirical Evaluation

We evaluate our kernel PCA implementation on three datasets: the SUSY and

Covertype datasets from the UCI ML Repository [79] and a subset of 1M training

points and around 100, 000 test points from the mnist8m dataset called the MNIST1M

dataset. The characteristics of the datasets used for evaluations are described in Table 4.5.
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We use a gaussian kernel with the width set to γ = 10.0, the number of nearest neigh-

bors for our classifier c = 20 and in addition we also use a regularizer set to λ = 0.1.

The SUSY and Covertype datasets were evaluated on 256 BG/Q nodes whereas the

MNIST1M were evaluated on 1024 BG/Q nodes. Figures 4.8a, 4.8b and 4.8c show the

Table 4.5: Datasets used in Kernel PCA evaluation.

Data Set Number
of training
points

Number of
test points

Number of
classes

Size of aug-
mented kernel
matrix (in TB)

SUSY 500000 50189 2 2.0015
Covertype 522911 58101 7 2.2105
MNIST1M 1000000 112309 10 8.0931

training runtimes of the kernel PCA classifier for the SUSY, Covertype and MNIST1M

datasets for increasing values of the target rank k. We show the experimental results

only for the explicit restart version of the block Lanczos solver and not for the bidiagonal

block Lanczos with thick restart as the bidiagonal block Lanczos results mirror the ex-

plicit restart version for all datasets. We see that for almost all target ranks k, the block

Lanczos methods perform much better than subspace iteration solver. Further, while the

runtime for the subspace iteration increases linearly with increasing target rank, the block

Lanczos solver converges faster especially for the Covertype and MNIST1M datasets.

The runtimes for both the block Lanczos as well as block Lanczos with restarts are ap-

proximately the same for all datasets for all increasing values of k. This is because the

singular spectra of these matrices follow the “low-rank-plus-shift” distribution and in the

absence of small spectral gaps, the block iterative methods as well as their restarted vari-

ants converge rapidly. As seen from figures 4.8d, 4.8e and 4.8f, the classification error for

all the randomized implementations for every dataset drops sharply for increasing values

of k and stabilizes at k ≈ 50. Hence approximately 50 singular vectors suffice for the

chosen datasets with the “low-rank-plus-shift” structure. This stands in sharp contrast to

computing the exact SVD which is computationally infeasible for the current state-of-the-

art methods.
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Figure 4.8: Analysis of Runtime (top row) and Classification Error (bottom row) as
a function of increasing target approximation rank k

4.5 Conclusions
In this paper we proposed and demonstrated a highly scalable randomized block it-

erative framework for scalable low rank approximation in the presence of clustered spec-

tra with extremely small gaps. The methods based on the block Lanczos algorithm and

it’s variants outperform the block subspace iteration implementation both in runtime and

performance while exhibiting a high degree of accuracy. This is observed for the syn-

thetic matrices with clustered spectra as well as for real-life datasets with the “low-rank

plus shift” spectra.



CHAPTER 5
Large Scale Kernel Approximation for Faster Kernel Ridge

Regression

5.1 Introduction
Kernel methods are among the most effective learning techniques for solving many

problems in machine learning and statistics, that prominently include classification [53]

and regression [80]. At the core of most kernel methods is the idea that inner products in

high-dimensional feature spaces can be computed in an implicit form via a kernel function

k

k(x,x′) = 〈Φ(x),Φ(x′)〉 (5.1)

Here Φ : X → F is a non-linear feature map that maps the elements of the input domain

X ⊆ Rd into a high-dimensional feature space F . The key to kernel methods is that

although Φ(x) can be high-dimensional or even infinite-dimensional, their inner products

can be evaluated in an inexpensive manner just with access to the function k, called as the

“kernel trick”. The decision function f(x̃) on an example x̃ is then evaluated using the

kernel trick as follows

f(x̃) = 〈w,Φ(x̃)〉 =

〈
N∑
i=1

ciΦ(xi),Φ(x̃)

〉
=

N∑
i=1

cik(xi, x̃) (5.2)

The coefficients c1, c2, . . . , cN are typically derived from a convex optimization problem

that reduce computations to a linear system given by

(K + λIN)c = y (5.3)

This convex optimization problem in Eq. 5.3 is called as the kernel ridge regression

(KRR) problem where K ∈ RN×N is the kernel matrix or Gram matrix defined by

Kij ≡ k(xi,xj), c = [c1, c2, . . . , cN ]T and y = [y1, y2, . . . , yN ]T , the vector of labels.

81
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Solving Eq. 5.3 for large datasets using a direct approach requires O(N2) space to store

the Gram matrix, O(N2) kernel evaluations and O(N3) time to compute and invert K.

This makes direct approaches unappealing for large-scale problems. Another limitation

for direct kernel methods on large-scale datasets is that the number of nonzero ci increases

linearly [81], [82] as the training size increases.

To alleviate this computational inefficiency, several approaches have been proposed

to design approximate methods. The most well known approaches in this category are

random Fourier features [83], [84], [85] and the Nystrom method [86], [87], [88]. The

key difference between them is that while random Fourier features aim to approximate

the kernel function directly, the Nystrom method is designed to approximate the kernel

matrix. Recent work by Yang et. al. [89] theoretically showed superior performance of

the Nystrom method over random Fourier features. Hence the focus of our work is to

improve the efficiency of Nystrom based methods for kernel ridge regression.

The Nystrom method approximates the kernel matrix K by constructing a low-rank

approximation matrix K̃ using a subset of “landmark” data points [90]. Once s datapoints

are selected, K̃ takes O(Ns) space to store the Gram matrix, O(Ns) kernel evaluations

and O(Ns2) time to compute and invert K̃. There are several approaches to select the

landmark points in recent literature [91], [92]. Bach [93] showed that selecting the land-

mark points uniformly at random produces an ε-approximation of the KRR prediction un-

der strong regularity assumptions. However, for many datasets the “relative” importance

of points is non-uniform and for highly coherent kernel matrices, this may require select-

ing up to O(N) landmark points [94]. Subsequent research has focused on improving

performance via data-dependent sampling of landmarks that approximate the full Kernel

matrix more closely [95], [96]. This has converged to formulating the theoretical back-

ground of leverage-score based methods giving strong statistical guarantees [97], [98] for

kernel approximations. However, even these approaches require storing the entire kernel

matrix in memory and hence are computationally infeasible. The current approximation

schemes require strong conditions of either data “incoherence” [7], [99] or good condi-

tioning on K for improved performance and hence have limited practical impact [100].

Our work explores and builds upon the preconditioning approach constructed from

the Nystrom approximation of the kernel matrix. Cutajar et al. [101] recently discussed
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various preconditioning techniques for kernel matrices though it does not explore us-

ing Nystrom methods to approximately construct the preconditioner. Recent approaches

approximately construct the preconditioner using random projections [102], [103]. The

work most relevant to our approach based on preconditioning the Nystrom approximation

was recently proposed by Rudi et al. [104]. Rudi et al. construct a preconditioner using

random projections out of the Nystrom approximated kernel matrix and uses a conjugate-

gradient based iterative solver to compute the approximate solution. We explore ways

to construct the Nystrom approximation using an adaptive sampling approach based on

recent work by Calandriello [105] and then construct a preconditioner from the same to

solve the approximate problem. We present experimental results with large-scale high-

dimensional datasets and contrast them with other state-of-the-art approaches for kernel

ridge regression using kernel approximations.

5.2 Background
Notation Let A,B, . . . denote matrices and α,b, . . . denote column vectors. Given

a matrix A ∈ Rm×n, let ‖A‖2 = maxx 6=0
‖Ax‖2
‖x‖2

be the spectral norm and ‖A‖F =√∑m
i=1

∑n
j=1|a2ij| be the Frobenius norm. We denote the training set by

{(x1, y1), . . . , (xn, yn)} ∈ X × Y ⊆ Rd × R, where n in the size of the training set and

d their dimension. We denote the kernel function by k and the kernel matrix by K where

Kij = k(xi,xj). The ridge regularization parameter is denoted by λ and the number of

iterations required by the iterative solver is t. We outline the preliminary steps for the

basic FALKON algorithm beginning with the Nystrom approach for the KRR problem

and subsequently preconditioning for the Nystrom KRR in the following subsections.

5.2.1 Nystrom Approximation for the KRR Problem

The Nystrom approximation for the kernel ridge regression problem considers func-

tions of the form similar to Eq. 5.2, but uses only a subset ofM training points (also called

as landmark points) defined below.

fλ,M(x) =
M∑
i=1

α̃ik(x, x̃i) where {x̃1, . . . , x̃M} ⊆ {x1, . . . ,xn} (5.4)
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The corresponding linear system then becomes

Hα̃ = z, where H = KT
nMKnM + λnKMM , z = KT

nMy (5.5)

The kernel matrices KnM ∈ Rn×M and KMM ∈ RM×M are constructed by subsampling

the columns of Knn ∈ Rn×n using approaches which we detail in section 6.1.

5.2.2 Preconditioning for the Nystrom Approximation

The basic idea behind preconditioning is to use a suitable matrix B to define an

equivalent linear system with a better condition number. For example, an ideal choice for

the linear system in Eq. 5.3 is B where BBT = (K + λIN)−1 and BT (K + λIN)Bβ =

BTy. The solution for the KRR is then computed using α∗ = Bβ∗ where β∗ is the

solution of the previously defined problem.

The FALKON algorithm constructs a preconditioner as follows

BBT =
( n
M

K2
MM + λnKMM

)−1
(5.6)

It is an approximation of the preconditioning of the KRR problem defined in Eq. 5.5

(i.e. BBT =
(
KT
nMKnM + λnKMM

)−1
). The FALKON algorithm combines the above

preconditioning and solves the approximate problem using gradient descent given by

fλ,M,t(x) =
M∑
i=1

α̃t,ik(x, x̃i) with αt = Bβt and (5.7)

βk = βk−1 −
τ

n
BT
[
KT
nM(KnM(Bβk−1)− y) + λnKMM(Bβk−1)

]
(5.8)

where β0 = 0, 1 ≤ k ≤ t and where t is the number of iterations defined above. We

describe the FALKON algorithm below.

5.2.3 The FALKON Algorithm

The generalized FALKON algorithm proposed by [104] that deals with both non-

invertible as well as invertible approximate kernel matrices KMM and with different ap-

proaches to select Nystrom centers is given below (Algorithm 8). We refer the reader
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to follow specific details of the algorithm that includes the total computational costs and

memory requirements in the Rudi paper.

We wish to highlight one key question in the FALKON algorithm that was skipped

in the Algorithm description: how do we select the nystrom centers to construct the ker-

nel approximation using the select nystrom centers approach ? The FALKON

algorithm uses two sampling schemes: (i) Nystrom with uniform sampling. (ii) Nystrom

with approximate leverage scores. We focus on the Nystrom approximation constructed

with ridge leverage scores(RLS) for FALKON.

Algorithm 8 The FALKON algorithm [104].

1: Input: Training set {(x1, y1), . . . , (xn, yn)} ∈ X × Y ⊆ Rd × R,
2: Kernel function k (·, ·)
3: Importance (Leverage) scores I ∈ Rn,
4: Number of Nystrom landmark points M ,
5: regularization parameter λ > 0,
6: number of iterations t.
7: Output: Nystrom coefficients α according to Eq. (5.7).
8:
9: [CM×d,DM×M ] = select nystrom centers(X, I,M, n).

10: KMM = k(C,C).
11: T = chol(DKMMD + εMIM).
12: A = chol( 1

M
TTT + λIM).

13: r = A−1
(
T−1 ∗ knM times vector(k (·, ·) ,X,C,0M×1, 1

n
y)
)

14: β = conjgrad(A,T, λ, r, t)
15: α = T−1

(
A−1β

)
16: Return α

Algorithm 9 knM times vector(k (·, ·) ,X,C,u,v)

1: w = 0M×1; s = {0, d n
M

+ 1e, . . . , n}
2: for i = 1, 2, . . . , d n

M
e do

3: Kr = k (X (s[i] + 1 : s[i+ 1], :) ,C)
4: w = w + KT

r (Kru + v(s[i] + 1 : s[i+ 1], :))
5: end for
6: Return w

Alaoui and Mahoney [97] proposed a fast method to compute an approximation of

the exact RLS and showed that the accuracy was close to sampling scenario with the exact

RLS. However, their two-pass estimator require samplingO( nλε
γmin−nλε

) columns in the first-
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Algorithm 10 conjgrad(A,T, λ, r, t)

1: p = r; rsold = rT r; β = 0M×1
2: for i = 1, 2, . . . , t do
3: z =AT−1(TT−1(

1

n
knM times vector

(
k (·, ·) ,X,C,T−1(A−1p),0n×1

)
+ λA−1p))

4: a =
1

pTz
rsold

5: β = β + ap
6: r = r− az; rsnew = rT r
7: p = r + (rsnew/rsold) ∗ p
8: rsold = rsnew

9: end for

pass, where γmin is the minimum eigenvalue of kernel matrix. This quickly increases as

the minimum eigenvalue gets small. Recent work by Musco & Musco [106] solves this

by recursively approximating the RLS using half of the sample points at the beginning

of each recursive step. However for large scale datasets, their approach requires multiple

passes over the dataset and also is not parallelizable. We choose our landmark centers

based on a distributed approach proposed by Calandriello et al. [105] that adaptively

samples columns proportional to an approximate RLS using dictionary updates.

5.3 Evaluation
As a part of our preliminary analysis, we compare our distributed implementation

of the FALKON algorithm using Nystrom approximation with uniform sampling against

Avron’s implementation of random features using preconditioning [107] which we hence-

forth refer to as faster KRR. We evaluate this on the SUSY and Covertype datasets

from the UCI ML Repository [79] and the mnist dataset referred to as MNIST. We use

a gaussian kernel with the width set to γ = 10.0, the regularizer set to λ = 0.01, the

maximum number of iterations as 500 and the tolerance value for convergence as 1 ∗ e−8.
We set the number of random features to be the same as the number of Nystrom land-

mark centers. Figures 5.1b, 5.1c and 5.1a show the training runtimes of the FALKON

KRR using Nystrom approximation and the faster KRR using randomized feature maps

on the SUSY, Covertype and MNIST datasets for increasing number of features. We

observe that while the runtime for the FALKON KRR increases with increasing number
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Table 5.1: Datasets used in KRR evaluation.

Data Set Number of training
points

Number of test
points

Number of at-
tributes / classes

SUSY 500000 50189 18/2
Covertype 522911 58101 54/7
MNIST 60000 10000 784/10

of features, the runtime of faster KRR decreases rapidly especially for the Covertype

and SUSY datasets. This is because while the faster KRR converges rapidly with increas-

ing number of features, FALKON KRR fails to converge as number of features increase.

As seen from figures 5.1e, 5.1f and 5.1d, the classification error for faster KRR remains

approximately constant for increasing feature values, while the error for FALKON KRR

increases for increasing feature values on the SUSY and Covertype datasets.
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Figure 5.1: Analysis of Runtime (top row) and Classification Error (bottom row) as
a function of increasing number of features



CHAPTER 6
Future Work

In this chapter, we look at some of the future directions as a part of extending our thesis

proposal Randomized Algorithms for Mining Massive Matrices: Design & Implementa-

tion at Terascale and Beyond. Scalable Mining of massive datasets is still a challenging

and exciting problem for many application domains. There are several avenues of re-

search for extending our contributions which we list below.

• Adaptive sampling for Nystrom approximation using Ridge Leverage scores (RLS).

• Improving convergence analysis for restarted block Lanczos methods.

• Scalable implementations for Sparse Ridge Regression.

6.1 Distributed Adaptive Sampling for RLS Nystrom
One of the key challenges in constructing the Nystrom approximation is estimating

the importance of the columns to sample from the kernel matrix K. A common approach

is to selectM columns according to some probability distribution p and construct a dictio-

nary I = {(ij, k·,ij , p̃ij}mj=1. Given a dictionary I, the regularized Nystrom approximation

of K is obtained as K̃ = KS
(
STKS + λIM

)−1
STK where S ∈ Rn×M is the sampling

matrix defined as S = [(q̄p̃i1)
−1/2ei1 , . . . , (q̄p̃iM )−1/2eiM ], q̄ is a constant and λ is the reg-

ularizer. This accuracy of K̃ is dependent on the distribution p. Alaoui and Mahoney [97]

showed that sampling according to the λ-ridge leverage scores of K leads to an accurate

Nystrom approximation.

Definition 1 For any λ > 0, the λ-ridge leverage score of column i is defined as

lλi
def
= eTi K (K + λI)−1 ei (6.1)

This leads us to the following observation:
n∑
i=1

lλi = tr
(
K (K + λI)−1

)
. Furthermore,

88
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the effective dimension of the kernel is defined as dλeff =
n∑
i=1

lλi for the KRR problem with

regularization λ [108].

However as mentioned earlier, sampling according to the λ-ridge leverage scores of K

using [97] is quite inefficient. Calandriello et al. [105] proposed an incremental RLS-

based algorithm that processes the training set sequentially as described in the following

subsection.

6.1.1 Incremental RLS Using Sequential Sampling

The Incremental RLS uses sequential sampling to generate the Nystrom approxima-

tion by using sampling probabilities of the unnormalized estimates of the ridge leverage

scores. The algorithm uses a modified dictionary definition given by I = {(i, p̃i, qi)}i
where i index of training point xi, p̃i is its sampling probability and qi is the number

of copies of i. Adding a data point xt at step t of the sequential algorithm to the ker-

nel matrix can either decrease the importance of the points before or leave it unchanged,

and hence the RLS monotonically decreases at each step while the effective dimension

monotonically increases. The algorithm uses a two phase approach:

The EXPAND phase A new element xt is added to the dictionary It−1 to obtain a tem-

porary dictionary Ī with a sampling probability p̃t−1 = 1 and the number of copies

qt−1 = q̄, where q̄ is an algorithm parameter that tunes the complexity of the algo-

rithm.

The DICT-UPDATE phase The increase in space complexity due to additional copies

qt−1 of the dictionary element at step t leads to a shrink phase and a dictionary

update phase to reduce its size. This is done by using the following estimator to

compute the approximate RLS l̄λi given by

l̄λi =
1− ε
λ

(
ki,i − kTi S̄

(
S̄
T
KS̄ + λI

)−1
S̄
T
ki

)
(6.2)

where S̄ is the selection matrix associated with Ī, λ is the regularizer and ε the ac-

curacy parameter. The approximate RLSs are then used to define the new sampling
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probabilities as p̃t = min{l̄λi , p̃t−1}. For each element in Ī, the shrink phase draws

a sample from the binomial distribution B (p̃t/p̃t−1, qt−1).

We describe the DICT-UPDATE subroutine in Algorithm 11 below.

Algorithm 11 The DICT-UPDATE algorithm

1: Input: Dictionary Ī.
2: Output: Īt after t steps.
3:
4: for i = 1, 2, . . . , t do
5: if qt−1,i 6= 0 then
6: Compute l̄λt,i using Ī
7: Set p̃t,i = min{l̄λt,i, p̃t−1,i}
8: Set qt,i = B (p̃t,i/p̃t−1,i, qt−1,i)
9: else

10: p̃t,i = p̃t−1,i and qt,i = qt−1,i
11: end if
12: end for

We ask the reader to refer to Calandriello et al. [105] on details of the overall time

complexity and space complexity of the sequential sampling algorithm. We introduce

the distributed RLS sampling algorithm that improves the overall runtime by indepen-

dently constructing separate dictionaries in parallel and then merging them recursively to

construct the dictionary in the following subsection.

6.1.2 Distributed RLS Sampling

Distributed RLS sampling partitions the datasetD over k disjoint datasetsDi where

i ∈ 1, . . . , k and k dictionaries IDi
= {(j, p̃0,i = 1, q̃0,i = q̄) : j ∈ Di}. The dictionaries

IDi
are added to a dictionary collection S, and following any predefined merge tree,

these dictionaries are marged with DICT-MERGE. Given two input dictionaries ID and

ID′ , we combine them into a single dictionary I and then DICT-UPDATE is run on the

merged dictionaries to create an updated dictionary ID∪D′ , which is then placed back in

the dictionary collection S. The different branches can be easily parallelized as DICT-

MERGE does not need any information on the dictionaries in the rest of the tree. This
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also requires a new RLS estimator given by

l̄λID∪D′ ,i =
1− ε
λ

(
ki,i − kTi S̄

(
S̄
T
KS̄ + (1 + ε)λI

)−1
S̄
T
ki

)
(6.3)

where S̄ is the selection matrix associated with the temporary dictionary ID∪D′ . Given

ε-accurate dictionaries, the distributed sampling algorithm obtains α-accurate RLS es-

timates l̄λID∪D′ ,i that is used the resample all points in I and generate a new dictionary

ID,D′ . This is formalized in the following theorem that gives approximation and space

guarantees for every node of the merge tree.

Theorem 1 Let λ > 1 be the regularization factor, ε > 0 be the accuracy parameter and

0 < δ < 1 be the probability of failure. Given an arbitrary dataset D and a merge tree

structure of height k with parameters λ, ε, δ as inputs, the distributed RLS algorithm is

run with

q̄ =
39α log(2n/δ)

ε2

where α = 1+3ε
1−ε . Then with prob 1− δ, the algorithm generates a sequence of dictionary

collections {Sh}kh=1 such that each dictionary Ih,l ∈ Sh is ε-accurate and at any node l

of height h, the size of the dictionary is bounded as |Ih,l| ≤ 3q̄dλeff.

The total space and time complexity of the algorithm depend on the exact shape of

the merge tree. In the fully unbalanced tree with each leaf dataset containing a single

datapoint Di = {xi}, this reduces to merging with a new leaf dataset and no DICT-

MERGE operation can be carried out in parallel. Computing a solution in the fully un-

balanced case then takes O
(
ndλeff

3
q̄3
)

time complexity. On the other hand, for a fully

balanced tree with log(n) layers the time complexity to compute the final solution is only

O
(

log(n)dλeff
3
q̄3
)

. However the total time taken to compute the solution across all nodes

is
log(n)∑
h=1

n

2h
O
(
hdλeff

3
q̄3
)
≈ O

(
ndλeff

3
q̄3
)

. We describe the distributed RLS sampling al-

gorithm below in Algorithm 12. A detailed description of the proof sketch for space and

time complexity as well as the accuracy estimates is outlined in [105].
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Algorithm 12 The distributed RLS sampling algorithm
1: Input: Dataset D, parameters λ, ε, δ.
2: Output: ID.
3:
4: Partition D into disjoint datasets Di
5: Initialize IDi

= {(j, p̃0,i = 1, q̃0,i = q̄) : j ∈ Di
6: Build collection S1 = {IDi

}kh=1

7: for h = 1, 2, . . . , k − 1 do
8: if Sh > 1 then
9: Set Ī = ID ∪ ID′

10: ID,D′ = DICT-UPDATE
(
Ī
)

using Eq. 6.3
11: Place ID,D′ back in Sh+1

12: else
13: Sh+1 = Sh
14: end if
15: end for

6.2 Convergence Analysis for Restarted Block Lanczos Methods
Our implementation of the randomized block iterative methods demonstrated the

superior performance of restarted block Lanczos methods when the spectral gaps are ex-

tremely small. While there exists both gap-dependent as well as gap-independent analy-

sis for the block Lanczos methods, an interesting future direction would be to establish

both gap-dependent as well as gap-independent bounds for convergence of restarted block

Lanczos methods along the lines of [66]. A very interesting setting for randomized block

iterative methods is updating the truncated/rank-k SVD [109], [64] for streaming datasets.

Another interesting direction would be to explore the performance of our randomized im-

plementations on other multicore architectures like GPUs.

6.3 Scalable Implementation for Sparse Ridge Regression
A key drawback of our sparse ridge regression implementation using Blendenpik

is that it uses the dense Elemental QR solver to construct the preconditioner from a

sparse transform. Since dense factorizations on sparse inputs are highly inefficient (runs

in O(n3) time for a Rγn×n sampled matrix), one solution is implementing a sparse QR

solver within the Blendenpik framework. State-of-the-art sparse QR solvers are based on

Multifrontal factorization [110], [111] that are highly efficient (run in O(n2) time).
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APPENDIX A
Randomized Block Iterative Algorithms

A.1 Randomized Subspace Iteration

Algorithm 13 Randomized Power Iteration [13]
1: Input: A ∈ Rm×n matrix.
2: q - Number of iterations.
3: l ≥ k - oversampling parameter.
4: δ - tolerance value.
5: Π ∈ Rn×l random matrix.
6:
7: Output: Û ∈ Rm×k the top-k left singular vectors.
8:
9: Initialize δ̂0 = 0.

10: P = AΠ
11: for j = 1, 2, . . . , q do
12: if j > 1 then
13: Q = ATP
14: Q = qr(Q)
15: P = AQ
16: P = qr(P)
17: end if
18: K = P
19: T = KTA
20: Compute the SVD of T, T = ṼΣ̃W̃

T

21: Û = KṼk where Ṽk ∈ Rl×k, the first k vectors of Ṽ

22: δ̂j = maxi|∀i∈[1..k]

∣∣∣uT
i AATui − ûT

i AAT ûi

∣∣∣
23: δ̂ = |δ̂j − δ̂j−1|
24: if δ̂ ≤ δ then
25: Return Û ∈ Rm×k

26: end if
27:
28: end for
29: Return Û ∈ Rm×k

Supplemental check
to verify convergence

of per-vector error
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A.2 Randomized Block Lanczos

Algorithm 14 Randomized Block Lanczos [61]
1: Input: A ∈ Rm×n matrix.
2: q - number of iterations.
3: p ≥ k - block size.
4: δ - tolerance value.
5: Π ∈ Rn×p random matrix.
6:
7: Output: Û ∈ Rm×k the top-k left singular vectors.
8: P0 = AΠ
9: Initialize δ̂0 = 0.

10: for j = 1, 2, . . . , q − 1 do
11: Q = ATPj−1
12: Q = qr(Q)
13: Pj = AQ
14: Pj = qr(Pj)
15: K = [P0 P1 . . .Pj ]
16: K = qr(K) where K ∈ Rm×jp

17: Compute T = KTA

18: Compute the SVD of T, T = ṼΣ̃W̃
T

19: Û = KṼk where Ṽk ∈ Rjp×k, the first k vectors of Ṽ

20: δ̂j = maxi|∀i∈[1..k]

∣∣∣uT
i AATui − ûT

i AAT ûi

∣∣∣
21: δ̂ = |δ̂j − δ̂j−1|
22: if δ̂ ≤ δ then
23: Return Û ∈ Rm×k

24: end if
25:
26: end for
27: Return Û ∈ Rm×k

Supplemental check
to verify convergence

of per-vector error
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A.3 Randomized Block Lanczos with Explicit Restart

Algorithm 15 Randomized Block Lanczos with explicit restart [68]
1: Input: A ∈ Rm×n matrix.
2: q′ - number of iterations.
3: p ≥ k - block size.
4: r - number of restarts.
5: δ - tolerance value.
6: Π ∈ Rn×p random matrix.
7:
8: Output: Û ∈ Rm×k the top-k left singular vectors.
9: P0 = AΠ

10: for r = 1, 2, . . . , c do
11: Initialize δ̂0 = 0.
12: Initialize Ỹ = 0.
13: for j = 1, 2, . . . , q′ − 1 do
14: Q = ATPj−1
15: Q = qr(Q)
16: Pj = AQ
17: Pj = qr(Pj)
18: K = [P0 P1 . . .Pj ]
19: K = qr(K) where K ∈ Rm×jp

20: Compute T = KTA

21: Compute the SVD of T, T = ṼΣ̃W̃
T

22: Ỹ = KṼp where Ṽp ∈ Rjp×p, the first p vectors of Ṽ

23: Û = KṼk where Ṽk ∈ Rjp×k, the first k vectors of Ṽ
24: δ̂j = maxi|∀i∈[1..k]

∣∣∣uT
i AATui − ûT

i AAT ûi

∣∣∣
25: δ̂ = |δ̂j − δ̂j−1|
26: if δ̂ ≤ δ then
27: Return Û ∈ Rm×k

28: end if
29:
30: end for
31: P0 = Ỹ
32: end for
33: Return P0k as Û ∈ Rm×k where P0k ∈ Rm×k is the first k vectors of P0

Supplemental check
to verify convergence

of per-vector error
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A.4 Bidiagonal Block Lanczos with Thick-Restart
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Algorithm 16 Augmented Block Lanczos with thick restart (initialization phase) [76]
1: Input: A ∈ Rm×n matrix.
2: q′ - number of iterations.
3: r - number of restarts.
4: p ≥ k - block size.
5: δ - tolerance value.
6: Π ∈ Rn×p random matrix.
7:
8: Output: Û ∈ Rm×k the top-k left singular vectors .
9:

10: Set P1 ∈ Rn×p as the initial orthonormal block by orthonormalizing Π using QR.
11: Initialize δ̂0 = 0
12: Compute W = AP1

13: Q1S1 = qr(W)
14: for j = 1, 2, 3, . . . , q′ do
15: F = ATQj −PjSj

T

16: Reorthogonalization: F = F−Pjp(Pjp
TF)

17: if j ≤ q′ then
18: Pj+1Rj+1 = qr(F)

19: W = APj+1 −QjRj+1
T

20: Reorthogonalization: W = W −Qjp(Qjp
TW)

21: Qj+1Sj+1 = qr(W)

22: B =



S1 R2
T 0

S2 R3
T

. . . . . .

0 Sj−1 Rj
T

Sj


23: Compute the SVD of B, SVD(B) = X̃Σ̃Ỹ

T

24: Û = QX where Q ∈ Rm×jp = [Q1 Q2 Q3 . . .Qj ] and
25: X ∈ Rjp×k ←− the first-k block of X̃
26:
27: V̂ = PY where P ∈ Rn×jp = [P1 P2 P3 . . .Pj ] and
28: Y ∈ Rjp×k ←− the first-k block of Ỹ
29:
30: δ̂j = maxi|∀i∈[1..k]

∣∣∣uT
i AATui − ûT

i AAT ûi

∣∣∣
31: δ̂ = |δ̂j − δ̂j−1|
32: if δ̂ ≤ δ then
33: Return Û ∈ Rm×k

34: end if
35:
36: end if
37: end for

Supplemental check
to verify convergence

of per-vector error
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Algorithm 16 Augmented Block Lanczos with thick restart (restart phase) [76]
38: for r = 1, 2, 3, . . . , c do
39: Initialize δ̂0 = 0
40: for j = 1, 2, 3, . . . , q′ − 1 do
41: Compute W = APq′+j

42: Qq′+jSq′+j = qr(W)

43: F = ATQq′+j −Pq′+jSq′+j
T

44: Reorthogonalization: F = F−Pq′+jkp(Pq′+jkp
TF) where

45: Pq′+jkp = [V̂ Pq′+1 Pq′+2 . . . Pq′+j ] and
46: Pq′+jkp ∈ Rn×(k+jp) and Pq′+j ∈ Rn×p

47: if j ≤ q′ − 1 then
48: P(q′+j)+1R(q′+j)+1 = qr(F)

49: W = AP(q′+j)+1 −Q(q′+j)R(q′+j)+1
T

50: Reorthogonalization: W = W −Qq′+jkp(Qq′+jkp
TW) where

51: Qq′+jkp = [Û Qq′+1 Qq′+2 . . . Qq′+j ] and
52: Qq′+jkp ∈ Rm×(k+jp) and
53: Qq′+j ∈ Rm×p

54: Q(q′+j)+1S(q′+j)+1 = qr(W)
55: end if

56: B =



σ̃1 0 r̃1
T

. . .
... 0

σ̃k r̃k
T

Sq′+1 Rq′+2
T

Sq′+2
. . .

0 . . . Rq′+(j−1)
T

Sq′+(j−1)


57: Compute the SVD of B, SVD(B) = X̃Σ̃Ỹ

T

58: Uaug = QX where Q ∈ Rm×(k+jp) = [U Qq′+1 Qq′+2 . . . Qq′+j ] and
59: X ∈ R(k+jp)×k ←− the leftmost-k block of X̃
60: Vaug = PY where P ∈ Rn×(k+jp) = [V Pq′+1 Pq′+2 . . . Pq′+j ] and
61: Y ∈ R(k+jp)×k ←− the leftmost-k block of Ỹ
62: δ̂j = maxi|∀i∈[1..k]

∣∣∣uT
i AATui − ûT

i AAT ûi

∣∣∣
63: δ̂ = |δ̂j − δ̂j−1|
64: if δ̂ ≤ δ then
65: Return Û ∈ Rm×k

66: end if
67:
68: end for
69: Pq′+1 = P2q′ ; U = Uaug ; V = Vaug
70: end for
71: Return Û ∈ Rm×k
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