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ABSTRACT 

Online social media gained worldwide popularity during the first decade of this century, 

attracting attention from both industry and academia, with vast amounts of recorded written 

communication the primary reason for the interest. One pertinent use of such data is studying 

large-scale social processes, reflected in human communications over the Internet. This thesis 

uses online social media data to hindcast social processes inherent in collective behaviors in 

response to external events. Some research forecasts using social media data, with subjects of 

such forecasts including flu epidemics and election results. With few exceptions, such research 

uses observed patterns in data without addressing theoretical explanations. This thesis constructs 

hypotheses and measurements based on theoretical explanations of collective behaviors using a 

modeling framework informed by Emergent Norm Theory. Developed long before the Internet, 

the theory explains collective behaviors as a process of adoption of new social norms that 

emerge collectively in response to unanticipated or ambiguous events. New norms are 

propagated through norming acts, which take the form of verbal communication and non-verbal 

actions. Emergent norms also manifest in changes to extant communication patterns and roles in 

a collective. This study examines the applicability of Emergent Norm Theory to social media 

communications, with the primary hypothesis being that social media messaging in response to 

unexpected events is a norming act and thus indicates emergence of new norms that lead to 

collective behaviors. Another hypothesis is that the evolution of a social network observed in 

social media is a manifestation of a change to communication patterns and roles associated with 

emergent norms. Three empirical studies test these hypotheses using disparate aspects of online 

communications as measures of constructs associated with Emergent Norm Theory. The 

measures are then compared to observed behaviors. A study that predicts the value of charitable 
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donations uses aggregate measures of (1) the amount of communication and (2) social network 

structures to make predictions. Assessing social unrest, the second study uses temporal dynamics 

of the amount of communication to predict observed instances of protest. Also predicting social 

unrest, the third study uses temporal dynamics of social network structures, disregarding the 

content of communication, to predict occurrences of protest. This thesis demonstrates three 

approaches to predicting collective behaviors using social media data, informed by theoretical 

studies of collective behavior. Results suggest that Emergent Norm Theory applies to studying 

collective behaviors using social media as data sources, providing insights into the role of social 

networks in propagation of collective behaviors. It also suggests implications for theories that 

explain collective behaviors in the context of online social media. Results and the methods used 

to obtain them are of practical use in topics such as emergency response management, public 

safety, and other public services. 
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 INTRODUCTION 

Technological progress and evolution of information channels provides researchers with 

new sources of natural data for analysis of human behaviors, and computational social science 

[1] uses new, multi-directional communication platforms such as social media to study them. 

Using social media communications, this thesis demonstrates a multi-disciplinary approach to 

studying collective behaviors in the context of extreme events, the purpose of which is to explore 

online social media as sensors of emerging collective behaviors. It predicts collective behaviors 

using social media and other online content as sources of information. This study identifies 

antecedents to behaviors assessed in extant literature, developing methods to detect them in 

social media communications and demonstrating that predictions made using such methods 

match observed behaviors. This study is not concerned with the role of social media in the spread 

of behaviors but viewing them as a channel of communication. To achieve this goal, three 

questions are addressed: (1) What are the antecedents of collective behaviors, (2) How are they 

expressed in social media communications, and (3) Are such expressions consistent with 

observed behaviors? The motivation behind this study is described from theoretical, 

methodological, and practical viewpoints. 

The theoretical motivation is to assess applicability of extant theories of collective 

behavior in the context of online communications. The methodological motivation is to enable 

social media as a resource for scientific research. Social media have gained global popularity and 

reach during the last decade; as of 2016, 4.2 billion social media users were active worldwide 

each month, more than a half of the world population [2]. More importantly, users generated the 

content themselves, rather than passively consuming it. Social media offers researchers access to 

a much broader population than traditional social science methods do, and this resource provides 
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opportunities to employ unobtrusive research methods that do not involve direct surveys or 

manipulations. Examples of collective behaviors include various forms of disaster responses by a 

population, spontaneous mass gatherings of people (e.g., protests), unanticipated behaviors of a 

crowd during such gatherings, and following of fads and fashions. Thus, forecasting collective 

behaviors is interesting to decisionmakers in areas such as public infrastructure management, 

public safety, emergency response management, and the manufacture and retail of consumer 

goods. This constitutes the practical motivation for this study, which focuses on use of social 

media in two contexts—natural disaster response by the public and social unrest. Features 

common to these scenarios include both constituting emergencies and involving collective 

actions—participation or response. Thus, practical motivations for this study are described 

further in the context of each. 

 Structure of the Document 

This thesis comprises three studies that predict collective behaviors using social media 

data. A background of the research domain appears in Chapter 2, introducing online social 

media, theories of collective behaviors, research areas of social media analytics and social 

network analysis, and concepts and methodologies common to all studies. The framework of 

empirical studies based on Emergent Norm Theory [3] is also introduced. Chapter 3 presents the 

first study, which predicts charitable donations using social media communications. Results 

suggest that the volume of social media activity before and after Hurricane Sandy (2012) predicts 

disaster relief donations. A comparison with donations in the absence of an emergency suggests 

that these are predicted better by traditional factors such as demographics. Findings suggest that 

social media messaging predicts collective behaviors, and social media analytics are more 

suitable for studying responses to unanticipated events versus routine behaviors. 
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Chapter 4 hindcasts social unrest using social media by assessing social media 

communications before, during, and after 2015 protests in Baltimore, MD. This study presents a 

method to detect signs of mobilization [4] in social media communications. Temporal dynamics 

of mobilization are used to estimate probabilities of protests in areas on a given date. This study 

suggests a method of identifying salient topics in social media that does not rely on subjective 

judgements such as human-selected keywords. Results suggest that temporal dynamics of social 

media communications predict collective behaviors. Chapter 5 presents a study on social unrest, 

assessing social media communications during the 2016 U.S. Presidential Election and protests 

that followed announcement of results. This study predicts protests using dynamics of social 

network structure. Merging approaches from Chapters 4 and 5 reveals a complex relationship 

among social network, mobilization, and protests. Chapter 6 comprises conclusions on the 

applicability of the proposed framework for research on collective behaviors using social media, 

describing the practical value of suggested methods and results. It also discusses challenges for 

future researchers arising from this thesis.  

 Contributions 

The primary contributions of this thesis are theoretical, methodological, and practical. 

Proposed models of collective behavior, expressed in social media communications, represent 

theoretical contributions. Use of these models to demonstrate the capabilities of social media as a 

source of data constitutes a methodological contribution. The practicality of this study lies in 

methods developed to predict collective behaviors and proposed implications for decision-

making for emergency response, public safety and other services. Contributions described in 

Chapter 3 include (1) a method of predicting the value of charitable donations based on social 

media communications (i.e., methodological and practical), and (2) confirmation of the role of 
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trigger events in collective behaviors (i.e., theoretical and practical). Chapter 4 provides (3) a 

method of identifying salient topics in social media communication, which eliminates subjective 

choices such as keywords (i.e., methodological), and presents (5) a method of identifying and 

quantifying mobilization [4] in social media (i.e., methodological). Results suggest that 

mobilization (5) is an antecedent of protests (i.e., theoretical), providing (6) a method of 

estimating the probability of a protest (i.e., methodological and practical). Chapter 5 presents (7) 

a means of predicting a protest based on social network evolution (i.e., methodological and 

practical), (8) revealing complex relationships among social networks, mobilization, and protests 

(i.e., theoretical). Combined, the three studies (9) offer three approaches to predict collective 

behaviors using social media data, which can be used as mutual alternatives (i.e., methodological 

and practical), posing (10) challenges for future research. The theoretical contribution of this 

thesis is (1) a framework for studying collective behaviors using social media data based on 

Emergent Norm Theory [3]. This thesis also suggests implications of a theory that explains 

collective behaviors in the context of social media communications. 
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 DOMAIN BACKGROUND 

 Collective Behavior 

Collective behaviors are traditionally characterized in sociology as processes that occur 

spontaneously and do not reflect the established social structure [3], taking various forms such as 

fads, riots, and flashmobs. Turner and Killian [3] argue that collective behaviors emerge most 

commonly as responses to extreme events or disasters. Three broad ways to understand 

collective behaviors are described by [5]—collective behaviors as aroused emotion, adaptive 

responses, and responses to social strains. The first represents the most spontaneous cases of 

collective behaviors, guided by extreme emotions and distorting rational thinking and 

participants’ critical abilities [5]. The second characterizes collective behaviors as emergent 

behaviors in response to new and ambiguous situations, and dealing with them absent norms and 

expectations [3], [5]. The third suggests that collective behaviors are responses to social strains, 

or new and unexpected situations. However, in this case, there might exist clear attitudes 

regarding the situation and understanding how to deal with it. Social strains represent 

breakdowns in social structures, which include disasters, both physical and economic, and value 

conflicts [5]. In the current study, which is set in the context of Internet communications, this 

definition of collective behavior—responses to social strains—is most applicable. The aroused-

emotion definition implies a physical crowd, and the adaptive response approach involves 

responses to long-term processes rather than identifiable events. 

Existing literature [5] describes 6 categories or types of collective behaviors—responses 

to problems with social systems, emerging undifferentiated groups, communication processes, 
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social interactions and influence, group emotions, and behaviors outside of traditional culture. In 

the context of using social media to study collective behaviors, the first four are apply. Problems 

with social systems include studies of protests and major disasters, groups of protesters or 

improvised disaster response groups fall under the undifferentiated groups category, and online 

social media are a communication channel through which social influences spread. This thesis 

assesses two collective behaviors—charitable donations in response to a disaster and protests. 

Communications across social media, which according to the classification above represent 

collective behaviors, are hypothesized to predict such physical behaviors. Miller [5] discusses 

three problems during research of collective behaviors—studying unanticipated events, crowds, 

and behaviors under controlled conditions. Assessing protests and a disaster, this thesis falls 

under the first category. However, since social media represent crowds, it also falls under the 

second category. Since social media studies use naturally occurring data, there is little room for 

manipulations with environment variables, and thus controlled studies are nearly impossible. 

Several methods are used to study collective behaviors in sociology, including historical 

material, surveys, and direct observation [5]. Surveys are difficult during studies involving social 

media data, and thus this thesis uses a combination of two other methods. Historical data on 

social media communications and observed collective behaviors are used across three empirical 

studies to emulate direct observation.  

Several theories explain collective behaviors, and among the most influential are Social 

Contagion Theory (or Mass Hysteria), Emergent Norm Theory, and Value Added Theory [5]. 

Introduced by Gustave Le Bon in 1895 [5], Social Contagion Theory explains collective 

behaviors using contagious mental unity and crowd mind. The theory suggests that being part of 

a crowd overrides an individual’s rational and critical thinking. Value Added Theory [6] views 
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collective behaviors as efforts to change or reorganize society and its norms. Emergent Norm 

Theory [3] characterizes collective behaviors in terms of abiding to norms that emerge in a 

group. In cases in which a group encounters an unanticipated or ambiguous situation, such norms 

emerge in the group. Research demonstrates the possibility of measuring and studying social 

norms using social media communications [7], [8]. This thesis does not follow their approaches 

directly but suggests that norms that emerge in response to unanticipated events can be captured 

in social media communications. 

2.1.1 Emergent Norm Theory 

Emergent Norm Theory [3] suggests the influence of a group over an individual through 

normative constraint rather than contagious mental unity. Since uniformity of behaviors and 

attitudes is rarely observed in crowds, various motives for participation in collective behaviors 

and attitudes coexist in the same group. Behaviors in a group are guided by norming acts, which 

take non-verbal and verbal forms. The latter statement makes the theory applicable in the context 

of social media since social media are primarily channels of verbal communication. The theory 

also suggests that when a group encounters a novel or unanticipated situation, emerging norms 

manifest in roles and communication patterns that did not exist prior to the event. According to 

Turner and Killian (1957), personal motivations are retained when participating in collective 

behaviors. Statements of such personal motivations, beliefs, and attitudes have been used as 

measures of tendency to participate in collective actions [5]. Thus, according to Emergent Norm 

Theory, a crowd does not necessarily override individual motivations and rational reasoning. 

New norms emerge through milling and keynoting, the latter of which consists of searching for 

responses appropriate to an event, and during the former process, shared understanding of the 

situation emerges [8]. Since both processes require verbal communication, they are observable in 
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social media. The framework of this thesis is therefore Emergent Norm Theory, using social 

media communications as measures of tendencies to donate to disaster reliefs or participate in 

protests. 

 Social Network and Collective Behavior 

A social network is a representation of relationships among entities. The most common 

representation of a social network is a graph, in which vertices represent entities (or actors) and 

edges capture relationships among them [9]. Examples of such relationships are friendships, 

scientific collaborations, and following in social media. Such representations enable modeling of 

various aspects of social networks, such as their evolution, actor influence, and information flow. 

Information propagation literature on social networks traditionally addresses how decisions made 

by nodes in a network affect network dynamics [10]–[12]. Primary contexts of such studies 

include disease epidemics [13], product adoption [14], and social influence [15]–[17]. Research 

also assesses optimal seeding of networks through initial adopters [18]–[20]. The structure of a 

network (e.g., small-world, preferential attachment, and Erdős–Rényi) often makes a significant 

difference [21]. Some researchers are interested in the effects of passivity on user influence [22], 

with many Twitter users having largely passive followings. Passivity leads to a two-step flow of 

information [23], originating with a small number of users but passing through intermediaries. 

Portions of this thesis contribute to information propagation literature. 

One commonly cited study that assesses diffusion of collective behaviors in social 

networks is from Centola and Macy [24], a paper that introduces the widely accepted view of 

diffusion of collective behaviors as a complex contagion that requires reinforcement, discussing 

the role of weak ties during such diffusion. The authors conclude that network structures, which 



9 

 

are good for information dissemination, are often unsuitable for diffusion of behaviors based on 

that information. Centola demonstrates that the spread of behaviors is more efficient in highly 

clustered networks [25]. Gould [26] shows that the effects of structural properties of a social 

network, such as size and density, on collective behaviors vary dramatically depending on 

structural positions of those who contribute to the diffusion. The conditional nature of the 

influence of structural properties in a social network on the spread of behaviors is also 

considered in [27], which demonstrates that increasing the density of a social network by adding 

ties leads to disparate outcomes in terms of the diffusion of behaviors under varying conditions. 

In the context of Emergent Norm Theory, evolution of a social network in response to events is 

indicative of emerging collective behaviors, as [3] suggests, and can therefore be used to capture 

responses to unanticipated events, the topic of this thesis. 

 Online Social Media 

Online social media emerged during the 2000s and gained worldwide popularity soon 

after. Social media websites with disparate flavors and specialties exist, such as LinkedIn 

(professional networking), Twitter (short text messaging), and Instagram (visual media sharing). 

Distinctive features of social media include user-generated content and connections among users, 

forming social networks. A social network can be symmetrical (e.g., Facebook) or asymmetrical 

(e.g., Twitter), depending on whether connections are automatically reciprocated. The global 

popularity of social media sites attained by 2010 attracted attention not only as communication 

platforms, but large sources of data for marketing at first and research later. The unique feature 

of social media as a source of data is historical records of written interactions among large 

numbers of people. Research addresses extraction and structuring of available information in 

social media [1]. Of various social media websites, Twitter is popular among researchers due to 
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the availability of much data that can be collected while an event unfolds. Approaches to 

extracting information from Twitter can be found, for example, in [28] and [29]. Researchers 

who take advantage of these technologies assess public responses to extreme events [30]–[32], 

modeling human behaviors [7], [33]–[35], and forecasting actions [33]–[35], attitudes [36], and 

election results [37]. Using information in social media to forecast important societal events has 

been explored in several domains, including Google's flu trends project [38] and the US IARPA 

Open Source Indicators' program [39]. Information obtained by analyzing social media data fall 

into four categories: 

• Content, the information communicated; 

• Social networks, who communicates the information, their connections, and what 

information is propagated or receives responses; 

• Location, the information about the locations of those who create content, which 

can be provided by users or inferred; 

• Time, every social media message has a time label that allows following 

development of communications and analyzing their temporal dynamics. 

Literature on social media in the context of natural disasters and social unrest is reviewed 

in subsequent chapters. In the context of Emergent Norm Theory, information that can be 

extracted from social media enables: 

• Identification of cohesive groups; 

• Grouping of individuals by location; 

• Measuring the volume of communications relevant to a topic; 

• Reconstruction of the underlying social network. 
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Such information captures verbal communications and communication patterns of 

individuals in groups, and Norm Theory assesses the tendency to participate in collective 

behaviors. Research assesses Emergent Norm Theory in the context of online social media, 

focusing on formation of emergent norms rather than behaviors. Tahmasbi [8] investigates norm 

formation in online crowds in the context of Twitter communications during the Arab Spring 

events, assessing emergence of recurring behaviors, such as posting messages and retweeting 

online, as the first step of norm formation. Results suggest that peaks in recurrent behaviors 

correspond to events during the Egyptian revolution. Other authors [40] revisit the theory to 

propose a framework for classification of Twitter messages, also in the context of the Egyptian 

Revolution of 2011. Both studies assess norms rather than resulting behaviors. Empirical studies 

do not explicitly examine social media activities that precede observed behaviors. This thesis 

uses Emergent Norm Theory to predict collective behaviors by considering emergence of 

antecedents of collective behaviors prior to their occurrence. Using data obtained after events has 

been a shortcoming in Emergent Norm Theory literature [8], but using social media data enables 

analysis of communications that precede collective behaviors, thus alleviating the shortcoming. 

 Information Retrieval and Processing in Twitter 

2.4.1 Obtaining Twitter Messages 

Researchers favor Twitter as a source of social media data for several reasons. Twitter is 

open; no mechanism restricts the visibility of messages. It also has a publicly available interface 

for data collection, and messages are limited to 140 characters, making analysis of content 

computationally simple. Two mechanisms allow obtaining data from Twitter—using a public 

search interface and purchasing data. The public interface has limitations; data are sampled 
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according to a complex set of rules, which normally results in about 1% of messages matching 

the query. Another limitation is that historical data are unavailable through the interface. The 

limitation of data purchases is the cost, which depends on the volume and complexity of the 

query. Data for the current studies were obtained using both mechanisms. Data from the Twitter 

Streaming API includes a range of attributes, such as author’s unique ID, time when a message 

was created, profile text of the user when a message was sent, hashtags included in a message, 

and geographic information if allowed by a user. 

2.4.2 Assigning Geographic Location to Twitter Messages 

To perform cross-sectional analyses, geographic regions (e.g., United States and cities) 

represent independent social networks, recognizing possible crosstalk among states and cities. 

Twitter's public API provides limited geographic information for messages, available only if a 

user’s settings permit it. This causes the need to infer message location based on properties of a 

message and the author’s profile [28]. Software [41] was used to infer authors’ locations in Study 

3. Twitter data used in Studies 4 and 5 came with locations already assigned whenever possible. 

 Summary 

This chapter presents the domain for the studies that follow. Online social media, social 

networks, and collective behaviors that are common to all of the studies have been introduced, 

and broad research has been reviewed. Literature is reviewed in chapters that describe each 

study. This chapter also highlights obtaining data from Twitter, used as a data source throughout 

subsequent chapters. The review above identifies the framework used in the following studies, 

which predict collective behaviors based on Emergent Norm Theory [3], summarized in Figure 

2.1. 
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Figure 2.1: Framework of empirical studies 

Emergent Norm Theory [3] suggests that the tendency to participate in collective 

behaviors manifests in norming acts that include verbal communication and changes to 

communication patterns in a group in response to novel or ambiguous situations. Social media 

data can be used to measure both verbal communication (i.e., volume or temporal dynamics) and 

communication patterns (i.e., social network evolution). The types of behaviors chosen for study 

(i.e., charitable donations and protests) can be observed, and historical data of protests in the 

United States and donations to Hurricane Sandy relief are available. Reports of protests (a binary 

variable) are used as a measure of protest behaviors, and the monetary value of donations is used 

as a measure of donor behaviors. Based on Emergent Norm Theory, verbal communications and 

their patterns are hypothesized to associate with observed behaviors. Each study that follows was 

designed to test this overarching hypothesis using combinations of measures discussed above. 

Individual hypotheses relevant to each of the studies are stated in subsequent chapters.  
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 PREDICTING CHARITABLE DONATIONS USING THE 

AMOUNT OF SOCIAL MEDIA COMMUNICATIONS 

 Introduction 

The aftermath of a disaster typically results in complex social and humanitarian 

responses. One challenge that humanitarian agencies face is predicting the flow of donations 

from thousands of individuals and institutions to plan relief efforts [42]. The emergence of social 

media as a source of real-time information regarding a large segment of the population provides 

a solution. Significant general interest exists in using social media to forecast momentous 

societal events [43]. It might even be possible to affect outcomes using social influences and 

homophily to spread messages and ideas in social networks [15]. However, forecasting actions 

from social media presents unique challenges that demand development and validation of new 

models. This study predicts the value of charitable donations to natural disaster responses based 

on social media communications. 

 Donor Behavior 

Donor behaviors consist of voluntary provision of time, money, and goods to a cause, without 

the intention of profiting [44], [45]. Particularly salient is research on who chooses to donate and 

why, both generally [45], [46] and specifically for disaster relief [47]. Bekkers and Wiepking 

[46] review extant research on donor behaviors, systemizing various studies on the phenomenon. 

Their review presents drivers of donation behaviors: (i) awareness of a need, (ii) solicitation (i.e., 

                                                 
Portions of this chapter previously appeared as: R. Korolov, J. Peabody, A. Lavoie, S. Das, M. Magdon-

Ismail, and W. Wallace, “Actions are louder than words in social media,” in Proc. 2015 IEEE/ACM Int. Conf. 

Advances in Social Netw. Anal. and Mining (ASONAM 2015), Paris, France, Aug. 25 - 28, 2015, 2015, pp. 292–297. 

This chapter previously appeared as: R. Korolov, J. Peabody, A. Lavoie, S. Das, M. Magdon-Ismail, and 

W. Wallace, “Predicting charitable donations using social media,” Soc. Netw. Anal. Min., vol. 6, Dec. 2016, Art. no. 

31. 
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exposure to requests for help), (iii) costs and benefits (i.e., the tradeoff between donation size 

and satisfaction attained from the act), (iv) altruism (i.e., attitudes), (v) reputation (i.e., including 

social pressure), (vi) psychological benefits (i.e., self-image and -esteem), (vii) personal values, 

and (viii) efficacy (i.e., the expectation that an individual’s actions can make a difference to a 

cause). These factors coexist and influence each another [46]. Extant research focuses on 

individual factors separately, but no theory incorporates all relevant factors. 

Destro and Holguín-Veras (2011) study donations in the aftermath of Hurricane Katrina 

as a function of demographics, a unique study that addresses donations following a natural 

disaster. Other researchers distinguish spontaneous and planned donations [49], and donations 

for relief and general donations [50], [51]. Research from [50] introduces exposure to 

information as an influencer of relief donations. Evidence suggests that corporate donations are 

higher from firms located closer to a disaster site, possibly because such firms feel a greater 

sense of responsibility when a disaster is closer to home [52]. One goal of donation behavior 

research is predicting donation flows that help relief agencies manage recovery [42]. In contrast 

to demographic indicators, social media offers the potential to forecast expected donations from 

individuals; a successful method based on social media data would offer great value to disaster 

response. 

 Broadcast - Action Model 

This section describes the Broadcast-Action Model, introduced in [33], [34]. The model 

suggests a relationship between the amount of verbal communication about a behavior that 

propagates through social networks and observed behaviors. Conjecture for the model that links 

social media communications to real-life actions includes: 
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The magnitude of action A scales superlinearly with the magnitude of broadcasts B, with 

scaling exponent ≈2. 

Consider a context with N users. A user is loud with probability ℓ and receptive with 

probability r (a user can be both loud and receptive). A user is loud independently of whether she 

is receptive. A portion b of loud users sends messages about an action, which is observed, so the 

expected number of broadcasts about the action is 

 B=bℓN. (1) 

Each message from a loud user is received by all followers of that user, including the loud user 

himself. Suppose that each loud user who sends messages has number of followers F 

proportional to N, so  

 F=αN, (2) 

and these follower-sets are disjoint. The total number of followers who receive a message is then 

 bℓNF=αbℓN2. (3) 

A portion r of these followers is receptive. Assume that each receptive user who receives the 

broadcast will act. The number of actions is then 

 A=rαbℓN2. (4) 

Since 

 N2=B2/b2ℓ2, (5) 

 A=λB2, where λ=rα/bℓ. (6) 
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It is helpful to isolate essential components that led to this result: 

1) Broadcasters have influence sets proportional to the number of broadcasters; 

2) Influence sets are disjoint; 

3) A portion of those influenced will donate. 

This result is independent of the details of the model, provided basic assumptions hold. 

The second assumption is interesting and requires that the influence sets not be too large. When 

the influence sets are large, a receptive user might receive multiple broadcasts, and if a receptive 

user acts with a probability proportional to the number of broadcast messages she gets, the result 

still holds, but this might be slightly unrealistic due to diminishing returns with respect to the 

number of messages received. This would result in sub-quadratic scaling of A with B. The 

specific models are described below. 

Random Seed Model 

The directed graph G=(V,E) represents the social media network, with vertices encoding 

actors and (directed) edges representing the follower relationship. For an actor vi∈V, Ni is the 

neighborhood of actors it is following and the (out)-degree of vi is denoted 

 δi=|Ni|. (7) 

Self-edges are allowed, which means that a node can hear itself. B* is a set of initial nodes 

selected independently and uniformly at random. Set B* contains loud actors who tweet about the 

action. 

 B=|B*|, P[vi∈B*]=p, (8) 

and 
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 E[B]=Np. (9) 

The neighborhood of B*, denoted N(B*), is the set of nodes that link with set B*. The set of nodes 

influenced by B*, denoted I(B*) (when the context is clear, just I), is the set of nodes influenced 

by the initial broadcast messages started from B*. Consider three models of influence (or 

contagion): 

Contact: Every node that hears a message to act is influenced, 

 I=N(B*) (10) 

 

(since self-edges are allowed, a node can be in its own neighborhood and hear itself), and 

 P[vi∈I]=1−(1−p)δi.  (11) 

The formula follows because there are δi nodes in vi’s neighborhood that can contact vi. Each 

neighbor is independently put into B* with probability p, and, vi is influenced if at least one of its 

δi neighbors is in B*. 

Excitation: Each message a node hears has probability α to excite the node into action. 

The node acts if any one of the messages excites it into action. Each potential influencer of vi 

excites vi with probability αp. Thus: 

 P[vi∈I] =1−(1−αp)δi.  

 

(12) 
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This model is the contact model with p replaced by αp; with probability αp, the neighbor 

is in the set of initial nodes and sends a message to vi that excites vi into action. Although the 

process of the Excitation model is different from the Contact model, the mathematical form is 

similar with a simple change of parameters. Thus, in the remainder of the chapter, only the 

Contact model is considered, though applicable to Excitation. 

Proportionate: A node is excited into action with probability proportional to the number 

of messages it receives. ki is the number of nodes in vi’s neighborhood that are broadcast seeds, 

which equals the number of messages vi gets. ki is a binomial random variable, 

 P[ki]=δkip
ki(1−p)δi−ki,  (13) 

and 

 P[ki]=δkip
ki(1−p)δi−ki,  (14) 

Therefore: 

 

P[vi∈I]= 
ki=0

δi
 P[vi∈I |ki]P[ki]= β 

ki=0

δi
 kiδikip

ki(1−p)δi−ki=βpδi . (15) 

Assume some portion of the influence set acts, so the number of actions A∝|I|. To understand 

how the number of actions observed depends on the number of messages B, the dependence of |I| 

on B is computed. Dynamics of the message propagation are ignored since the goal is to predict 

aggregate behaviors from aggregate observed chatter. Analysis of these models for other types of 

graphs yields the following results. For the Proportionate Action Model in an Erdős-Rényi social 

network with sparsity parameter γ and initial seed probability p∝|V|−ξ, where 0<ξ≤1 and ξ=1 
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means a constant number of nodes is seeded and ξ=0 means a constant portion of nodes is 

seeded, the scaling law is:  

 E[A]∝E[B]1+γ/(1−ξ). (16) 

For the special case of a constant edge probability, γ=1 (i.e., dense graphs), and a constant 

portion of nodes is seeded, ξ=0, the scaling law is quadratic. 

For the Proportionate Action Model in a power-law graph with parameters (k1,q) (i.e., 

the number of nodes of degree 1 and the scaling exponent) and initial seed probability p∝|V|−ξ, 

the scaling law is: 

 E[A]∝E[B]γ, (17) 

where 

 
γ=1+ 

log(ζ(q−1)/ζ(q))

(1−ξ)log(k1ζ(q))
.  (18) 

As an example, for k1=1000 (1,000 nodes of degree 1), plot the scaling exponent γ versus the 

power-law decay parameter q for the case ξ=0. 
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Figure 3.1: Power-law decay parameter versus the scaling exponent for ξ=0 

Figure 3.1 shows that when the power-law decay parameter is close to 2, scaling 

exponent γ is also close to 2 (i.e., quadratic scaling). For the Contact model with seed probability 

p∝|V|−ξ with ξ>0, asymptotically in |V|, the scaling law is 

 E[A]∝E[B]γ, (19) 

where γ is the same scaling exponent obtained for the Proportionate model. Thus, for a variety of 

theoretical contagion models in disparate social network models, the scaling is superlinear and 

the scaling exponent γ≈2. The scaling exponent is controlled almost entirely by the degree 

distribution of a social network. These results provide a theoretical basis for understanding the 

relationship between what is advertised on social media and acts that follow. For example, if 

used to estimate the extent of the Arab-spring demonstrations based on social media activity, 

these models predict that if social media activity doubles, demonstration activity nearly 

quadruples. 
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 Empirical Studies 

The following study provides empirical validation of the Broadcast–Action Model, in 

which the relationship between social media chatter and real-world actions is modeled explicitly. 

A general theoretical model of social media with an (asymmetrical) follower structure, such as 

Twitter, is presented. The network is assumed to comprise loud users who broadcast actions on 

social media, and quiet users who are passive regarding use of social media [22]. Only messages 

from loud users can be observed, and the model relates observed chatter with expected actions in 

various models of influence and network structures. For example, if there are a thousand tweets 

from New York related to donating in the aftermath of Hurricane Sandy, and five hundred tweets 

from Pennsylvania, how would expected donations from the two states scale relative to each 

other? The Broadcast–Action model suggests that for several assumptions regarding how 

influence propagates and how the graph is structured, scaling between messages in social media 

and actions in the real world is superlinear, indicating that a simple proportional model is flawed. 

For several of these models and under standard assumptions, the scaling exponent should be 

close to quadratic. Model predictions are tested using data gathered in the aftermath of Hurricane 

Sandy—tweets relevant to the disaster and a dataset of donation values categorized by state. The 

model is additionally tested in a scenario with no emergency. Theoretical and empirical evidence 

to support three hypotheses include: 

1) Observed actions relate to social media activity through social network amplification, 

with theoretical and empirical results suggesting quadratic amplification. 
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2) Social media activity captures social network influences on actions better than 

demographic indicators do, and thus social media are invaluable for predicting actions. 

3) Social networks have more pronounced effects in scenarios involving responses (e.g., 

emergencies). Therefore, in a context that does not involve response actions, 

demographics are better predictors of donations. 

The third hypothesis is based on the idea that collective behaviors emerge in response to 

events such as natural disasters [3]. The model is validated using two sets of data. The 

emergency response scenario uses donation data from the aftermath of Hurricane Sandy, which 

hit the New York/New Jersey coast in October 2012. The regular case uses information on total 

donations received based on Internal Revenue Service (IRS) data. For both scenarios, the social 

medium is Twitter and broadcast messages are donation-related. Actions are realized donations. 

The model is tested using cross-sectional analysis (i.e., stratified geographically) of the intensity 

of donation tweets on Twitter versus the intensity of donations received. 

3.4.1 Identifying Messages Related to Charity in Twitter 

The following procedure was used to identify messages that contained intentions to 

donate: 

1. Create a training dataset of 150 donation-relevant and 150 irrelevant messages. 

Relevance was determined by human annotation using the eight factors that drive 

donation behaviors described in [46]; 

2. Use a supervised algorithm with bag of words features to learn a classifier on training 

data. This thesis uses a Support Vector Machine (SVM) from the LIBSVM package [53]; 

3. Run the classifier on all messages to identify donation-relevant tweets. 
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3.4.2 Hurricane Sandy 

Hurricane Sandy occurred in October 2012 and was among the costliest hurricanes to hit 

the United States; damage from the hurricane is estimated at $70 billion. At least 233 people in 8 

countries were killed during the storm, and 12 U.S. states were affected, with the most severe 

damage in New York and New Jersey. The storm affected New York City, a large populated 

area. The hurricane hit the coast of New York and New Jersey on October 29, 2012, causing 

flooding, infrastructure damage, and major power outages. Some areas remained without power 

until October 31. 

3.4.3 Data and Design 

The Hurricane Sandy dataset consists of 14,915,996 twitter messages from 10/25/2012 to 

11/05/2012, containing at least one of the keywords or hashtags hurricane, Sandy, #Hurricane, 

and #Sandy. These messages were extracted from the Twitter API, which provides a random 

sample of ∼1% of all tweets. The dataset for analysis of regular donations consists of 3,686,541 

messages from 10/22/2012 to 10/28/2012, before Hurricane Sandy hit the United States. These 

messages were taken from the Hurricane Sandy Twitter Corpus [54], and no keywords were used 

to preselect messages. The geographical coverage of the dataset is shown in Figure 3.2. 

Procedures described in Sections 2.4.2 and 3.4.1 were used to label Twitter messages that 

contained intentions to donate and  assign author locations. For the Hurricane Sandy dataset, it 

was possible to infer locations for 252,610 of the tweets selected as donation-relevant (roughly 

50%) and 6,011,486 of all tweets. Since locations were not determined to the same granularity 

for each message, only messages for which the U.S. county could be specified were used. The 

dataset was thus reduced to 131,624 donation-relevant tweets for which county-level locations 
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were available. The dataset used for the regular donations scenario already had geographic tags, 

so no additional procedure was required, and 45,764 donation-related tweets with county-level 

locations could be identified in it. None of this filtering should influence donation-related 

messages, and any non-linear relationship between donation-related tweets and donations should 

hold since the volume of non-locatable, donation-related tweets should be proportional to 

locatable ones. Figure 3.3 shows the distribution of Twitter activity related to donations in 

response to Hurricane Sandy across the contiguous United States. 

 

 

Figure 3.2: Hurricane Sandy Twitter corpus coverage 
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Figure 3.3: Heat map showing geographic distribution of donation-related tweets (light-blue represents 

lowest intensity, red - highest) 

Charitable donations are typically either monetary or goods and services, often referred to 

as in-kind. Therefore, the monetary value of donations, number of donations, and number of 

donors can be used as measures of donations. For in-kind donations, the amount of commodities 

given can also be measured [48]. Data available include the dollar values of charitable donations 

by geographic location, and thus this study uses them. To validate the model, donation data were 

required for comparison with the intensity of tweet activity. A report on Hurricane Sandy 

response [55] provides information on donations, grouped by U.S. state. The report indicates 

$402,407,443 of donations from 624 corporate and institutional donors, including corporations 

(42% of the value) and public and private charitable institutions (the remainder). 72% of the 

value from corporate donations is reported as coming from giving programs, which include 

individual donations, so most donation dollars represent accumulated individual donations, not 

large, single-corporate gifts. The report was published in October 2014, with data gathered prior 

to July 2014. The report includes neither dates for donations nor all donations (e.g., in-kind gifts 
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are omitted). Nevertheless, it is reasonable to assume that donation data from this report are 

proportional to total amounts, at least for monetary donations. Data on regular donations were 

collected using an online interactive tool from The Chronicle of Philanthropy [56], used to 

extract total donations by U.S. county for areas covered by Twitter data, including area 

populations and incomes from the 2010 U.S. Census. 

3.4.4 Fitting the Data 

In the post-Hurricane Sandy dataset, for states and territories s=1,…,54, there are 

donation-relevant tweet intensities b1,…,b54, where bs is the number of tweets geolocated within 

state s. The data also provide donation values a1,…,a54, where for state s, as is the donation value 

reported in [55]. Ordinary least squares regression was used to assess an explanatory linear 

model: 

 as=αb
γ

s
+εs, (20) 

where εs is independent noise and γ is the scaling exponent. The same approach was applied for 

data on regular donations, except this dataset was separated into 640 U.S. counties. 

 Results 

This study tests three hypotheses:  

H1 Disaster response donation amounts scale approximately quadratically in the number 

of donation-relevant Twitter messages. 
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H2 Twitter activity is more informative regarding emergency response donation 

behaviors than existing models that consider factors thought to affect most commonly donation 

behaviors a priori (i.e., proximity, population, and income) [48]. 

H3 Effects observed for regular donation behaviors are different. In this case, the role of 

demographics is more prominent. 

H1 tests the theoretical model that relates observed social media behaviors to observed 

actions. H2 tests whether additional predictive power is embedded in the social media activity in 

comparison to traditional methods for predicting donation behaviors. H3 tests whether the role of 

social network in donation behaviors is different depending on the presence of a need to respond 

to a potential disaster. 

 

Figure 3.4: Statewise data of $-donated vs. tweet intensity (log-log) 
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H1 (The scaling law) 

To assess the first hypothesis, two tests were conducted. The best linear fit to a log-log 

plot of emergency donation-relevant tweets and dollar value of donations at a state-by-state level 

was calculated (Figure 3.4). The slope, which corresponds to the exponent, was 1.74, and the 

99% confidence interval for the slope was [1.17, 2.31]. With 99% confidence, the scaling 

exponent was larger than 1 (superlinear scaling), which is strong evidence in favor of a contagion 

effect in donation behaviors. It is not simply the case that some portion of donors tweeted and the 

process stopped because linear scaling would then be observed. The tweets must incite more 

donations (i.e., contagion) without further associated tweets to observe superlinear scaling. This 

indicates the presence of a substantial quiet population on Twitter that is receptive to influence 

and acts without tweeting. The scaling was also close to quadratic, as predicted quantitatively by 

the theoretical model. R2 goodness-of-fit and the leave-one-out cross validation error (LOO-CV) 

for different scaling exponents are also reported (Figure 3.5). Clear peaks in predictive 

performance for γ≈2 corroborate the theoretical prediction. 

 

Figure 3.5: R
2

 (left) and LOO-cross-validation (right) for different scaling exponents γ: a
s
=α⋅b

γ

s
+ε

s
: 

emergency response scenario 
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Summary 

Results strongly support superlinearity regarding how emergency relief donations scale 

with tweets—the presence of a social media amplification effect and quantitative predictions of 

the model, which suggest a near-quadratic relationship between words and actions observed. 

H2 (Tweets versus demographic predictors of donation) 

The performance of a regression model that uses only the number of donation-relevant 

Twitter messages in a state was compared to a regression that uses demographics that predict 

donations—income, population, and distance to disaster [48]. For the Twitter message 

regression, the scaling exponent γ=1.8 suggested by analysis of H1 was used. Details of the 

regression appear in Table 3.1. 

Table 3.1: Regression results for donation-related tweets, case of emergency 

Coefficient t-value R2 (R2
adj) LOO-CV Error 

0.845 26.3 93.01% (92.88%) $8.9M 

 

Results were compared to a regression of demographics identified in the literature [48], 

including population, residents’ total income, and distance from a disaster by state. The first two 

were taken from U.S. Census Bureau data, and the last was computed as the number of state 

borders that must be crossed to reach New York or New Jersey, emulating the proximity of a 

state to a disaster. The demographics-based model yielded R2 = 55.30% (R
2

adj
 = 52.50%) and 

leave-one-out L2 cross-validation error of $28.99M. 
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Summary 

Results emphasize the importance of social media data for prediction of collective 

behaviors. The regression that used one independent variable (i.e., donation tweet intensity) 

outperformed the regression that used three demographic independent variables substantially. 

The square of the number of Twitter messages might be one of the best predictors of donation 

amounts presently available (R2=93%, R
2

adj
=92.88%), whereas the benchmark regression only 

offers R2=53.3% (R
2

adj
=52.5%). Thus, in the case of emergency relief donations, Twitter 

messages appear to predict behaviors. 

H3 (Donations absent an emergency) 

To test this hypothesis, the experiments were repeated using data that predated Hurricane 

Sandy. Goodness-of-fit and leave-one-out cross-validation were analyzed for various scaling 

exponents, and the best performance yielded γ=1.2 with R2=41.9% (R
2

adj
=41.8%) and leave-one-

out cross-validation error of $2.7M. These results are summarized in Figure 3.6. Near-linear 

scaling suggests the absence of contagion, and predictive performance was considerably worse 

than that in the disaster scenario. 
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Figure 3.6: R
2

 (left) and LOO-cross-validation (right) for different scaling exponents γ: a
s
=α⋅b

γ

s
+ε

s
: regular 

donation scenario 

When the regression was performed on area population and gross income, it yielded R2 = 

94.24% (R
2

adj
 = 94.22%) with a cross-validation error of ~1012, which suggest that in the case of 

no emergency, demographics predict donation behaviors. Results also indicate that drivers of 

intentions to donate vary across scenarios. In the case of no emergency, individual donor 

characteristics were more important than observed peer actions. Thus, in this scenario, 

demographics are sufficient to predict donation intentions. One explanation is that regular 

donations might not be viewed as collective behaviors, and therefore theories of collective 

behaviors are inapplicable in this case. 

 Discussion 

This chapter presents analysis of a relationship between social media activity and 

behaviors in two contexts—actions in response to an emergency and regular behaviors. In the 

case of emergency response, social media chatter was found to not just proxy for populations 

when forecasting real-world actions; significant value was added by using it to estimate the 
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volume of actions instead of the number of actors in the population. Social media data alone are 

more powerful than several demographics that predict donations. The chapter provides a 

theoretical analysis of how social chatter quantitatively relates to action through a superlinear 

scaling law (i.e., near-quadratic) due to a combination of contagion and the passivity, or 

quietness, of many social media users. The model quantitatively predicts a scaling exponent near 

2. The model is validated regarding an event—donation behaviors before and in the aftermath of 

Hurricane Sandy, and data on tweets and dollar values of donations support a scaling exponent 

near 2. When the same behaviors (i.e., charitable donations) performed routinely (i.e., not in 

response to an extreme event) are analyzed, the opposite situation occurs; social media activity 

fails to predict the action and demographics predict donations. Disparities between the two cases 

suggest that social media predict behaviors when they are in response to uncommon events. 

These differences provide insights into the importance of trigger events during formation of 

information cascades in social media. Results also corroborate that collective actions occur in 

response to such events [3], and that in a context in which theories of collective behaviors apply, 

verbal communications about a behavior in social media predict tendencies to get involved. 

The model considered in this chapter is a simple, one-step model, but it yielded results 

that are corroborated by data. Analysis should be extended to more complex, multi-step diffusion 

models in which an initial seed broadcasts a message and a portion of receptive nodes that 

receive the message rebroadcast it. The model considers only a snapshot of all messaging 

activities and donations. Future research should assess whether the dynamics of messaging 

predict estimated response actions, one motivation for the study in Chapter 4. It would also be 

interesting to validate results in varying contexts such as demonstrations or congregations (e.g., 

strikes or flashmobs), which Chapters 4 and 5 discuss.  
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 PREDICTING SOCIAL UNREST USING VOLUME, 

CONTENT AND DYNAMICS OF SOCIAL MEDIA 

COMMUNICATIONS 

 Introduction 

Human society has a long history of social protests in various forms [57], and use of 

digital communications, including social media, has become a salient feature of protests in recent 

years. Researchers found a link between an individual's social media use and political 

involvement [58]. For example, research considers the role of social media during recruitment 

for protests [59], dissemination of situational information during protests [60], [61], and 

relationships between social media use and activism [58]. If digital communications can be used 

to facilitate social protests, it might be possible to use the same communications to predict them. 

The theoretical framework of this thesis hypothesizes a relationship among the volume of social 

media communications, their flow through underlying social networks, and collective behaviors. 

The challenge of this approach lies in identifying structures and content in a very large stream of 

social media. To address this challenge, a methodology that integrates research findings from 

social and political sciences with recent advances in natural language processing, information 

extraction, and network science was developed. This chapter uses the case of the 2015 Baltimore 

Protests to extend findings from Chapter 3 to another type of collective behaviors, adding a 

temporal dimension to the empirical study design. Unfortunately, direct application of the 

Broadcast–Action model in this study was impossible due to unavailability of necessary data. 

                                                 
This chapter previously appeared as: R. Korolov et al., “On predicting social unrest using social media,” in 

Proc. 2016 IEEE/ACM Int. Conf. Advances in Social Netw. Anal. and Mining (ASONAM), San Francisco, CA, USA, 

Aug. 18 - 21, 2016, 2016, pp. 89–95. © 2016 IEEE 
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This study focuses on the temporal dynamics of Twitter communications and real-life actions, 

largely ignoring network processes. However, social networks are reintroduced in Chapter 5. 

Use of social media during protests has received some attention in the literature, but 

studies that predict protests using social media data are scarce. In one paper [62], the authors 

compare prediction of a protest with prediction of election results, suggesting approaches to the 

task. An algorithm that uses textual and geographical filters on streaming Twitter data for early 

detection of protests is described in [63], a study notable for its use of date references in message 

content, but it relies on constructed vocabulary. A similar approach that involves more advanced 

language processing techniques is used in [64]. Recent research [65] addresses the problem using 

influence cascades (i.e., increased activity associated with keywords) as predictors of protests. 

The study, however, also relies on constructed vocabulary. Ranganath et al. (2016) exploit the 

previous activities of a social media user to predict whether her next message relates to a protest. 

The relationship between social media activity and protests during the Arab Spring is found in 

[67] using hashtags to filter relevant messages. Lu (2015) presents a model to predict the number 

of protest participants, but the paper uses simulated data. One approach to prediction of social 

unrest based on temporal dynamics of media coverage (i.e., automatically aggregated data from 

GDELT project) [69] is found in [70]. The study uses a Hidden Markov Model based on 

temporal sequences of observation to arrive at the likelihood of a protest. The approach might 

apply to the study of temporal evolution of social network in relation to protests. The study 

described in this chapter [71] combines the two previous approaches to predict protests using the 

volume of messages that expresses mobilization. The approach also uses geographical and 

topical grouping of messages, and results corroborate the main finding of these studies; social 

media activity predicts protests. One difference is that the method of finding relevant messages is 
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based on findings from social science research [4], [72], thus linking observations based on data 

to underlying social and cognitive processes. Since a protest is a type of collective behavior, 

Emergent Norm Theory [3] applies to study it. 

 Protest Behavior 

An abundance of research on protests that use various approaches to the topic appears in 

social and political sciences literature. Some studies consider the macro level—research that 

addresses the influence of political and economic situations on the likelihood of protests [57], 

and viewing protests as organized social movements [73]. From an individual perspective, 

research assesses recruitment, activism [74], [75], and cognitive processes that affect individual 

participation in protests [4], [72], [76]. Such factors are also used to model protest participation 

in [72], [76], [77], and in a recent study that combines social science with computational 

simulation of participant dynamics [68]. Reviews of the literature regarding individual protest 

participation are found in [72], [76]. 

A social movement is defined in [78] as ‘one of the principal social forms through which 

collectivities give voice to their grievances and concerns about the rights, welfare, and well-

being of themselves and others by engaging in various types of collective action, such as 

protesting in the streets, that dramatize those grievances and concerns and demand that 

something be done about them.’ Other definitions exist, and [78] identify a number of major 

issues based on collective action, change-oriented objectives, rhetoric, extra- and non-

institutional collective actions (i.e., going beyond what is allowed by law), organization level, 

and temporal continuity. In this thesis, the view of a protest as a social movement, implying a 

collective behavior, is used. The same source uses non-institutionalized means of action to 
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distinguish protests from other types collective behaviors. However, social movements include 

connectivity among participants, and can institutionalize and evolve into interest groups or 

political parties. One definition of a protest, which stresses the crossing of institutional 

boundaries, is a ‘nonroutinized way of affecting political, social, and cultural processes’ [73]. 

Other researchers such as [57], [79] argue that in some societies, social movements and protests 

have become part of accepted political routines.  

4.2.1 Antecedents of Protest Participation in Social Science Literature 

Klandermans and Oegema (1987) argue that an individual’s decision to participate in a 

protest is preceded by a 4-step process called action mobilization. The four stages are: (i) 

sympathy to the cause (of a potential protest), (ii) awareness of the upcoming protest, (iii) 

motivation to take part, and (iv) the ability to take part. The role of trigger events, or ‘sparks that 

cause prairie fires’ during emergence of unexpected (i.e., unplanned) protests is discussed in 

[80] and implies that collective behaviors emerge in response to events [3]. Other research, 

summarized in [72], defines a number of antecedents of protest participation. Grievances base 

unrest since a satisfied person has no reason to protest. Identification with a group (thinking in 

terms of we instead of I) influences protest participation positively. A group provides awareness 

of others with similar grievances and exerts peer influence. Efficacy is the perception of the 

outcomes of one’s actions. An expectation of success, or making a difference, influences the 

decision to act positively. Emotions amplify or inhibit the influence of other factors. For 

example, anger increases the likelihood of a decision to protest, and fear decreases it. Since a 

protest is a case of collective action, it involves one or more social actors and their networks. 

Social embeddedness, active involvement in social networks, also amplifies the effect of other 

factors [81]. 
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 Measurements Associated With Protest 

In this thesis, a protest is defined as a physical gathering of people in response to an 

event, past or expected. A protest can be measured as a binary outcome—whether a gathering 

occurs or not—or by the number of protesters (e.g. as reported by traditional media or 

authorities). Indirect measurements include response by authorities (e.g. arrests and the number 

of public safety personnel involved) and damage (e.g., injuries, deaths, property damage, and 

public service disruptions). Another indirect approach is to use a proxy, such as the number of 

mobilizing individuals. These measurements are summarized in Figure 4.1. 

 

Figure 4.1: Constructs and measurements associated with protest 
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4.3.1 Identifying Mobilization in Twitter Messages 

Social science literature [4], [72] defines action mobilization, or simply mobilization, as a 

four-stage cognitive process that results in an individual's decision to participate in a collective 

action such as a protest (Figure 4.2). 

Sympathy to the cause: Every potential protest has a cause, the reason it happens, which 

normally emerges from individual grievances. The first stage an individual enters before 

participating in mobilization is to become sympathetic to a cause or have a grievance. Those 

sympathetic to a cause represent a recruitment pool during subsequent stages of the process [4]. 

Awareness of the protest: At this stage, the individual, sympathetic to a cause, either 

becomes a recruitment target for action related to the cause or acquires the knowledge of a 

planned action (i.e., a protest). 

Motivation to take part: Being sympathetic to a cause and aware of an upcoming protest, 

the individual becomes willing to participate in it. However, this does not ensure participation in 

the protest since there might be obstacles to participation. 

Ability to take part: At this point, a motivated individual either does not have any 

obstacles to participate or overcomes them. 

 

Figure 4.2: Scheme of mobilization process 
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Since mobilization precedes protest participation, identifying individuals in various 

stages and quantitatively measuring the progress of mobilization enable inferences about an 

upcoming protest. 

 

4.3.2 Mobilization in Social Media 

A method of detecting and measuring mobilization is needed to use social media data for 

such inferences. Assuming individual messages can be labeled according to mobilization stages, 

the question is what observations can be expected. Research on social phenomena such as 

protests typically uses surveys conducted after an event. Although mobilization precedes 

individual participation in a protest [4], it is unknown empirically how mobilization develops to 

result in one. Consider a closed community in which all individuals who are initially sympathetic 

to a cause of a potential protest are known. While individuals are mobilizing, a growing number 

of people at later stages of mobilization, in comparison to those who do not progress beyond 

sympathy, should be identifiable. This consideration, however, is irrelevant in social media 

because an individual's mobilization status might be identified only if the individual discloses it 

voluntarily. Thus, unlike a post-hoc survey study, in a longitudinal study that uses social media 

data, it is unreasonable to assume static initial sympathizers (i.e., a recruitment pool) for two 

reasons. First, users might be vocal at each observation, and second, new sympathizers might 

emerge from increased social media activity because communications are not targeted only at 

sympathizers but also at those neutral toward the issue (e.g., due to unawareness). Chapter 3 

demonstrates that social media activity contributes to the spreading of a behavior even among 

those who do not communicate about it. It is unreasonable to disqualify this phenomenon in the 

case of protest behaviors. 
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A Support Vector Machine (SVM) based classifier using 6,521 tweets manually 

annotated with mobilization stages was trained. The tweets originated from a source different 

from the main dataset, and details are provided below. The tweets were divided into 5 categories: 

(i) sympathy toward a protest cause, (ii) awareness of a protest, (iii) motivation to participate, 

(iv) ability to participate, and (v) off-topic (i.e., unrelated to protests or mobilizations). 

Sympathy to the cause. This category includes messages that express positive attitudes 

toward a protest cause, such as support of ideologies, anger or frustration about events, and 

support of protests already planned. Examples include ‘How can you look at this and not protest 

or at least sign petitions?' and ‘We don't want to lose our \#blackcabs.'  

Awareness of the protest. Messages in this category express knowledge of upcoming 

events, or individuals and groups sharing sympathies with the author, such as spreading 

information on upcoming protests. The message must not communicate the author's intent to 

participate since that would indicate a different stage. Examples include ‘Protest planned in 

response to video of 15-year-old's arrest' and Protest tomorrow outside the Saudi embassy in 

Ldn against the bombing of Yemen.' 

Motivation to participate. This category includes messages that indicate the author's 

willingness to attend a protest, but not assertively stating that the author plans to attend. This 

might include seeking additional information about the event, seeking companions to attend, or 

making excuses for non-attendance. Examples include ‘there's an anti-war protest in albany 

tomorrow. does anyone want to go w me?' and ‘I'd join a demonstration in support of 

Leicestershire police at this point.' 
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Ability to take participate. This category includes messages that indicate that the author is 

planning to participate in a protest and there are no obstacles to doing so. These might include 

assertive statements about participation, sharing details about upcoming events with the 

indication that the author will be there, or offering help for others attend the protest. Examples 

include ‘I'll be partaking in this protest and I expect any fellow Brummies to be showing support 

for our club' and ‘Join us on the square for a PEACEFUL demonstration.' 

Off-topic. All other messages fall into this category. 

These annotated tweets were used to train an SVM classifier for stages of mobilization. 

Among 6,521 tweets, 255 tweets were in the sympathy category, 312 in the awareness category, 

33 in motivation, 116 in ability, and 5,805 off-topic. Considering the overwhelming number of 

tweets annotated as off-topic, off-topic tweets were sampled down to make their number equal to 

the number of tweets in other categories. A two-step mobilization classifier was then trained 

based on an SVM model. The first classifier filtered off-topic tweets, and the second classified 

mobilization stages of remaining tweets. 

 Identifying Message Topics 

Twitter messages are versatile; people tweet about everything, including personal lives to 

breaking news. An assumption that hashtags have good coverage of newsworthy topics was 

made to enable extraction of useful information. A hashtag is a type of label or metadata tag used 

on social networks and microblogging services that makes it easier for users to find messages 

with a theme or content. Users create and use hashtags by placing # in front of a word or phrase 

without spaces, either in the main text of a message or at the end. Taking advantage of this user-

supplied information about topics, tweets were clustered by: 
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• The most popular K hashtags were extracted from data first. Each hashtag 

identified a topically coherent cluster;  

• A tweet was assigned to a cluster if the hashtag of that cluster appeared in the 

tweet;  

• If a tweet contained multiple hashtags, it appeared in multiple clusters.  

• If a tweet did not contain a hashtag, the term vector of the tweet was compared to 

the term vector of every cluster. The term vector of the document is a vector that 

represents frequencies of appearances of features (e.g., words or phrases) or terms 

in the document. The bag of words representation is used to obtain a term vector 

for each tweet. The term vector of a cluster is the bag of words representation of 

an aggregation for all tweets in a cluster. 

A tweet was assigned to the most similar cluster based on cosine similarity between term 

vectors. A threshold was applied to the cosine similarity because a substantial number of tweets 

were not similar to any clusters. If the most similar cluster of a tweet had a similarity lower than 

the threshold, it was classified as off-topic and excluded from analysis. Using hashtags has 

difficulties; only about one-third of messages in the dataset had hashtags, and use was 

inconsistent over time (e.g., they appeared and disappeared). Use of a hashtag means that an 

associated topic has already gained sufficient popularity, and thus when a topic emerged cannot 

be identified. An approach that does not use hashtags for topic clustering would have been 

desirable, but it requires methods to recover topics of clusters. One such approach has been 

tested [82], but did not yield sufficient accuracy. Advances in Natural Language Processing 

made since this study was completed might make the approach viable. However, hashtags 

provide an immediate indication of the topic. Since the only reliable data on protest occurrences 
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are available as binary outcomes (i.e., reports of a protest), only the fact of a protest, or its 

probability, but not its size and consequence can be modeled or predicted. The variable that 

represented a protest occurrence was thus constructed. A data point was characterized by 

geographic location and date (i.e., a 24-hour period between 7am and 6:59am ET the next day). 

Those points, for which according to our information the protests have been observed, were 

labeled 1, and the rest were labeled zero. Social media activity related to a possible protest 

causes more users to express their mobilization in messages, creating an information cascade. 

Therefore, it is possible to hypothesize that such information cascades related to mobilization for 

a protest over a cause predict the timing of a protest action. 

 Empirical Study 

4.5.1 2015 Baltimore Protests 

2015 Baltimore protests was a series of civil unrest events in Baltimore, MD and several 

other U.S. cities in late April 2015. On April 12, 2015 a person named Freddie Gray was arrested 

by Baltimore police. While in custody, Gray sustained severe neck injuries, resulting in a coma 

on April 18 and death on April 19. News of his death and confusing reports from the police 

caused peaceful protests on April 18–24. On April 25, however, a large protest in downtown 

Baltimore escalated into violence, including property damage and clashes with police. Gray’s 

funeral on April 27 was followed by a new wave of protests, which also turned violent and 

resulted in major clashes with police, looting, and property damage. The violence continued the 

next day, causing involvement of the Maryland National Guard and the announcement of the 

city-wide curfew. The curfew was lifted on May 3, and the National Guard left the city on May 

4. During the protests, over 450 people were arrested, over 100 were injured, including police 
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officers, approximately 200 businesses were damaged, and over 150 vehicles were burned. 

Protests in solidarity with Baltimore took place in several other U.S. cities. 

4.5.2 Data 

This study uses Twitter Firehose data for selected locations in the United States from 

April 12, 2015 and ending May 7, 2015. No keywords were used for message selection; the only 

criterion was location, determined as rectangular areas around several cities—Baltimore, MD, 

Washington, DC, New York, NY, Philadelphia, PA, Saint Louis, MI, San Francisco/Oakland, 

CA, Los Angeles, CA, Seattle, WA, Minneapolis/Saint Paul, MN, and Chicago, IL. The number 

of messages was 18,694,604. Dates were selected so the dataset covered development of the 

protest, starting with Gray’s arrest on April 12. Some locations hosted events related to 

Baltimore protests, and other big cities in which no events occurred were selected randomly to 

provide negative examples. 

For annotation of messages according to mobilization stages, tweets from a different 

source were used. These were 6,521 tweets sampled from Twitter data collected by the Apollo 

Social Sensing Toolkit [83] using keywords protest and rally. Protests were coded manually as 

binary outcomes based on open information sources: 1 if a protest occurred on the day at a 

location and zero otherwise. For Baltimore protests and related events, the Wikipedia article [84] 

was used for reference. If the article mentioned a protest on the date, the outcome was coded as 

1. 

4.5.3 Design of the Study 

The objective is to assess the relationship between mobilization Twitter activity and 

information on protests. It was unviable to consider the entire dataset due to multiple locations, 
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and multiple causes of protests were present in the data. To overcome this difficulty, the process 

shown in Figure 4.3 was used. 

1. Cluster messages according to topic, separating disparate protest causes; 

2. Separate tweets by geographic location. Author locations based on GPS or user profiles 

appeared in the Twitter data, the criterion for initial selection of tweets; 

3. Detect and measure mobilization for each location–topic pair separately. 

 

Figure 4.3: Framework of empirical study 

The process was applied to the data, which yielded 2,210 topics and 10,427 locations 

(locations were distinguished as city/town names). One hundred two locations had more than 

10,000 tweets. To test the hypothesis, logistic regression [85] was used to assess a relationship 

between mobilization social media messaging and protest occurrences. Logistic regression is a 

natural choice because protests were coded binarily. The fitted model was then used to estimate 
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the probability of a protest over a period. Binary representation of a protest was the dependent 

variable. An independent variable can be a measure that represents the dynamics of tweets 

related to stages of mobilization. However, that approach is unviable in a longitudinal study of 

social media messaging due to the impossibility of observing the same population during each 

period. Numbers of tweets related to mobilization stages correlated, and hence it was impossible 

to use tweet counts at each stage as separate independent variables. However, the correlation 

means that a linear combination of message counts proxies mobilization. The sum of tweet 

counts for all 4 mobilization stages was the choice of such a variable. 

Two location–topic pairs were considered—Baltimore, Maryland/#freddiegray and 

Baltimore, Maryland/#nowplaying. The first hashtag relates to Gray, the person whose arrest and 

subsequent death at the police department was the reason for the Baltimore protests, and the most 

popular hashtag [86]. Thus, messages with this hashtag in Baltimore related to a protest. The 

second hashtag was intended for sharing information on music currently being listened to by the 

author. There was no knowledge of protests or mobilization related to the second topic, and it is 

reasonable not to expect this issue ever to become a protest cause. For each pair, the numbers of 

mobilization tweets were extracted for each day included in the data. Outcomes of protest 

occurrences were coded 1 for each day when protests over Gray's death occurred in Baltimore, 

zero otherwise for the first pair, and zero for each day for the second pair. Respective vectors of 

values for both pairs were concatenated, thus obtaining independent and dependent variables 

across 52 data points. It would have been beneficial to use a larger portion of data during this 

training phase of the experiment, but there was an insufficient number of confirmed cases of 

protests during the period and involving more locations would create bias toward negative 

examples, limiting data availability for testing the model. 
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4.5.4 Results 

Results of logistic regression, summarized in Table 4.1, suggest an association between 

mobilization Twitter activity and the probability of a protest occurring (p = 0.0003). 

Interpretation of logistic regression results allows estimating the probability of the y=1 outcome 

(in this case, occurrence of a protest) as 

 Pr(y=1)= 
1

1+e−(ax+b)
, (21) 

where a, b are regression coefficients [85]. 

Table 4.1: Summary of the logistic regression for protest detection 

Variable Coefficient p-value 

Tweets 0.0203 0.027 

Constant -2.5816 0.000 

 

However, these results suggest an association between Twitter activity and a protest 

occurring only on the same day. To enable a prediction and make probability estimation feasible, 

the analysis was repeated using a modified independent variable. Instead of the number of 

mobilization tweets on day d, the average of that number for days d−3, d−2, and d−1 (Avgd−1) 

was used. In this case, the association remained significant (p<0.01) (Table 4.2). 
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Table 4.2: Summary of the logistic regression for protest prediction 

Variable Coefficient p-value 

Avgd−1 0.0165 0.005 

Constant -2.4617 0.000 

 

The probabilities of protest occurrences are estimated next. Figure 4.4 shows results for 

Baltimore and the hashtag #freddiegray (i.e., the same hashtag used in subsequent figures), 

which are the same data used to estimate the model. Figure 4.5 shows results for New York City, 

where a protest in support of Baltimore events occurred on April 29, 2015. Figure 4.6 shows 

results for San Francisco, where no protests occurred. The heights of the bars represent estimates 

of protest probability for each day, and a red bar indicates that a protest occurred on that day, 

according to Wikipedia. 

 

Figure 4.4: Estimated protest probabilities for Baltimore and #freddiegray 
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Figure 4.5: Estimated protest probabilities for New York City and #freddiegray 

 

Figure 4.6: Estimated protest probabilities for San Francisco and #freddiegray 

 Discussion 

Several observations follow from these results: 

1. The estimated probability of a protest increases before the occurrence of a protest (Figure 

4.5); 
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2. No significant changes in probability were found when no protest occurred (Figure 4.6); 

3. Estimates are affected by peaks of protest activity. 2015 Baltimore protests were used for 

training, which spanned multiple days, reaching a peak on day 15 in the dataset. 

Combined with calculations that ignore the scale of a protest, these results explain lack of 

significant probability growth before the first protests (Figure 4.4); 

4. Protest occurrences influenced estimates during subsequent days, creating a prolonged 

cool down (Figure 4.4 Figure 4.5). 

Thus, the approach allows prediction of protest occurrences in cases of brief events (1–2 

days) or peaks of protest activity in cases of longer events. When estimating multiple-day 

protests, a binary representation ignores the scale of protest activity. In the current case, this 

resulted in equal treatment of initial protests in Baltimore (before April 25 or day 13), with 

hundreds of participants and no significant disruptions in normal city life, and activity peak 

(April 25 and after), with thousands of participants, violence, and serious disruptions. A different 

approach to measurement of protest activity, such as the number of participants, might resolve 

the issue. 

The prolonged cool down, which makes accurate predictions of new protests shortly after 

a recent occurrence difficult, emerges because Twitter data from previous days were used to 

estimate probability. When a protest is occurring, it is discussed in social media, including 

sharing of sympathies, support, and situational information. Such tweets are likely to be 

classified as related to mobilization, which affects predictions during subsequent days. However, 

from a practical viewpoint, this might not be such a pressing issue; there is no need for 
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predictions to be on alert when an activity is already occurring, and the effect disappears after a 

few days. 

This study presents empirical evidence of the capability to predict social unrest using 

social media communications. Results demonstrate that verbal communication in social media 

regarding mobilization [4] might be a norming act used to measure the tendency to participate in 

protests within the framework of Emergent Norm Theory [3]. This study uses findings from 

social science research to inform information extraction and data mining. Observations are 

insufficient to claim that it is possible to measure mobilization directly, or any other similar 

construct, using social media, but social media provide an opportunity for closer collaboration 

with social sciences researchers to explain phenomena underlying the observations. The 

probability of a protest can be estimated using the approach, and the framework identifies events 

that cause protest mobilization, exploiting the fact that coherent clusters are used to produce 

estimates topically. This enables identification of grievances, group identities, etc. that reveal 

social and cognitive factors that explain empirical observations. Such explanations might result 

in improvement to predictions, and more importantly, better understanding of factors that 

underlie these predictions enable and inform the design of measures in response to development 

of protests. The role of underlying social networks during diffusion of protests in social media is 

explored in Chapter 5. 
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 PREDICTING SOCIAL UNREST USING THE SOCIAL 

NETWORK OBSERVED IN SOCIAL MEDIA 

 Introduction 

From the Arab Spring [67], demonstrations in Latin America [87], and protests in the 

United States [71], online social media are drivers of protests. A prominent approach to linking 

social media to protests is Natural Language Processing (NLP), in which message content, 

author profiles, keywords, and other information are indicators of protest intentions [64], [67], 

[71]. However, NLP requires substantial model training and conclusions from a study of a single 

protest might not generalize to others, particularly due to the use of specialized corpuses. Extant 

research demonstrates a relationship between social media and protest occurrences [60], [88]. 

Civil unrest associates with information cascades or activity bursts in social media, and these 

phenomena might be used to predict protests, or at least their peaks [65], [71] (Chapter 4 of this 

thesis). Studies that assess the role of social media that explicitly acknowledge underlying social 

networks include research on anti-government sit-ins in Istanbul [89], protest movements in 

Spain [90], and online protests in Venezuela [91]. Studies that involve the structure of networks 

in social media and their temporal evolutions that lead to collective actions are less common 

[89]. Such studies are descriptive, and the authors do not use network structures or dynamics to 

identify or predict protests or other forms of collective actions. The current study addresses this 

gap by examining a relationship between networks derived from social media and protest 

occurrences. This study explores a different aspect of Emergent Norm Theory [3], considering 

                                                 
This chapter previously appeared as: M. Renaud, R. Korolov, D. Mendonça, and W. Wallace, “Social 

network structure as a predictor of social behavior: The case of protest in the 2016 US presidential election,” in 

Recent Developments in Data Science and Intelligent Analysis of Information, O. Chertov, T. Mylovanov, Y. 

Kondratenko, J. Kacprzyk, V. Kreinovich, and V. Stefanuk, Eds. Cham, Switzerland: Springer International 

Publishing, 2019, pp. 267–278. 
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the change in existing communication patterns and emergence of new ones as predictors of 

collective behaviors. A control study that involved linguistic analysis that identified mobilization 

was conducted to clarify the roles of social networks and mobilization during protest 

development, investigating the interaction between verbal communications and communication 

patterns based on Emergent Norm Theory. The following research questions framed the study: 

RQ1: What is the observed relationship between social networks constructed from social 

media and occurrences of protests?  

A positive answer to RQ1 is insufficient for behavior prediction. To enable prediction, 

the relationship between social networks observed in the past and current behaviors must be 

considered. 

RQ2: What is the relationship between social network structures prior to protests and 

occurrences of protests? 

Mobilization associates with protest occurrences [71], and it is consequently pertinent to 

analyze the combined effects of social networks and mobilizations on protest occurrences and 

possible interrelations among them. 

RQ3: How does inclusion of mobilization in the model affect observed relationships 

between networks and protests?  

 Measurements Associated with Social Network 

A social network is a model of interaction among entities. Entities (e.g., individuals, 

events, and organizations) are represented as vertices, and relationships between them are 

represented as edges, resulting in a graph. Social networks can be characterized by size, 
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structure, and evolution (i.e., dynamics) (Figure 5.1). Measurements of size include numbers of 

vertices and edges, and those related to structure include edge density and vertex degrees, 

connectedness (e.g., number and size of connected components), and community structures (e.g., 

modularity and the number and size of communities). In the case of social media and with 

geographically diverse audiences, measurements of network structures are enriched using 

geographic locations (e.g., edge density, connectedness, and communities in a single location, 

spanning multiple locations). Several dimensions represent temporal properties of social 

networks, including whether a network is static or evolves (and how it evolves), and whether the 

current state of a network, defined by measurements discussed above, is dependent on its past 

states. 

 

Figure 5.1: Constructs and measurements associated with social networks 
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 Recovery of the Social Network 

Recovering the network structure in Twitter data is rarely simple; due to technical 

limitations of the Twitter API, especially when working with historical data, the follower 

network is normally unavailable, and although it is possible to retrieve follower lists, they would 

be accurate only at the time of retrieval. Thus, social media researchers must use indirect 

methods to recover links between individual users. One approach is to use direct 

communications between users to approximate a follower network. The link between two users 

is assumed if one retweets another’s message, or if one mentions another using ‘@username’ 

directly. One limitation of this approach is that it ignores passive following. However, it captures 

relationships that are unobvious from the follower network. For example, the existence of a path 

of any length between two users in a network based on retweets and mentions indicates increased 

likelihood that the users observed or will observe each other in their streams at some point, even 

if they are not following each other. This approach has been used by [7], [92]. 

A community in a social network is defined as a set of nodes with higher density of 

connections between them than with other nodes. These can be purely online, created to discuss 

issues of mutual interest, or result from using a social media platform for remote 

communications and coordination. Several graph-based community detection methods exist, 

usually designed to work with undirected edges. Extant research [30] suggests that in response to 

unexpected events, community members’ online behaviors are similar, confirming suggestions 

from social science. A social network based on Twitter data was thus constructed. Each user was 

represented as a vertex. An edge was added between two vertices if an interaction between the 

two users in the form of a retweet or direct mention was observed. Edges were undirected 

because some social network measurements are defined only for undirected graphs. 
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 Empirical Study 

5.4.1 2016 U.S. Presidential Election 

The 2016 U.S. Presidential Election took place on November 8, 2016. On November 9, it 

became clear that Republican candidate Donald Trump had secured the number of electoral votes 

needed to win. At the same time, the Democrat candidate, Hillary Clinton, was leading in the 

polls, and eventually collected more individual votes than her opponent had. This controversy 

resulted in protests by Clinton supporters in a number of cities around the nation, which 

continued for several days after the announcement of results. Protests were largely peaceful, but 

episodes of violence occurred and over the course of the protest campaign, one person was 

killed, over 80 injured, and over 1,000 arrested. The protests were additionally associated with 

online activism and major social media followings. The largest post-election protests occurred 

after inauguration, including the Women’s March held on January 21, 2017 at multiple locations 

around the country. Estimated participation of 3 to 5 million people makes it the largest single-

day protest in U.S. history. 

5.4.2 Data and Design 

Three social media datasets were collected from Twitter using the Apollo Social Sensing 

Tool [83]. The tool is based on the Twitter REST API, which returns at least 1% of tweets 

matching a query (the upper bound on the number of returned results depends on the popularity 

of the topic). Multiple Twitter datasets were used to address the research questions. The Election 

dataset contained messages filtered using any one or more of the keywords Trump, Clinton, and 

election. Approximately 2.5 million tweets in the dataset covered October 26, 2016 to December 

20, 2016. The Neutral dataset contained approximately 3 million messages filtered using 
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keywords food, travel, and weather from October 27, 2016 to February 1, 2017. The dataset 

provides a baseline in that structural changes in it are unlikely to occur in response to political 

exigencies. The Test dataset contained about 1.8 million messages using the same keyword 

filters as the Election set, though for December 21, 2016 through January 31, 2017. 

 

Figure 5.2: Frequency of protests following the President election 

Twitter data were separated by geographic origin of a message, using locations only in 

which protests occurred following the election. Locations were extracted from user profiles using 

a dictionary of popular naming variations (e.g., Los Angeles, CA; LA; Los Angeles, California, 

etc.). Information about protests in the United States that associated with the outcome of the 

2016 Presidential Election were collected for the period October 26, 2016 to January 31, 2017. 

Data regarding protests in the United States were collected from online news outlets across the 

country, cross-checked using multiple sources when possible. A protest's occurrence was 

characterized by geographic location and date, where the date is the 24-hour period between 7am 
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EST and 6:59am EST the next day. Frequencies of protests in the 39 cities considered are shown 

in Figure 5.2 and Figure 5.3. 

 

Figure 5.3: Frequency of protests in December 2016 - January 2017 

This study examines the relationship between social network structure and protest 

occurrence. Eighteen network measures were used that related to size, structure, and geography, 

supplemented with two measures of mobilization for a control study (Table 5.1). To calculate 

these, each Twitter user was treated as a vertex. An edge was added between two vertices if the 

interaction between them (in the form of a retweet or direct mention) was observed. Undirected 

edges were included since some network measures can be calculated only for undirected graphs. 

Since the population size and number of social media users in each geographic location are 

different, data were normalized for each location by taking the difference between the feature 

value and the sample mean, and dividing by the sample standard deviation. This resulted in 
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features measured in standard deviations instead of absolute values. A practical limitation of this 

method is that it requires maintaining a history of social media activity. 

Table 5.1: Network measurements calculated from Twitter data 

Network Structure Geographic 

Structure 

Network Size Mobilization 

Total Density # of Active Users at 

Location 

# of Users # of Mobilization 

Tweets 

# of Connected 

Components 

# of Total Users at 

Location 

# of Unique 

Connections 

# of Mobilizing Users 

Average Connected 

Component Size 

# of Tweets from 

Location 

  

Average Degree Density at Location   

# of Communities # of Connections at 

Location 

  

Modularity # of Connections to 

other Locations 

  

# of Communities per 

User 

# of Connections to 

Unknown Locations 

  

Average Community 

Size 

   

Largest Community 

Size 
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5.4.3 Research Hypotheses 

With measures defined, the research questions were rewritten as testable hypotheses.  

H1: There is an association between the set of characteristics of a social network at time t 

in a location and a protest occurrence. 

H2: There is an association between sets of a social network characteristics at time t-k in 

a location and a protest occurrence at time t. 

Three hypotheses were developed to address RQ3, which involve assessing association 

between combinations of characteristics of a social network and both measures of mobilization 

described in Chapter 4 and protest occurrence. 

H3A: If the combined set of measurements demonstrates a stronger association with 

protests than social network characteristics alone do, the network structure and mobilization 

contribute to the effect (protest occurrence) independently and might be confounding factors. 

H3B: If both associations are equally strong, the effect of mobilization was already 

captured by network structure measurements, providing evidence that a social network predicts 

mobilization, an antecedent of a protest [4], [71]. 

H3C: If stratification of mobilization has no effect on observed accociations, social 

networks and mobilization are not confounding factors, supporting H3B. 

5.4.4 Methods 

The methodological approach when addressing the research questions involves 

hypothesis testing using random forest classification [93]. Random forests construct a large 
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number of decision trees using a subset of data for each tree, which provides an internal method 

of cross-validation [93]. Trees are then aggregated to create the most accurate classification 

model for input variables (i.e., network parameters). Each random forest model outputs a 

confusion matrix that identifies the number of true positives (TP), false positives (FP), true 

negatives (TN), and false negatives (FN). These quantities are used to calculate several measures 

of goodness for the model—accuracy, true positive rate (TPR), and false positive rate (FPR). 

Calculations for each are: 

 Accuracy = 
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁
 (22) 

 TPR = 
𝑇𝑃

𝑇𝑃+𝐹𝑁
 (23) 

 FPR = 
𝐹𝑃

𝑇𝑃+𝐹𝑁
 (24) 

To examine the relationship between social network measurements and protest 

occurrences (H1), a random forest model that uses parameters of the social network as features 

and protest occurrences as a dependent variable was constructed using both the Neutral and 

Election datasets. Since the Neutral dataset was drawn from keywords that do not relate to 

protests, there should be approximately equal classifications of true positives, false positives, 

true negatives, and false negatives. To demonstrate applicability and robustness of the model to 

protest scenarios, the model was retrained with the Test dataset, which should return similar 

relationships. To test the effect of time lag on relationships between social network structures 

and protest occurrences (H2), classification models were trained for six periods. A lag of zero 

indicates the current period (i.e., when the analysis was conducted). Several random forest 

classification models were trained on the social media and protest occurrence data during the 

same 24-hour period. Similar random forest classification models were trained on the social 
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network data in k 24-hour periods before a protest was observed, where k varies from zero to 5. 

A lag of k = 0 denotes today (i.e., the day being analyzed). As a robustness check, the analysis 

performed to address H2 was also performed on the Test dataset to ensure that the models were 

not over-fitted to one dataset, a variation of cross-validation used frequently in machine learning 

[94]. 

Two mobilization variables were calculated and added to the network measures dataset 

for the control study (H3A, H3B)—mobilization tweets and mobilizers. Mobilization tweets 

were a count of the number of tweets that expressed mobilization. Mobilizers denoted the 

number of authors of mobilization tweets, which might differ from the number of tweets that 

expressed mobilization. These variables were calculated using a human-annotated NLP classifier 

described in Chapter 4 and in [71]. Random forest classification models were then retrained and 

tested again on the Election dataset. Results were then compared to those produced by models 

without mobilization variables.  

To address H3C, random forest classification models trained without mobilization 

variables were retrained using data stratified by the number of Twitter users who expressed 

mobilization in the network. The dataset was divided into three groups—high (i.e., more than 

one standard deviation above the mean), medium (i.e., within one standard deviation of the 

mean), and low (i.e., more than one standard deviation below the mean) mobilization. Results 

were compared with previous classification models, including and excluding mobilization 

variables. All data preparation and modeling were conducted using the R library randomForest 

[95].  
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5.4.5 Results 

Results are summarized in Table 5.2, which shows the accuracy of the models. The 

Lag(k) column indicates the number of days a network’s measures lagged (e.g., k=0 indicates the 

day the analysis was run, and k=1 indicates the day following analysis). The remainder of the 

table contains the confusion matrix as output by the model (i.e., TN, FP, TP, and FN), including 

quantities derived from values in the matrix—accuracy, the true positive rate (TPR), and the 

false positive rate (FPR). 

5.4.5.1 RQ 1 Results 

Shown in Panel 1, Table 5.2, the models created using the Neutral dataset performed 

similarly to random chance; they have approximately equal classifications of each category (i.e., 

TP, FP, TN, and FN) and the accuracy was within range of 5pp for 50% of most cases, 

suggesting no relationship between social networks based on random topics of communication 

and protest occurrences. Classification models trained on the Election dataset, shown in Panel 2, 

Table 5.2, show much better relationships between network measures and protest occurrences; 

substantially more correct classifications (i.e., TP and TN) than false classifications (i.e., FP and 

FN) are present. The accuracy for these models was also much better than those trained on the 

Neutral dataset were, particularly when the Lag(k) was low (i.e., less than 4). This is also true for 

TPR; when k was low, the TPR was above 50%. This suggests that networks derived from 

protest-related social media posts associate with protest occurrences, supporting H1. 
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Table 5.2: Comparison of models trained on different datasets 

 Lag(k) TN FP TP FN Total Accuracy TPR FPR 

RQ1: 

‘Neutral’ 

Models 

0 12 13 14 11 50 0.52 0.56 0.52 

1 15 10 12 13 50 0.54 0.48 0.40 

2 8 17 7 18 50 0.30 0.28 0.68 

3 15 10 12 13 50 0.54 0.48 0.40 

4 10 15 14 11 50 0.48 0.56 0.60 

5 15 10 18 7 50 0.66 0.72 0.40 

RQ1, 2: 

‘Election’, no 

Mobilization 

0 22 3 19 6 50 0.82 0.76 0.12 

1 16 9 17 8 50 0.66 0.68 0.36 

2 17 8 17 8 50 0.68 0.68 0.32 

3 18 7 14 11 50 0.64 0.56 0.28 

4 13 12 16 9 50 0.58 0.64 0.48 

5 11 14 11 14 50 0.44 0.44 0.56 

RQ3: 

‘Election’, 

with 

Mobilization 

0 21 4 18 7 50 0.78 0.72 0.16 

1 15 10 18 7 50 0.66 0.72 0.40 

2 18 7 16 9 50 0.68 0.64 0.28 

3 16 9 15 10 50 0.62 0.60 0.36 

4 18 7 18 7 50 0.72 0.72 0.28 

5 13 12 11 14 50 0.48 0.44 0.48 

RQ3: Medium 

Mobilization 

0 21 4 19 6 50 0.80 0.76 0.16 

1 9 5 3 11 28 0.43 0.21 0.36 

2 15 4 13 6 38 0.74 0.68 0.21 

3 16 5 16 5 42 0.76 0.76 0.24 

4 13 5 13 5 36 0.72 0.72 0.28 

5 15 8 12 11 46 0.59 0.52 0.35 

RQ3: High 

Mobilization 

0 19 2 16 5 42 0.83 0.76 0.09 

1 18 5 17 6 46 0.76 0.74 0.22 

2 18 0 14 4 36 0.89 0.78 0.00 

3 13 4 12 5 34 0.74 0.71 0.24 

4 14 5 11 8 38 0.66 0.58 0.26 

5 9 4 9 4 26 0.69 0.69 0.31 
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Table 5.3: Robustness check: models trained on ‘test’ datasets 

 Lag(k) TN FP TP FN Total Accuracy TPR FPR 

RQ1, 2: 

‘Test’, no 

Mobilization 

0 80 33 73 40 226 0.68 0.65 0.29 

1 71 40 72 39 222 0.64 0.65 0.36 

2 72 40 71 41 224 0.64 0.63 0.36 

3 62 48 47 63 220 0.43 0.43 0.44 

4 55 57 64 48 224 0.57 0.57 0.51 

5 59 51 68 42 220 0.62 0.62 0.46 

RQ3: 

‘Test’, with 

Mobilization 

0 79 34 72 41 226 0.67 0.64 0.30 

1 68 43 68 43 222 0.61 0.61 0.39 

2 72 40 72 40 224 0.64 0.64 0.36 

3 65 45 66 44 220 0.60 0.60 0.41 

4 62 50 64 48 224 0.56 0.57 0.45 

5 52 58 66 44 220 0.54 0.60 0.53 

5.4.5.2 RQ 2 Results 

Shown in Panel 2, Table 5.2, accuracy decreases as k increases, suggesting that the earlier 

the protest date, the weaker the relationship between network structure and protest occurrence. 

The TPR also decreases when Lag increases, and FPR fluctuates with no obvious pattern, 

supporting H1; the relationship between network structure and protest occurrence changes over 

time. These trends hold when classifiers are recalculated using the Test dataset, shown in Panel 

1, Table 5.2. These results indicate the possibility of predicting a protest using the model when 

Lag is less than 4, or up to four days before a protest. When k=5, the accuracy of the 

classification models (Panel 2 and Panel 3) reduces substantially. FPR also increases, indicating 

that the relationship between network structure and protest occurrences is not detectable at this 

point.  
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5.4.5.3 RQ 3 Results 

The classification models trained above were retrained, with the two mobilization 

variables added to features and results shown in Panel 3, Table 5.2. The accuracy of these 

models appears similar to that of classifiers without information on mobilization, supporting 

H3b. TPR and FPR also followed similar trends as above; TPR had a weak inverse relationship 

with Lag, and FPR fluctuated without apparent trends. Similar results were obtained when the 

classification models were recalculated using the Test dataset, shown in Table 5.3. After 

stratifying the data, no data points with corresponding protest occurrences were observed in the 

low-mobilization group. Therefore, only results for the high and medium datasets are discussed. 

The accuracy of these classification models is shown in Panels 5 and 6, Table 5.2. TPR and FPR 

followed similar trends to previous results, with the exception of the classification model in 

Panel 4, with k=2. The accuracy for models trained on the high-mobilization dataset does not 

differ from those for medium mobilization classification models, supporting H3C. 

 Discussion 

Results support H1 and H2, suggesting a relationship between network structure and 

protest occurrence. No difference was found between the accuracy of classification models using 

only network structure and classification models using both network structure and mobilization 

information. This suggests that the two methods can be used interchangeably. Results that 

support H3B and H3C but do not support H3A suggest that a social network predicts 

mobilization, which in turn predicts a protest. This follows from the finding that mobilization, a 

predictor of protests [71], is not a confounding factor in a social network. 
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Classification models trained using networks relevant to protests (i.e., the Election 

dataset) suggest a relationship between network measures and protest occurrences, especially in 

compared to classification models trained using networks unrelated to protests (i.e., the Neutral 

dataset). The latter returned equal classifications of TP, FP, TN, and FN, suggesting the 

importance of capturing relevant communications. Classification models trained using the 

Election dataset, without mobilization variables, suggest a decrease in accuracy as time lag 

increases—82% accurate with no lag versus 44% accurate five days before a protest. This 

finding supports H2 and suggests that the relationship between network structures changes over 

time. The addition of mobilization does not change the relationship; accuracy continues to 

decrease with increased lag. However, these models were trained on balanced samples—equal 

numbers of data points with and without protests. In reality, many more dates/locations without 

protests occurred, creating a heavily imbalanced dataset. To create accurate classification models 

using imbalanced datasets, a penalty for false negatives should be imposed, discouraging a 

model from classifying everything as no protest and still returning reasonable accuracy. Failure 

to predict a protest might result in injuries or damage if it is unexpected. Regardless of the 

imbalance, the classification models demonstrate a relationship between social network 

structures and protest occurrences. Training classification models on imbalanced data should be 

conducted in future research, with the purpose of clarifying relationships between network 

measures, simplifying the amount of data processed, and enabling use of the models for protest 

prediction. Future research should also predict attributes of protests (e.g., size, degree of 

violence, etc.) instead of as a binary variable. This would require a more accurate source of 

information on protests than news media offer. 



69 

 

Antecedents and consequences of protest behaviors are a concern to society. Growth of 

social media provides a way of identifying behaviors related to protests. By examining the 

structure of social networks, as related in tweets about the 2016 U.S. Presidential Election, a 

relationship was identified between network structure and protest occurrences. Social media and 

networks derived from them factor into mobilization of a group, and mobilization precedes a 

protest. Thus, analysis of social media using network-based models suggests a relationship with 

protests. Testing the models evidences this relationship, observable in advance of protests. In 

terms of Emergent Norm Theory, results demonstrate that communication patterns evolve prior 

to a protest in response to a trigger. Both communication patterns and communication itself are 

in complex relationships with emerging collective behaviors. This might be useful when 

preparing for protests, helping to minimize injuries and property damage. A relationship between 

social network structure and present protests suggests that future research should improve 

predictions of collective actions based on analysis of network structures.  
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 CONCLUSIONS AND FUTURE WORK 

 Conclusions 

This study demonstrates opportunities for large-scale behavioral research using social 

media data. This thesis uses records of social media communications that precede occurrences of 

collective behaviors, and an approach to forecasting collective behaviors using social media 

communications is presented. Based on Emergent Norm Theory [3], the approach combines 

recent developments in computer science, network science, and big-data analytics, statistical and 

mathematical models, and theories of sociology and social science, resulting in a framework for 

hindcasting collective behaviors using social media communications. The framework was tested 

using real-world data of varying quality and completeness, contributing theoretically, 

methodologically, and practically to extant literature. 

Three empirical studies reported in this thesis demonstrate three approaches to measuring 

the tendency to participate in collective behaviors using social media data. The study in Chapter 

3 uses cumulative volume of communications over a period to predict the value of charitable 

donations, without considering dynamics. Chapter 4 uses the dynamics of communication 

volume to predict social unrest, and Chapter 5 exploits the dynamics of social networks instead 

of communications to predict social unrest. Results corroborate the general hypothesis of this 

thesis—verbal communication taken from social media associate with observed behaviors. These 

studies, especially that in Chapter 3, emphasize the importance of triggers for prediction of 

collective behaviors using social media. The first study compares predictions of charitable 

donations during an emergency and without one, suggesting that social media activity predicts 

behaviors only when they are in response to unanticipated or unusual events. Alternatively, 

regular donations (i.e., those not during an emergency) are routine individual behaviors, and 
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therefore the framework of this study is inapplicable to it. The two other studies are concerned 

with protests, which always have a cause so the comparison could not be repeated. This 

highlights a limitation of the framework; it applies only to studies of behavior in response to 

events. 

Results of this thesis demonstrate that although behaviors are often not reported explicitly 

in social media communications, it is possible to approximate them using its antecedents, 

reported in research that assesses behaviors such as social science and psychology (e.g., norming 

acts such as verbal communication). This thesis thus corroborates approaches suggested in 

emergency response studies [7], [92] and extends them to incorporate different behaviors and 

theories. Results also suggest implications for a theory that explains collective behaviors. Such a 

theory should account for disparities between collectives observed in online social media and 

those assessed traditionally in the literature (e.g., protest crowds, local communities, populations 

affected by disasters, and people in a building in which an evacuation order is issued). Such 

disparities might include: 

- The online collective has no well-defined boundaries; participants are free to take part 

or not, and the composition of a collective might be different over time; 

- Social media participation might be a form of collective behavior; 

- Participation in an online collective (e.g., joining a discussion or broadcasting 

information) might represent an emergent norm in response to an event. 

A theory that explains collective behaviors in the context of social media would benefit 

from adaptation of its tenets to this new environment. A clearer distinction between emergent 

norms and resulting collective behaviors is needed, and that new norms should be introduced 
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from the outside has been an early criticism of Emergent Norm Theory [96]. An online 

collective, with its unstable composition, might be especially prone to this. In the context of 

online social media, creation of a collective might be an emergent norm in response to an event. 

Chapter 4 illustrates such situations by defining emerging collectives by hashtag adoption. 

 Practical Applications 

Two directions for practical application of results are possible. The first concerns 

situational awareness. Methods of predicting collective actions using social media enable 

warning systems for early detection of social unrest and other collective phenomena. Several 

aspects of the approaches in Chapters 4 and 5 have been implemented as physical scripts, though 

they are limited to offline use. Although hindcasting was used throughout this thesis, given 

access to real-time streams of social media data and observations of collective behaviors, the 

framework can be implemented as a real-time tool. The second direction is prescriptive. Some 

findings enable interventions by interested agents in response to processes observed in social 

media, with the goal of influencing these processes and their outcomes. Findings from Chapter 3 

suggest that encouraging donors to share experiences on social media has a greater influence on 

the volume of donations than straightforward solicitation campaigns do. The connection between 

mobilization and protests, demonstrated in Chapter 4, suggests that interventions targeted at 

constituents of a mobilization might be effective at influencing public opinion to both promote 

and discourage open expressions of discontent. Insights into the influence of a social network on 

collective actions, and its relationship with mobilization from Chapter 5, might be useful during 

decision-making regarding encouraging or disrupting social networks. 
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Findings also apply to decision-making in various contexts, such as emergency responses 

and public safety. Predicting donations provides additional information to decision-makers 

dealing with charities, emergency responses, and humanitarian logistics. Prediction of social 

unrest should be examined beyond a law-enforcement viewpoint. The right to protest is among 

essential human rights in democratic society, but the right to be safe is another. Thus, predictions 

of protests and other mass gatherings of people are useful to decisions concerning the safety of 

those uninvolved, and of participants. Such predictions might also be helpful regarding rerouting 

traffic and public transport, and allocation of temporary facilities and emergency vehicles. This 

thesis offers no evidence to support that social media have changed the nature of collective 

behaviors. Social media provide new, faster, and farther-reaching means of communication, but 

underlying processes can still be explained using theories that pre-date the Internet. This 

observation has implications for both research and industrial practice in social media analytics. 

 Limitations and Future Challenges 

Results from this thesis suggest challenges for behavioral research based on social media. 

One concerns choosing social media data for experiments. Currently, the choice of the approach 

to data collection is made at the discretion of an individual researcher or research team. The 

challenge is developing a reliable methodology to isolate relevant signals in social media streams 

while simultaneously retaining sufficient noise for analyses to be meaningful. Chapter 4 suggests 

a method of determining salient topics in social media communications that eliminates subjective 

factors, such as selection by keywords. However, the method has limitations. It requires access to 

social media datasets that are as complete as possible (e.g., Firehose, which is expensive). The 

volume of the data, however, might result in the number of topic clusters growing beyond 

computational capabilities. Research dedicated to sampling social media data, determining 
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salient information flows, and assessing related problem of domain specificity should be a 

priority in social media analytics. Another challenge arises from practical considerations. In the 

context of early warnings and predicting events, the definition of success is not straightforward. 

For example, if a prediction of a protest is made for a date but the protest occurs two days later, 

is the prediction correct? Direct application of established error measures to warnings/forecasts 

might be misleading. These considerations suggest that designing error measures tailored to the 

context is paramount. The evolving nature of social media and collective behaviors suggests 

another topic for research. Do the processes assessed in this thesis have a tipping point, or states 

in which resulting behaviors are unavoidable, and do these processes saturate, or reach a point at 

which more activity is insignificant? 

Describing Emergent Norm Theory, Turner and Killian (1957) provide a classification of 

individuals who participate in collective behaviors by role, including (i) committed participant, 

(ii) concerned outsider, (iii) insecure individual, (iv) curious bystander, and (v) ego-detached 

participant (e.g., an individual who performs a professional duty). Assigning these roles to social 

media users could be an extension to the framework proposed in this thesis, and it might provide 

new measures of the tendency to participate in collective behaviors. Each study in this thesis uses 

a measure of social media activity to predict a behavior. However, behaviors, especially in large 

collectives and in response to external events, are determined by a range of factors. Chapter 5 

combines two measures of social media activity, verbal communications and evolution of the 

underlying social network, to predict a behavior. Results indicate complex relationships among a 

social network, communicated intentions, and resulting behaviors, suggesting that additional 

research is needed to combine measurement approaches to improve behavior predictions based 
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on social media. This challenge to social media analytics calls for greater involvement from 

researchers who specialize in behavioral research. 
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