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ABSTRACT

The vibrational modes of twisted bilayer graphene (tBLG) are computed and analyzed for

a series of 692 twisting angle values in the [0, 30°] range.

To help explore new combinations of techniques not available in existing software, a

new code is written specialized to meet the unique demands of this problem. Details of the

implementation are discussed in depth, particularly in the context of other existing software

solutions. In broad, the structures are relaxed using the conjugate gradient method, and

then phonon normal modes are computed in the harmonic approximation using a new code

optimized for large structures, modeling energy with the classical second-generation reactive

empirical bond order potential (REBO) with a Kolmogorov/Crespi registry-dependent term.

The structure can then be further optimized as necessary using a novel technique based on

the computed phonon modes. With this, a database is constructed with the vibrational

normal mode frequencies and non-resonant Raman spectra for all of the structures.

When nonlinear machine learning models are applied to the dataset to predict twist

angle from Raman spectra, they are found to be robust to noise and make successful predic-

tions during cross-validation despite the spectra lacking many of the key features that have

previously been identified as possible fingerprints of twist angle. This is promising evidence

for the viability of creating a black box model mapping experimental spectra to twist angle

using supervised machine learning.

Additionally, by unfolding the phonon modes onto the first Brillouin zone (FBZ) of

a single layer, it becomes viable to track the evolution of the phonon modes as a function

of twist angle, and splitting of bands around the M and K points is observed which is

attributed to phonon scattering by the network of solitons that arises during relaxation.

The standalone Python script written to perform this unfolding will be suitable for other

future work involving band structures on extremely large supercells.

x



CHAPTER 1

INTRODUCTION

It is impossible to overstate the role of computation in the theoretical sciences. Fundamen-

tally speaking, computation is the application of theory, whether it’s a couple of figures

jotted down on a napkin or a large automated process running across thousands of CPUs.

Of course, in the modern era, it is quite easy to take the latter for granted; computations can

be trivially done at such grand scales that they begin to cross domains and reveal emergent

behavior of the theory that no human would have ever predicted from the equations alone.

Such behavior might be found to agree with experimental data (and become new theory it-

self); or it may indicate limitations of the theory. In either case, we see that the relationship

between theory and computation is mutualistic; not only does theory drive computation,

but computation steers the development of new theories.

Layered two-dimensional crystal structures provide many examples of such large prob-

lem scales where computation can drive theory. Theoretical descriptions in condensed matter

physics almost universally rely on periodic boundary conditions to reconcile the atomic scale

of quantum physics with the macroscopic scale of crystal samples. While a single-layer 2D

crystal can typically be described with a small periodic cell, this simplicity is completely

destroyed by the addition of a second one with different periodicity; be it another material

with a different lattice constant, or even just the same material rotated! Famously, when

the difference between the layers is particularly small, a pattern of large-scale moiré fringes

will arise.

Twisted bilayer graphene is an example of one such multilayer material that has become

particularly prominent as of late, due to the discovery of unconventional superconductivity

and magnetism at a twist angle of θ ∼ 1.1° between the layers [1–5]; this is the first and

largest of a series of small “magic angles” at which such effects are predicted to occur by

present theory [1, 5–9].

Theoretical approaches do exist for predicting the physical properties of these moiré

structures, typically using the Fourier transform to analyze periodic behavior of a simplified,

continuum model. But the construction of such models is an inherently lossy step; care

must be taken to ensure that the simplified model retains all of the physics important to

the problem in question, which may not happen if some key piece of emergent behavior is

1
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unknown. For this reason, large-scale atomistic computations can still provide meaningful

insights and predictions.

If we plan to invest so much power in a computation, what should we compute? Raman

intensities are of particular interest because they are cost-effective and nondestructive, yet

they can be versatile at describing a wide variety of structural properties. This versatility

comes from how they arise; even the simplest form of Raman scattering involves two photons

and one phonon. Electronic and vibrational states play equally important roles in this

process, but phonons receive comparatively less study.

This is not to suggest there are no studies that perform atomistic computations on

twisted bilayer graphene, but all existing studies known to the author only investigate a

small number of structures, typically those where the commensuration cell between the two

layers has a small number of atoms. This is because even density functional theory—the

standard workhorse for ab initio calculations—has difficulty scaling beyond hundreds or

thousands of atoms. While these small cells can help describe the behavior at general (large)

twist angles, their predictions inevitably break down at small angles. While there is a study

that addresses an angle with a large commensuration cell [10], data is still lacking on the

evolution of vibrational properties with angle, particularly in the transition region between

the small angle and general angle domains. This sort of hole can really only be filled with a

comprehensive treatment of many structures such as that performed here.

One problem remains, however, in that such a comprehensive computation no doubt

produces overwhelmingly large amounts of data. The classic approach is to let prior knowl-

edge help guide what to look for in this data. What modes do we expect to be important?

How do we tell them apart from the rest? Some modes such as the shear and layer breathing

modes are easily identified, but many go beyond such simple classifications. That said, each

mode in the final structure should be similar to some combination of modes from single-layer

graphene in each layer. Band unfolding is a technique to help perform this matching, so that

the phonons can be differentiated in the context of the single-layer Brillouin zone; This will

be done in Section 2.5.

But returning briefly to the relationship between computation and theory, there is

an alternative strategy. Consider the recent successes of machine learning in some fields,

producing models of complicated problems that are free (or perhaps, freer) of human bias.

One might even say that, in some fields, computation does not just complement theory, but
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has even supplanted theory! Obviously, this is hyperbole;3 but one might consider the topic

of self-driving cars and ask themselves whether this is not at least the common perception

today! Fortunately for physicists, condensed matter physics is far from becoming such a field,

but nonetheless it does have many problems (like ours) that could benefit from exploring

machine learning as a solution, as done in the final chapter.

3At the very least, any given field still needs meta-theory about how to use machine learning most
effectively. . .



CHAPTER 2

CONSTRUCTION OF A TBLG PHONON DATABASE

The central focus of this document is a database of phonons for commensurate twisted bilayer

graphene structures. At present, this database includes 692 structures—these are all of the

twist angles that produce commensurate cells with fewer than 20000 atoms. The methods

used to compute this database have had to adapt many times to meet the computational

demands of larger and larger structures, and the final solution uses a codebase with 36000

lines of code written in the Rust and Python programming languages.4

Numerous steps go into this computation, which will be covered broadly in the order

that they are performed: First, we need a way to enumerate twisted bilayer graphene struc-

tures for the purposes of computation. Then, we must define a potential energy function

on these structures, and relax their positions to find the most thermodynamically favorable

arrangement of atoms. Normal mode frequencies and eigenvectors can be computed from the

second derivatives of the potential at this position. And the eigenvectors can be analyzed to

determine the (non-resonant) relative Raman intensities of each mode, as well as to relate

these modes to those in the Bernal stacking, via unfolding.

The primary output of this database are the relaxed structures and dynamical matrices

at Γ for all structures, along with frequencies and relative Raman intensities of the normal

modes. Stored in a sparse block matrix format and compressed, the 692 dynamical matrices

require 113 GiB of disk space to store.

The overall time cost of computing the database is presented in Fig. 2.1. The cumula-

tive time plot (left) shows how, for as long as all normal modes are requested, diagonalization

will dominate the total runtime. It is also the step with the most predictable cost, as evi-

denced by the straight line formed by this data in the plot on the right. In contrast, the time

spent by conjugate gradient varies wildly, while the time spent on force sets can be seen to

vary by one of a few possible constant prefactors (this arises from differences in space group

size between various structures after relaxation).

As will be discussed in future sections, there are potential optimizations that could

potentially decrease the runtime complexity of diagonalization (in particular, using sparse

methods to request fewer solutions) and of force sets computation (notably, limiting force

431000 lines of Rust, 5000 lines of Python. Counts include tests, but not comments or blanks.

4



5

computations to those atoms that interact with the displaced atom). This would eliminate

a factor of N from the scaling of force sets computation, and have unknown effect on the

complexity of diagonalization.
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Figure 2.1: Analysis of runtime performance for the various steps involved in
computing the tBLG database, showing three of the four steps that
dominate computation time (data is not available for the fourth
one, unfolding). (Left) Cumulative runtime of each step for all
structures up to a given size. (Right) Plots of runtime for
individual structures, arranged by size. The dotted line shows the
known O(N2) scaling of force sets computation. Dashed lines show
linear fits (weighted by N) in log-log space for the other two steps,
suggesting O(N1.38) scaling for conjugate gradient and O(N2.74)
scaling for diagonalization.

2.1 Enumerating moiré patterns

To reconcile the vast difference in magnitude between the atomic scale at which most

crystal physics occurs and the scale of at which bulk solid samples exist, computations in

solid state physics typically rely on periodic boundary conditions. In atomistic computations

such as those performed in this work, this means that one operates on structures that have

perfect crystallographic periodicity.

In fact, general twist angles θ ∈ R for twisted bilayer graphene do not produce perfectly

periodic structures. And even among those angles which do produce periodic structures (of

which there are infinitely many), the size of the crystallographic unit cell will almost always

(mathematically speaking) be too large for computation. Thus, when enumerating twist



6

angles with the goal of performing solid state computations on them, it is wise to find a

description which generally yields smaller unit cells before larger unit cells.5 To achieve this,

we will use number theory.

2.1.1 Conditions for commensuration

Before focusing on the special case of twisted bilayer graphene, we will address a

somewhat more general problem that will also reveal how the problem should look for some

other structures. We explicitly consider structures formed by placing two layers of the same

2D periodic material physically atop one another, where the bottom and top layers are related

by an affine transformation in the 2D plane. The layers will be said to be commensurate if

there exist at least two linearly independent, nontrivial vectors in the translational symmetry

group of the combined structure.

Thanks to the separation between these layers along the third dimension, the two layers

are distinguishable, in that any atom in one layer cannot be considered a periodic image of an

atom in the other layer. Thus, any vector in R2 is a translational symmetry of the combined

structure if and only if it is simultaneously both a translational symmetry of the bottom

layer and of the top layer. In this sense, the actual atomic positions within each unit cell

become irrelevant; the affine transformation becomes a linear Cartesian operator M; and the

question of commensuration becomes solely determined entirely by the unit cell matrices A

and B = AMT of each layer, whose rows are the basis vectors of each lattice.

Ultimately, A and AMT are said to be commensurate if and only if there exist invertible

C,D ∈ Z2×2 and S ∈ R2×2 such that

CA = DAMT ≡ S. (2.1)

A key element about this problem is that it has different sets of solutions for M depending

on the form of A. Thus, as this is solved, we will focus not just on enumerating solutions

for M, but also on determining the restrictions required on the form of A that will enable

various classes of solutions. To start, without loss of generality, we will rotate and scale the

5By “generally,” it is meant that the method need not necessarily yield all structures in order of increasing
size; but for any given maximum unit cell size, it must be possible to find the set of all solutions up to that
cell size (and to know that this set is comprehensive) in a finite amount of time.
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coordinate system so that the unit cell of the bottom layer is

A =

1 0

x y

 , x, y ∈ R, y 6= 0, (2.2)

leaving only two degrees of freedom in the form of A.

Searching for arbitrary Cartesian transformations gives us perhaps a bit too much

freedom. An arbitrary transformation matrix could be thought of as a composition of more

primitive operations, namely

M = c

︸︷︷︸
scale

·

1 0

b 1

1 a

0 1


︸ ︷︷ ︸

skews

1 0

0 ±1


︸ ︷︷ ︸

mirror

cos θ − sin θ

sin θ cos θ


︸ ︷︷ ︸

rotation

. (2.3)

In the case of the twisted bilayer problem without external strain, symmetry constrains both

layers to have equal scale, so c = 1. A similar argument forbids the sudden introduction

of skew. These elements play a critical role in our decision to prefer a number analytic

approach for enumerating solutions, as without it, one would be served far more effectively

by a numerical search for angles where the relative scaling between the layers lies within

some tolerance of an expected scale ratio (such as for graphene on hexagonal boron nitride).

Without scaling or skew, three degrees of freedom in M are immediately lost, leaving

us with only orthogonal transformations:

Ms,(±) =

t ∓s
s ±t

 , s, t ∈ R, s2 + t2 = 1, (2.4)

where one may of course identify (t, s) = (cos θ, sin θ) so that the (+) solutions are a rotation

by θ, and the (−) solutions are reflections over the line that passes through the origin with

an inclination of 1
2
θ. Because C and D are integral, it is apparent that the matrix

Es,(±) ≡ D−1
s,±Cs,± = A(MT

s,(±))A
−1 (2.5)

must be rational. In fact, the rationality of Es,(±) is not only a necessary condition for

commensuration, but it is also sufficient; for instance, given any invertible rational matrix
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Es,(±), one may choose for example Ds,± = ( d 0
0 d ), where d is the least common multiple of the

denominators of each of the elements of Es,(±), and then the product Ds,(±)Es,(±) = Cs,(±)

will clearly be integer and invertible. Thus, we now devote all of our energy to finding the

conditions for Es,(±) ∈ Q2×2.

One minor nit: Even though C and D are constrained by the Cartesian transformation

M, they are not uniquely determined by it, so it is perhaps a bit misleading to give them

subscripts of (s,±). From this point onward, we will drop some of the nuance and suppress

these subscripts partially or wholly whenever they are not useful to discussion.

Substituting our prior forms of A and M into Eq. 2.5 yields

E(±) =

 t− s
y
x s

y

− s
y
(x2 ± y2) + xt(1∓ 1) ±t+ s

y
x

 . (2.6)

Immediately, one can see that the quotient q ≡ s
y

must be rational, since it appears directly

as an element of E. Continuing forward, we will consider the (+) and (−) branches of this

problem independently.

2.1.1.1 Rotations

For rotations, Eq. 2.6 simplifies to

E(+) =

 t− qx q

−q(x2 + y2) t+ qx

 . (2.7)

First consider the case where q = 0. Applying det(E) = det(M) = 1 we find t = ±1,

corresponding to the transformations M = ±1 (i.e. rotations of 0° or 180°). While these

solutions are available to all possible unit cells, they are not particularly interesting, as the

commensurate “supercell” is only a single unit cell. Things get more interesting in the q 6= 0

case, where the rationality of E becomes equivalent to these three conditions:

• E22 + E11 = 2t ∈ Q, therefore t ∈ Q.

• E22 − E11 = 2qx ∈ Q, therefore x ∈ Q.

• E21 = q(x2 + y2) ∈ Q, therefore y2 ∈ Q.
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Table 2.1: Unit cell parameterization of 2D Bravais lattices that support
commensurate structures due to a twist angle.

Bravais lattice σ κ β
Square 0 1 1

Hexagonal −1
2

1
2

3

With the latter two bullets, we see our first instance of conditions on the form of

A. This is to say that if x or y2 were irrational, then the two trivial solutions previously

mentioned would in fact be the only solutions. As a number whose square is rational, y can

be written in the form y = κ
√
β, κ ∈ Q, β ∈ Z+,where Greek letters are used to indicate

rational parameters derived from the cell, and Z+ is the set of (strictly) positive integers.

Similarly, write x ≡ σ.

Crucially, β is taken to be integral (by rationalizing the denominator) as well as square-

free (by absorbing the root of any square divisors into κ). As an example, y = −4
√

2
3

would

be decomposed as κ = −4
3
, β = 6. In summary, we have constrained A to the form

A =

1 0

σ κ
√
β

 , κ, σ ∈ Q, κ 6= 0, 0 < β ∈ Z squarefree. (2.8)

This is actually an extremely powerful constraint, which can be used right now to

determine limits on the scope of application of our technique. Unfortunately, right off the

bat, we can tell that the monoclinic, rectangular, and centered rectangular Bravais lattices

do not generally support exactly commensurate cells purely from rotation, as their cell

parameters are in general related by real numbers rather than rational numbers. This leaves

only hexagonal and square lattices to have solutions that are constrained by symmetry;

the parameterizations of these cells are shown in Table 2.1. σ and the sign of κ may vary

depending on the precise choice of primitive cell (the cells shown have cell angles of 90° and

120°). However, arguing from the matrix determinant of A, it is apparent that β and |κ| are

fixed.

Substituting for s into 1 = s2 + t2 yields the following equation in the rationals:

t2 = 1− β(qκ)2 (2.9)
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Noting that κ 6= 0,6 there is clearly a one-to-one correspondence between solutions to

this equation and those to the κ = 1 special case equation t2 = 1− βq2. Thus from here on

we take κ = 1. Take Eq. 2.9 and rewrite t and q as simplified fractions:

n2
t

d2
t

=
d2
q − βn2

q

d2
q

, gcd(nt, dt) = gcd(nq, dq) = 1, (2.10)

where gcd is the greatest common divisor function.

As the numerator and denominator of the LHS are coprime, this fraction is already in

reduced form. It turns out that the same is true for the RHS; from this equation alone, one

can argue that β and dq are coprime, because any prime shared in common between them

would end up canceling exactly once between the numerator and denominator, leaving an

odd power in the denominator. It quickly follows that d2
q − βn2

q is coprime to d2
q. Having

now demonstrated that both sides are reduced fractions, we may equate the numerators:

n2
t = d2

q − βn2
q. (2.11)

Thus, finding all rotation angles that produce commensurate cells amounts to solving

the above Diophantine equation for triples of integers (nt, nq, dq) where nt, dq, and βnq are

all mutually coprime.

Working backwards, suppose we have a solution (a, b, c) of nonnegative integers to the

equation a2 + βb2 = c2, with (a, βb, c) coprime. While dq is positive by definition, we can

freely choose signs for nt and nq. Defining the signed variables a′ ∈ {±a} , b′ ∈ {±b} results

in four solutions of the form (nt, nq) = (a′, b′), dq = dt = c.7 Recalling that we had previously

transformed κq → q, we may reconstruct the values

t =
a′

c
, q =

b′

κc
, s = qy =

b′
√
β

c
(2.12)

−→ M(+) =
1

c

 a′ −b′
√
β

b′
√
β a′

 , E =
1

cκ

 a′κ− b′σ b′

−b′(βκ2 + σ2) a′κ+ b′σ

 , (2.13)

6If κ = 0 then y = 0 and the unit cell would be degenerate.
7Only two solutions occur if a or b is zero. The sole b = 0 solution (a, b, c) = (1, 0, 1) is available to

all structures and corresponds to the trivial moiré superstructures generated by M = ±1. Structures with
β = 1 also have (0, 1, 1) as a solution, corresponding to rotations of ±90◦.
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corresponding to a rotation of θ = atan2(s, t).8

In the particular case of twisted bilayer graphene, only twist angles in the range 0 ≤
θ ≤ 60° produce unique structures; a twist angle of 120° produces the same structure as

0°, and those between 60° and 120° are simply mirrored forms of the ones in the interval

(0°, 60°). Restricting θ into this range is equivalent to requiring 0 ≤ b ≤ a.

2.1.1.2 Reflections

The case of reflections at first appears to closely resemble the case of rotation, but

they come with a surprising twist. As previously shown, the rational matrix corresponding

to reflections is

E(−) = A(M(−))
TA−1 =

 t− qx q

−q(x2 − y2) + 2xt qx− t

 . (2.14)

In contrast to the case of rotations, we are unable to argue that x and t are rational—and

with good reason, as it will be demonstrated later that some reflection-based moiré patterns

are available to a wider class of 2D unit cells than those that admit rotation-based moiré

patterns.

As in the rotation case, the q = 0 case must be handled separately to facilitate argu-

ments on rationality. When q = 0, one quickly finds that t = ±1 (corresponding to mirror

operations over the x- or y- axis) and, from the lower left element of E, that x ∈ Q. These

solutions are notably different from the q = 0 solutions for rotation; not only do they have

a restriction on x, but they may be nontrivial (e.g. if x = 1
6
, then the commensurate cell

will have an area of 3 unit cells). But because there are only two, there is no need to further

consider them.

Solutions for x rational Now consider q 6= 0. Though it need not necessarily be the case

that x is rational, let’s suppose that it were. In this case, we can see from e11 and e21 that

t ∈ Q and y2 ∈ Q. As before, we may parameterize y = κ
√
β for κ ∈ Q and squarefree

β ∈ Z+; and then applying 1 = s2 + t2 we obtain Equation 2.11. Ultimately, the set of

solutions for (s, t) is identical to those for the rotation case.

8atan2(∆y, ∆x) is an alternative definition of the arctangent which produces values with a full range of
2π, preserving the quadrant of the input. The name used here is the one it goes by in the C standard library
and the FORTRAN 77 standard.
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This is to say that, given a unit cell in which x is rational, then for each moiré pattern

produced by a rotation of θ, there is a corresponding one produced by reflection over the

line at an angle of θ/2 from the +x-axis (and vice versa). In each case, the reflection pattern

can be obtained from the rotation pattern by flipping the second layer over the x-axis prior

to rotation.
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Figure 2.2: Rotation and reflection solutions for the value of θ which produces
the smallest nontrivial solutions in an hexagonal lattice
(θ ≈ 21.787°). On the left, the blue layer is the red layer rotated by
θ; on the right, the blue layer is the red layer reflected over the line
of angle θ

2
from the x-axis (in green). The primitive structure is a

capital F to demonstrate that space group symmetry is not
required. Black lines indicate the commensurate cell, which for this
angle contains seven images of each layer.

Solutions for x irrational Now suppose on the contrary that x is irrational. For convenience,

let p = t − qx ∈ Q, so that solutions may be characterized by the rational variables (p, q),

rather than the real variables (t, s). Requiring 1 = s2 + t2 (= (qy)2 + (p+ qx)2) and solving

for y2,

y2 =
1− (p+ qx)2

q2
, (2.15)

where we have used the fact that q 6= 0 for irrational x. Like in the other cases before, this

equation places a restriction on the form of y, though it is not quite as straightforward as

previous cases. Like in the other cases, we would prefer to have a form that uses parameters

derived from the cell. As a first step towards this, we can demonstrate that, for any given

y, there are only two possible (p, q) pairs that can satisfy this relationship.
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To see this, suppose that there exists another pair (p′, q′) satisfying Eq. (2.15). Setting

y2 = y2, cross-multiplying, expanding, and collecting powers of x, we get

x
[
2q2p′q′ − 2q′2pq

]
= q2 − q′2 − q2p′2 + q′2p2, (2.16)

which equates a rational number (the RHS) to the product of a rational number (in brackets)

and an irrational number (x). This is only possible if the rationals are both zero. Setting

the bracketed expression to zero leads to p′q = q′p, which tells us that (p′, q′) = (zp, zq)

for some nonzero z ∈ Q.9 Then, setting the RHS of Eq. (2.16) to zero, we find that q2 =

z2q2 =⇒ z = ±1.

So far, this tells us that, for any structure with irrational x, if the structure admits

any commensuration cells at all from reflections, then there are only two such reflections,

and they correspond to (±p,±q) for some (p, q). This also presents an idea of how to obtain

something more meaningful than Eq. (2.15) with regards to describing which structures

support these reflections:

A =

1 0

x y

 =

 1 0

t−p
q

s
q

 =

 1 0

−p
q

1
q

1 0

t s

 , (2.17)

Considering the above discussion about (p, q) being unique to a structure (up to a

shared sign factor), we can see that two similar cells share the same set of solutions. For

now, let’s take q > 0 (focusing on one solution) and y > 0 (focusing on one cell). Then we

can describe this cell-angle combination as:

A ≡

1 0

τ λ

 1 0

cosα sinα

 . (2.18)

where λ ≡ 1/q, τ ≡ −p/q can be any rational numbers (subject to λ > 0), and 0 < α < π

is real. Similar to Eq. (2.8), this equation is a sort of decomposition which serves to define

families of cells that share the same set of reflection angles.

To understand how these solutions arise in the first place and put everything into

context, consider the core member of this family of cells, the one where (τ, λ) = (0, 1).

9This is true even in the p = p′ = 0 case, so it needs no special treatment.
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Effectively, it is a cell where both lattice basis vectors are of equal length. Noting that cosα =

t = cos θ, we see that M is just reflection over the line that bisects the cell angle (rotated

α/2 from the x-axis), which obviously produces a trivial moire pattern. The other sign for

(p, q) indicates a similar solution at α/2 + 90°. These are not altogether very interesting.

However, by selecting other (τ, λ), we find that this simple solution generates solutions for

other cells, which have the same set of reflection angles, but whose commensurate cells might

not necessarily be trivial.

2.1.2 Relating to the 2-parameter formalism for tBLG

There already exists a widely-used, 2-parameter formalism of enumerating commen-

surate rotation angles in tBLG, which is a fair bit more convenient to work with than this

3-parameter formalism. However, despite its widespread prevalence, the geometric argu-

ments often used to derive the 2-parameter formalism do not provide satisfying evidence

that these solutions are both complete and do not generate duplicate angles. Thus, we will

derive the 2 parameter formalism from the 3-parameter formalism.

The two parameter formalism Due to the symmetry of graphene, reflections for bilayer

graphene produce the same set of possible structures as rotations, so only rotations are

considered. Substituting β = 3 into Eq. (2.11), we now solve

a2 + 3b3 = c2 (2.19)

for all nonnegative, mutually coprime triples (a, b, c) where a ≥ b. Call this set of solutions

A. Given the solution (a0, b0, c0) = (1, 0, 1), we can apply an identity to generate many more

solutions from pairs of integers (u, v) [11]:

A(uv) = 3u2 − v2, (2.20)

B(uv) = 2uv, (2.21)

C(uv) = 3u2 + v2. (2.22)

Capital letters have been used here to indicate that these are not necessarily coprime or

nonnegative; that said, each generated triple does admit a coprime, nonnegative triple as
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follows:

g(uv) = gcd
(
|A(uv)|, |B(uv)|, |C(uv)|

)
, (2.23)

(a(uv), b(uv), c(uv)) =

(
|A(uv)|
g(uv)

,
|B(uv)|
g(uv)

,
|C(uv)|
g(uv)

)
. (2.24)

Let U name the set of all pairs of nonnegative, mutually coprime integers (u, v) where

u ≥ v. It can be easily seen that a(uv) ≥ b(uv) for such (u, v); thus, every (u, v) ∈ U admits

an (a, b, c) ∈ A. The next question now becomes: does every (a, b, c) ∈ A likewise admit a

(u, v) ∈ U?

Recovering a (u, v) pair from an (a, b, c) triplet Equations 2.20 through 2.24 may be con-

sidered to define a function GetAbc : U→ A. We now will now show that this function has

an inverse GetUv : A→ U. Beginning from a known (a, b, c) ∈ A, we define U, V ∈ R:

(U, V ) =

(√
c+ a

6
,

√
c− a

2

)
. (2.25)

Notice that (U, V ) may be irrational. It will be proven shortly, but for now, let it be

stated without proof that it is always possible to “cancel out” the irrational parts of (U, V )

through multiplication by a common factor (which can be freely chosen to produce coprime

integers). This is to say, there exists a unique σ ∈ R (σ > 0) such that (u, v) ≡ (σU, σV ) ∈ U.

With this understood, GetUv((a, b, c)) = (u, v).

Now, we demonstrate that this σ exists by finding it explicitly. Begin by defining

quantities for the sum and difference of c and a, and rewrite the Diophantine equation in

terms of them:

(P, M) ≡ (c+ a, c− a), (2.26)

PM = 3b2. (2.27)

Notice that M is nonnegative (the Diophantine equation implies that c ≥ a) and P is positive

((a, c) 6= (0, 0) as they must be coprime). The rewritten equation will be our primary tool

for finding σ, as it tells us that any prime factor of PM must appear to an even power

(except for 3, which must have an odd power). Eliminate the greatest common divisor of
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these variables:

(p, m) ≡ (P/h, M/h), h ≡ gcd(P, M) > 0, (2.28)

and now decompose these reduced variables into square and squarefree parts:

(p, m) = (s2
pfp, s

2
mfm). (fp, fm squarefree) (2.29)

These decompositions are unique (briefly handwaving the edge case at 0). Because fp

and fm are coprime, fpfm is also squarefree, and so if we plug these forms back into the

rewritten Diophantine equation, we find:

(hspsm)2fpfm = 3a2 =⇒ fpfm = 3. (2.30)

To be precise, the “implies” relationship suggested by the arrow above only applies when b 6=
0. However, for the unique case where this is not true, (a, b, c) = (1, 0, 1), the decomposition

of m = 0 is degenerate and we are free to write it as m = 02 · 3 so that the latter equation

still holds. In this case, h = 2 and (fp, fm) = (1, 3).

Plugging these forms into (U, V ) and then applying the fpfm = 3 relation yields

(U, V ) =

(
sp

√
h

6
fp, sm

√
h

2
fm

)
=

(
sp

√
h

2

1

fm
, sm

√
h

2
fm

)
, (2.31)

and the explicit form of σ (and the resulting final values of (u, v)) can now be easily found

to be:

σ =

√
2fm
h
, (u, v) = (σU, σV ) = (sp, smfm). (2.32)

To verify this result, one can easily see that (u, v) are coprime, as they are factors of (p,m)

respectively, which were also coprime. They are also clearly nonnegative. All that remains
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is to show that u ≥ v. We find that

sp ≥ smfm if and only if s2
p ≥ s2

mf
2
m (2.33)

if and only if hs2
pfp ≥ hs2

mf
2
mfp (2.34)

if and only if P ≥ 3M (using fpfm = 3) (2.35)

if and only if 2a ≥ c. (2.36)

This condition can be proven true from the Diophantine equation:

a2 + 3b2 = c2 =⇒ a2 + 3a2 ≥ c2 =⇒ 2a ≥ c. (2.37)

Thus (u, v) ∈ U. With this, it has now been demonstrated that every (a, b, c) ∈ A admits

a (u, v) ∈ U. Equations 2.26, 2.28, 2.29, and 2.32 together serve as the definition of the

function GetUv : A→ U.

Proving one-to-one correspondence We have shown that there exist functions from A→ U

and from U→ A. But if we want to use the 2-parameter formalism to enumerate all angles,

we need to know that it does not miss any solutions (and ideally that it does not produce

any duplicates). In other words, we seek to show that these functions are inverses of each

other. Thankfully, this is the easy part!

To show that GetUv ◦ GetAbc is the identity function on U, begin computing GetUv

on (a, b, c) =
(

3u2−v2
g

, 2uv
g
, 3u2+v2

g

)
and one will soon arrive at

(U, V ) =
(
ug−1/2, vg−1/2

)
, (2.38)

from which it is clear that the output will be (u, v). Likewise, to show that GetAbc ◦ GetUv
is the identity function on A, begin computing GetAbc((sp, smfm)) to find that

(A, C) =

(
6

hfp
a,

6

hfp
c

)
, (2.39)

from which it is clear that the output will be (a, b, c).
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2.1.3 A greedy search for a supercell

A method has been presented for rapidly enumerating all rotation angles that produce

commensurate cells; however, thus far we have only required the existence of matrices C,

D and S without explicitly solving for them. And indeed, they do not have a unique

solution; but some solution must be chosen if we wish to generate coordinate data for the

commensurate structure.

Fundamentally, the goal is to find a primitive cell (defined here as any cell matrix S that

minimizes |det(S)|) for the commensuration lattice LS, giving us the matrix S. However, we

would like to reformulate the problem into integer space by instead considering the lattice

LC ⊆ Z2 of points satisfying cTA ∈ LS. Because LS and LC are related by an invertible

linear transform, any primitive cell of LC directly yields a primitive cell of LS and vice versa.

More precisely, LC can be defined as follows: For any c ∈ Z2, c is a member of LC if

and only if there exists d ∈ Z2 such that cTA = dTB. The latter condition is equivalent to

saying that cTAB−1 = cTE−1 ∈ Z2. This gives us a predicate for testing whether any given

point in Z2 belongs to LC . Though one could use elementary number theory to derive an

explicit form for a cell matrix C, in practice a simple greedy algorithm suffices:

1. The first row of C is the the unique point c1 = (x1, 0) ∈ LC which minimizes x1 > 0.

2. The second row of C is the unique point c2 = (x2, y2) ∈ LC with 0 ≤ x2 < x1 which

minimizes y2 > 0.

It might sound brazen to assume that points satisfying these conditions exist, but in fact,

they must. The fact that LC contains points of the form (x, 0) can be easily seen by taking

any arbitrary solution matrix C =
(

cT1
cT2

)
and constructing the point c22c1 − c12c2 (though

this is typically not the minimal such point!). The full justification for these steps is that any

lattice L of rank m in Zm admits a unique matrix in Zm×m that (a) is in Hermite Normal

Form, and (b) whose integer rowspace is equal to L [12, 13].

For our purposes, we use a lower triangular, row-based convention for defining the

Hermite Normal Form. Furthermore, the invertibility of supercell matrices vastly simplifies

the conditions of HNF by forcing all pivot elements to lie on the main diagonal. What

all of this ultimately means is that the lattice LC has a unique, “canonical” primitive cell

C′ =
(
x′1 0

x′2 y
′
2

)
where 0 ≤ x′2 < x′1 and y′2 > 0.
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There is one final point we must address: While our greedily-found C is of rank 2, is

in HNF, and is constructed from elements of LC , these facts alone are not enough to tell

us that it is a primitive cell. This is where the specific choices of our algorithm come into

play. Let us consider the possibility that det(C) > det(C′). In this case, at least one of the

diagonal elements of C must be greater than the corresponding element of C′. Whichever

element is greater, it can be seen that the algorithm is violated:

• It cannot be true that the first diagonal element x1 is larger than x′1, as then the

algorithm would have favored (x′1, 0) in step 1.

• In fact it must be the case that x1 = x′1, because if x1 < x′1 then one could construct

a cell of smaller area than C′, a known primitive cell.

• Because x1 = x′1 and C′ is in HNF, it follows that x′2 < x1, meaning that (x′2, y
′
2) is

a valid candidate for step 2. As a result, the second diagonal element y2 cannot be

larger than y′2, as then the algorithm would have favored (x′2, y
′
2) in step 2.

Thus, C is a primitive cell (and the uniqueness of the HNF further implies that C = C′).

Now that we have proven the algorithm to be correct, is it efficient? Though the second

step may appear to have quadratic complexity at first, it turns out that the worst-case total

number of points tested by this algorithm actually scales as O(det(C))—that is, linear with

respect to supercell size. Even without knowing det(C) ahead of time, step 1 will finish

after testing c11 points, and step 2 will finish after testing no greater than c11c22 points (c11

possibilities for x1 times c22 possibilities for y2).

There is one final caveat to all of this: Though the HNF supercell has the convenient

properties of being unique and easy to find, it’s shape may be far from ideal. In particular,

for all twisted bilayer graphene structures, the HNF supercell matrix is found to have the

form
(
c11 0
c12 1

)
. The resulting commensurate primitive cell tends to be highly skewed and is

unsuitable for computation. This problem is easily solved by reduction into a Buerger cell,

for instance by using pymatgen’s Lattice.get niggli reduced lattice [14, 15].

2.1.4 Solution set distribution

Finally, though we have a way to enumerate all angles that produce commensurate

cells, it produces them in a rather unusual order, as seen in Fig. 2.3. It would be convenient
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Figure 2.3: Overhead schematics of the structures generated by the first 11
possible values of u and v, grouped by u. Though this is a natural
order in which to generate these structures, it is not very intuitive.
For instance, the 60°− θ partner to the third solution ((u, v) = (2, 1))
does not even appear in this set (it is the 16th solution,
(u, v) = (7, 3)).

to be able to gather all structures up to a maximum size of, say, Nmax times the area of the

graphene primitive cell. When considering all angles in general, the size of the commensurate

cell can be obtained from its parameterization [16]:

N =
3

δ

1

γ2
(3u2 + v2) =

3u2 + v2

( 2
gcd(uv,2)

)2 gcd(v, 3)
, (2.40)

where δ = 3/ gcd(v, 3) and γ = gcd(v, 3) 2/ gcd(uv, 2). The denominator is a positive integer

with a maximum value of 12. Substituting this maximum value in, the above equation readily

transforms into following inequality:

4N ≥ u2. (2.41)

This means that, if we seek all solutions up to size Nmax, then it is only necessary to consider

all coprime pairs 0 ≤ v ≤ u ≤ 2
√
Nmax, giving us a finite (and reasonably small) search-
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Figure 2.4: Properties of the set of commensurate twist angles 0° ≤ θ < 30° up to
a maximum area of Nmax unit cells. (a) shows number of solutions.
A linear fit is plotted in blue. (b) Shows minimum twist angle in
the set, along with the expected behavior for Nmax →∞ in green.

space.10

We now consider some properties of the distribution of solutions up to a particular

Nmax. Whereas the prior section considered the range θ ∈ [0°, 60°], from this point onward

we only consider the half of these angles that lie in the range [0°, 30°). This is because each

solution θ above 30° is related to a smaller angle solution at 60°−θ by only a small translation

of one layer that presents no energy barrier. Notice also that the interval endpoint θ = 30° is

itself not a solution, as this corresponds to a quasicrystalline structure with 12-fold rotational

symmetry [17].

First, we consider the number of solutions. Figure 2.4a shows that, for large Nmax, the

number of solutions appears to be linearly related to Nmax. This suggests that, remarkably,

the distribution of solutions by size is approximately uniform, with each successive solution

in the range [0°, 30°) being on average about 7.26 unit cells larger than the prior solution.

Furthermore, because small twist angles are of particular interest, it is worthwhile checking

how large the solutions must be in order to reach certain small angles. When considering

small angles, the tBLG structure has a prominent moiron lattice of length scale [18]

D =
a

2 sin(θ/2)
, (2.42)

10Many of the solutions will produce a cell larger than Nmax; simply filter these out.
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which approaches
a

θ
as θ → 0. When checking angles in order of increasing size, one would

intuitively expect that, whenever a new record angle is found that is smaller than all of

the previous angles, the commensurate cell for this angle will contain a single moiron; this

is to say that, for these record-breaking structures, we expect N = (D/a)2 ≈ θ−2. This

expectation is verified in Figure 2.4b.

2.2 REBO potential

When it comes to energy computations in modern solid state theory, it is generally

desirable to compute the potential from first principles. However, even density functional

theory—one of the most efficient ab initio methods for computing electronic properties—can

become prohibitively expensive when applied to systems of tens of thousands of atoms or

more. To meet the large-scale demands of this computation, a classical force-field potential

had to be used.

With the goal of supporting not just graphene but also other carbon allotropes such as

carbon nanotubes, fullerenes, gyroids [19], and graphene nanoribbons [20], an intramolecular

potential was chosen which has the ability to model the geometry of all of these different

structures. This chosen potential is the second generation Reactive Empirical Bond Order

model (REBO) [21].

REBO is known to produce a poor fit for the optical phonon bands in graphene, due to

its failure to describe the Kohn anomalies in graphite near the Γ and K points, which arise

from electron-phonon coupling [22]; however, this is a problem that cannot easily be resolved

for classical potentials. There are many alternatives to REBO which may present different

sets of advantages and disadvantages, such as LCBOPII [23], ReaxFF [24], Tersoff [25],

and an optimized Tersoff that better models thermal transport [26–28], though still none of

these can fully replicate (even qualitatively) phonon band structures obtained from graphite

or graphene using density functional theory. Additionally, during the computation of this

tBLG phonon database, a machine-learning based potential was published that was found

to outperform many classical potentials with respect to accuracy of phonon frequencies

compared to DFT [29]. It would be interesting to explore these alternatives in the future.
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2.2.1 Long-range terms

Important to note is that the REBO potential mentioned thus far is only an intramolec-

ular potential. Considering that any effect of twist angle in tBLG must come primarily from

the interaction between layers, the particular mechanics of REBO are somewhat immaterial

to this work. The crucial choice then lies in deciding what intermolecular term to add to the

REBO potential.

2.2.1.1 AIREBO

A popular choice for an intermolecular term for second-generation REBO is to use a

Lennard–Jones (LJ) interaction term, as implemented in the AIREBO potential [30]. This

pairs an r−12 repulsion term with an r−6 attraction:

V (rij) = 4εij

[(
rij
σij

)−12

−
(
rij
σij

)−6
]

(2.43)

The Lennard–Jones potential is able to reproduce the binding energy of many carbon-carbon

surface interactions, even when simplified to a continuum model [31]. Together with the

simplicity of the potential, it is a popular choice for modeling Carbon-Carbon surfaces.

2.2.1.2 REBO with Kolmogorov–Crespi registry-dependent term

When it comes to modeling corrugation between two surfaces, however, LJ is found to

be far too smooth. This is in part due to the isotropic form of the potential, which cannot

distinguish relative motion between atoms that is in-plane versus out-of-plane. To combat

this, Kolmogorov and Crespi replace the repulsive part of the potential with parts that decay

exponentially along the in-plane and out-of-plane directions independently [32]:

VKC(rij, n̂i, n̂j) = e−λ(rij−z0)
[
C + f

(ρij
σ

)
+ f

(ρji
σ

)]
− A

(
rij
z0

)−6

, (2.44)

ρ2
ij = r2

ij − (n̂i · rij)2, (2.45)

f(ξ) = e−ξ
2 (
C0 + C2ξ

2 + C4ξ
4
)
, (2.46)

where z0 ≡ 3.34�A for convenience, rij are the displacement vectors between interacting

pairs of atoms (which must belong to distinct surfaces), and λ, A, C, C0, C2, C4, and σ

are parameters empirically fit to experimental data. This is hereby referred to as the KC



24

potential.

The vectors n̂i are surface normals defined locally at each atom. One might think that

this is excessive for the case of flat structures such as twisted bilayer graphene, and that

it would suffice to use global normals pointing along the out-of-plane direction everywhere.

Indeed, this was tried in earlier attempts to create the structural database. However, it turns

out that the KC potential with global normals predicts imaginary frequencies in flexural

modes near the Γ-point even in fully relaxed, Bernal-stacked bilayer graphene. As will

be discussed in Section 2.4.1, imaginary frequencies away from the gamma point indicate

structural instabilities that break the translational symmetry. What this effectively means

is that, under Kolmogorov/Crespi with global normals, bilayer graphene is found to buckle

when relaxation is performed on any supercell of 20× 20× 1 cells or greater.

This is a fairly undesirable property; when the minimal cell size for each angle is used,

it creates false differences between the computed properties of angles that happen to produce

small cells versus those that produce large cells. To make matters worse, relaxing along the

imaginary flexural modes a single time is found to be insufficient to eliminate all imaginary

modes; in order to reach a true energy minimum, one must repeatedly alternate between

standard relaxation and relaxation along imaginary modes, which in turn requires repeated

identification of negative eigenvalues—a potentially expensive process. Each iteration typi-

cally reduces the total energy per atom on the order of 2× 10−5 eV/atom.

One could draw a superficial connection between this buckling and the Mermin-Wagner

theorem, which universally implies that any freestanding 2D crystal cannot be structurally

stable. In both cases, we see a structural instability arising to flexural modes of arbitrarily

large wavelength. The difference is that the Mermin-Wagner theorem applies at small,

nonzero temperatures, while structural optimization describes physics strictly at T = 0; so

this buckling is not particularly expected.

Fortunately, it turns out that this issue is related to the use of global normals. Kol-

mogorov discusses two alternative types of normals: Local normals, which consider the

neighboring three atoms, and semilocal normals, which consider second neighbors:

n̂
(i)
local ∝ (rij × rik) + (rik × ril) + (ril × rij), (2.47)

n̂
(i)
semilocal ∝ αn̂

(i)
local + n̂

(j)
local + n̂

(k)
local + n̂

(l)
local, (2.48)
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(b)(a)

Figure 2.5: Comparison of low frequency phonon bands for Bernal-stacked
bilayer graphene when (a) z normals are used and when (b) local
normals are used. z normals produce some modes of negative
eigenvalue, which are highlighted in red.

where j, k, l are the neighbors of atom i, and α is a parameter that may be adjusted to

control the semilocal contributions. Semilocal normals are primarily designed to overcome

issues observed in nanotubes, and would incur additional computational costs on what is

already the most expensive part of potential calculations (as KC is a long-range interaction

with many interacting pairs). Also, local normals are more consistent in their overestimation

of the corrugation [32]; hence, local normals were used in this work. As shown in Fig. 2.5,

using local normals eliminates the imaginary frequencies seen in flexural modes in Bernal-

stacked bilayer graphene. However, there is still some form of buckling that occurs specifically

at small twist angles.

For the structures in the database, KC with local normals predicts such unstable modes

in all but three structures below a critical angle θB ∼ 3.75°.11 The three structures in this

range that do not buckle are the three that have the smallest commensurate cells for angles in

this region ((u, v) = (19, 1) at θ = 3.481°, (u, v) = (21, 1) at θ = 3.150°, and (u, v) = (23, 1)

at θ = 2.876°). This would appear to give these buckling modes a unit-cell size dependent

character similar to the flexural modes just described for global normals, but the actual mode

of buckling differs from before in a key manner, as seen in Fig. 2.6. Whereas the modes seen

before effectively broke the translational symmetry of the structure (and grew in size to as

large as the periodic boundary conditions would allow), the new modes are taking advantage

of symmetry that is already broken. In particular, in the new buckling modes, only the AA

11More precisely, it is known that 3.7435° < θB < 3.7792°; these are the angles of the last buckling
structure and the first non-buckling structure in the database.



26

Figure 2.6: Depictions of the buckling modes predicted by REBO+KC in (a)
the 25× 25 supercell of Bernal-stacked BLG, when using global
normals, and (b) the θ = 2.281° tBLG structure, when using local
normals. These depictions are created by taking the structure after
optimizing along the buckling once, and exaggerating the variations
in z within each layer by a factor of 4. On the right are plots of the
out-of-plane displacement.

regions move significantly, forming a sort of “bowl” shape around them.

As an exclusionary measure, semilocal normals with α = 0.15 were also tested on the

θ = 1.085° structure in an attempt to eliminate the buckling modes, but the effect was still

observed.

2.2.2 Implementation

Early attempts at constructing the database used the existing implementation of these

potentials in the molecular dynamics software LAMMPS [33] through its growing C API,

but we eventually had to switch to our own implementations for the following reasons:

• Some differences in fundamental design decisions between the new Rust code and

LAMMPS resulted in severe performance difficulties. For example, LAMMPS always

works with positions that have been reduced strictly into the unit cell (presumably

to simplify considerations of image indices). The new code is explicitly designed to

never explicitly make this reduction, so that it may safely reason about interactions

in terms of image indices without fear of these being invalidated. Thanks to this

difference in convention, LAMMPS would repeatedly detect that atoms have traveled

large distances, causing it to recompute its neighbor lists (which is much more expensive

than the potential).
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• The implementations of these potentials in LAMMPS do not provide force terms per

interaction pair, which are necessary to compute the derivatives of the potential with

respect to lattice parameters.

2.2.2.1 A nonreactive implementation of REBO

The new implementation of REBO is nonreactive. This means that each bond length rij

is required to be outside of the domain where the corresponding bond weight (fij in Ref. 21)

is fractional. This drastically simplifies the implementation, for a number of reasons:

• It is no longer necessary to solve for or implement bicublic and tricubic splines for

the T , P , and F functions, as their input arguments are now always integers (and the

values of these functions at integer points are already known as fitting parameters).

• When the bond weights are integer, their derivatives with respect to bond length are

zero. There are many places where these weights appear, and a considerable amount

of work in a full reactive implementation is dedicated solely to handling derivatives of

various terms with respect to bond weights.

When investigating structures where the set of covalent bonds are well-defined and

unchanging, this simplified potential is identical to the full potential. Of course, it would be

wise to make sure that this precondition is not violated in the course of using the potential.

If a bond length is found to enter the reactive regime during relaxation (for carbon-carbon

bonds, this is 1.7�A to 2.0�A), a warning is printed, and the algorithm will abort by default

if a bond length is so far into the reactive regime as to be ambiguous whether it is bonded

or nonbonded (for carbon-carbon bonds, a bailout region of 1.8�A to 1.9�A is used). These

checks are only performed at the end of each conjugate gradient iteration, as the linesearch

often speculatively visits structures with unusual bond lengths in its search for the correct

step size.

2.2.2.2 Validating the implementation

For the purposes of validation, the implementation of rebo and kolmogorov/crespi/

full in LAMMPS were treated as a gold standard. The implementation was run on a number

of structures of interest, which includes not just twisted bilayer graphene but also gyroids,

carbon nanotubes, and graphene nanoribbons. The value of the potential is validated by
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directly comparing the value to LAMMPS. In addition, a compilation flag exists to enable

debug output for a large number of intermediate quantities, which can be cross-checked

against output from a similarly-instrumented LAMMPS.

While this testing is sufficient to show that the REBO implementation is a suitable

drop-in replacement for the particular structures tested, the REBO potential has a large num-

ber of parameters in the form of its spline fitting parameters, and many of these parameters

are never actually used by most structures due to no atoms having the right coordination

numbers. Care is taken to only use this implementation with structures where the relevant

parameters have all been tested.

The code has a modular design to facilitate both the testing of—and the correct imple-

mentation of—force calculations; many intermediate quantities are implemented in separate

functions where they can be tested independently. For instance, the dihedral sin2 Θijkl factor

in Brenner equation 19 is implemented as a function that takes as input the bond vectors rij,

rik, rjl, and produces as output both the value of sin2 Θijkl and its gradient with respect to

each of the three input vectors. Advantage is taken of Rust’s built-in unit testing facilities

to automatically test these gradients against gradients computed numerically using finite

difference methods as part of the development cycle. These tests are typically performed

to well beyond physically-meaningful precision (e.g. 10−10 eV�A−1
) simply in the interest of

computational integrity, and are only loosed once the cause for any notable discrepancy is

understood.12

2.3 Structural relaxation of tBLG using conjugate gradient

A fundamental assumption of the harmonic method used for phonon computation is

that the structure must be at its equilibrium position, so that all atoms experience zero

net force. Essentially, this requires the structure to be at a local minimum of the chemical

potential function V (x1, x2, . . . , xn).

Of course, the problem of optimizing functions with many input dimensions is a huge

topic of research that appears in many disciplines and requires little introduction. We will

deliberately approach this with a bit of tunnel vision by focusing only on the conjugate

12For instance, if a function f is only analytic up to its second derivative at a point x, then the error
in the derivative computed via a 5-point stencil at x scales with O(h3) rather than O(h4). Specifically

f ′(x) = f ′stencil-5(x) + 1
36h

3
(
f
(4)
+ (x)− f (4)− (x)

)
+O(h4), where f

(4)
± (x) are the upper and lower limits of the

fourth derivative at x. This notably impacts Brenner’s G spline.
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gradient method. There are, of course, methods that overall provide better convergence speed

than CG, such as the limited memory Broyden-Fletcher-Goldfarb-Shanno scheme (L-BFGS)

and FIRE [34, 35]. The primary concern for this database however was to identify a method

that was numerically stable and robust on these structures of wildly varying scale, and

conjugate gradient was found to meet this demand. We used the CG DESCENT variant

designed by Hager and Zhang, which is particularly equipped to deal with the numerical

stability issues that may arise when the value of a potential function is large compared to

its derivatives [36].

All structures were relaxed until all atomic force components were within 10−3 eV�A−1
.

In order to ensure that the buckling observed in Section 2.2.1.2 is not due to isotropic

strain, this relaxation includes optimization of an isotropic lattice parameter a; effectively,

the positions are redefined as

X =


xT

1

xT
2

...

xT
n

 =


fT
1

fT
2

...

fT
n



a 0 0

0 a 0

0 0 1

 , (2.49)

and relaxation is performed in the 3n+1 coordinate space of a and {fi}. When transforming

the positions by a matrix like this, periodic boundary conditions complicate the evaluation

of ∂V
∂a

, and it becomes necessary to know the derivatives of the potential with respect to the

displacement vector between each interacting pair, rather than only the total force on each

atom.

2.3.1 Accommodation between layers in tBLG

Relaxation of twisted bilayer graphene structures results in accommodation between

the layers to reduce the size of the AA-stacked regions, similar to the findings of previous

studies [6, 37–43]. It also produces local variations in the interlayer spacing, with the layers

spaced further apart in the AA-stacking regions. The magnitude of these variations at

various angles is shown in Fig. 2.7, and are of a scale comparable to that found in previous

computational studies [9, 38, 44, 45].
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Figure 2.7: Plot of the local variation in layer separation with respect to twist
angle, after relaxation using conjugate gradient. The value plotted
is the difference between the maximum separation (at AA regions)
and minimum separation (at AB/BA regions).

2.3.2 Relaxation along unstable modes

Sometimes, after computation of phonon modes, it was found that some normal modes

of vibration still had negative eigenvalues (see Section 2.2.1.2). As described in Section 2.4.1,

this indicates that the structure has not truly converged onto an energy minimum, but is

rather likely at a saddle point.13 One can resolve this issue after the fact; if a normal mode of

negative eigenvalue is found at the gamma point, then one can optimize the structure along

it to find a structure of lower energy. The author is not aware of any prior usage of such a

technique for structural optimization. As previously covered, this occurs in particular to all

structures in the database below a critical twist angle. At present, the current database only

performs this optimization up to three times, due to performance limitations of the method

currently used for diagonalization (more on this in Section 2.4.2.2). This restriction will be

later seen to have a particularly noticeable impact on the low frequency (layer-breathing and

shear) modes.

Typically, the acoustic modes in a structure often have negative eigenvalues of varying

magnitude. When using this technique, it is critical not to mistake those acoustic modes

13In earlier tests using AIREBO, such situations had been observed even in circumstances where the
potential could not be seen to decrease at any possible selection of step size along the direction of steepest
descent; a possible explanation for this could be that, at these saddle points, the forces along the directions
of steepest ascent were so strong that the numerical noise from their cancellation completely dwarfed the
weak forces along the true directions of descent.
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for negative modes, as one then cannot properly identify when the structure has finally

converged. This problem gets further complicated in systems like nanotubes and isolated

molecules, which have rotational acoustic modes; these modes can appear as having arbitrar-

ily large, negative eigenvalues, yet produce no decrease in energy when optimized along. The

present author is not currently aware of any reliable method of identifying these rotational

modes, so the code requires the user to supply the known number of rotational modes as a

parameter, νrot. The overall algorithm used to identify acoustic modes thus looks as follows:

1. Collect some set of eigenvectors that ought to contain all negative and acoustic modes,

and forget all of the rest. We conservatively choose to collect all eigenvectors with a

frequency under ωmax ≡ +10 cm−1.14

2. For each 3n-dimensional eigenvector v̂i that was kept, compute its real space dis-

placement direction ûi by applying the atomic inverse-square-root mass factors and

renormalizing. Then compute Ai =
∑3

k=1(ûi · âk)2, where âk are the three acoustic

direction vectors. If Ai ≥ Aacou ≡ 0.95, mark mode i as translational acoustic.

3. Count the number of modes marked as translational acoustic. If there are fewer than

three, then the structure may have multiple non-interacting fragments, and arbitrary

linear combinations of their respective acoustic modes were found. For now, we simply

fail in this case, declaring this use case as unsupported. (Otherwise, for n fragments,

it would be necessary to identify and mark all 3n such modes.)

4. Remove all modes marked as translational acoustic. If νrot or fewer negative modes

remain, mark them all as rotational acoustic and exit successfully.

5. Otherwise, assume they are all true negative modes, and relax along them.

Briefly taking a step back, as previously noted, the lattice parameter was allowed to

be optimized during relaxation, so it cannot be the case that the buckling is due to strain

from a small lattice constant. In fact, the lattice constant barely changes at all during

the first round of conjugate gradient, but it is observed to start decreasing after buckling

is performed, apparently in response to strain induced by the buckling. The parameter

14Here, imaginary frequencies are considered to be “under” real frequencies, by the common convention
that imaginary frequencies are represented using negative numbers so that their partial ordering matches
the eigenvalues.
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optimization could be taken a step further by allowing the shape of the unit cell to change

as well, by replacing the matrix on the right hand side of Eq. (2.49) with
[
a b 0
c d 0
0 0 1

]
. This was

tested on the θ = 1.085◦ structure, which was found to prefer to retain a hexagonal lattice,

and would in fact converge back onto this original cell shape if deliberately disturbed from

it.

2.4 Phonons in the harmonic approximation

2.4.1 Theory

The vibrational modes of a structure provide crucial insights into its thermodynamic

properties, as well as some of its optical properties (notably Raman and infrared). To

compute the vibrational modes of a system, consider the taylor expansion of the total atomic

potential V = V (X) = V ([ x1 x2 ... xn ]) around an atomic configuration X0 = [ x0,1 x0,2 ... x0,n ]:

V (X) =

V0 +
∑
a,l,k

∂V

∂x
(k)
al

∣∣∣∣∣
X0

u
(k)
al

+
1

2

∑
a,l,k

∑
a′,l′,k′

∂2V

∂x
(k)
al ∂x

(k′)
a′l′

∣∣∣∣∣
X0

u
(k)
al u

(k′)
a′l′ + · · ·

(2.50)

where k indexes cartesian coordinates, a indexes atoms within a periodic unit cell, and l

indexes periodic images of the cell. u
(k)
a ≡ x

(k)
a − x(k)

0,a are the displacements from X0. If we

assume that X0 is an energy minimum, then the first derivatives vanish, and the problem

resembles a system of 3n coupled harmonic oscillators. For any point q in reciprocal space,

this system of equations can be solved to produce 3n normal modes of vibration with Bloch

wavenumber q by diagonalizing the dynamical matrix D(q):

Daka′k′(q) =
1

√
mama′

∑
l′

∂2V

∂x
(k)
al ∂x

(k′)
a′l′

eiq·(xa′l′−xa0), (2.51)

where ma are masses. This dynamical matrix is typically computed using finite difference

methods by computing the forces on a variety of structures where one atom is displaced

slightly from its equilibrium position. Allowing i to index these 3n solutions, the normal

mode displacements uqi associated with a given eigenvector vqi are then

u
(k)
qi;al =

√
~

2Nma

v
(k)
qi;ae

iq·xal . (2.52)
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When time dependence is considered, there are additional factors of eiωqit, where the fre-

quencies ωqi are proportional to the square root of the eigenvalue. If the initial assumption

was incorrect that the structure is a local minimum, then at q = 0, some eigenvalues will

be negative, leading to imaginary frequencies. In this case, the eiωqit factors now exhibit

exponential behavior rather than sinusoidal behavior, corresponding to the fact that the

structure is not stable and will want to seek a more energetically favorable structure in the

direction of these modes. A similar thing is true about any negative eigenvalues that arise

away from q = 0; in those cases, the negative eigenvalues will map onto the Γ point once a

large enough supercell is taken; meaning that these modes represent structural instabilities

that break the currently imposed periodic boundary conditions.

2.4.2 Implementation

2.4.2.1 Finite difference methods to compute the dynamical matrix

The manner in which the dynamical matrix is computed will now be described. This

problem is already adequately solved by the python tool phonopy in the context of density

functional theory and other similarly expensive potentials [46], but requires a more special-

ized approach when moving to larger structures. Usage of phonopy will be described first,

as the initial design of the code shelled out to phonopy, and this provides a broad view of

the overall procedure. After this, the individual steps will be dealt with in further detail as

we describe the new codebase’s own methods of computing phonons.

Computing phonons via phonopy Phonopy is a highly focused tool for computing phonons,

which can be used on any arbitrary periodic chemical structure with any potential. What

gives it such flexibility is its design as an external tool ; Phonopy does not implement any

potential functions itself, and is meant to be used in tandem with another piece of software

that serves as a force calculator, such as VASP [47].

The broad workflow is as follows: First, produce a structure that is at a local energy

minimum for the desired potential function. Supply this structure to phonopy in the form of

a POSCAR file, invoking it with the -d option and specifying a supercell size (used to isolate

the effect of displacing an atom in the cell); this will generate a number of POSCAR files

that are supercells of the input structure with a single atom displaced along some direction.

Use the calculator on each structure to compute the total force on each atom, and combine
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all of this force data into a FORCE_SETS file. The next time phonopy is run, it will use

the FORCE_SETS file to compute the force constants matrix, which is also saved to a file.

Finally, phonopy can be asked to use these force constants to compute and diagonalize the

dynamical matrix at any number of points in reciprocal space (oftentimes sampled along

a high symmetry path for a band plot), yielding eigenfrequency and optionally eigenvector

data for all normal modes.

The software used to compute the tBLG phonon database originally served to au-

tomate and optimize the usage of LAMMPS as a calculator for phonopy. Managing an

instance of LAMMPS through its C API, the program would relax the structure and then

invoke phonopy on the relaxed structure to obtain displacements. Using a single LAMMPS

instance on all of the displaced structures gave LAMMPS the opportunity to cache and reuse

critical data structures like the bond graph, which could otherwise be extremely expensive

to reinitialize (far moreso than computing forces).

As twisted bilayer graphene samples were tested with more and more atoms, however,

Phonopy had difficulty scaling. The most egregious performance issues were tracked down,

and fixes for these were contributed back upstream. However, many of the remaining prob-

lems in phonopy’s performance were tied to fundamental parts of its design, especially in

dealing with dense matrices. So eventually new code using sparse methods was written to

replace it. The rest of this section will now dive further into detail on each step of the process

as we detail this new implementation that is optimized for large structures.

Constructing a supercell Much like for phonopy, when working on smaller structures, our

sparse code must construct a supercell for proper computation of force constants in order to

isolate the atom that is being displaced. To elaborate, the precise precondition that must

be satisfied by this supercell is as follows:

Requirement of the supercell for force constants Given an atom with an

index p in the unit cell and an atom with index s in the supercell, there must be

at most one image of s under the supercell lattice whose position affects the total

force acting upon p (and this image of s must be the one that is closest to p in

Cartesian space). Additionally, p must not interact with any image of p under

the supercell lattice.

When it is said that the supercell “isolates” the atom being displaced, the meaning is twofold:
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1. When computing at points away from Γ, the supercell ensures that multiple, distinct

force terms are computed when a primitive atom p interacts with multiple images of

a primitive atom q under the primitive lattice. This allows each force term to be

associated with a separate phase factor.

2. It isolates the effects of displacing one atom. For most potentials, the implementation

will simply construct the supercell, displace the p site in that cell, and compute the

new forces. This means that all images of p under the supercell will also move.

The first numbered point is only a technical limitation of the code written for this

computation, and is not an inherent limitation to the problem; Technically speaking, the

code already has potentials that support computing forces per-bond in a representation that

recalls image indices, and the force constants calculation could be revised to take these as

input (where currently, it takes total force per atom). The second point, however, is a fair bit

more overbearing. For instance, in REBO computed on the primitive unit cell of graphite,

displacing one atom will also displace the atoms two bonds away, which would have an

undesirable impact on the bond angle terms.

Choosing displacements Essentially, when finite difference methods are applied to the har-

monic approximation, the 3 × 3 force constants submatrix Φp,s describes the relationship

between the displacement u(p) from equilibrium of a primitive atom p, and the change in

force ∆F(s) at atom s (where this change is measured relative to the force at the equilibrium

position, which should be approximately zero):

∆F(s)T = −u(p)TΦp,s (2.53)

To solve for Φp,s we will essentially need force data for displacements of p along three

linearly independent axes. Furthermore, we need data from both positive and negative

displacements; this gives us the required minimum of three data points along each axis for

computing a numerical second derivative (the third data point being implicit in the forces
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at equilibrium). Once we have all of these, we can construct a system of six equations:
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Φp,s (2.54)

A least-squares solution for Φp,s can be cleverly found by applying the pseudoinverse of the

matrix of displacements. This is what both phonopy and the new code ultimately aim to

do when choosing their displacements. Applying this strategy naively however would result

in 6natom displacements, which can be a lot of force computation work. Phonopy reduces

the number of displacements required by considering symmetry; after the spacegroup of the

structure is found, the set of sites in the structure can be partitioned into stars; subsets

of sites in the primitive cell where each site can be mapped to one another by applying

spacegroup operations and reducing back into the primitive cell. For each star, only a single

representative atom needs to be displaced. Furthermore, when the group of site-symmetry

is nontrivial at an atom being displaced, then a single displacement may be able to generate

data for both positive and negative directions, or even for multiple linearly independent axes.

Much like phonopy, the new code uses the spglib package[48] to identify the space-

group operations of a structure. One minor difference is that the new code immediately

precomputes permutations describing the action of all space group operations on the indices

of atoms and prefers to use this representation wherever possible, because this can be a

surprisingly costly calculation when done repeatedly, and also because there are efficient

methods that can be used when constructing all operations in the space group at once (see

Appendix A). Permutations are computed for both the primitive cell and the supercell.

It will be briefly mentioned that, for general arbitrary supercells, the supercell lattice

may have smaller symmetry than the original structure; however due to the limited utility

of supercells with decreased symmetry, the current code will simply reject them as invalid

configuration.

Computing force sets This is the most straightforward step, but it is also where some of

the most crucial improvements lie; now that we have a set of tuples (p,u) of representatives



37

p and displacement vectors u, we must construct each displaced structure and compute the

change in force on all atoms relative to the equilibrium structure.

For the potentials that are implemented directly in the new codebase (see subsec-

tion 2.2.2), forces are natively output as an array of interaction terms. Each term is repre-

sented as a tuple (i(+), i(−), j,F), describing the interaction of between the atom with index

i(+) and an image of atom i(−) (where j ∈ Z3 selects the image), producing a force of +F

on i(+) and −F on i(−). With knowledge of the set of atoms that may be affected by the

displacement of p, optimized code can be written to compute only those force terms which

are capable of being affected, reducing the overall time complexity of force set computation

by a factor of natom. The new code does this when computing Kolmogorov–Crespi with

global normals (this is a case where each term depends only on the positions of i(+) and

i(−)), where it unsurprisingly trivializes the cost of computing these force sets.

This optimization is largely brought up as an avenue for future optimization. It is

trickier to implement it correctly for potentials where terms depend on the positions of more

than two atoms, so for most potentials, the code takes the conservative route by simply

computing the new forces on all atoms, subtract the (nearly-zero) equilibrium forces, and

producing a sparse data structure15 containing the nonzero terms.

Producing force constants and the dynamical matrix Once the force sets are computed,

space group and translational symmetries must be applied to recover all nonzero elements in

the force constants matrix. As mentioned earlier, in each star of sites under the space group,

exactly one representative atom r in the primitive cell will have been chosen to be displaced

in the force sets, and up to six of the computed force sets will be associated with r. When

there are fewer than six, the rest can be obtained by applying space group operators in the

site-symmetry group of r under the primitive cell; each operator rotates the displacement

vector and all atomic forces in a force set (u → Ru, F(s) → RF(s)), and will apply a data

permutation to the forces.16 One catch is that, even though these operators leave r invariant

when applied to the primitive cell, they may map r into a different image r′ of itself when

applied to the supercell. To resolve this, simply apply another data permutation to the forces

that simulates a translation of xr − xr′ .

After doing this, atom r will have the six required force sets that are required to produce

15A simple hashmap will do.
16See Appendix A for more details.
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all 3× 3 submatrices Φr,s for all supercell atoms s. In fact, it will typically have more than

six force sets, as redundant force sets will be generated by symmetry operations that leave

some displacement directions invariant. Thus we ultimately end up with an overdetermined

system of equations similar to 2.54. This is a non-issue, however, as the previously prescribed

method of pseudoinversion is well-equipped to deal with overdetermined systems.

At this point, the 3 × 3n submatrix of force constants for atom r is fully known.

From these three rows, we may easily generate the rows for every other primitive atom p in

the space group symmetry star of r simply by applying space group operators. Applying a

symmetry operation with rotation matrix R transforms each force constants submatrix in the

row as Φa,b → RΦa,bR
T, and then applies a data permutation to rearrange the submatrices

within the row. As before, there is the catch that the symmetry operation may map r to an

atom p′ in the supercell which is not the original image from the primitive cell, and so an

additional data permutation to translate xp′ → xp may be necessary.

In this manner, all rows for sites in the symmetry star of r are found. Repeating this

process on all representatives yields the full matrix, with rows for all primitive cell atoms

and columns for all supercell atoms.

Because the force constants in a large structure are so sparse, it is wise to use a

sparse representation during its construction. This does not need to be complicated; any

data structure should do as long as it has O(log(size)) scaling for insertion of new elements

and new rows. The majority of modern programming languages provide implementations of

ordered map (“tree map”) and/or unordered map (“hashmap”) data structures; for instance,

in C++, one could use a std::map<int, std::map<int, double[3][3]>>.

Producing the dynamical matrix from the force constants is a simple matter of applying

phase factors to every submatrix depending on the wavevector, and summing over all images

of the primitive cell:

Dp,q(K) =
1

√
mpms

∑
s∈S(q)

eiK·∆p,sΦp,s, (2.55)

where S(q) is the set of supercell atom indices that are images of the primitive atom q, and

∆p,s is the shortest image of the vector xs−xp under the supercell lattice. This can be done

thanks to the preconditions on supercell size stated on page 34, which required that only the

nearest images interact. Oddly enough, this differs a bit from Phonopy, which must actively

consider the case where multiple images of s are tied as being nearest images to p in order
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to ensure that the output has the right symmetry. This may seem curious, as phonopy has

effectively the same preconditions on supercell size, so any two s that are tied for distance

to an atom p cannot possibly be interacting with p; The difference is that, because phonopy

works with the full, dense force sets, it cannot tell that p and s do not interact, because

imperfect cancellation causes residual forces to be seen at s regardless.

2.4.2.2 Diagonalizing the dynamical matrix

Finally we reach the most important step of the process: diagonalizing this matrix to

compute the normal modes. This turns out to be a surprisingly challenging problem. Fortu-

nately, the dynamical matrix is Hermitian, which enables certain strategies and guarantees

the real eigenvalues. Better yet, we are often only interested in the matrix at Γ, which is real

and symmetric. However, the very objective of diagonalizing a sparse matrix turns out to be

quite a perilous problem, and the new code still does not have an entirely satisfying solution

to this. Two sparse eigensolvers have been experimented with. The first is the ARPACK

software package [49].

ARPACK ARPACK is a FORTRAN package that implements the Implicitly Restarted

Arnoldi Method. It can be told to compute some number k of eigensolutions, in which case

it will return up to that many eigenvalues and eigenvectors (depending on how many converge

within the iteration limit).17 Eigenvectors are always computed as part of the process even

if not desired, so requesting k eigenvalues requires kn memory.

ARPACK does not require the matrix to be explicitly provided in any form, rather

simply requiring the calling code to provide the action of the matrix in-between function

calls. Promisingly, it has numerous options for targeting different types of eigenvalues. For

instance, it can be configured to search for the most positive eigenvalues, or the largest

magnitude, and etc. There is also a shift-invert option, which can make it search for eigen-

values near a target value sigma; effectively, it requires the user to instead provide the action

of the matrix (A − σI)−1, and then applies the search condition to the eigenvalues trans-

formed as wi → (wi − σ)−1 (so that e.g. “most positive” would find eigenvalues that are

just above σ). All of this functionality should appear to be incredibly convenient, as there

17Curiously, there is a restriction that k cannot be equal to the dimension of the matrix, n. One can
work around this by requesting n− 1 vectors and then performing Gram–Schmidt orthonormalization on a
random vector.



40

are instances during relaxation where we specifically only seek to identify eigenvectors with

negative eigenvalue!

Unfortunately, no set of configuration parameters has been identified yet which allows

ARPACK to efficiently and reliably find the negative modes. A search for the most negative

modes is slow, and sometimes fails to find anything on some tBLG dynamical matrices that

are known to have negative modes. If shift-invert mode is used with σ = 0, then it will be

faster in cases where it succeeds, but it will sometimes produce garbage output, presumably

because the acoustic modes cause the inverse of the dynamical matrix to diverge.

LOBPCG The Locally Optimal Block Preconditioned Conjugate Gradient (LOBPCG)[50]

is a method for finding the eigensolution of largest or smallest eigenvalue for a matrix. A

broad statement of the method is that it performs optimization of the Rayleigh quotient

f(X) =
XTAX

XTX
. (2.56)

Notably, all eigenvectors are stationary points of this function, with value equal to their

eigenvalue. This method shows some promise after a preliminary test was performed on a

5044 atom tBLG structure known to have negative eigenmodes. When started on a random

input of one to three vectors and allowed to run without any stop conditions, it always

finds the negative modes eventually. After perfoming some sort of methodological study

of its performance characteristics on the database, it may be possible to identify a set of

input parameters and stop criteria that can both efficiently and reliably identify the presence

or lack of negative modes in structures of varying size. This could enable the “buckling”

procedure described in Section 2.3.2 to be run all the way to a true local minimum in energy

for all structures.

Dense methods When the database was constructed, it was decided that having access

to all eigenvectors would be useful anyways, so dense matrix diagonalization methods were

used. The sparse methods of constructing the dynamical matrix up to this point still provide

benefits in that the memory requirements of computing the dynamical matrix (and the disk

space requirements of storing it) are significantly reduced. However, memory requirements

for this diagonalization were ultimately the limiting factor in deciding the maximum size of

structures in the database, with the largest structures requiring on the order of 100 GB of
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memory.

2.5 Unfolding phonon band structure

As the structures in the tBLG database have up to 5000 atoms, each structure has up to

15000 normal modes of vibration for any given wavevector. Analyzing such a large number of

modes can be intimidating. Furthermore, structures of different sizes have different numbers

of normal modes. So for instance, while the unit cell of Bernal-stacked bilayer graphene

would appear to be an ideal reference point for comparison, it is not straightforward to

compare those twelve modes to a set of tens of thousands of modes.

One tool to help make this comparison possible is to unfold the bands from the small

FBZ of tBLG into the large FBZ of the Bernal stacking. This is done using a new code that

implements the method of Allen et al for unfolding arbitrary Bloch functions [51]. A brief

summary of this method will now be provided, along with specific considerations that had

to be made in applying this method to the problem of phonons.

2.5.1 Computing unfolded projection probabilities

We now wish to take bands computed on a structure with lattice matrix S, and unfold

them into the FBZ of a primitive structure with lattice matrix A, where S a supercell of A.

2.5.1.1 Projection operators

Suppose that we have a Bloch function Ψ of unit norm for some wavevector Q that

exists in a crystal with translational symmetry defined by lattice matrix S. That is to say,

T (R) |Ψ〉 = e−iQ·R |Ψ〉 (for R ∈ LS). (2.57)

Here, LS indicates the row-space (using integer coefficients) of S, which is an abelian group

under the operation of vector addition. If we further let Mrecip ≡ 2πMT−1 denote the recip-

rocal lattice of an arbitrary lattice matrix, and then define the quotient group of reciprocal

lattices Qrecip ≡ LSrecip
/LArecip

, then the set {Q + G | G ∈ Qrecip} describes the set of dis-

tinct points in the FBZ of the primitive structure which are images of Q under the supercell

reciprocal lattice.

The core idea of this unfolding method is that, so long as Ψ satisfies Eq. (2.57), it
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is possible to define a set of operators P (Q → Q + G) which each project Ψ into a Bloch

function with the higher translational symmetry of A and wavevector Q+G. These are [51]:18

P (Q→ Q + G) =
1

|Qreal|
∑

r∈Qreal

T (r)e+i(Q+G)·r, (2.58)

where T (R) are translation operators and Qreal ≡ LS/LA is the quotient group of real-

space translations. The expectation values of these projection operators then describe the

probabilities (i.e. the square amplitudes) of projection onto each Q + G:

〈P (Q→ Q + G)〉Ψ =
1

|Qreal|
∑

r∈Qreal

e+i(Q+G)·r 〈T (r)〉Ψ . (2.59)

This equation alone specifies nearly the entire process of unfolding, yet is entirely independent

of the problem at hand! All that remains is to find an explicit form for the expectation values

of translation.

Notice that the expectation values of translation only depend on Ψ and not on G.

Hence, if we wish to compute projection probabilities of a single normal mode onto all

possible Q + G, then we can speed up this computation immensely by precomputing all

of the 〈T (r)〉Ψ. Doing so would appear wise in our case, as it maximizes the amount of

information we can obtain by diagonalizing a single dynamical matrix; an ideal situation for

large structures.

2.5.1.2 Constructing the Bloch functions

Computing the translation expectation values 〈T (r)〉Ψ now largely boils down to how

we actually define Ψ. There are actually some decisions to be made here; the approach

currently used is simple, and may have room for future improvement.

Perfect supercell approximation A straightforward way to describe a normal mode as a

Bloch function acting on real space may be to write a vector field R3 → C3 consisting of a

sum of delta functions centered at each atomic site, with coefficients taken from the atomic

18The sign convention here is different from Allen et al., chosen to be consistent with the conventions used
in Chapter 2.4.
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displacements. This is:

Ψ(x) ∝
natom∑
i=1

∑
r′∈Qreal

1
√
mi

ci e
+iQ·(xi+r′) δ3(x− (xi + r′)), (2.60)

where ci is the 3-vector portion of the normal mode eigenvector that belongs to atom i, and xi

are the equilibrium positions. The ∝ symbol is used to suggest that requires normalization.

Consider now the action of a translation operator T (r) on this wavefunction, r ∈ Qreal.

We will first suppose that the set of points occupied by the periodic superstructure are

identically equal to the set of points occupied by the primitive structure (we shall call this

the “perfect supercell assumption”); for instance, perhaps the superstructure differs from

the primitive structure only in that a single site has changed to a different element, with no

other alterations. In this case, each translation operator will move each site precisely onto

the location of another site.

If we represent the ket as 3n-dimensional vector Ψ (essentially like the original eigen-

vector, only now with Bloch phases and mass weighting), then the action of this translation

can be described in two steps: (1) Thanks to the perfect supercell assumption, the transla-

tion is a symmetry of this structure, meaning that we can describe it as a data permutation

(see Appendix A.3). (2) Some atoms are translated into another image of the supercell; this

is to say, the data at a site xi after translation may have come from a point xj + R
(j)
orig for

some R
(j)
orig ∈ LS, in which case site i would require an additional phase correction of eiQ·R

(j)
orig

after permutation. Both of these steps are simple to perform, making this an extremely

convenient representation for 〈T (r)〉Ψ.

But there’s a catch: The perfect supercell assumption does not hold ! There are a

couple of reasons for this: First of all, for our primitive cell, we can only choose the unit cell

of one of the two layers; the T (r) operators will not be symmetries of the other layer, and

thus cannot be represented by permutations. This can be countered by only working with

the projection of the normal modes onto a single layer.

The fact that the modes must be renormalized after applying the m
−1/2
i weights could

be dangerous in combination with projection onto a single layer, on the offchance that there

could be modes where only a single layer vibrates (leading to zero norm).19 We punt on this

19This can notably happen when using AIREBO. Thankfully, the corrugation of the Kolmogorov–Crespi
interaction is strong enough that coupling always occurs between the modes in each layer.
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issue by simply leaving out the m
−1/2
i factors so that renormalization is not necessary:

Ψ(x) =
∑

i in layer 1

∑
r′∈Qreal

ci e
+iQ·(xi+r′) δ3(x− (xi + r′)). (2.61)

This has no impact on tBLG since all of the masses are equal; and even if this were not the

case, Ψ would still be a Bloch function that largely preserves the character of the normal

mode.

The second reason why the perfect supercell assumption does not hold is because

the perfect translational symmetry will have been destroyed during structural relaxation.

Unfortunately, this renders the Bloch function in Eq. (2.60) worthless; the small differences in

delta function locations will cause all of the 〈T (r)〉Ψ to be zero except for 〈T (0)〉Ψ, regardless

of which normal mode we are looking at; thus Eq. (2.59) would be unable to differentiate

between any of the modes, assigning them all uniform probability across all Q + G.

Thus, we will continue to use the perfect supercell assumption, but we must now

acknowledge that it is at best an approximation. That is, for the purposes of unfolding

only, we will assume by approximation that the atoms vibrate around the original, pristine

positions they had prior to structural relaxation. When using this approximation, it would be

prudent to affirm that, at the very least, atoms do not move so far as to effectively occupy a

location that used to belong to another atom, disrupting our permutation scheme. Figure 2.8

displays the maximum distance moved in-plane by any given atom during relaxation for each

structure. The largest displacement seen in the database is a displacement of 0.181 bond

lengths—this is under the 0.5 bond lengths that would be required to disrupt the quality of

our permutations, but it is still large enough to give reason to suspect that alternatives to

the perfect supercell approximation may be worth investigating.

Future alternatives There are other representations that could be chosen for the Bloch

function of a normal mode, which eliminate the need for the perfect supercell approximation.

For instance, the delta functions in Eq. (2.60) could be replaced with any form of bump

function, so that sufficiently small motions during relaxation will still permit at least partial

overlap. If the support of the function is small enough that no translated atom overlaps with

multiple original atoms, the computation would only require little modification. Certain

functions may be better at capturing certain effects; this is an area for future expansion.
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Figure 2.8: Plot showing the maximum in-plane distance moved by any atom
during relaxation for each of the 692 tBLG structures in the
database (after eliminating drift). To eliminate effects due to the
lattice parameter, results are expressed in terms of the average
Carbon-Carbon bond length RCC for each structure. The plot
rapidly increases for small θ, suggesting that the perfect supercell
approximation begins to break down. However, for the structures
in our database, it only reaches a maximum value of 0.1811 bond
lengths (for the structure with 14763 atoms at θ = 0.817°).

2.5.2 Practical considerations for large structures

2.5.2.1 Nearest-neighbor interpolation

In the above, we have focused on producing as much data as we can from diagonalizing

a single dynamical matrix. But even then, if the dynamical matrix is only computed at,

say, Γ, what happens when we want to obtain the bands at e.g. the M point of graphene,

which is not an image of the gamma point of twisted bilayer graphene? In increasingly large

tBLG cells, we will have data from points that are arbitrarily close to M, but never precisely

at M. Another notable scenario is that, even just for a simple unfolded band plot, we will

want data at many k in the primitive FBZ which are not images of the supercell gamma.

Naively, one might feel that the solution might be to infer this data from the data that we

have available at the nearby points.
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However, what are we interpolating? Consider the case of a perfect supercell. In this

scenario, the unfolded bands should perfectly match the original bands for the unit cell.

For a general point k in the unitcell FBZ, as we move to nearby points k1 and k2, we

should also observe that a band with eigenvalue Ek at k continuously changes to E1 and E2.

Unfortunately, however, the data available to us does not tell us how the eigenvalues change

with respect to k; it tells us how the probabilities change. Performing any form of nontrivial

interpolation (such as linear interpolation, or cubic splines) on these probabilities could only

create a misleading picture where the band at k falsely appears to be split between E1 and

E2, and could not possibly create the desired outcome of having a single eigenvalue at some

approximation of EM .

In the end, we must accept this as an inherent limitation of our data; we limit ourselves

to only extracting data from a single point that is closest to k, which in some instances

may introduce analytical error. Doing this for a single point k is fairly straightforward,

and large numbers of k (such as for a band plot) can be handled efficiently using scipy’s

scipy.interpolate.griddata with method=‘nearest’. Note this function requires a scalar

field to interpolate; while the unfolded probabilities of any given ket could be used to define

such a field, it is wiser to use the indices of the k points so that it only needs to be called

once.

2.5.2.2 Coalescing degenerate subspaces

In the case of a large perfect supercell, there will be a significant number of degenerate

and nearly degenerate states. As a result, a scatter plot of band data can contain an extreme

number of redundant points and can be needlessly large and expensive to compute. Moving

to the case of a non-perfect supercell, there can additionally be probabilities that are divided

between many states; for instance, there may be 100 degenerate states each with a projected

probability of 0.01 onto some image of K. When presenting this data it is important to ensure

that the representation of such data is the same as that of a single state with probability 1.

While this requirement is naturally upheld when computing e.g. a function that is

a weighted sum of data from each eigenvalue (e.g. Raman spectrum), this is not the case

when probability is mapped to e.g. scatter point alpha or size. This can be handled by

preprocessing the data to identify degenerate subspaces and coalesce them into single data

points of the total probability. Notice that, for large supercells, the issue is not so much



47

that there are many perfectly degenerate eigenvalues, but rather, that the eigenvalues are so

dense as to appear to create a continuum (since they are effectively sampled from all over

the primitive FBZ). One should choose a maximum “degenerate” interval size ∆ω that is

appropriate to the resolution at which the data will be presented.

2.5.2.3 Including data from more Q points

Though we do want to support working with extremely large structures, we do not

want to forcibly limit ourselves to them. In fact, only including data at the supercell gamma

point can produce fairly poor data resolution even for the structures with tens of thousands

of atoms, as demonstrated at the top of Figure 2.9. This data can be supplemented by

solving and unfolding the normal modes at more points in the supercell FBZ, to increase the

density of points in the primitive FBZ that have eigenvalue data.

This improvement is easy to implement on its own, but may become tricky to im-

plement in combination with the above feature of coalescing, as each sampled point in the

supercell FBZ may have a different number of eigenvalues after coalescing, hindering com-

mon techniques on n-dimensional arrays. One can force the lengths to match by slightly

modifying the coalescing strategy into a binning strategy. Alternatively, one can continue to

use arrays of length 3natom, only populating and using the values corresponding to the first

entry of each degenerate subspace and filling the rest with zero or NaN.
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Figure 2.9: Two unfolded band plots from the same tBLG structure containing
10828 atoms. (top) Only data from the commensurate cell Γ is
used. (bottom) Data is additionally gathered from the K and M
points of the commensurate cell. The plots are decimated along the
x-axis so that data from any given image of the sampled points
appears at most once; thus, the increased resolution of the bottom
plot is directly tied to the increased resolution of points with
known eigenvalue data.



CHAPTER 3

ANALYSIS

3.1 Soliton signature in the phonon spectrum of twisted bilayer

graphene

Unconventional superconductivity and magnetism were not typically associated with

graphene until very recently with the observation of strong electronic correlation in bilayer

graphene twisted roughly at the θ = 1.1° magic angle [1–5]. This effect is related to the

emergence of flat electronic bands with narrow band width [1, 5–9], and theoretical studies

have established the importance of structural relaxation in the description of these phenom-

ena [6, 8, 9, 37–45]. The atomic relaxation in twisted bilayer graphene (tBLG) is linked to

the development of strain fields that tend to minimize the unfavorable AA-stacking regions—

with local buckling—and lead to the formation of triangular domain patterns in the moiré

pattern. This structural re-arrangement can be interpreted as the formation of solitons in

the system [37, 52, 53].

Most of the existing theoretical studies devoted to tBLGs have focused on electronic

properties. However, tBLG phonons are also expected to be affected by the formation of the

moiré superlattice and its underlying strain fields, since they fundamentally correspond to

excitations of the lattice [10, 41, 54]. Studying the large unit-cells corresponding to small

values of twisting angles is computationally challenging and a fine analysis of the tBLG

phonons has proven difficult, since a full treatment requires the calculations of dynamical

matrices of with hundreds of thousand elements for structures prepared at a minimum energy

configuration. Angeli and co-workers [10] were able to identify 10 nearly-flat energy phonon

bands—not present in single- or bi-layer (Bernal) graphene—among the ∼ 30, 000 phonon

modes of one specific tBLG. At the same time, continuum models have predicted band gap

openings at the zone border of the tBLG reciprocal lattices [42, 55, 56]. These studies

are promising but need additional refinements to include buckling. Previous studies have

investigated the Raman profiles of the G and 2D peaks of tBLGs, both theoretically and

experimentally [57, 58]. These studies however did not consider any change in terms of

phonon band structures theoretically but rather focused on peak intensity in resonance.

Portions of this chapter previously appeared as: M. Lamparski, B. Van Troeye, and V. Meunier, 2D
Materials 7, 025050 (2020).
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In this section, the unfolding techniques covered in Section 2.5 are applied to the normal

modes computed from the database of tBLG structures to map them into the original first

Brillouin zone of one of the layers, uncovering the evolution of the phonon band structure

with respect to twist angle. As a reference, Fig. 3.1(a) represents the phonon band struc-

ture of Bernal-stacked bilayer graphene as computed with the REBO+Kolmogorov–Crespi

(KC) potential. This potential has difficulty describing the dispersion of the high-frequency

branch [59], but all of the other branches of graphene are qualitatively reproduced. Note that

it also appears to somewhat underestimate the strength of the interlayer interactions: the

shear mode for AB-stacked graphene is found to be 19.7 cm−1 (versus 32 cm−1 from experi-

ment [60]), and the layer-breathing mode in structures around 12° is found to be ∼ 79 cm−1

(versus ∼ 95 cm−1 from experiment [61]).

We find that even at a moderately-sized angle of 9.737° (not shown here), the unfolded

band structure exhibits no features significantly different from those of Bernal stacking, ex-

cept for the shear mode frequency (which is much lower than that of Bernal bilayer graphene

due to a reduced effective interlayer force constant). In stark contrast, at small nonzero twist

angles, several additional prominent features appear in the unfolded bands. For instance,

Fig. 3.1(e) depicts the unfolded representation for the phonons of the 1.085° ((u, v) = (61, 1))

twist-angle structure. This phonon band structure exhibits the basic features of the AB-

stacked bilayer graphene, including the prominent splitting of the out-of-plane acoustic (ZA)

band to produce a layer-breathing mode. In addition, there is splitting of the G band at the

single-layer Γ, by about 60 cm−1 at θ = 1.085°. In addition to this splitting, branches form

in a number of side-bands around the single-layer M and K points. Structural relaxation

plays a critical role in all of these effects; for comparison, band plots are included for struc-

tures with and without relaxation in Fig. 3.1(e) and Fig. 3.1(b), respectively. A plot of the

in-plane displacement fields minimizing the AA-stacking region is shown in Fig. 3.1(c), while

the variation of the interlayer distance is provided in Fig. 3.1(d) to highlight the buckling in

the vicinity of the AA-stacking region. Clearly, without relaxation, none of the side band

effects are apparent, and the phonon band structure is extremely similar to the case of Bernal

graphene bilayer, except for a reduced shear mode frequency. In contrast to what previous

theoretical works predict [56, 62], we do not find any particularly pronounced renormalization

of the speed velocity in twisted bilayer graphene.

The plots in Fig. 3.2 focus on specific high-symmetry points in the single-layer Brillouin
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(a) (b)

(c)

(d)

(e)

Figure 3.1: (a) Phonon band structure of graphene bilayer in the Bernal
stacking configuration. (b) Unfolded phonon band structure of
twisted bilayer graphene structure with rotation angle 1.085° prior
to relaxation. The B subscripts denote that the high symmetry
path is taken along the Brillouin zone of the bottom layer, and each
position on the x-axis displays data unfolded onto the nearest point
that is an image of ΓL, ML, or KL. (c) In-plane displacement field in
the bottom layer of the 1.085° twist-angle structure. Close to the
AA-stacking region, this layer tends to rotate clockwise in order to
minimize the region of AA stacking. (d) Variation of the interlayer
distance for the 1.085° twist-angle structure. The most pronounced
variations are observed close the AA-stacking region, indicating
local buckling of the layers. (e) Unfolded phonon band structure of
the 1.085° twist-angle structure after relaxation. Compared to the
unrelaxed case (panel (c)), significant splitting can be seen at M, K,
and in the G band.
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Zone and compare the unfolded bands between different structures. Fig. 3.2 (a) shows the

evolution of the bands at MB with respect to changing angle. In this plot, only data from

ΓL point is used. MB is not an image of ΓL under the moiré reciprocal lattice; thus, for

each structure, the data at the nearest image of ΓL is used. For many of these structures

(particularly those with smaller commensurate cells), this image may be far away from MB,

resulting in poor-quality data; therefore, we omit structures where the nearest image of ΓL is

further than 0.01×2π�A−1
from MB. The in-plane transverse acoustic (TA) and longitudinal

acoustic (LA) bands can be observed to split into increasingly many side bands as angle

decreases (though there is no splitting at 0°).

Unfolded probability data at ΓB are available for all 692 structures, and are shown in

Fig. 3.2(b-c). Astonishingly, all the modes do not undergo a continuous transformation from

30° to 0°. Perhaps most strikingly is what happens to the layer breathing mode (Fig. 3.2(b)

around 80 cm−1), which is well defined at large angles but splits into several branches for

decreasing angles. One of them shows a linear dependency that can be extrapolated onto the

shear mode at 0°, implying that this mode shows both in-plane and out-of-plane characters

for small twist angles. The others are evanescent and show complex behavior as a function

of twist angle. Nevertheless, their general trend seems to follow the expectation value of

the dynamical matrix for the layer breathing mode in the system (i.e., matrix element of

the dynamical matrix for a pure breathing mode; red curve in Fig. 3.2(b)), and appears to

eventually converge to the value of the layer breathing mode in Bernal graphene bilayer for

θ → 0◦.

Finally, the high-frequency modes at the tBLG zone center are represented in Fig. 3.2(c).

Similar to the modes shown in Fig. 3.2(a), more and more side bands emerge for decreasing

angles. Notably, there are several branches that take values higher than that of the G mode

computed in Bernal graphene bilayer. It should be emphasized that this is the most striking

signature of twisting angle and it could, in principle, be used as a fingerprint of a specific

twisting angle.

We will now discuss the fundamental origin of the tBLG-specific phonon side bands,

starting from the Frenkel-Kontorova (FK) model [52, 63]. This classical model considers a

1D chain of atoms placed into a periodic external potential whose period differs from the one

of the chain. In general, its ground state consists of the periodic repetition of solitons that

separate regions where the atoms sit in the close neighborhood of potential minima [52].
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Those solitons can be interpreted as new quasi-particles of the system, and they behave

relativistically since their dynamics are dictated by the Sine-Gordon equation [63]. Note

that in addition to a soliton solution, the formal problem admits another type of quasi-

particle solution called breathers. These consist of non-linear waves oscillating in time but

localized in space [63].

Investigating the dynamics of breathers and solitons is a problem of interest on its

own. However, we shall here focus on examining how their static configuration affect the

phonons. The soliton network deforms the lattice periodically, generating a potential that

is felt by the otherwise-free (i.e., independent) phonons. While the analytical expression of

this potential can be exactly derived within the FK model, we will simply write it here in

terms of its Fourier series for sake of simplicity:

Vsol(xn) =
∑
t

Ṽte
jtQxn , (3.1)

where xn is the position of the nth atom of the 1D chain, Ṽt are the Fourier components of

the decomposition and Q is the superlattice wavevector. The Ṽt coefficients are thus taken

here as parameters. This soliton potential acts on the motion of phonons as follows:

ω2un = λ(2un − un−1 − un+1) + Vsol(xn)un, (3.2)

where ω is the phonon frequency, un the atomic displacement and λ the spring constant of

the chain. The first term of the right-hand side of the equation is nothing more than the

force felt by the atom n in the isolated 1D chain. Let us suppose now that this soliton

potential is weak and thus can be treated perturbatively. Then, one can solve Eq. 3.2 using

perturbation theory. This problem strongly resembles the one described by the nearly-free

electron (NFE) model [64], except that the electrons and ionic potential are replaced by

the phonons and the soliton potential, respectively. Insights into the phonons under the

soliton potential, hereby referred to as the nearly-free phonon (NFP) model, can therefore

be extracted from the NFE model.

The NFE model accounts for the opening of band gaps in the electronic band structure,

located at the zone borders for the odd harmonics of the ionic potential and at the zone

center for the even harmonics (see Fig. 3.3(a)). The mean value of the potential is generally
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discarded since it simply leads to a rigid energy shift. Restricting the analysis to the first

harmonic of the potential, the band gap opening at zone borders is associated with the

formation of stationary waves: the electrons are either localized around the nuclei (lower

energy state) or away from them (upper energy state).

The results for phonons in the NFP model are unsurprisingly similar to the ones derived

in the NFE model for electrons with the emergence of band gaps associated with stationary

waves involving the displacement (or pinning) of the soliton cores. The main results are

shown in Fig. 3.3(b). A number of differences with respect to the NFE model should be

noted. First, the spectra of free electrons and free phonons differ: the former is unbound

(E ∝ k2, where E is the energy and k the electron wavenumber) while the latter is bound

(ω2 ∝ sin2 (q/2), where ω is the frequency and q the phonon wavenumber). This translates

into noticeable differences in the dispersion relations of the two nearly-free models. Second

and more fundamentally, the acoustic mode present in the isolated 1D chain is transformed

into an optical mode in the NFP model (∆ω(0) opening in Fig. 3.3). This comes from the fact

that the mean value of the potential cannot be discarded in the case of phonons since the

soliton perturbation is acting over the square of the frequency (see Eq. (3.2)). This contrasts

with the NFE model, where the perturbation acts directly on the energy and could therefore

be disposed of.

The emergence of phonon side bands instead of band gaps as predicted by the NFP

model is a particularity of the twisted bilayer system. To understand this, it is useful

to inspect the BZ of the constituent layers with respect to that of the superlattice (see

Fig. 3.3(c)). By geometrical construction, the superlattice reciprocal vectors correspond

exactly to the difference between the reciprocal vectors of the bottom and top layers [6, 55].

As a consequence, the phonons at the ML superlattice high-symmetry points correspond

to phonon states at the MB and MT high-symmetry points in the bottom and top layers,

respectively. The same reasoning holds for the KL high-symmetry point. As discussed before,

the NFP model indicates that a band gap is expected to open at the high-symmetry points

of the superlattice Brillouin zone. It follows that the first soliton potential harmonic opens a

band gap at the ML point with amplitude ∆ω(1) and the third harmonic opens a band gap of

amplitude ∆ω(3) at the same point, etc. The mechanism hinges on the fact that, in contrast

to electronic potential, the dispersion relation of phonon is bound: the band gap openings

always affect the same initial phonon state, leading to the creation of different phonon side
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bands around the same frequency window. This explains the origin of the numerous phonon

side bands presented in Fig. 3.1, which can thus be understood as the intrinsic signature of

solitons in the system.

To summarize, we find the rich phononic structure for small twist angles in tBLGs is

closely associated with the formation of a soliton network and can be explained in terms

of the NFP model introduced here. Fundamentally, compared to the NFE model, the role

of electrons and nuclear potential are fulfilled by the phonons and soliton potentials in the

NFP model, respectively. The general framework allows us to contrast the results of the

NFP and NFE models, in term of the different dispersion relations adopted by the phonons

and electrons.

One should mention that, while we chose the single-layer first Brillouin zone (FBZ) as

a support for unfolding, the mechanism of band unfolding is not unique and can be applied

to other choices of BZ. For this reason, a number of bands cannot be directly seen in plots

such as those presented in Fig. 1. For example, the R bands described by Jorio et al. in

Ref. [65] do not lie along the high symmetry path chosen here but can be obtained in a way

similar to the procedure described here.
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TA
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Figure 3.2: (a) Phonon bands unfolded from the moiré Γ point onto the
single-layer M point at a variety of twist angles. Of the 692 tBLG
structures with under 20000 atoms per cell, only 617 of them have
an image of ΓL that lies within 0.01× 2π�A−1

from MB; the rest are
not shown (except for the data at 0°, which is computed without
unfolding). (b-c) Phonon bands unfolded onto the single-layer Γ
point for all 692 structures at (b) low and (c) high frequencies (i.e.,
including graphene’s G band). The low frequency plot includes the
frequencies derived from the expectation value of a pure
layer-breathing mode (red). The lower frequency values correspond
to shear-like modes. Structures below θB = 3.75° are found after CG
to have buckling modes that produce more energetically favorable
structures. Relaxation is performed along these modes up to three
times.
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Figure 3.3: (a-b) Schematic representation of the predictions of the NFE and
NFP models, truncated to the first potential harmonic for the sake
of legibility. The dashed blue lines represent the unperturbed
spectra, i.e. the free electrons and free phonons, while the red lines
correspond to the perturbed solutions. Both models predict a band
gap opening either at the lattice Brillouin zone a∗/2 (NFE model)
or at the superlattice Brillouin zone L∗/2 (NFP model). In
addition, the NFP model leads to the transformation of the
acoustic phonon into an optical one. (Right) Schematic
representation of the Brillouin zones of the rotated graphene lattice
and of the superlattice. Due to the geometry of the problem, a
high-symmetry point lying on the superlattice Brillouin zone
corresponds exactly to the difference in terms of position between
the corresponding high-symmetry points in the bottom and top
layers (e.g. ML, MB and MT ).
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3.2 Predicting twist angle from Raman spectra with machine learn-

ing

Of course, a significant end-goal of this work is to help establish an economical alter-

native to the present methods of determining the twist angle of tBLG. To this end, Raman

scattering is of particular interest, because obtaining a Raman spectrum is cost-effective,

and the twist angle affects the spectrum in a significant number of ways.

However, no single feature of the Raman spectrum can be used to determine the angle.

Essentially, solving this relationship is an instance of the inverse problem, for which machine

learning approaches have been gaining significant popularity as of late in condensed matter

physics [66–68]. To investigate this approach to the problem, a study was performed to test

machine learning methods on the tBLG database [69]. This section will briefly cover the anal-

ysis performed in this study, acknowledging its limitations, and describing its implications

on future research.

3.2.1 Modeling Raman intensities using bond polarizability

Raman spectra were computed for all 692 structures in the tBLG database using a

semi-empirical bond polarizability model [70–76]. In effect, the polarizability of a molecule

is regarded as the sum of the polarizabilities of its bonds. This has previously been found

successful in modeling low frequency, rigid-layer modes in layered materials [77] and layer-

compressive modes in graphene nanoribbons [78]. After intensities are computed using this

method for each mode, each is treated as a Lorentzian with the corresponding amplitude and

a full-width at half-maximum of 0.5 cm−1, and these are summed to produce a composite

spectrum.

It must be acknowledged that this method paints an incomplete picture of the Raman

spectra of these materials, as the Raman spectrum already contains many features that are

attributed to higher order interactions. For instance, there exist the defect-induced D and D′

peaks in graphene [79]. Experimentally, the ratio ID/IG between the D and G peak intensities

in graphene is known to be inversely proportional to the fourth power of the input laser

frequency [80, 81], and this ratio further changes in tBLG with twist angle [58, 82, 83], with

a significant enhancement of the G peak around certain angles based on laser frequency [57].

In the bond polarizability model, however, the frequency of the input light only affects the

intensities by a uniform prefactor.
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Figure 3.4: Feature importance in the Random Forest Regression model, one of
the non-linear models tested on the tBLG dataset. (a) A
visualization showing the first few levels of one of the trees from a
forest. (b) Relative feature importance of the five most important
features. (c) Angle dependence of the first and fourth most
important features. Reproduced from [69].

On that note, this prefactor is not expressed in this data as the total spectrum of

each structure is normalized to have a maximum intensity of 1. While this does disrupt the

ability to compare the intensities between different structures, it preserves the identity of

the strongest modes and the relative intensities within a structure.

3.2.2 Machine-learning analysis

The relation between the spectrum and the twist angle is intricate and requires some

form of nonlinear regression to describe it. The study tested three models capable of non-

linear regression: kernel ridge regression (KRR) with a radial basis function, random forest

regression (RFR), and a multi-layer perceptron (MLP) [84]. These three models performed

with an average R2 of 0.98, and an accuracy within 2° [69]. Of these methods, the RFR

model is reasonably transparent, and one can look into it as depicted in Fig. 3.4. Inter-

estingly, the most important feature identified by RFR is not the intensity at the G-peak

frequency in the Bernal stacking (feature 168), but rather, the intensity at about 5 cm−1 up

from it (at feature 188).

Whenever ML techniques are employed, one must be wary of the problem of overfitting—

a problem that is particularly exacerbated by the homogeneity of the data in the tBLG

database. This issue can be quantified through a cross-validation step [85]; through this,
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RFR was found to be most susceptible to overfitting. In addition, the effect of noise on test

data accuracy was measured, as spectral data tends to have large amounts of noise. There,

it was found that nonlinear KRR is most robust to differences in noise between training data

and test data; though for all three nonlinear models, adding even just a small amount of

noise to the training data improved the performance on test data with significantly larger

amounts of noise. The results also indicated that the present database may be too small for

the MLP model [69].

Obviously, the machine learning models produced on the tBLG database are not at

all transferable to experimental data, due to the many previously-stated discrepancies in

Section 3.2.1 and Section 2.2 between the experimentally observed spectra and the spectra

computed in the database. However, the success of these methods on the dataset suggests

that, with a larger set of data that more accurately reflects experimental data, a machine

learning model that produces an angle from experimental Raman spectra could become

possible.



CHAPTER 4

CONCLUSIONS AND FUTURE WORK

When stacking two identical layers under equal strain with a twist angle, symmetry con-

straints allow commensurate cells to be enumerated using number theory. In doing so, one

finds that commensurability of two layers depends only on their sets of translational symme-

try vectors, and that with the limited number of Bravais lattices that exist, only hexagonal

and square cells have nontrivial solutions. Other work on 2D heterostructures should con-

tinue to use numerical methods.

What CG DESCENT lacks in performance as an optimization method, it makes up

for in robustness, as it was easily capable of handling the in-plane optimization of all 692

structures in the database without any intervention or adjustment of parameters. However,

it may still have trouble finding its way out of saddle points with extremely shallow descent

directions, which can be resolved after the fact by relaxing along negative phonon modes.

For this, full diagonalization of the dense matrix is costly, but effective when already desired

as an output. Sparse matrix methods like LOBPCG may warrant further investigation.

z-normals for Kolmogorov-Crespi are surprisingly unsuitable even for AB-stacked bi-

layer graphene, as they predict buckling at zero temperature along flexural modes that are

dependent on supercell size. Buckling is also predicted at small twist angle when using lo-

cal and semilocal normals, but these more sensibly conform to the moiron lattice. It could

be worthwhile investigating other potentials to determine whether this effect is exclusive to

REBO+KC.

Having a dedicated codebase provided the freedom to tackle these problems in ways not

otherwise feasible using available software, using combinations of methods that do not exist

in any one package. This freedom, the author would argue, was what made it possible to

arrive at a solution that is both robust and performant on all systems in the data set. That

said, now that a working combination of techniques is known, for future work producing

similar data, it may be more effective to try and contribute any missing functionality back

into existing molecular dynamics packages.

The method of Allen et al. for unfolding bands is effective and reliable, though there

are some liberties to be taken in how it is applied to the particular case of normal mode

eigenvectors. While the perturbations of the soliton network may account for the splitting

61
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of the modes within a single structure, the relationship between phonon modes at different

angles remains to be understood.

Though many effects were observed in the phonon bands, Raman spectra come from

a multitude of factors. More work is necessary to understand the implications of these

effects not only on phonon-electron interactions, but on phonon-defect as well as phonon-

phonon interactions. As frequencies are known for all modes of all structures at Γ, the

thermodynamics of the larger structures can be readily investigated at this point.

Many other materials could benefit from similar work. For instance, due to their

hexagonal lattices, all transition metal dichalcogenides have the same set of commensurate

twist angles when stacked as a bilayer. If heterostructures are considered, then a variety

more solutions occur with nonuniform stretching and skew.

The code written for the unfolding process should be easy to adapt to other problems,

and an effort will be made to make this code publicly available. This could be useful not

only for the actual unfolding, but also even the visualization aspect, which is surprisingly

nontrivial.

Machine learning was capable of producing surprisingly good predictions of twist an-

gle from Raman spectra, despite the spectra missing many of the experimental features

previously put forth as empirical fingerprints of the twist angle.
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[81] L. G. Cançado, A. Jorio, E. H. M. Ferreira, F. Stavale, C. A. Achete, R. B. Capaz,
M. V. O. Moutinho, A. Lombardo, T. S. Kulmala, and A. C. Ferrari, Nano Lett. 11,
3190 (2011).

[82] V. Carozo, C. M. Almeida, B. Fragneaud, P. M. Bede, M. V. O. Moutinho, J. Ribeiro-
Soares, N. F. Andrade, A. G. Souza Filho, M. J. S. Matos, B. Wang, M. Terrones, R. B.
Capaz, A. Jorio, C. A. Achete, and L. G. Cancado, Phys. Rev. B 88, 085401 (2013).

[83] V. N. Popov, J. Raman Spectrosc. 49, 31 (2018).

[84] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion, O. Grisel, M. Blondel,
P. Prettenhofer, R. Weiss, V. Dubourg, J. Vanderplas, A. Passos, D. Cournapeau,
M. Brucher, M. Perrot, and E. Duchesnay, J. Mach. Learn. Res. 12, 2825 (2011).

[85] G. James, D. Witten, T. Hastie, and R. Tibshirani, An Introduction to Statistical Learn-
ing: With Applications in R (Springer, New York, 2013).

https://doi.org/10.1021/nl201432g
https://doi.org/10.1021/nl201432g
https://doi.org/10.1103/PhysRevB.88.085401
https://doi.org/10.1002/jrs.5189


APPENDIX A

EFFECTIVE USE OF PERMUTATIONS

Permutations are an extremely useful and often-underappreciated tool in solving problems

that involve the reordering of elements in a sequence. Applications of permutations fre-

quently arise in solid state physics, as symmetry operators applied to discrete sets of dat

apoints will tend to map each point to another. Use cases also appear frequently in com-

pletely mundane contexts, such as interoperation between two pieces of software that follow

different ordering conventions (e.g. when one program orders supercell atoms by cell first,

while another orders them by primitive site first).

Especially in the case of large structures, it is undesirable to waste too much time

repeatedly performing distance checks to identify which coordinates in one array correspond

to the coordinates in another. If this mapping can be computed once in the form of a

permutation, then it can reused whenever needed. Furthermore, there are many convenient

mathematical operations defined on permutations that allow one to build up a representation

of a complicated operation on indices in terms of smaller, more fundamental pieces.

For these reasons, the Rust and Python code used to construct the tBLG phonon

database performs a lot of heavy reasoning in terms of permutations, and this is likewise

reflected in the various parts of this document which make reference to them. The purpose

of this section is to provide a basic language for some concepts related to permutations, and

to provide the necessary information to understand why and how permutations are utilized

to make these computations efficient.

A.1 Definitions, notation, and properties

A permutation P of size n is, conceptually, an operator that can be applied to any

ordered sequence of n elements which will rearrange the order of the elements. The permu-

tations of any given size form a group; this is to say that, for any size n:

• There exists a unique identity permutation I of size n.

• For any two permutations P and Q of size n, there exists a unique permutation P ◦Q
which is their composition.

• Every permutation P has a unique “inverse” P−1, such that P ◦ P−1 = P−1 ◦ P = I.
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• Composition is associative; P ◦ (Q ◦R) = (P ◦Q) ◦R.

Rather than introducing some notation for working on ordered sequences of elements, when

it becomes necessary to formally consider the action of a permutation on a sequence, matrix

notation will be preferred; P(Q) shall denote the row-permutation matrix of a permutation

Q, which is the matrix that reorders the elements of any column vector by Q.

The very existence of row-permutation matrices should make it apparent that other

useful operations exist. For instance, given permutations P of size n and Q of size m, one

can define a direct sum P
⊕

Q of size n + m, or an outer product P
⊗

Q of size nm. The

outer product can be particularly useful when working with supercells, as it enables one to

e.g. combine a permutation of the cell images together with a permutation of the sites within

each image.

A.2 Data structures to represent permutations

At the risk of stating the obvious, the use of permutation matrices in this document is

only for mathematical convenience, and in practice, only a simple array of integers should be

stored. But the precise format that the new codebase uses to store permutations internally

might seem a bit surprising at first, as it turns out that the most obvious layout is not the

most efficient for our use cases! This shall be covered briefly:

Pull-based layout When not using Cauchy’s two-line notation or cycle notation, the conven-

tional way to represent a permutation is as an array of integers such that each number is the

index of an element in the original array. This format describes which values will be pulled

into each location. For instance, a permutation written as
(

4 1 3 2
)

would permute the

string "abcd" into "dacb", as e.g. the 4 at the beginning pulls the fourth element (d) into

that position, and so on. What’s particularly neat about this format is that the composition

P ◦Q can be obtained by literally using P to permute the array representation of Q!

However, there is a performance issue when attempting to use such permutations to

permute a sparse array. Typically, sparse data structures store indices, and so permuting

these structures amounts to computing the new indices. The pull-based format of permuta-

tions provides O(1) lookup of the old index of an element from its new index, but to go the

other way around, a linear search is required.
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Push-based layout The first solution that should come to mind for such a performance

problem would be to precompute the inverse permutation, as this should provide the desired

O(1) lookup of new indices from old indices.

However, it turns out that this inverted array is just as efficient at permuting dense

data as the original array! The difference is that each number now describes where each

element will be pushed to. In this format,
(

4 1 3 2
)

would permute the string "abcd"

into "bdca", as e.g. the 4 at the beginning pushes the a into that position, and so on.

Because the push-based format is the only format capable of efficiently handling sparse

data, it is the format that is used internally everywhere in the new code. This is done using

standard practices of data encapsulation to hide this decision from public interfaces, so that

all file formats and public APIs may continue to use the more intuitive pull-based format.

A.3 Coordinate permutations and data permutations

Particularly in the context of symmetry operations, there is a powerful distinction that

can be made between two different types of permutation, and understanding the distinction

between these two can aid significantly in the correct usage of permutations. As this is

not a frequent topic of discussion, two terms will be invented here for them: “Coordinate

permutations” and “data permutations.”

Coordinate permutations Suppose you have a matrix X where each row contains Cartesian

coordinate data for a site in some periodic structure with lattice matrix L. Suppose further

that this structure has some space group operation g = (Rt, tg). In order to reduce noise in

upcoming matrix equations, we will work in terms of the 4×4 affine transformation matrices

Mg:
20

X ≡


x1 y1 z1 1

x2 y2 z2 1
...

...
...

...

xn yn zn 1

 , Mg ≡

Rg tg

0T 1

 . (A.1)

If we let the rows of X be named xi, then each transformed position g(xT
i ) = xT

i MT
g

will be an image (under L) of some other row xi′ . This is to say, g maps xi → xi′ . In this

20If the reader is not yet comfortable with affine transformations, one can mentally delete the last column
of X and substitute the 4 × 4 affine matrices Mg in all equations with 3 × 3 rotation matrices Rg. The
equations will remain valid for space groups where all tg = 0.
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case, one might think to construct the permutation that maps each i to its corresponding

i′. Indeed, this would be the permutation that, when applied to the coordinate data X,

will permute it so that the rows are ordered like g(X). We shall call this the coordinate

permutation of g, and label it as Cg. In terms of the row permutation matrix P(Cg), we

have the following equivalence:

P(Cg)X ' XMT
g , (A.2)

where the usage of ' denotes equivalence up to lattice point translations. While this is the

obvious representation, however, it turns out that this representation has both limited use

cases, as well as unintuitive properties for composition. We’ll focus on the latter problem

first. Let us introduce a second operator h. It will of course also be true that

P(Ch)X ' XMT
h . (A.3)

However, something surprising happens when we consider the composition Cg ◦h. To do this,

multiply both sides of this equation on the right by MT
g . On the right hand side, this readily

simplifies to X(MgMh)
T = XMT

g ◦h as expected, but on the left side, we get

P(Cg ◦h)X = P(Ch)XMT
g (A.4)

= P(Ch)P(Cg)X (A.5)

= P(Ch ◦ Cg)X (A.6)

or effectively, Cg ◦h = Ch ◦ Cg. (A.7)

This is to say that coordinate permutations compose in reverse compared to the symmetry

operations they represent!

Data permutations Since coordinate permutations compose in reverse, one might feel in-

clined to consider looking at the inverses of these permutations, as those must therefore

compose in the natural, forwards order. It turns out that not only do these inverse permu-

tations behave more naturally, but they’re also more immediately useful.

In order to understand why, consider that you have an array containing data associated

with each site; any data. For instance, it could be the chemical symbol of each atom; forces

on each atom; coefficients for a function localized at each atom; and so on. For the purposes
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Figure A.1: Demonstration of the relationship between coordinate
permutations and data permutations. On the left are arrays
representing three structures; on the right are visual depictions of
each in Cartesian space. The latter two depictions are identical,
showing how applying a coordinate permutation to the coordinates
has the same effect as applying a data permutation to the labels.

of example, we will simply suppose that we have an array of unique name tags, assigning to

each atom a single letter that is intended to stand in for any of these other quantities.

It turns out that, if the inverse permutation Dg ≡ C−1
g is applied to an array of

data such as these labels, it has the same effect on the structure as applying Cg to the

coordinates; either operation effectively simulates the transformation of the structure by

g. This is demonstrated in Figure A.1. Here, g is a symmetry operation that maps x2 →
x3 → x4 → x2. The vast majority of applications of permutations involve permuting data,

not coordinates, so to continue to call Dg an “inverse permutation” seems misleading and

disingenuous. For this reason, Dg is henceforth called the data permutation of g.

In summary, the data permutation of a symmetry operator simulates that operator

when applied to any array of per-site metadata. And as alluded to earlier, unlike coordi-

nate permutations, data permutations identically preserve the group structure of symmetry

operations; that is to say,

Dg ◦h = Dg ◦Dh. (A.8)

A.4 Efficiently computing permutations for a space group

As one of the primary use cases of permutations is for working with symmetry opera-

tors, there are often cases where permutations need to be known for all of the operators in a

space group. Essentially the goal is to solve Eq. A.2 for Cg, and to do this for all operators
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Algorithm 1: Brute force algorithm for finding a coordinate permutation.

Data: {xk} , {yk} for k = 1→ n
Result: {Pk} such that yk is an image of xPk

for k = 1→ n

Pk ← unset for all k;
for i← 1 to n do

for i′ = 1 to n do
if Pi′ = unset then

d← shortest distance between xi and an image of yi′ ;
if d < εsym then

Pi′ ← i;
break;

emit error if any Pk = unset;

g in the space group. A couple of tricks can be used to provide a significant speedup; first, a

highly efficient algorithm for computing a single Cg will be shown. This method is of original

design, and has been contributed to phonopy, in addition to being implemented in the new

codebase. Finally, a neat trick will be shared that can provide an additional constant factor

speedup when solving for all g in the space group.

Brute force algorithm As a starting point for understanding, we will begin with the brute

force method of computing this permutation. Let Y name the matrix of coordinate data

that results from applying g to X. Then essentially, the method is that, for each original

row xi, we search all of the yi′ until an image of xi is found, and record their association.

This is shown in Algorithm 1.

In the best case scenario, where X and Y are already in matching order, this algorithm

performs O(n) distance checks; each element of X will only need to be tested against a single

element of Y before a match is found. In the worst-case scenario where Y is in reverse order

compared to X, a total of O(n2) distance checks are performed.

Tracking the first unassigned index Moreover, even in the best case scenario, the brute force

algorithm above still actually takes O(n2) time, most of which is spent repeatedly scanning

through the Pi′ to find the first one that is unset. We can make a simple fix for this by

keeping track of the first unused index; this is shown in Algorithm 2, where the changes are

indicated in red:

Make no mistake; on its own, this simple modification would have extremely little
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Algorithm 2: Algorithm revised to enable O(n) performance in some cases.

Data: {xk} , {yk} for k = 1→ n
Result: {Pk} such that yk is an image of xPk

for k = 1→ n

Pk ← unset for all k;
i′0 ← 1;
for i← 1 to n do

while Pi′0 6= unset do
i′0 ← i′0 + 1;

for i′ = i′0 to n do
if Pi′ = unset then

d← shortest distance between xi and an image of yi′ ;
if d < εsym then

Pi′ ← i;
break;

emit error if any Pk = unset;

impact. For instance, imagine that xn maps to y1. In this case, i′0 would remain at 1 until

the final iteration, effectively causing the code to behave identically to the original algorithm,

with O(n2) complexity. Similar issues arise in any other case where i exceeds i′ by a great

amount,21 leading to a time complexity of O
(
n+ max {i− i′}2).

So the question becomes: Is there a way to reduce this max {i− i′} to O(1)?

Sorting to minimize the worst-case One way to reduce max {i− i′} would be to somehow

sort X and Y. Thanks both to rounding error and to lattice point translations, there’s no

simple sorting scheme that will guarantee X and Y are in the same order, so we will have to

settle for sorting by some function f : R3 → R that is continuous throughout all of R3, and

that has the translational symmetry of L. Then max {i− i′} could only be as large as the

largest set of atoms that are “tied” for nearly equal values of f .

Hence f should be chosen so that larger structures do not produce larger sets of tied

atoms; ideally, max {i− i′} shall become O(1). As a simple, broad example, one might use

distance to the nearest lattice point. Cases where such a measure would have large ties are

rare, as structures periodic in 2 or 3 dimensions can have at most sixfold rotational symmetry;

though they do exist. For instance, a buckminsterfullerene molecule centered around a lattice

21Curiously, this quadratic complexity only arises where i > i′, and not the other way around. If, for
instance, x1 maps to yn, the algorithm could still finish quickly so long as x2 maps to y1, x3 maps to y2,
and so on.
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point with vacuum separation on all axes will have all atoms tied for lattice point distance.

To resolve this, one could get a bit more creative, choosing an anisotropic function where

the surfaces of equal value have an unusual shape that is unlikely to contain many atoms in

any realistic structure. An example might be the function f(x) = |d1| + |d2|2 + |d3|3 where

dk are the distances of x to the nearest image of each plane of the parallelepiped unit cell.

The individual merits of any particular alternative f are beyond the scope of this document.

There is one final step to consider; when we do this, we end up computing the permu-

tation between the sorted arrays, but we need the permutation between the original arrays.

Conveniently, the act of sorting can be represented as a permutation. Let X′ and Y′ denote

the sorted arrays, let C ′g denote the coordinate permutation found for the sorted arrays, and

let SX and SY be the permutations that sort each array.22 Then we can show that

P(C ′g)X
′ = Y′ (A.9)

P(C ′g)P(SX)X = P(SY )Y (A.10)

P(SY )−1P(C ′g)P(SX)X = Y (≡ P(Cg)X), (A.11)

yielding the following form of Cg as a composition:

Cg = S−1
Y ◦ C

′
g ◦ SX . (A.12)

This equation can be understood intuitively as sorting X, working on the sorted data, then

unsorting to recover Y. With this, the time complexity of the matching drops to its ideal

performance of O(n), and once the sorting step is taken into consideration, the total time

complexity is O(n log n).

Exploiting group homomorphism Now that we have an efficient method for finding one Cg,

is there a way to speed up the task of finding all of the rest? In fact, there is, by taking

advantage of the group structure. The key lies in the following:

• Equation (A.8) shows that there exists a homomorphism from a space group to its

data permutations.

• Computing the composition of two permutations is cheaper than computing another

22SX and SY are easily obtained with a function like numpy.argsort.
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coordinate permutation from scratch.

• Even large space groups can be generated from a fairly small number of elements.

Essentially, the trick is to only perform the expensive act of permutation finding for a few

generator elements, then produce the rest of the permutations through composition. One

does not need to find a truly minimal set of generators to get an appreciable benefit, though

it is generally easy to find reasonably small sets just by repeatedly picking arbitrary elements

from those not yet covered.

While this trick only provides a constant factor speedup at best, it can still be useful

for large space groups or when permutations are needed for many structures, and it is also

applicable to any other problem of computing new representations of space group elements.
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This file contains license details and terms and conditions for the reproduction of

material used in Section 3.1 of this dissertation.
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File type: Portable Document Format (PDF)

File size: 137 KiB

Required application software: Adobe Acrobat or any standard PDF viewer

Special hardware requirements: None

C.2 Permissions for Figure 3.4
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rent copyright owner of Figure 3.4 for reproduction in this dissertation.
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File size: 39 KiB
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