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ABSTRACT

The project described in this document considers the creative possibilities enabled by ar-

tificial intelligence (AI) and machine learning (ML) technologies. We consider how these

technologies can be used in an artistic practice along several different lines. First, we exam-

ine AI/ML as a tool for art making. Second, we will describe how AI/ML technologies can

serve as a subject of investigation through the process of making art. Finally, we consider the

effects of AI/ML technologies upon the practice of the artist. To these ends, we submit three

case studies, created by the author, that make use of AI/ML technology in different ways:

2521x079, a text-generating agent that writes about AI, art, media, and philosophy; Cibo, a

live-coding agent that performs musically through the generation of code; and Prometheus,

a multimedia dance performance with interactive, AI-generated video.
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1. INTRODUCTION

The project undertaken in this document considers the creative possibilities enabled by

artificial intelligence (AI) and machine learning (ML) technologies. These technologies have

experienced a resurgence in interest and development in the last ten years, largely as a

product of advances in computer hardware and the development of software systems that

leverage parallel processing to enable faster optimization of deep learning algorithms. AI/ML

technologies are now being incorporated into–and, indeed, are at the center of–many of the

systems that we interact with daily, including social media services, “smart” assistants (like

Apple’s Siri and Amazon’s Alexa), and recommendation engines, to name a few. In this

document, we consider how these technologies can be used in an artistic practice along

several different lines. We will examine how AI/ML technology can be used as a tool for

art making. Then, we will describe how AI/ML technologies can serve as a subject of

investigation through the process of making art. Finally, we consider the effects of AI/ML

technologies upon the practice of the artist.

First, in Chapter 2, we will review literature and projects that are relevant to the

project described in this document. We start with a discussion of the philosophy of Henri

Bergson (in Section 2.1) followed by relevant theories and contributions made by Brian

Massumi, in Sections 2.2 and 2.3. Next, we provide a brief discussion of Cybernetics as it

is important to the project at hand in Section 2.4 and cross fading into more contemporary

theories of networks and feedback in Section 2.5.

We then provide an overview of important technological developments in the fields of

artificial intelligence (AI) and machine learning (ML) in Section 2.7. We focus primarily on

connectionist approaches to AI/ML, specifically neural networks (NNs). We describe the

use cases where neural networks are particularly well suited before delving into a number of

NN architectures and approaches that are used to realize the projects discussed later in this

document. In Sections 2.8 and 2.9, we consider recent research that brings together AI/ML

and art making, as well as a number of artists working with AI/ML technologies.

In Chapter 3, we pose our primary research questions that will be addressed through

the end of this document. We describe the methodology that will be used to address and

respond to these questions. Additionally, we elaborate upon our research questions, providing

three considerations through which we will consider the case studies that follow.

1



2

Chapter 4 is a case study of 2521x079, a text-generating AI/ML agent that is trained

on publications focused on artificial intelligence, machine learning, art making, art theory,

and philosophy. This agent generates a number of Sequences, which are presented at the

outset of this chapter for consideration. These AI-generated text sequences are presented

in raw form, without any additional curation, editing, or proofing. We then analyze this

project and its outcomes, addressing the considerations and research questions posed in

Chapter 3. Additional agent-generated text samples are included in Appendix A for further

consideration.

Chapter 5 reviews Cibo, an AI/ML agent that performs by live-coding using the Tidal-

Cycles library. This project explores the performative possibilities created by AI/ML tech-

nologies. Cibo is trained on performances by human live-coders.

Chapter 6 describes Prometheus an AI dance performance project that incorporates

real-time video-generating AI agents, camera-based real-time interaction with human per-

formers, and several AI/ML technologies. Prometheus also includes the creation of AI/ML-

inspired creative experiments. These experiments are modeled on the processes used to train

a specific kind of neural network. Through these experiments, we investigate the workings of

this technology while employing these AI/ML-based processes to generate new performance

material. We analyze the experimental process as well as the outcomes for new approaches

to collaborating with AI/ML technologies. Prometheus premiered at the Hobby Center in

Houston, TX in August, 2019. Additional diagrams of the performance setup are provided

in Appendix C. Images from the AI/ML-based performance experiments, as well as links to

video documentation of this process, are provided in Appendix D.



2. LITERATURE REVIEW

This chapter will lay the groundwork from which we can analyze the specific case studies

presented in later chapters. First, in Sections 2.1, 2.2, and 2.3 we will discuss a number

of concepts from Henri Bergson’s philosophy, drawing from philosophers Gilles Deleuze and

Brian Massumi, as well. Next, in Section 2.4, we will discuss cybernetics–created in 1948

by Norbert Wiener–as it applies to this project, focusing on important contributions by

Humberto Maturana and Francisco Varela in 1980. Next, in Section 2.5, we connect with

contemporary theorists who apply affect philosophy and cybernetics theories to networked

digital media systems, including Alexander Galloway, Eugene Thacker, Mark B.N. Hansen,

and others. From there, we will move into a review of relevant literature and research

produced in the fields of Artificial Intelligence (AI) and Machine Learning (ML), in Section

2.7. Both of these areas of research (AI and ML) extend far beyond what can be discussed

in this document and rather than attempting to provide an exhaustive discussion of AI and

ML, we will focus on several key processes that form the foundation upon which these areas

of technology build, followed by a discussion of several key recent developments that enable

the projects discussed in Chapters 5, 6, and 4. In Section 2.8, we will review several recent

publications concerning the research and development of AI/ML from the practitioners point

of view, specifically as it relates to art making and artists. Finally, in Section 2.9, we will

review a number artists and arts researchers working with AI and ML technologies, including

published material from these individuals that gets nearer to the question of art-making

collaboration between human and machine learning technology.

2.1 Bergson’s Philosophy

In An Introduction to Metaphysics, Henri Bergson lays out the foundations of his

philosophy, beginning with a discussion of the differences between absolute and relative

forms of knowledge. Relative knowledge includes most of the way that we relate to the

world around us.1 We can only know other things imperfectly, being limited by being discrete

from them and by occupying only a single perspective of them at a time. At best, we can

make numerous (even hundreds or thousands) of observations from different vantage points

1. Henri Bergson, An Introduction to Metaphysics, trans. T.E. Hulme (New York and London: G.P. Put-
nam’s Sons, 1912), 1-3.

3
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about a particular thing, and yet, the aggregation of all of these observations will always

imperfectly represent the thing itself.2 This way of knowing the world is an inescapable and

fundamental aspect of our existence.

Bergson uses the example of sketches, images, and accounts of Paris to convey the

limitations of relative knowledge. An individual who has never visited Paris is shown many

images and representations of Paris. Through these samples, it is possible for them to see

fragments of the city–an image of a cafe or a museum–or imagine an event–a diary account of

walking through the city. The individual may be shown ten such representations, or 100, or

10,000; each would provide a glimpse of what Paris is like. However, it is impossible to create

the reality of Paris through these representations, no matter how many such representations

are collected. The individual who has never visited Paris will never be able to gain an

intuition of Paris, or a sense of what the place is like in real life, always being limited by

the fragmentary nature of the representations shown to them. Bergson’s example of Paris

serves as a starting point to consider machine learning (ML) technologies. These sketches,

images, and accounts constitute samples of a thing. They serve as an analysis of the thing–or

taken collectively, analysis is enabled through these samples–which, in Bergson’s words, “is

to express a thing as a function of something other than itself.”3 It would be erroneous to

believe that it is possible to reconstruct a given subject using only these collected samples,

symbols, and diagrams. Bergson makes clear that “from intuition one can pass to analysis,

but not from analysis to intuition.”4 In Bergson’s philosophy, absolute knowledge is that

which is internal and cannot be properly expressed through symbols or samples.5 And

while it would be impossible to have absolute knowledge of anything apart from one’s self,

Bergson uses the term intuition to describe a relation one can enter into with another thing,

and which, by doing so, allows one to “coincide with what is unique in it and consequently

2. Bergson, An Introduction to Metaphysics, 4. This is a relatively basic distinction, but it serves as an
important starting point for th research presented in this document. As we are considering specific software
technologies that are constructed in particular ways, we should consider not just how they are created, but
also the flexibility and limitations they possess. I will propose that some machine learning technologies
are capable of a much greater degree of nuance than a simple interface. An ML model can encapsulate and
contain much more information that can be explored and traversed than a more traditional software program
that is created for specific uses in particular ways.

3. Ibid., 7-8.
4. Ibid., 48.
5. “But that which is properly himself, cannot be perceived from without, being internal by definition,

nor be expressed by symbols, being incommensurable with everything else.” ibid., 4
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inexpressible.”6 Thus, Bergson’s intuition is not quantifiable and escapes any analysis with

symbols and diagrams.

In Bergson’s time, samples and diagrams of the sort he references had to be collected

by hand, curated into a collection or means of comparison and viewing, and then analyzed

to produce conclusions, assumptions, and generalizations. There were no digital computers

with massive, parallel computing capabilities, nor were there fast networks of interconnected

computers sharing information and data around the world near-instantaneously. Collecting

hundreds of thousands or millions of samples of a given subject would likely have been an

impossible task in 1912, nevermind the question of how one might draw conclusions about

such a vast number of observations. At present, however, it might be possible to assemble

millions or tens-of-millions of samples relatively easily, perhaps even by a single individual

with access to some existing raw data and a computer. The scale of what is possible,

analytically, has grown in orders of magnitude compared to Bergson’s time.

Representations like images, written accounts, maps, etc. (“symbols” or “diagrams”

per Bergson or “samples” as we will continue to call them) constitute the imperfect, relative

form of knowledge of the world. We are limited in our ability to know a thing by our means

to relate it through symbols. And it is through these symbols that we connect a given

thing to other things in memory, through comparison.7 Upon perceiving some object within

the world, we automatically filter it through our own experiences and knowledge, thereby

connecting it to our memories and selectively quantizing reality (reducing the thing itself to

a particular representation).8

Absolute knowledge of a thing is knowledge that does not rely upon, nor make use

of, symbols. The closest thing to absolute knowledge of a thing in most cases is Bergson’s

intuition, which requires a closeness to a thing that cannot be captured or expressed through

symbols alone.

In his 1911 book Matter and Memory, Bergson delves deep into the nature of con-

sciousness, reality, perception, and intelligence. Considered from the perspective of artificial

6. Bergson, An Introduction to Metaphysics, 7; my emphasis added.
7. “Symbols and points of view, therefore, place me outside him; they give me only what he has in common

with others and not what belongs to him and in him alone.” (ibid., 4; my emphasis)
8. “All perception is immanent–in the case of animal life, to the bodily milieu of its own becoming.

When we see an ‘object’ ‘out there’ we are seeing a semblance of our own life’s passing, immanent to its own
occurrence.”(Brian Massumi, Semblance and Event: Activist Philosophy and the Occurrent Arts (Cambridge:
The MIT Press, 2011), 27)
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intelligence (AI) and machine learning (ML), Matter and Memory helps to delineate human

intelligence from that which is currently achievable with technology.

First, Bergson very clearly aligns consciousness with “virtual action.”9 The concept

of the “virtual” was first alluded to in Time and Free Will (published in 1889), although

it wasn’t until later, in Matter and Memory, that he used this term for the idea.10 The

virtual constitutes the ebb and flow of subjective reality which cannot be clearly articulated

or identified. Bergson uses the following example

...a complex feeling will contain a fairly large number of simple elements; but,

as long as these elements do not stand out with perfect clearness, we cannot

say that they were completely realized, and, as soon as consciousness has a dis-

tinct perception of them, the psychic state which results from their synthesis

will have changed for this very reason. But there is no change in the gen-

eral appearance of a body, however it is analysed by thought, because

these different analyses, and an infinity of others, are already visible

in the mental image which we form of the body, though they are not

realized...11

There are two distinctions that should be made here to qualify this quote from Bergson.

First, the virtual is that which has not yet been discerned or labeled as one thing or another.

It is a multiplicity and heterogeneous. The moment it is given a label or a name, one reality

has been actualized, foreclosing on others within the virtual.12 This amounts to “selecting”

a name, or “sampling” reality.13 Second, the virtual cannot be observed from the outside

(bolded in quotation).

In Bergson’s philosophy, “consciousness means virtual action,”14 and while “to perceive

means to immobilize”15 (in effect, “sampling”), “conscious perception signifies choice, and

9. Henri Bergson, Matter and Memory, trans. Nancy Margaret Paul and W. Scott Palmer (New York:
George Allen & Unwin LTD., 1919), 48.

10. Ibid., 167.
11. Henri Bergson, Time and Free Will: An Essay on the Immediate Data of Consciousness (Mineola, N.Y:

Dover Publications, 2001), 84; my emphasis added.
12. Bergson, Matter and Memory, 275.
13. “For example, a complex of love and hatred is actualized in consciousness, but hatred and love become

conscious under such conditions that they differ in kind from one another and also differ in kind from the
unconscious complex.” (Gilles Deleuze, Bergsonism, trans. Hugh Tomlinson and Barbara Habberjam (New
York: Zone Books, 1996), 42).

14. Bergson, Matter and Memory, 48.
15. Ibid., 275.
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consciousness mainly consists in this practical disernment.”16. It is this flow the virtual to

perception and discernment of “immobilized” fragments and representations that constitutes

consciousness for Bergson. Any assessment of consciousness within another being or entity

should be based on the existence of this process with its numerous constituent elements.17

The virtual is not merely a concept through which to consider our own inner lives, but,

for Bergson, the virtual is a sign of life.18,19 A subject which experiences the virtual is alive

and the virtual is something that doesn’t exist within things that are not alive. On this

point, Bergson reserved the word possibility for non-living matter and “closed systems,”20

i.e., systems incapable of producing anything novel.

The virtual, as outlined above, was referred to as a “qualitative multiplicity” by

Deleuze.21 The virtual constitutes an internal succession that is both heterogeneous and

continuous.22 Heterogeneous in the sense that it is multiple, mixed, unclear, and undefined

through discrete terms. Continuous in that it exists within time itself, not as a series of

symbols or samples.

Opposite Deleuze’s “qualitative multiplicity”, we might think of a sample (i.e., an

“image” used for analysis) as a quantitative singularity that is homogeneous and discontin-

uous. Homogeneous in the sense that a given sample represents one thing: one perspective,

one measurement, one moment. Discontinuous by the very fact of its being identified as a

moment–it is removed from the continuous flow of time for examination. Any such sampling

performs a cutting on the continuity of time (which is itself capable of being infinitely di-

vided, thus any such division implicitly discounts other possible divisions); and any series of

samples are thus infinitely far apart from each other by the very fact that they were selected

in the first place. This is what is meant by relative knowledge–it is always incomplete and

insufficient for knowing the complete subject. It is always an approximation or a limited

perspective.

Bergson warns against the error of associationism, “that it substitutes for this con-

tinuity of becoming [la durée], which is the living reality, a discontinuous multiplicity of

16. Bergson, Matter and Memory, 46-47.
17. “True freedom lies in a power to decide, to constitute problems themselves.” (Deleuze, Bergsonism,

15).
18. Bergson, Matter and Memory, 48.
19. Deleuze, Bergsonism, 42.
20. Ibid., 43.
21. Ibid., 42.
22. Ibid., 42-44.
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elements, inert and juxtaposed.”23 An aggregation of collected representations and samples

is not the same as reality or experience itself.

2.2 Continuous Topology Versus Diagram

In “On the Superiority of the Analog”, in his 2002 book Parables for the Virtual,

Brian Massumi addresses the virtual at length, clearly articulating and updating a number

of these ideas previously presented by Bergson and Deleuze.24 Massumi refers to the datum of

objective reality as a diagram. The act of perceiving reality is to produce discrete diagrams

of it. While his terminology differs from Bergson’s, the relationship of Massumi’s ideas

to his predecessor’s is clear: Bergson’s la durée is refered to as a “continuous topological

transformation.”25 For Massumi, the analog is qualitatively different from the digital in

that the digital operates only upon diagrams, while the analog operates within a continuous

topology–time itself rather than discrete samples taken and sequenced as a representation

of time.26

Whatever medium you are operating in, you miss the virtual unless you carry the

images constructed in that medium to the point of topological transformation. If

you fall short of the topological, you will still grasp the possible (the differences

in content and form considered as organizable alternatives). You might even

grasp the potential (the tension between materially superposed possibilities and

the advent of the new). But never will you come close to the virtual.27

Quantification is the act of sampling reality into discrete diagrams for comparative

analysis. Massumi differentiates between this mode of thought, which is “instrumental reason

(the thinking out of possibilities),”28 and “operative reason (the tweaking of potential),”29

which would be qualitative thinking. Further, for Massumi, “qualification deforms into

the topo-ontological exercise of contingent reason (thought bending back to participate in

23. Bergson, Matter and Memory, 171.
24. Brian Massumi, Parables for the Virtual: Movement, Affect, Sensation (Durham: Duke University Press

Books, 2002), 31-34.
25. Ibid., 134.
26. “Of course, it is impossible actually to diagram every step in a topological transformation. [...] It is

virtual because you cannot effectively see it or exhaustively diagram it.” (ibid., 134)
27. Ibid.
28. Ibid., 136.
29. Ibid.
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its own emergence from sensation; imagination, or intuition in Bergson’s sense),”30 i.e., a

second-order cybernetics feedback system (see 2.4 Cybernetics, below).

2.3 The Digital

Digital systems are systems of quantification which represent everything as discrete

data points. While the analog is the realm of continuous, unmitigated time and virtuality,

the digital is a realm of discrete samples arranged in sequences for analysis and resynthe-

sis. Echoing Bergson (through Deleuze), above, the digital is the realm of possibility, not

virtuality.31 In Massumi’s philosophy, digital technologies remain in a very weak relation

to the virtual–their strength is in the analysis of symbolic representations of reality. The

only means digital technologies have of connecting to the virtual is indirectly, through some

intermediate relationship to the analog (i.e., us).32

Digital technologies are exhaustive in their symbolic representations and analyses–

the most powerful possible creative agency digital technologies can exhibit come from an

indirect relationship with potentiality, through our reception of the technology’s analysis

and resulting changes in action or thought it can provoke.33

Massumi’s theorizing of the limitations of the digital begins to break down when he

considers AI and machine learning technologies, specifically artificial neural networks. He

offers a momentary window of reconsideration:

It is of course conceivable that the digital may succeed in integrating analogic

process ability into its own operations. Adaptive neural nets approach this,

since they are capable of generating results that are not precoded.

They automatically produce unforeseen results using feedback mechanisms to

create resonance and interference between routines. In other words, what is

coded is recursivity–machined self-referentiality.34

The project presented in this document does not have as its goal the displacement

of this relationship between possible, potential, and virtual. Instead, through the use of

30. Massumi, Parables for the Virtual, 136.
31. Ibid., 137.
32. Ibid., 138.
33. Ibid., 141.
34. Ibid., 142; my emphasis in bold.
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specific digital technologies, this project seeks to augment this relationship in particular

ways, opening up new avenues for creative exploration while challenging the clear delineations

within this triad. It is the argument of this project that artificial neural networks represent

the technology nearest to challenging the status quo of analog versus digital. While they

are built through ingestion of digital representations, diagrams, and symbols, the resultant

networks model continuous functions. These functions, which are expected to accurately

adhere to training samples, are continuous functions: each training sample represents only

one case within the inexhaustible continuity of a neural network’s abstraction.

2.4 Cybernetics

With the publishing of Norbert Wiener’s Cybernetics: Or Control and Communica-

tion in the Animal and the Machine in 1948,35 cybernetics was born as a unifying theory

of information and systems, and an important field of theoretical and practical research.

Importantly, for the project at hand, cybernetics serves as a theory of feedback, control, and

communication.

First-order cybernetics represents a way of thinking about and working with feedback

systems. Such systems are able to self-regulate to some degree via modulation of parameters

based on feedback collected from the environment. While such thinking made valuable

contributions to the way systems and auto-regulation are approached, this is not the primary

concern of the project discussed in this document.

In Autopoiesis and Cognition: The Realization of the Living in 1980, Humberto Matu-

rana and Francisco Varela theorized second-order cybernetics as a theory of feedback which

incorporates the position of the observer as integral to the action and ongoing state of a

system.36 Their key term, autopoiesis, describes the tendency of a system to reproduce itself,

maintaining continuity and existence from one moment to the next. In the wake of new

feedback, an autopoietic system will attempt to compensate by bringing the new informa-

tion under its umbrella and maintaining as much balance and consistency as possible, always

35. Norbert Wiener, Cybernetics: Or the Control and Communication in the Animal and the Machine
(Cambridge, MA: Martino Fine Books, 2013).

36. Humberto R. Maturana and Francisco J. Varela, Autopoiesis and Cognition: The Realization of the
Living (Boston, MA: Riedel, 1980).
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searching for a stable state that is able to perpetuate itself.37

Closely related to the neocybernetics concept of autopoiesis are the ideas of closure and

selectivity. An autopoietic system in stasis is by definition a closed system, in the sense that

it has encompassed and modulated its internal state to deal with all present information.

The introduction of new information to an autopoietic system will at first be experienced as

noise, possibly precipitating a considerable disruption in the short term. If the autopoietic

system responds to the new signal in a way that allows it to re-balance, incorporating the

new information, then the system has achieved closure and, therefore, autopoiesis. Closed,

autopoietic systems may have many complex, interrelated components and relationships,

with many internal connections that are not legible, but such a system, because it is self-

perpetuating, is unable to produce anything new. Only through the introduction of new

information from outside can an autopoietic system experience and produce something new.

Such an event will always cause a disruption.

Selectivity refers to the ability of a system to allow new information in or not. Selectiv-

ity is the governance of the membranes between the system and the outside–the parameters

by which information can be transmitted.38 Two contiguous systems that are selectively

open to each other can experience an informational and/or affective39 exchange. Selectivity

constitutes the potential pathways linking multiple agencies. Selectivity is elaborated upon

further by Alexander Galloway and Eugene Thacker in The Exploit: A Theory of Networks.40

Galloway and Thacker write about closure and selectivity of systems as protocological

networks. Protocols are the means by which various systems permit and deny the trans-

37. A number of the contributions made by Alfred North Whitehead’s Process Philosophy have interesting
overlap with neocybernetics. First, Whitehead’s definition of an occasion as the atomic datum of the universe
aligns with the cyberneticist’s informatization of everything. For Whitehead’s cosmology, the universe is
made up of infinite sets of occasions which can be grouped and regrouped as relations between occasions,
or brought together through concrescence–“the production of novel togetherness” (Alfred North Whitehead,
Process and Reality (New York: Free Press, 1979), 21)–to produce new data. Additionally, Whitehead’s
concept of a society as a collection of self-reproducing and stabilizing events and occasions seems to be
conceptually in line with the concept of an autopoietic system as defined in cybernetics (Alfred North
Whitehead, Adventures of Ideas (New York: The Free Press, 1967), 203).

38. Again, thinking of Whitehead’s process philosophy, any set of occasions can be thought of as in relation-
ship to any other set. A neocybernetic “system” could consist of a small mechanical device alone, as easily
as it can be thought of as incorporating multiple human and non-human agencies, technologies, structures,
machines, etc. A system is considered autopoietic if it is capable of perpetuating and re-producing itself.

39. Gilles Deleuze and Felix Guattari, A Thousand Plateaus: Capitalism and Schizophrenia, trans. Brian
Massumi (Minneapolis: University of Minnesota Press, 1987), xvi.

40. Alexander R. Galloway and Eugene Thacker, The Exploit: A Theory of Networks (Minneapolis: Uni-
versity of Minnesota Press, 2007).
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mission of information and meaning. Protocols can be explicitly defined, in the case of

some hardware and software systems, but protocols can also be the result of multiple en-

tities and multiple protocols aligning, producing emergent or implicit rules of governance.

In other words, protocol is the means by which agencies (can) overlap, the pathways and

membranes that are (can be) made temporarily permeable–under particular conditions–as

agencies influence and affect each other.

... as network phenomenon, protocol emerges through the complex relationships

between autonomous, interconnected agents; protocological networks must be

robust and flexible and must have material interfaces that can accommodate a

high degree of contingency; protocological networks discriminate and regulate

inclusively to their domain, not exclusively; [...] protocol is the emergent

property of organization and control in networks that are radically

horizontal and distributed.41

Such networks must be capable of encountering the unexpected, and must be flexible

enough to deal with new information. Protocol can be thought of as explicit rules, to be

understood, thought, created, planned within. But protocol can also be understood as

the invisible boundary conditions which cannot necessarily ever be fully articu-

lated, but nonetheless must be negotiated if we are to interact with and within

such networks.42 Networks in the way I’m using here can refer to literal, technological

networks of data transmission (i.e., the Internet), but can also be understood as groupings

and collections of entities of all types, akin to the Deleuzo-Guattarian idea of multitiplic-

ities43 and assemblages.44 The conditions and processes by which such networked entities

interact (protocols) is more important than the characteristics of each entity taken in iso-

lation.45 These collections and masses of agencies have particular means of communication

and exchange. And these means can change and must be flexible and fluid in order to adapt

to new conditions as they arise.

Writing about network technologies–specifically the Internet and related technologies–

James Bridle says

41. Galloway and Thacker, The Exploit, 58.
42. This is important. Come back to this
43. Deleuze and Guattari, A Thousand Plateaus, 154.
44. Ibid., 8.
45. Galloway and Thacker, The Exploit, 61.
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The network is the best representation of reality we have built, precisely because

it too is so difficult to think. We carry it around in our pockets and build pylons

to transport it and palaces of data to process it, but it is not reducible to discrete

units; it is nonlocal, and it is inherently contradictory–and this is the condition

of the world itself.46

Networks of all forms–the Internet, vast assemblages of Internet-of-Things (IoT) de-

vices, surveillance systems, data collection regimes owned and operated by the most valuable

companies in the world, and neural networks–operate under a model of distributed and

plural agency. These networks constitute a realization of what Deleuze and Guattari de-

scribe as the rhizome: decentralized, multiple, capable of rapid reconfiguration.47

2.5 Networks and Media Systems

Mark Hansen offers a number of ways for thinking about the complexity of embedded

media devices and agencies that we find ourselves surrounded by and contained within during

everyday life. What he refers to as “twenty-first-century media” are the vast networks of

technological devices and sensors which overtly and covertly interact with us constantly as

we navigate the world.48 This multitude of disparate agencies, each potentially operating

under its own goals and politics, interacts with us explicitly, through interfaces that demand

conscious attention and deliberation, and implicitly, by gathering data from the residual

cloud we unwittingly leave as a trace in the world by our mere existence. This data takes

on many forms, including biometric data from fitness devices, images from social media

and surveillance systems, geographical data from GPS, WiFi, and web usage, as well as all

manner of metadata (data about data)–crumbs left in the wake of every interaction with

electronic devices, waiting to be gobbled up by some non-human agency backed by corporate

or governmental interests. Our existence is perpetually mined in order to monitor and market

to us. With the rise of such large scale data collection regimes, new technologies for data

processing are needed if there is to be any hope for making it all useful. Such methodologies,

46. James Bridle, New Dark Age: Technology and the End of the Future (London, UK and Brooklyn, NY:
Verso, 2018), 76.

47. Deleuze and Guattari, A Thousand Plateaus, 5-25.
48. Mark B.N. Hansen, Feed-forward: On the Future of Twenty-first-century Media (Chicago: University of

Chicago Press, 2015), 44; 189-190.
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previously referred to as “big data”, now fall under the umbrella of “data science” and

“machine learning.”

As our machines and technologies abstract representations of our lives to a greater

extent, they become more difficult to think through. In addition to the covert data collection,

mentioned above, many of us willingly relinquish some of our critical thinking abilities, a

seemingly small price to pay in order to greatly lower the cognitive burden of everyday

life. Digital automated assistants make many mundane tasks far simpler, but at the cost

(acceptable for many) of understanding how our data is handled and being used.49 In a

similar way, the allure of so many social media platforms and free online services is precisely

that they make parts of our lives easier to access or activate: social connections with distant

friends and family, awareness of community events, discussions with like-minded individuals,

etc. At every one of these points of inflection, data about us–who we know and talk to, what

we purchase, what we desire, what we like and dislike–is collected. Even from this rather

modest starting point, most people seem to either not understand that this data collection

occurs at all, or, even more frighteningly, perhaps don’t care. Already we are separated by

several steps from the reality of our data by the technology we use.

Once the data is collected, it must be put to use, somehow. Unfortunately, parsing tril-

lions of data points by hand is an impossible undertaking. It would require an unimaginable

number of individuals to even view all of this data, and how could any meaning or general-

izations be derived by hand from such databases? What is needed is a way to view and parse

all of this data while also being able to make generalized statements about the characteristics

of such data: sorting, classifying, ranking, etc.–in other words, it is not enough to just look

at individual entries; a holistic understanding of the entire set must be developed in order

to generalize about the set accurately. This is where the fields of artificial intelligence and

machine learning excel.

2.6 Agency

Throughout this document, we use the word “agency” in reference to both human and

non-human entities. By “agency” we mean the ability of one entity to affect another. Per

Brian Massumi’s definition of affect as found in the introduction to A Thousand Plateaus,

affect is not a feeling or emotion, but instead it “is a prepersonal intensity corresponding to

49. Bridle, New Dark Age, 43.
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the passage from one experiential state of the body to another and implying an augmentation

or diminution in that body’s capacity to act.”50 Deleuze and Guattari challenge the attribu-

tion of an action or event to a single individual or entity as reductionist in the opening lines

of A Thousand Plateaus. They write, “A book has neither object nor subject; it is made of

variously formed matters, and very different dates and speeds. To attribute the book to a

subject is to overlook this working of matters, and the exteriority of their relations.”51 The

“exteriority” they write of is the complex web of affective relations an individual experiences

with the world. In the language of cybernetics, Deleuze and Guattari are suggesting that an

individual is always embedded and acting from a place within a larger system of feedback

between entities. In the language of networks, each individual or entity is a “node”. Nodes

are linked via particular relationships. As Galloway and Thacker write in The Exploit, each

node is a subject and the links between nodes describe the agency of those nodes.52 Agency

is used to denote within some entity the capacity to affect others. This capacity can be

momentary or long-lived and will likely change over time. To remind us, the rules–implicit

and explicit–that govern this capacity to affect are what Galloway and Thacker refer to as

protocols (see above, Section 2.5).

Massumi, discussing the work of Australian artist Stelarc, writes about different forms

of agency in Parables for the Virtual : “The base meaning of the word ‘agency’ in this con-

text is the expression of intelligence in needful or useful action.”53 Massumi, citing Stelarc,

describes four kinds of action (or movement, as he prefers to call it) that express agency:

voluntary, involuntary, controlled, and programmed. Voluntary movement “exercises re-

flective thought and/or analysis-in-action.” Involuntary movement describes the biological

processes at work within the individual that are more or less automatic–i.e., the heart beat-

ing. Controlled movements are those that are produced from an outside entity. Programmed

movement describes the actions taken by a machine based on some encoded parameters and

behaviors. By these four terms, Stelarc (through Massumi) attempts to provide clear clas-

sification of agency, although we contend that such delineations and boundaries are seldom

so clear and legible. What is important in the context of this document is that of these

four kinds of action, only one (voluntary) requires intentional, deliberative thought. Reza

50. Deleuze and Guattari, A Thousand Plateaus, xvi.
51. Ibid., 3.
52. Galloway and Thacker, The Exploit, 139.
53. Massumi, Parables for the Virtual, 128.
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Negarestani writes about voluntary action as

...the distinct characteristic we attribute to ourselves, and which we identify

as being conscious of our history. As a sociocognitive ability, historical con-

sciousness gives an explicit social significance to the capacity of agents for self-

transformation, and in doing so it endows agents with an aptitude for collective

self-determination.54

Negarestani challenges this singular definition of voluntary agency (“agency as an index

of free will, voluntarism, and individual choices and preferences”), calling it “metaphysical

bloatware.”55 Instead, when we use the word agency within this document, we are referring

to the capacity of one entity to affect another, generally, where entity can mean human as

well as nonhuman–living as well as non-living. Re-centering agency in this way challenges

the primacy of deliberative human consciousness, a task taken up by Mark Hansen, who

theorizes that this is precisely what has occurred in our world inhabited by distributed,

networked technologies:

The resulting scenario involves a distinct displacement of our agency: acting

through our conscious grasp of situations, we simply cannot have direct oper-

ational or ‘real-time’ access to the data milieus of cultural products. [...] ...we

thus find ourselves faced with the imperative to respond to take deliberate action

and to make conscious decisions in situations where deliberation is no longer the

relevant mode of response and where consciousness is no longer the relevant level

of experience.56

We define our use of agency within this document as “the capacity of one entity to affect

others,” where entity includes both living and non-living things. Agency in this definition

is not predicated on deliberative, self-reflexive action of the kind that we would identify as

uniquely human. Following this, we use “creativity” to refer to the production of novelty

resulting from these inter-entity affectations.

54. Reza Negarestani, Intelligence and Spirit (Windsor, UK and New York, NY: Urbanomic Media LTD,
Sequence Press, 2018), 93.

55. Ibid.
56. Hansen, Feed-forward: On the Future of Twenty-first-century Media, 59.
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2.7 Artificial Intelligence and Machine Learning

Artificial intelligence (AI) is a broad field of research incorporating many subdomains

interested in developing machines and technologies which exhibit what we might understand

as “intelligent behavior”,57 although there continue to be debates around what is meant by

“intelligent.”58 Additionally, there has been ample debate about whether AI research should

be concerned with developing so-called “strong AI” versus “weak AI”. “Strong AI” is the

goal of developing a mind within a computer that has understanding of its own existence

and the world that it interacts with. Weak AI, by contrast, is concerned with developing

machines (computers, software, robots, etc.) capable of exhibiting behaviors which appear

intelligent.59 Self awareness and semantic understanding are not the goals of “weak AI.”

While early artificial intelligence research was focused primarily on symbolic repre-

sentation of data and the manipulation of such symbols in order to produce “intelligent

behavior” (so called GOFAI systems, or, “good old fashioned artificial intelligence”),60 such

systems are usually only useful in very particular circumstances and have been demonstrated

to be exceedingly brittle. In other words, attempts to use symbolic GOFAI systems in ways

even slightly outside of their designed purposed can frequently lead to failure of the system.

Non-representational, connectionist approaches to AI enjoyed a resurgence with the

publishing of the Parallel Distributed Processing (PDP) texts in 1986.61 The primary tool

of such approaches to AI is the neural network,62 a massively distributed, node based sys-

tem. Neural networks are capable of encoding information, generalizing about data via the

development and training of heuristics, and offer a degree of flexibility and robustness not

attainable with traditional symbolic GOFAI systems.63 Neural networks are traditionally

trained via backpropagation, where a training set consisting of both input data and desired

neural network output is used to compute error signals (called “loss values”) which are then

used to incrementally adjust the neural network. Gradually, over many iterations, a neural

57. Keith Frankish and William M. Ramsey, The Cambridge Handbook of Artificial Intelligence (Cambridge,
UK: Cambridge University Press, 2014), 34.

58. Ibid., 34-47.
59. Ibid., 65; 35.
60. Ibid., 15.
61. D.E. Rumelhart, J.L. McClelland, and the PDP Research Group, Parallel Distributed Processing: Ex-

plorations in the Microstructure of Cognition, vol. 1 (Cambridge, MA: The MIT Press, 1986); J.L. McClel-
land, D.E. Rumelhart, and the PDP Research Group, Parallel Distributed Processing: Explorations in the
Microstructure of Cognition, vol. 2 (Cambridge, MA: The MIT Press, 1986).

62. Frankish and Ramsey, The Cambridge Handbook of Artificial Intelligence, 52.
63. Ibid., 110.
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network will “learn” to produce the desired output when shown a given input: hence the

name “machine learning”. If the training data contains enough samples that adequately

represent all possible inputs, the neural network can generalize beyond the training set,

accurately responding to new inputs that weren’t seen during the training process.

A massive increase in the computational power available to both large research groups

as well as individuals has led to an explosion of neural network research in recent years.

Significant machine learning research has been produced by companies such as Facebook,64

Google,65 Uber,66 Baidu,67 and many others, as well as research groups like OpenAI68 (co-

founded by Elon Musk), and DeepMind69 (owned by Google parent company Alphabet).

Companies that have such great financial means possess the capabilities for building world-

class computer systems and data sets to create machine learning systems. These groups

are using machine learning to deliver relevant advertisements, search engine results, product

recommendations, to develop self driving cars, to perform image recognition to automatically

label and discern meaning from images and video, and to build so-called “smart assistants”

(Siri, Alexa, Google Assistant, etc.) that understand and respond to our requests, just to

name a few uses. Machine learning technologies are also increasingly being used to monitor

credit and bank accounts for fraudulent and criminal activity, predictive policing,70 to make

sentencing recommendations in the criminal justice system,71 and to grade students based

on past performance.72,73

Given that neural networks have rapidly infiltrated all corners of life–they’ve proven

incredibly useful as pattern recognition and prediction tools–one would hope we would fully

64. Adam Paszke et al., Automatic Differentiation in PyTorch, Paper presented at the 31st Conference on
Neural Information Processing Systems (NIPS), Long Beach, CA, December 2017.

65. Mart́ın Abadi et al., TensorFlow: Large-Scale Machine Learning on Heterogeneous Systems, Google
Brain (2015), https://www.tensorflow.org/.

66. Eli Bingham et al., “Pyro: Deep Universal Probabilistic Programming,” Journal of Machine Learning
Research, 2018,

67. Baidu, “Baidu Research,” accessed September 11, 2020, http://research.baidu.com/.
68. Open AI, “Open AI,” accessed September 11, 2020, https://openai.com/.
69. DeepMind, “DeepMind,” accessed September 11, 2020, https://deepmind.com/.
70. Peter Mantello, “The Machine that Ate Bad People: The Ontopolitics of the Precrime Assemblage,”

Big Data & Society 3, no. 2 (2016).
71. Karen Hao, “AI is Sending People to Jail–And Getting it Wrong,” Technology Review, accessed Septem-

ber 11, 2020, https://www.technologyreview.com/s/612775/algorithms-criminal-justice-ai/.
72. Amit Katwala, “An Algorithm Determined UK Students’ Grades. Chaos Ensued,” Wired, August 2020,

accessed December 30, 2020, https://www.wired.co.uk/article/results-day-exams-bias.
73. Tom Simonite, “Meet the Secret Algorithm That’s Keeping Students Out of College,” Wired, July

2020, accessed December 30, 2020, https://www.wired.com/story/algorithm-set-students-grades-
altered-futures/.
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understand how they learn and function. Unfortunately, the very characteristics that make

neural networks so robust and versatile also shroud a great deal about how they work. A

neural network can easily have millions or even billions of parameters (weights and biases)

that are trained iteratively through backpropagation. These parameters collectively encode

knowledge and meaning–they encode some relationality between input and target output–

but it is impossible to predict how any subset of these parameters relate to the functioning

of the network as a whole or connect to particular data characteristics. Neural networks are

universal function approximators, meaning that, given an appropriate number of neurons

and layers of neurons, a neural network will be able to represent any function.74,75 Several

types of neural networks and their ability to approximate different types of functions will be

discussed below.

2.7.1 Machine Learning

Artificial intelligence is a broad field with many sub-disciplines, including natural lan-

guage processing, robotics, computer vision, knowledge representation, and others. Machine

learning has practical overlap with many of these sub-disciplines. Of interest to the project

discussed here is machine learning as a set of tools and methods for creating learning algo-

rithms that are trained using data samples to perform some task. The primary construct

that will be discussed in this dissertation is the neural network. We will consider a handful

of particular deep neural network architectures as they can be employed for artistic/creative

means.

Machine learning can be broadly defined as computational methods using expe-

rience to improve performance or to make accurate predictions. Here, experience

refers to the past information available to the learner, which typically takes the

form of electronic data collected and made available for analysis.76

In this case, the learner is a neural network or other software system. The creator(s) of

a given model might begin with a question or a problem that needs to be addressed. Then,

74. Ian Goodfellow, Yoshua Bengio, and Aaron Courville, Deep Learning (Cambridge, Massachusetts: The
MIT Press, 2016), 192-193; 544.

75. Sergios Theodoridis, Machine Learning: A Bayesian and Optimization Perspective (London: Academic
Press, 2015), 946-947.

76. Mehryar Mohri, Afshin Rostamizadeh, and Ameet Talwalkar, Foundations of Machine Learning (Cam-
bridge, MA: MIT Press, 2018), 1.
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data pertaining to the problem will need to be collected and prepared. The quality and

amount of sample data prepared and used for training the neural network will have a large

impact on the quality and flexibility of the final trained model, so, frequently, a great deal

of time will be spent constructing and tweaking the training corpus.77

2.7.2 A Brief Review of Neural Networks

Neural networks can be used to address linear and non-linear problems. Generally, neu-

ral networks are used for one of two problem types: classification or regression. Classification

tasks involve sorting samples into one of a number of possible classes, groups, or categories.

Regression tasks attempt to predict some numerical value based on the input.78,79,80 While

neural networks can be implemented for many problems, they are most useful in situations

where hand-coding a function is difficult or impossible and sample data is readily available.81

Below, we will provide a brief overview of neural networks.

2.7.2.1 Perceptrons

Following the birth of cybernetics and explosion of interest in it throughout the 1950s

and 1960s, researchers sought out other new approaches to problem solving. In 1950s, Frank

Rosenblatt suggested the perceptron–a development upon the McCulloch-Pitts neuron first

proposed in 194382–as one of the first learning algorithms, and an important precursor to

the deep neural networks at use in today’s systems. A perceptron is a single artificial

neuron which can take multiple inputs to produce a classificiation as output. It does this

by weighting each of the inputs in some way, then summing all of these values together,

optionally adding a bias value, and passing the result through an activation function. The

end result will be a single value which can be interpreted as a classification of the input.

77. Mohri, Rostamizadeh, and Talwalkar, Foundations of Machine Learning, 1.
78. Theodoridis, Machine Learning: A Bayesian and Optimization Perspective, 9-11.
79. Goodfellow, Bengio, and Courville, Deep Learning, 97-98.
80. Determining whether an image contains a cat or not is an example of classification. Predicting the

temperature tomorrow based on past weather is an example of a regression task.
81. Identifying the contents of a photograph is one example where neural networks have greatly excelled in

recent years. Hand designing an algorithm that is able to recognize objects within an image (regardless of
scale or orientation) would be a very difficult task. Instead, we can collect example images (training input
data) and label them ourselves in the way we want the neural network to be able to label them. Then,
we use a neural network to learn a function that will correctly apply these labels to the input images. If
the training corpus is large and varied enough, and the training process is performed carefully, the neural
network should be able to correctly label new images it has never seen before.

82. Goodfellow, Bengio, and Courville, Deep Learning, 14.
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Figure 2.1: Rosenblatt’s perceptron. Inputs at left (x1−3) are each multiplied by
their respective weights (w1−3) and are then summed (Σ). This
value is then passed through some activation function, which could
be a simple threshold–returning 1 if greater than the threshold,
otherwise returning 0–or could be one of many different activation
functions. The weight values (w1−3) are learnable parameters that
are adjusted during training.

When the perceptron is first instantiated, it can have its weights and bias initialized to

zero or to some random or pseudo-random distribution. Thus, when it is first created, the

perceptron is unable to correctly classify anything. In order to be able to correctly classify

some data with a perceptron, it must be trained through an iterative process whereby the

weights and biases are very gradually adjusted in accordance with a number of input/output

samples.

While such artificial neurons had been proposed earlier, by McCulloch and Pitts in

1943, they previously required hand tuning in order to be useful. Rosenblatt’s perceptron

was capable of being automatically tuned provided some training data. It accomplished this

through an iterative process of updating: samples were input and their respective outputs

collected. The actual output from the perceptron is compared to the desired output, if they

differ, then the weights of the perceptron inputs are adjusted slightly. This is performed

many times until every inputs results in the correct output. This sort of iterative training

algorithm remains a foundation of present-day deep learning systems and will be discussed

further below.

The perceptron contains only a single node, so it is only capable of approximating a

linear function. If the relation between inputs and outputs is best described by a nonlin-
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ear function, the perceptron alone will not suffice in being able to accurately model these

relationships.

2.7.2.2 Multi-Layer Perceptron

Multi-Layer Perceptrons–also called feedforward neural networks–are a foundational

architecture in the field of machine learning.83 Unlike their simpler counterparts, multi-layer

perceptrons (MLPs) are capable of approximating nonlinear functions. This is accomplished

by having one or more hidden layers between the input and output layers. A hidden layer

may have any number of nodes, each representing some hidden feature. The features learned

by these hidden layers is not prescribed by the training process. Instead, the training process

provides input samples to the first layer of the MLP and compares the final output from the

last layer (the output layer) to the desired output, using the difference to calculate how to

update the network. As such, any hidden layers will be used by the training algorithm as

best as possible to accomplish the task of function-representation.84

The connections between these multiple layers flows from the input layer to the out-

put layer, with no feedback connections.85 These parameters (number of layers, number of

features in each layer) are examples of “hyperparameters.” Hyperparameters are high-level

parameters that can be adjusted prior to the start of training and can have a large impact

on the performance of a given network and its ability to learn in a given problem case. Hy-

perparameters are parameters of the learning algorithm that are not automatically adjusted

during the training process.86

The result is a neural network that is capable of dealing with a much higher degree

of complexity. The feedforward neural network spawns several variants, depending on hy-

perparameter characteristics and training approaches, each with demonstrated strength in

particular kinds of applications. With the possibility of numerous hyperparameters that need

to be hand-selected, there’s ample room for exploration of various different neural network

architectures.

83. Goodfellow, Bengio, and Courville, Deep Learning, 163.
84. Ibid., 164.
85. Ibid., 163.
86. Ibid., 117.



23

Figure 2.2: A multi-layer perceptron with four inputs, a single hidden layer
with five nodes, and an output layer with one node. Each of the
nodes in the hidden and output layers will exhibit the same
behavior as the perceptron (Figure 2.1), including multiplying each
input by a weight value, summation of all inputs, addition of some
bias, and passing the result through some nonlinear activation
function prior to output.

2.7.2.3 Autoencoders

One such variation on a feed-forward neural network is the autoencoder. Autoencoders

are trained to copy their input to their output, because of this approach that doesn’t re-

quire any human-produced labels or target output values, autoencoders are trained in an

unsupervised fashion.87

Dimensionality reduction can be achieved with an autoencoder that has middle layers

that are smaller than the input layers. During training, the neural network will be forced to

represent the input data as fewer and fewer values towards the middle of the network. Then,

these latent representations are used to reconstruct the original input over several layers.

The inner most, smallest representation of the data can be seen as a compressed represen-

tation of the same samples, the subsequent network layers being used to “decompress” this

87. Goodfellow, Bengio, and Courville, Deep Learning, 495-516.
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representation into the original sample.

Autoencoders are comprised of two sub-modules: an encoder and a decoder. The

encoder contains the first several layers of the neural network until the most inner layer is

reached. The output from these layers is the latent representation created by the neural

network. Then, this latent representation is used as the input to the decoder, which will

have several layers, each larger than the previous, until the last layer of the decoder outputs

the original, reconstructed sample. Such an autoencoder can be drawn with an hourglass

shape, with the first and last layers being the largest, and gradually getting smaller and

smaller nearer the center of the network.

The Cibo project, which is discussed in Chapter 5 makes use of autoencoders to create

a live-coding AI agent.

2.7.2.4 Variational Autoencoders

A variant of the autoencoder, variational autoencoders (VAEs) function in a similar way

with one key difference: the latent representation learned in a VAE is a Gaussian (normal)

distribution that is sampled prior to reconstruction.88,89 The effect of this difference can be

seen in the distribution of the latent samples produced by the encoder. A VAE will attempt

to evenly distribute all latent representations, producing a smoother latent space, while the

decoder is able to effectively reconstruct the sample in a more robust fashion, seeing a varying

input over time for each sample.

Like the autoencoders described above, VAEs have an encoder and a decoder. The

encoder in a VAE produces two vectors as outputs (the latent representation): the mean

and the standard deviation of a normal distribution. This distribution is then sampled prior

to input to the decoder.

A variational autoencoder is used in the Cibo project, discussed in Chapter 5.

2.7.2.5 Recurrent Neural Networks

Recurrent neural networks (RNNs) are capable of responding to time-series data by

maintaining a hidden state between inputs.90 The hidden state adjusts the weights and biases

88. Diederik P Kingma and Max Welling, “Auto-Encoding Variational Bayes,” Preprint, submitted May
1, 2014. https://arxiv.org/abs/1312.6114.

89. Goodfellow, Bengio, and Courville, Deep Learning, 61-63.
90. Ibid., 368-384.
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of the neurons within the network based on past inputs, making it possible to create neural

networks that respond to temporal changes. RNNs can be used for any time-series data:

weather, stock prices, etc.

RNNs can also be used as generative models, capable of automatically creating new

sequences. To do this, an RNN is trained on some time-series data–at each time step t, the

network learns to create the desired output for time step t+ 1. Once trained, the RNN can

be given a single starting sample, causing it to produce an output for the next time step.

Then, this output is used as the next input into the RNN. This is called an autoregressive

approach. An autoregressive RNN is useful for applications such as generating text, either

one token at a time or one character at a time. This approach is used in the Cibo project,

described in Chapter 5. This approach is also used extensively by several of the artworks

described in Section 2.9.

2.7.2.6 Bidirectional Recurrent Neural Networks

Bidirectional recurrent neural networks are used to analyze sequences of data both

forwards and backwards in instances where the entire sequence is available at once (as op-

posed to data that is made available one step at a time).91,92 Bidirectional RNNs are useful

in instances, like language analysis, where the meaning of a given word or phrase may be

better understood if the context around it is considered (both before and after it, as opposed

to only after it). BiRNNs can be used for sequence classification or labeling.

2.7.2.7 Sequence-to-Sequence Models and Attention

One of the shortcomings of the neural network approaches discussed above is that they

will produce an output for each input they receive–the input and output of a neural network

can be set to any size, but these sizes are fixed. Sequence-to-sequence neural networks address

this problem through a novel approach that allows the input sequence and output sequence

to vary in length–vary across different inputs and vary between input and output.93,94,95 This

91. Mike Schuster and Kuldip K Paliwal, “Bidirectional Recurrent Neural Networks,” IEEE Transactions
on Signal Processing 45, no. 11 (1997): 2673–2681.

92. Goodfellow, Bengio, and Courville, Deep Learning, 383-384.
93. Kyunghyun Cho et al., “Learning Phrase Representations Using RNN Encoder-Decoder for Statistical

Machine Translation,” Preprint, submitted September 3, 2014. https://arxiv.org/abs/1406.1078.
94. Ilya Sutskever, Oriol Vinyals, and Quoc V Le, “Sequence to Sequence Learning with Neural Networks,”

Paper presented at Advances in Neural Information Processing Systems (NIPS), Montreal, Canada, Decem-
ber 2014.

95. Goodfellow, Bengio, and Courville, Deep Learning, 385-386.
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approach is especially useful for machine translation tasks–translating text from one language

to another–where a phrase in one language may be shorter or longer than its translation to

another language.

The sequence-to-sequence approach makes use of separate encoder and decoder mod-

ules. The encoder is built around a bidirectional recurrent neural network. The input

sequence is read into the encoder, where the BiRNN produces an output and a hidden state.

The hidden state–the result of reading the entire sequence forward and backward–is passed

into the decoder. The decoder is built around an RNN. The hidden state from the encoder

is used to initialize the decoder as its starting state. Then, the decoder will produce outputs

autoregressively until it produces a special output indicating to stop generating. This special

output is a control value defined by the programmer and included in the training corpus–in

the case of a translation task, this special output is a “end-of-sequence” marker, indicating

that the decoder should cease generation.

This approach was state-of-the-art when it was first published, but it fell short when

attempting to translate longer sequences. In response to this, Bahdanau, Cho, and Bengio

proposed several improvements on the approach. First, they proposed that the hidden state

passed from the encoder to the decoder could be variable-length, based on the length of

the input sequence. Second, they proposed an attention mechanism that allows the neural

network to weight particular elements of the input sequence based on context.96,97,98 The

attention mechanism was further developed upon by Kim et al.99 and Lin et al.,100 who

separately proposed a self-attention mechanism whereby input sequences are interpreted

based on the context of each word within the same sequence.

2.7.2.8 Transformers

In 2017, Vaswani et al. first proposed the transformer architecture in their paper, “At-

tention is All You Need.” The transformer approach makes extensive use of the attention

96. Dzmitry Bahdanau, Kyunghyun Cho, and Yoshua Bengio, “Neural Machine Translation by Jointly
Learning to Align and Translate,” Preprint, submitted May 19, 2016. https://arxiv.org/abs/1409.0473.

97. Goodfellow, Bengio, and Courville, Deep Learning, 386.
98. Jacob Eisenstein, Introduction to Natural Language Processing (Cambridge: The MIT Press, 2019),

418-419.
99. Yoon Kim et al., “Structured Attention Networks,” Preprint, submitted February 16, 2017.

https://arxiv.org/abs/1702.00887.
100. Zhouhan Lin et al., “A Structured Self-Attentive Sentence Embedding,” Preprint, submitted March 9,
2017. https://arxiv.org/abs/1703.03130.
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and self-attention approaches referenced above, while doing away with all recurrent neu-

ral network modules. Transformers have quickly become state-of-the-art at a wide range

of natural language processing (NLP) tasks, including text generation, sentiment analysis,

and summarization. Numerous transformer-based architectures have been published since

2017.101,102,103,104,105,106,107

Transformers have been shown to deal with long term connections better than any

previous RNN approaches. They can generate text that maintains consistent language and

focus over long periods. Transformers are generally trained in an unsupervised fashion,

learning to produce the next word based on the previous context, similar to the autoregressive

approach used with RNNs, discussed above. In order to accomplish this level of state-of-

the-art performance, transformer neural networks have become larger and larger, and as a

result, require greater access to expensive hardware to train. OpenAI published GPT-2 in

2019, along with a pretrained model that has 1.5 billion learnable parameters.108 In 2020,

OpenAI published GPT-3–the current state-of-the-art model for text generation–containing

175 billion learnable parameters.109 As these models have grown larger, they have become less

accessible to members of the machine learning community and those interested in exploring

and experimenting with this models. Massive models like GPT-3 are trained on huge data

sets: OpenAI makes use of the Common Crawl dataset for training GPT-3, constituting

45 terabytes of text prior to pre-processing.110 Community members and online publications

have tried to estimate the amount of memory required to train such a model (350 gigabytes),

as well as the monetary cost to do so (estimates range from $4.6M USD to $12M USD), based

101. Karim Ahmed, Nitish Shirish Keskar, and Richard Socher, “Weighted Transformer Network for Machine
Translation,” Preprint, submitted November 6, 2017. https://arxiv.org/abs/1711.02132.
102. Thomas Wolf et al., “Transformers: State-of-the-Art Natural Language Processing,” Paper presented at
the Conference on Empirical Methods in Natural Language Processing (EMNLP): System Demonstrations,
Online, October 2020.
103. Zihang Dai et al., “Transformer-XL: Attentive Language Models Beyond a Fixed-Length Context,”
Preprint, submitted June 2, 2019. https://arxiv.org/abs/1901.02860.
104. Mostafa Dehghani et al., “Universal Transformers,” Preprint, submitted March 5, 2019. https://

arxiv.org/abs/1807.03819.
105. Alec Radford et al., “Improving Language Understanding by Generative Pre-Training,” Preprint, sub-
mitted June 11, 2018. https://openai.com/blog/language-unsupervised/.
106. Alec Radford et al., “Language Models are Unsupervised Multitask Learners,” Preprint, submitted
February 14, 2019. https://openai.com/blog/better-language-models/.
107. Tom B Brown et al., “Language Models are Few-Shot Learners,” Preprint, submitted July 22, 2020.
https://arxiv.org/abs/2005.14165.
108. Radford et al., “Language Models are Unsupervised Multitask Learners.”
109. Brown et al., “Language Models are Few-Shot Learners.”
110. Ibid., 8.
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on available cloud compute costs.111,112

A GPT-2 transformer is used in the 2521x079 project, which is discussed below, in

Chapter 4.

2.7.2.9 Generative Adversarial Networks

Generative Adversarial Networks (GANs) were first described by Ian Goodfellow in

2014.113 The GAN approach has quickly become a widespread class of neural network archi-

tectures used for generating images and video. Generative adversarial networks are in fact

a pair of neural networks that train by competing against each other. A generator network

and a discriminator network are trained simultaneously, and, when adjusted correctly, they

will lift each other up and can produce high-fidelity, high-resolution imagery.

Generative adversarial networks are based on a game theoretic scenario in

which the generator network must compete against an adversary. The generator

network directly produces samples x = g(z; θ(g)). Its adversary, the discriminator

network, attempts to distinguish between samples drawn from the training data

and samples drawn from the generator.114

During training, the discriminator is shown the prepared training corpus as well as

samples generated by the generator network, giving each a score that indicates the probability

that a given sample is from the original training corpus. The discriminator is scored and

updated (via backpropagation) on its ability to correctly distinguish from the two sources,

while the generator is scored on its ability to fool the discriminator. GANs require careful

hyperparameter adjustment to ensure balanced training; failure to properly balance the

two networks will result in one quickly outperforming the other, preventing the adversarial

arrangement from maximizing its potential. However, when properly tuned, “at convergence,

the generator’s samples are indistinguishable from real data, and the discriminator outputs 1
2

everywhere. The discriminator may then be discarded.”115 As already stated, GANs require

111. Kyle Wiggers, “OpenAI’s Massive GPT-3 Model is Impressive, but Size Isn’t Everything,” VentureBeat,
June 2020, accessed December 31, 2020, https://venturebeat.com/2020/06/01/ai-machine-learning-
openai-gpt-3-size-isnt-everything/.
112. Chuan Li, OpenAI’s GPT-3 Language Model: A Technical Overview [in en], June 2020, accessed De-
cember 31, 2020, https://lambdalabs.com/blog/demystifying-gpt-3/.
113. Ian Goodfellow et al., “Generative Adversarial Nets,” Paper present at Advances in Neural Information
Processing Systems (NIPS), Montreal, Canada, December 2014.
114. Goodfellow, Bengio, and Courville, Deep Learning, 690-691.
115. Ibid., 691.
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careful hyperparameter tuning. They also tend to require more memory and computing

power than other, non-GAN neural network architectures that can be used for generative

purposes, like VAEs. This is primarily because the GAN setup requires training two networks

simultaneously. Further, the discriminator is often not used once training is complete.

Generative adversarial networks have garnered a great deal of attention and research,

with many derivative architectures being proposed and published for all manner of generative

needs. There have been many approaches proposed to address the “balancing” problem

during training. One class of approach for addressing this problem is to train the networks

beginning with lower resolution samples and gradually increasing sample resolution over the

course of training. This allows the networks to converge on coarse details in the beginning,

and gradually “fill in” additional detail until training is complete.116

A generative adversarial network (GAN) is used in the Prometheus project, discussed

below in Chapter 6.

2.8 Research on Art Making and AI

There is ample history of AI and machine learning technologies being used in the field of

computer music. In “A Survey on the Uptake of Music AI Software,” Shelly Knotts and Nick

Collins examine the proliferation of AI-related music and sound software in publicly available

software libraries and consumer-level applications in recent years.117 They found that their

survey participant population of 117 self-selecting individuals overwhelmingly believe in the

usefulness and future of AI technologies to the field of music creation and production, while

being generally skeptical of the more sensationalist representations of AI in the public news

media with regards to AI technologies bringing about the end of creativity and entire creative

industries. This points to the importance of discussions around AI and machine learning

technologies at large and specifically in regards to artistic creation.

Missing from the current literature, though, is a thorough and detailed analysis of

the ways that artificial intelligence and machine learning technologies effect and alter the

116. Tero Karras et al., “Progressive Growing of GANs for Improved Quality, Stability, and Variation,”
Preprint, submitted February 26, 2018. https://arxiv.org/abs/1710.10196; Emily Denton et al., “Deep
Generative Image Models using a Laplacian Pyramid of Adversarial Networks,” Preprint, submitted June
18, 2015. https://arxiv.org/abs/1506.05751.
117. Shelly Knotts and Nick Collins, “A Survey on the Uptake of Music AI Software,” Paper presented
at the International Conference on New Interfaces for Musical Expression (NIME), Birmingham, UK, July
2020.
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creative process of the artist. While there may be surface relations and attitudes regard-

ing the technologies (as are discussed by Knotts and Collins), these surveys and analyses

don’t yet probe deep enough into the feedback mechanisms created by familiarity with such

technologies within the context of an arts-creative practice.

In “Interactive Machine Learning for End-User Innovation,” Francisco Bernardo et

al. discuss the importance of interactive machine learning (IML) approaches to end-user

implementation and application.118 IML is defined as a rapid, iterative, prototyping approach

to machine learning, enabling users to not only make use of such technologies, but enabling

these users to learn through doing with the technologies.119 While holding the ideals of

accessibility, flexibility, and speed of prototyping is valuable and will clearly work to provide

a larger population of artists and would-be creators access to cutting edge technologies,

there is a disconnect between this approach and the realities of the current state-of-the-

art machine learning approaches that generally require access to enormous data sets and

incredible computing power.

The authors of “Machine Learning Research That Matters for Music Creation: A

Case Study” recognize the disjuncture between most published machine learning research

and the impact and effect of the technologies on the artistic practices of those using the

technologies.120 They state in the abstract:

Research applying machine learning to music modeling and generation typi-

cally proposed model architectures, training methods and datasets, and gauges

system performance using quantitative measures like sequence likelihoods and/or

qualitative listening tests. Rarely does such work explicitly question and

analyse its usefulness for and impact on real-world practitioners, and

then build on those outcomes to inform the devlopment and application of ma-

chine learning.121

This recognition is a good start and a move in the direction of the goal of the project

118. Francisco Bernardo et al., “Interactive Machine Learning for End-User Innovation,” Paper presented
at the American Association for Artificial Intelligence (AAAI), Phoenix, AZ, February 2016.
119. The IML approach as discussed in this publication is not unlike the ideology of rapid design, test, iter-
ation, development that exists at the core of software platforms like openFrameworks, Max/MSP, TouchDe-
signer, and many other software-based multimedia art-related platforms.
120. Bob L Sturm et al., “Machine Learning Research That Matters for Music Creation: A Case Study,”
Journal of New Music Research 48, no. 1 (2019): 36–55.
121. Ibid., 1-2.



31

presented in this paper. Purely quantitative analysis of performance of machine learning

systems and technologies fails to adequately address the way these technologies can be put

to use by artists. Here, the authors reference Wagstaff,122 writing that many machine learn-

ing system publications “present experiments conducted using datasets that are only vague

proxies for gauging real-world usefulness.”123 Generally this takes the form of creating or

selecting an existing training corpus, holding out a small percentage of corpus samples (say,

10%) to be used as test samples. The neural network is trained on the other 90% of the

samples and then scored on its ability to correctly predict the samples previously held out

(the “test” set). However, as is discussed by the authors, this approach is disconnected from

the way that many in-the-field practitioners actually operate.

The authors go on to propose an alternative approach that focuses on involving real-

world practitioners in the assessment of machine learning technologies. They suggest that

feedback gathered from practitioners be used to further develop and refine these machine

learning systems to better address real-world applications and tailoring such technologies to

the needs and the practices of these real-world users.

The project presented in this dissertation is not concerned with evaluating neural

network performance using pre-existing and commonly used training sets. Nor do we always

evaluate the performance and accuracy of a given neural network model using the same

metrics and methods used in many machine learning publications. Instead, this project is

primarily concerned with aesthetic and artistic possibilities and processes that incorporate

and investigate machine learning technologies. We evaluate the artworks presented in this

document on the grounds of aesthetic novelty.

2.8.1 Lifting Technology from Tool to Collaborator

In their 2017 publication, “The Machine as Artist: An Introduction,” Glenn Smith and

Frederic Fol Leymarie summarize a number of technological developments in the arts and

state that “we can at present begin to think of the machine, not as the artist’s subject matter

or medium, but as creator or co-creator.”124 While they discuss a number of sub-fields and

specialties in the arts (including performing robotic art works, computer-mediated graphic

122. Kiri Wagstaff, “Machine Learning That Matters,” Preprint, submitted June 18, 2012. https://arxiv.
org/abs/1206.4656.
123. Sturm et al., “Machine Learning Research That Matters for Music Creation: A Case Study,” 2.
124. Glenn W Smith and Frederic Fol Leymarie, “The Machine as Artist: An Introduction,” Arts 6, no. 2
(2017): 1, https://www.mdpi.com/2076-0752/6/2/5.
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design, autonomous drawing agents, style transfer agents, and image-generating systems)

they acknowledge that recent developments in all of these areas has been aided by the

development and proliferation of deep neural networks.125

Smith and Leymarie illuminate the existence of two opposing polls on the spectrum of

artificial intelligence and machine learning as applied to the arts: on the one hand, AI/ML as

tool; and on the other, AI/ML as collaborator and co-creator. In the former, the technology

is employed by the artist to some ends, while in the latter, the technology achieves greater

agency and autonomy, not merely executed for a particular task to simplify process, but

instead put to use in a context that requires active reflection and response from the artist.

This dichotomy has been thoroughly discussed in the context of art making in the past,

although not in regards to AI/ML In The Language of New Media, Lev Manovich discusses

the ways that technologies affect and impact our thinking and approach beyond a particular

technology in isolation.

While the operations are embedded in software, they are not tied up to it.

They are employed not only within a computer but also in the social world outside

of it. [...] They are not only ways of working with computer data but also general

ways of working, ways of thinking, and ways of existing in a computer age.

The communication between the larger social world and software use and

design is a two way process. As we work with software and use the operations

embedded in it, these operations become part of how we understand ourselves,

others and the world. The strategies of working with computer data

become our general cognitive strategies. At the same time, the design of

software and the human-computer interface reflects a larger social logic, ideology,

and imaginary of the contemporary society. So if we find particular operations

dominating software programs, we may also expect to find them at work in culture

at large.126

In other words, when viewed beyond the results of its use in a particular task, tech-

nology has large implications for our understanding of the world and what is possible. To

borrow the language of Iranian philosopher Reza Negarestani, our technologies are complicit

125. Smith and Leymarie, “The Machine as Artist: An Introduction,” 2.
126. Lev Manovich, The Language of New Media (Cambridge: The MIT Press, 2002), 116.
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in our existence and in our creative processes.127 Negarestani writes

What do we find in affect-driven interactions with materiality, and in process-

oriented forms of artistic production such as those which celebrate unfinished

artworks or open-ended processes? [...] Affect-driven and processual approaches

of the artists toward anonymous materials, allowing the latter to influence the

source of artistic production and the artwork, are restricted only to those states

of interaction which are possible because both the artist and the overall ecology

of the process can afford them.128

While he makes reference to “unfinished” or “open-ended” works and processes, I

contend that all artistic process could be considered, to a greater or lesser extent, “open-

ended” with regards to the materials that are complicit in the creative process. The project

presented in this document treats the author’s artistic practice as such and each of the

artworks presented as case studies are, in turn, created through such an “open-ended” process

that is as much focused on exploring the intersection of the artist, human collaborators, and

involved technologies as it is focused on the final artwork and outcome.129

2.9 Relevant Artworks and Artists

This section will discuss a number of relevant artists who are working with artificial

intelligence and machine learning technologies, both as tools for creation and as the subject

of critical investigation. Generative visual AI/ML systems have been explored in many

contexts in the last several years, as the technology has been developed and refined, and

made more accessible with the proliferation of high-powered GPUs (Graphical Processing

Units).

2.9.1 Visual Work

Artists like Memo Akten, Doug Rosman, Scott Eaton, Mario Klingemann, and Anna

Ridler have used machine learning technology to generate images, videos, animations, both

as fixed media works and as interactive works.

127. Reza Negarestani, “Contingency and Complicity,” in The Medium of Contingency (Windsor, UK and
New York, NY: Urbanomic Media LTD, 2011), 11–16.
128. Ibid., 1.
129. This is Negarestani’s “ecology.”
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Akten’s Learning to See series makes extensive use of Generative Adversarial Net-

works to create artificial intelligence-driven interpretations of camera inputs.130,131,132 For

these works, Akten developed a pix2pix133 neural network system (which is a form of GAN)

that will translate camera input into a generated result based on a large corpus of training

images.134 In “Learning to See: You Are What You See,” Akten, Fiebrink and Grierson

discuss the motivations and logistics of the Learning to See project.135 They offer dual mo-

tivations including an examination of bias within neural network systems as well as the

development of an interactive visual instrument. They write that

...at a higher level, the motivation behind the work is to use these convolu-

tional artificial neural networks–very loosely inspired by our own visual cortex–as

a reflection on our own self-affirming cognitive biases. [...] the idea that the “re-

ality” we perceive in our minds is not a mirror image of the outside world, but

a reconstruction based on and limited by our physiology, expectations and prior

beliefs.136

While their motivation and theory is in concept compelling, without conveying the

process of constructing a training corpus and training the network, it is unclear how well

this is communicated to the audience of the work. Instead, the second named motivation for

Learning to See–the creation of visual instruments–seems more immediately relatable and

understandable from the perspective of the audience/participant. Akten, Fiebrink and Gri-

erson acknowledge the artwork being created by others, including Ridler and Klingemann,

while also pointing out that those artists are, for the most part, “not focusing on the po-

tential of DL [Deep Learning] systems as a real-time human-machine collaborative tool or

130. Memo Akten, “Learning to See - Memo Akten,” accessed December 13, 2020, http://www.memo.tv/
works/learning-to-see/.
131. Memo Akten, “Optimising for Beauty - Memo Akten,” accessed December 13, 2020, http://www.
memo.tv/works/optimising-for-beauty/.
132. Memo Akten, “Dirty Data - Memo Akten,” accessed December 13, 2020, http://www.memo.tv/works/
dirty-data/.
133. Phillip Isola et al., “Image-to-Image Translation with Conditional Adversarial Networks,” Paper pre-
sented at the IEEE Conference on Computer Vision and Pattern Recognition (CVPR), Honolulu, HI, July
2017.
134. Source code for this project can be found at Akten’s Github page: Memo Akten, “memo/webcam-
pix2pix-tensorflow,” accessed December 13, 2020, https://github.com/memo/webcam-pix2pix-tensorfl
ow

135. Memo Akten, Rebecca Fiebrink, and Mick Grierson, “Learning to See: You Are What You See,” Paper
presented at the ACM SIGGRAPH Art Gallery, Los Angeles, CA, August 2019.
136. Ibid., 2.
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instrument.”137

In the context of the project presented in this document, we can reframe this statement

using the language in Section 2.8.1: the use of ready-made machine learning systems, as well

as the creation of new such systems for creative applications and art making amounts to

tool-use and tool-making. While these approaches have produced many compelling artworks

and seeded many important discussions and analyses of creativity and art-making with

technology, they don’t yet directly grapple with the effects of using these technologies on

the practice of the artist. Instead, they focus more on novel output enabled by AI/ML

technologies, as opposed to the process and practice of working with these technologies.

Doug Rosman’s self-contained series of projects make use of a similar pix2pix neural

network architecture, here trained on a corpus of images of the artist. Once trained, the

project resynthesizes video of the artist moving with the neural network, producing unworldly

interpretations of morphing bodies moving across the projection.138,139,140 Rosman uses a

Microsoft Kinect v2, along with a visual camera to capture two different versions of the same

data: the visual image represetation with the camera, and a constellation of keypoints derived

from the skeleton tracking performed by the Kinect. Then, the skeleton tracking analysis

is used as input into the neural network system, producing the correlated visual imagery

as output. Through these associations across a large training corpus, the resulting network

smoothly interpolates generated imagery based on new skeletal tracking input, producing

images of bodies that split and deform as they move, morphing between human and non-

human in response to user-input.

Rosman’s self-contained is a compelling use of state of the art machine learning tech-

nology for aesthetic purposes. In discussing this project in emerge, an online publication at

the School of the Art Institute of Chicago (SAIC), Rosman shares details about how training

material is gathered from various participants and the system is built.141 Rosman discusses

self-contained through the lens of surveillance and data-harvesting, but says relatively little

137. Akten, Fiebrink, and Grierson, “Learning to See: You Are What You See,” 3.
138. Doug Rosman, “Self-Contained,” accessed December 13, 2020, https://dougrosman.com/self-

contained/.
139. Doug Rosman, “Self-Contained II,” accessed December 13, 2020, https://dougrosman.com/self-
contained-ii/.
140. Doug Rosman, “Self-Contained: Motion Studies,” accessed December 13, 2020, https://dougrosman.
com/self-contained-motion-studies/.
141. “Self-Contained: Thank You for Your Data,” accessed December 13, 2020, https://emerge2019.com/
self-contained-Thank-you-for-your-data.
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about the ways using this technology altered or impacted his artistic process, and what, if

any, collaborative role he sees the technology playing.

Akten raises the point of collaboration with machine learning systems in “Collaborative

Creativity with Monto-Carlo Tree Search and Convolutional Neural Networks,” where he and

Grierson introduce the work with the goal “to create an autonomous, collaborative, ‘creative’

agent that can sketch images in realtime, while optionally allowing a user to intervene and

physically influence the agent, affecting how and what it decides to draw.”142 While this

goal, as stated, moves nearer to the aspirations of the project presented in this document,

Akten and Grierson fail to address how use of their software agent constitutes collaboration

and how they might distinguish this relationship from one of human-computer interaction.

Without a reflective analysis on the relationship between the human artist and the agent

proposed, we contend that the agent system as proposed by Akten and Grierson exists as

an interactive system with collaborative potential, but the authors don’t fully explore the

collaborative impact of the technology on the art making process or, more broadly, art

practices and processes.

In 2019, Scott Eaton presented a virtual webinar in partnership with Nvidia where

he presents his work and discusses his use of machine learning technology as a “creative

collaborator.”143 At approximately 13 minutes into the presentation, Eaton discusses the

importance of experimenting with the medium (neural networks), stating:

...different experiments, and I’m going to use that word a lot in this presentation–

“experiment”–because, this is like a totally new medium and I don’t know how

it works, and a lot of people who are practitioners, like serious practitioners,

don’t really know what happens inside of a neural networks. Right? It learns

representations that are very hard to understand analytically. So you have to

experiment with it.144

Eaton goes on to discuss how, following his initial experiments with his pix2pix neural

network, he modified the way he constructed his training sets, thus precipitating a further

142. Memo Akten and Mick Grierson, “Collaborative Creativity with Monto-Carlo Tree Search and Con-
volutional Neural Networks,” Paper presented at the 30th Conference on Neural Information Processing
Systems (NIPS), Barcelona, Spain, 2016:1.
143. Scott Eaton, “Artists+AI: Figures, Form and other Fantastical Experiments in Deep Learning,” ac-
cessed December 14, 2020, https://info.nvidia.com/scott-eaton-reg-page.html?ondemandrgt=yes.
144. Ibid.
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experimental feedback loop of material alteration, generation and interaction with the neural

network. As he is describing his process of training the system and experimenting with it,

Eaton offers several examples of “testing” the system by providing it with a simple silhouette

as input. The pix2pix network generates a new image in full color that attempts to satisfy the

input silhouette. The network produces images with human-like coloring, including realistic

shading and lighting, although not always with anatomically correct bodies. An example he

shares includes an input silhouette that has clear features of a body in some areas (a hand

with clear fingers, a leg with a foot) and an absence of definition in other areas. The network

generates an image from this input that correctly conveys the hand, fingers, leg, and foot,

but the internal, less-defined areas produce a much more abstract image. Of this, Eaton

says,

It gets the hand and the foot reasonably right, but there’s this area of under-

constraint in the middle, where there’s no understanding, and so it has to guess.

A good neural network should guess something plausible. And it’s totally

wrong but it’s interesting and artistically relevant...145

The last sentence in this quote reinforces what we stated above, evaluating neural net-

works from an aesthetic and artistic perspective does not necessarily align with the general

practices in the field of machine learning research. Accuracy (calculated as the ability of

a neural network to correctly produce the desired outcome based on some input) does not

necessarily guarantee aesthetic (subjective) beauty, novelty, or interest. We should not eval-

uate neural networks in artistic contexts on quantitative metrics when quantitative metrics

cannot suffice.

At around 23 minutes in this virtual webinar, Eaton discusses his iterative process of

learning from the training neural network. He describes how his process involved having the

neural network constantly training on different image sets and waking up every morning,

doing several sketches and drawings, and feeding those into the neural network to see how

it interpreted them and what it had learned since the previous day. While his process

demonstrates the capabilities of the neural network as it trains and learns over time, he also

shares the way that this process altered his understanding of the neural network and how it

145. Eaton, “Artists+AI: Figures, Form and other Fantastical Experiments in Deep Learning,” (my emphasis
in bold).
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inspired new experiments.146

Better than any of the previous artists discussed in this chapter, Eaton discusses the

impact that working with machine learning technologies has on his practice as an artist.

The technology inspired Eaton to alter the training sets to try to learn more about how

it operates. The technology also inspired a number of drawing experiments as explorative

devices, which in turn shaped the images used to train subsequent models. Finally, these

reflexive behaviors and interactions between humans and technology lead to the qualities

and presentation of the final artwork Figures and Form.147

2.9.2 Generative Text Projects

Beyond exploring AI/ML technologies as they can be used for producing visual artwork,

there are numerous artists working with neural networks in the realm of text generation and

analysis. The field of natural language processing (NLP) has a long history outside of the

recent neural network developments. In recent years, researchers have produced significant

new developments using neural networks for language-related problems.

This section will discuss several artists working with text-generating neural networks.

First, the website Booksby.ai offers a number of books created entirely by trained neural

networks: including the text, cover images, prices for each, and the reviewer quotes and

headshots included on the website.148 Booksby.ai is a project created by Loose and Refs-

gaard, two artists and machine learning researchers based in Copenhagen.149 In order to

create their books, Loose and Refsgaard made use of a character-level recurrent neural net-

work (called char-rnn) that generates a single character at a time based on previously

generated characters. This approach to language generation has been around for some time–

the implementation used by the authors was created in 2015.150 Generating characters one

at a time using an RNN poses a challenge because the neural networks have a difficult time

146. Eaton, “Artists+AI: Figures, Form and other Fantastical Experiments in Deep Learning.”
147. Scott Eaton, “Figures and Form Exhibition,” accessed December 14, 2020, https://www.scott-

eaton.com/2019/artistai-figures-form-exhibition-schedule-registration.
148. Booksby.ai, “Tired of Books Written By Authors? Try Books Written By AI,” accessed December 16,
2020, https://booksby.ai/.
149. Mikkel Loose, “Machine Learning and Other Fun Stuff,” accessed December 16, 2020, http://www.
mikkelmedm.com/; Andreas Refsgaard, “Interaction Design, Machine Learning,” accessed December 16,
2020, https://andreasrefsgaard.dk/.
150. Sherjil Ozair, “sherjilozair/char-rnn-tensorflow: Multi-Layer Recurrent Neural Networks (LSTM, RNN)
for Character-Level Language Models in Python Using Tensorflow,” accessed December 16, 2020, https:
//github.com/sherjilozair/char-rnn-tensorflow.
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forming distant temporal connections (remembering what was generated many steps ago).

Multi-layer RNNs, like those used in the implementation cited, are difficult to train. The

following is an excerpt from a book created for Booksby.ai, included here for the sake of

illuminating the nature of the char-rnn’s output.

In his charge he paused as though those he was down for a much more both of

the two lads. Powart was along with the fair-haired financiers of his companions

either to quickly inform the social attempt to get below. They were sick.

“Humphrey Goode!” Was the tramp had glad to trim many sailing saucers

under the heart of Mars, and looked indulgently before the Patrol Lily. Scatter

from the deck of this world?151

The char-rnn generates words that are generally understandable and even groups of

two or three contiguous words can be understood. Beyond this, any meaning or understand-

ing is difficult at best. Books like Breath Chanter152 and The Imperfect in the Disaster153

serve as interesting art pieces, exploring AI as an author of fiction, but the general incoher-

ence that plagues these texts makes them difficult to take seriously beyond their experimental

qualities.

The author and researcher Janelle Shane has published extensively about artificial intel-

ligence and related-technologies, including an AI-powered Halloween costume generator,154 a

critique of the International Space Station’s new AI robot CIMON,155 and a recipe-generating

bot, to name a few.156 Shane makes extensive use of a similar character-level RNN as was

mentioned above, both in the Halloween costume-generating bot and in her book You Look

Like a Thing and I Love You, where she carries out numerous experiments with various types

151. Barreast Wolf, The Imperfect in the Disaster (Self-Published, 2019), 34.
152. Tom Griffitzer, Breath Chanter (Self-Published, 2019).
153. Wolf, The Imperfect in the Disaster.
154. Janelle Shane, “Ruth Bader Hat Guy? Let Our Algorithm Choose Your Halloween Costume,” New
York Times, October 2018, Although the original article is still online, it appears the interactive elements
are no longer functional as of December 16, 2020, accessed December 16, 2020, https://www.nytimes.com/
interactive/2018/10/26/opinion/halloween-spooky-costumes-machine-learning-generator.html.
155. Janelle Shane, “Why Can’t Our Robots Be As Good As This Adorable Talking A.I. Helper?,” Slate
Magazine, December 2018, accessed December 16, 2020, https://slate.com/technology/2018/12/

machine-learning-ai-annalee-newitz-when-robot-and-crow-saved-east-st-louis.html.
156. Janelle Shane, “We Asked a Neural Network to Bake Us a Cake. The Results Were...Interesting.,”
Popular Science, March 2018, accessed December 16, 2020, https://www.popsci.com/neural-network-
bakes-a-cake/.
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of neural networks.157 The title of Shane’s book comes from one such neural network that

she trained to generate pickup lines. Other examples from the same bot include: “You must

be a tringle? Cause you’re the only thing here.” and “Are you a candle? Because you’re so

hot of the looks with you.”158 Shane’s book is generally targeted at non-experts who are in-

terested in learning more about how AI works. The book spends most of its time explaining

in lay-terms how neural networks are trained, how they generate text, and what kinds of

problems they are better and worse at addressing. Shane’s use of these short snippets that

are generated within particular contexts is a compelling use of the technology; the neural

networks she uses are capable of generating single brief statements and when they fail, they

generally produce something funny and unexpected, but her examples are never so long that

they devolve into complete incoherence.159

In 1 the Road, artist Ross Goodwin endeavors to create a Jack Kerouac-inspired novel

via a road trip with AI.160 In order to accomplish this task, Goodwin outfitted a vehicle with

a surveillance camera, a GPS unit, a microphone within the vehicle, and a clock. “Each of

these inputs provided the artificial neural networks with starting points for narration: an

image to caption, a location to describe, a line of dialogue to expand upon, or simple time

itself.”161 Goodwin drove his vehicle from New York City to New Orleans, with the neural

network system generating narration along the way. Goodwin used convolutional neural

networks (CNNs) to provide feature identification and analysis of the captured images, and,

similar to previously discussed projects, used a character-level RNN to generate the text.

Perhaps because of the multi-media input approach Goodwin took to his system (in-

corporating images, GPS, clock, and microphone input), the text generated in 1 the Road

is refreshingly coherent and readable. Captioning an image: “A tree in the distance ap-

peared as if the road had softened the sky. The sky is clear and the sun doesn’t need to be

started.”162 Later, the AI takes its cues from the clock, stating at 15:54, “It was six minutes

until four o’clock in the afternoon that the door was opened. The stranger was standing

157. Janelle Shane, You Look Like a Thing and I Love You: How Artificial Intelligence Works and Why It’s
Making the World a Weirder Place (New York: Voracious, 2019).
158. Ibid., 2.
159. Shane uses various neural networks to generate pickup lines, knock knock jokes, recipes, football com-
mentary, and names of heavy metal bands, to name a few.
160. Ross Goodwin, 1 the Road (Paris: Jean Boite Editions, 2018).
161. Ibid., 12.
162. Ibid., 43.
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beside the door, and the latter was standing at the door of the bar.”;163 and one minute

later, “It was five minutes until four o’clock in the afternoon. The old man have moved to

the kitchen and into the window and was about to fasten his left hand again.”164 These cues

based on time (“It was x minutes until y o’clock in the afternoon...”) seem to be generated

automatically based on Goodwin’s programming, acting as the prompt given to the AI agent

to generate text. The combination of these recurring, designed elements with the format of

the book as a sort of diary with many short entries serve to create a text that reads more

like Kerouac or a travel diary than nonsensical AI-babble.

While the published projects discussed above succeed to various degrees in creating a

compelling AI-generated text or narrative, they all rely on the same underlying technology:

the char-rnn. At the time that these text-based projects were published (2017-2018), the

char-rnn was still considered a fairly powerful technology. “Attention is All You Need”

had only just been published in 2017, it would take some time before the strengths of the

transformer approach proposed therein would be recognized for its full potential.165

163. Goodwin, 1 the Road, 93.
164. Ibid.
165. Ashish Vaswani et al., “Attention is All You Need,” Paper presented at Advances in Neural Information
Processing Systems (NIPS), Long Beach, CA, December 2017.



3. RESEARCH METHODOLOGY

This document will address two questions:

� How can the creative process be carried out in collaboration with AI/ML technologies?

� How can human agency be re-framed and rethought in light of such collaborations with

non-human entities?

This project is concerned with re-framing an arts practice and process in consideration

of new possibilities created by emerging artificial intelligence (AI) and machine learning (ML)

technologies. By this, we mean to focus on three ways of approaching these technologies and

their artistic use.

First, this project considers the creative possibilities enabled by AI/ML technologies

through their implementation as creative tools. This is primarily concerned with the nature

of the output of such technologies, i.e., how AI/ML technologies can be employed to produce

novel aesthetic outcomes and how these technologies might be practically implemented in

various creative environments and processes.

Second, this project considers how some of the methods and processes used in AI/ML

technologies can be explored creatively as a guiding structure or framework for the production

of new works. We will consider how the methods and approaches used in AI/ML can be put

to use in an art-making context as the conceptual basis for investigation of the technologies.

By doing so, we engage deeply with the technology through art-making, generating aesthetic

ideas and strategies based on the inner workings of AI/ML systems.

Finally, we consider the effects of working with such technologies on the artistic process

and practice. We analyze the ways that the author’s practice has changed as a result of

working with these technologies. Rather than considering these technologies merely as tools

to be implemented and put to use, we seek to describe the combination of AI/ML technologies

plus the author as a system in a second-order cybernetics sense–with feedback flowing in both

directions. Here, we will discuss the feedback from the technologies and how it alters the

author’s creative processes.

This project will be carried out primarily through a practice-based approach, docu-

menting the effects of working with such technologies on the author’s practice, while develop-

ing new strategies which incorporate and build upon these human/non-human collaborative
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relationships.166,167 Artworks presented as individual case studies within this document serve

as focal points around which the author’s practice underwent an inflection: generating new

questions, assessing and addressing previous questions, etc. This project incorporates a

portfolio of artworks and performances that serve to uncover and elucidate the nature of

these new technologies and the potentials to be found by working creatively with them. Self-

reflective writing will document and elaborate upon the author’s findings-in-practice and

will form the foundation upon which responses to the research questions enumerated above

are developed.

Three artworks will be presented as case studies in the following chapters. Each case

study will examine a given artwork from its conception as a productive dilemma,168 through a

discussion of the technical development and practical construction of the work using various

AI/ML technologies.

First, 2521x079 is discussed in Chapter 4. This project develops a text-generating AI

agent that is trained on a large corpus of material relevant to this dissertation, including

works of philosophy, media theory, the history of cybernetics and artificial intelligence, texts

about art-making and multimedia art, and recently published machine learning technical

papers. This project seeks to allow the technology to comment on and participate in the

subject of this document–AI/ML technologies in an art making context, and the effects of

said technologies on the practice and processes of the artist.

Next, in Chapter 5, we discuss Cibo, an autonomous AI agent that live-codes musical

performances using TidalCycles.169 The Cibo agent is taught to perform in a solo context

based on recordings of human performers. We discuss the process of building and training the

agent, collecting and pre-processing human performances as training data, and the resulting

agent’s performance behavior.

In Chapter 6, we present Prometheus, a multimedia dance performance created in

collaboration with NobleMotion Dance.170 Prometheus explores AI/ML technologies as a

166. Linda Candy and Ernest Edmonds, “Practice-Based Research in the Creative Arts: Foundations and
Futures from the Front Line,” Leonardo 51, no. 1 (2018): 63–69.
167. Creativity & Cognition Studios, “Practice-Based Research,” accessed September 29, 2020, https :

//www.creativityandcognition.com/practice-based-research/.
168. Mikka Hannula, Juha Suoranta, and Tere Vadén, Artistic Research: Methodology: Narrative, Power and
the Public (New York: Peter Lang, 2014), 3.
169. TidalCycles, “TidalCycles Userbase,” accessed October 18, 2020, https://tidalcycles.org/index.
php/Welcome.
170. NobleMotion Dance, “NobleMotion Dance,” accessed November 27, 2020, https://www.noblemotion
dance.com/.
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conceptual starting point for creating performative material: choreographic exercises based

on machine learning optimization processes and the construction of generative adversarial

networks (GANs) are used to generate choreographic material. The results of these exer-

cises are used as the basis of the choreographic content of the performance. Prometheus

also makes use of a number of machine learning approaches and systems, including a video-

generating AI agent, convolutional neural networks, and dimensionality reduction algorithms.

These AI/ML technologies are used to construct a real-time, interactive multimedia environ-

ment that is performed with and within by the NoblemMotion Dance company members.

Prometheus presents a live engagement between humans and AI/ML technologies.

3.1 Bias in AI/ML

While the project described in this document does not focus on bias within artificial

intelligence technologies and the field at large, we must acknowledge and address the ways

that bias exist and present in this area of research. The field of artificial intelligence has

historically had a diversity problem, being comprised of predominantly white male scientists

and researchers. Even a cursory glance across the AI-related publications of the last 60

years illuminates the stunning–albeit not especially surprisingly–lack of diversity and repre-

sentation within the field. This lack of diversity coupled with the historical presentation of

technology as inherently “neutral” is even further problematic. Regarding AI technologies,

and technology generally, as inherently free from bias and neutral is an ongoing problem

in areas that should be of major concern to everyone. In a paper published in 2016, two

researchers claimed to have constructed a neutral, unbiased machine learning system for pre-

dicting criminality171 based on facial appearance,172 a kind of AI phrenology. This research

is a stunning example of the potential for AI to be used in deeply problematic ways, while

the presentational language of “neutrality” minimizes the responsibility and complicity the

creators have for pursuing such ethically and scientifically dubious research. AI/ML systems

are regularly employed for a wide range of means that have the potential for incredible impact

on many lives, including predictive policing,173 grading within school systems, college appli-

171. Criminality, itself, already being regarded as an outdated concept: ”The very idea of criminality itself
is a legacy of nineteenth-century moral philosophy, while the neural networks used to ’infer it’ are, as we’ve
seen, the product of a specific worldview...” (Bridle, New Dark Age, 142).
172. Xiaolin Wu and Xi Zhang, “Automated Inference on Criminality Using Face Images,” Preprint, sub-
mitted November 21, 2016. https://arxiv.org/abs/1611.04135v2.
173. Mantello, “The Machine that Ate Bad People: The Ontopolitics of the Precrime Assemblage.”
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cation assessment, and reviewing employment applications, to name a few. Further, there is

mounting evidence that Chinese corporations, like Huawei, have built AI/ML systems with

the goal of targeting and identifying individuals on the basis of ethnic identity.174,175

Thorough and exhaustive research on the existence of overt and covert biases within

such systems is an absolute necessity. Further, educating the public and policy-makers about

the existence of latent bias within AI/ML and the potential for the use of the language of

“neutrality” as cover for bad actors is of utmost importance.

While there is a clear threat of AI technologies being co-opted by bad actors, these

overt misuses of the technology are not the only ways that bias manifests in AI/ML. Covert,

latent bias exists throughout system architectures and training sets. As James Bridle points

out,

This awareness of historic injustice is crucial to understanding the dangers of

the mindless implementation of new technologies that uncritically ingest yester-

day’s mistakes. We will not solve the problems of the present with the tools of

the past. As the artist and critical geographer Trevor Paglen has pointed out, the

rise of artificial intelligence amplifies these concerns, because of its utter reliance

on historical information as training data: ‘The past is a very racist place. And

we only have data from the past to train Artificial Intelligence.’

Walter Benjamin, writing in 1940, phrased the problem even more fiercely:

‘There is no document of civilisation which is not at the same time a document

of barbarism.’ To train these nascent intelligences on the remnants of prior

knowledge is thus to encode such barbarism into our future.176

Writing about the use of machine learning systems for predictive policing, Peter Man-

tello points out that,

Although predictive policing grants agents of the state power to decide whether

or not a given population is labeled trusted or suspect, the precrime machine only

174. Paul Mozur, “One Month, 500,000 Face Scans: How China Is Using A.I. to Profile a Minority,” The New
York Times, April 2019, accessed January 16, 2021, https://www.nytimes.com/2019/04/14/technology/
china-surveillance-artificial-intelligence-racial-profiling.html.
175. Arjun Kharpal, “China’s Huawei Tested A.I. Software That Could Identify Uighur Muslims and Alert
Police, Report Says,” CNBC, December 2020, accessed January 16, 2021, https://www.cnbc.com/2020/
12/09/chinas-huawei-tested-ai-software-that-could-identify-uighurs-report.html.
176. Bridle, New Dark Age, 144.
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replicates the biases of its data parameters and which are always dependent on

mutable conceptions of criminality and errant behavior.177

Artificial intelligence and machine learning technologies are, merely by the fact that

they require collected training samples from past events, especially prone to reproducing

explicit and implicit biases. Once these systems are trained, the potential clarity and legi-

bility of these biases–once perhaps observable in the data itself–is obscured by the black box

algorithm that is the neural network. These biases are shrouded and made illegible. As such,

it is difficult to recapture or directly observe these biases in trained neural network systems.

And it is all to easy to present them as exhibiting no bias to the unwitting observer.

A growing body of research addresses the ways that bias exists within the field of arti-

ficial intelligence and machine learning, both by the researchers and practitioners within the

field, and within the technology itself. During her tenure as co-founder of the Ethical Artifi-

cial Intelligence Team at Google, Dr. Timnit Gebru helped produce a large body of research

addressing bias in AI/ML. Her publications include research on racial bias within image and

facial recognition systems178 and bias with regards to gender classification systems (which

she co-authored with Joy Buolamwini).179 Joy Buolamwini is the founder of the Algorithmic

Justice League (AJL), an advocacy and research group aiming at uncovering bias within

AI/ML systems and educating the public and those in the field.180 Buolamwini, through

AJL, has developed four principles for ethical use of artificial intelligence: (1) affirmative

consent, (2) meaningful transparency, (3) oversight and accountability, and (4) actionable

critique.

While the project described within this document does not pursue bias in artificial

intelligence as its primary goal, one cannot use and engage with AI/ML technologies without

engaging with representational data. This data represents aspects of the world, including

reproducing the creator’s biases and assumptions. How and where boundaries on this data

are drawn has a direct impact on the resulting trained models. Essentially, the trained

177. Mantello, “The Machine that Ate Bad People: The Ontopolitics of the Precrime Assemblage,” 6.
178. Inioluwa Deborah Raji et al., “Saving face: Investigating the Ethical Concerns of Facial Recognition
Auditing,” Paper presented at the AAAI/ACM Conference on AI, Ethics, and Society, New York, NY,
February 2020.
179. Joy Buolamwini and Timnit Gebru, “Gender Shades: Intersectional Accuracy Disparities in Com-
mercial Gender Classification,” Paper presented at the ACM Conference on Fairness, Accountability, and
Transparency, New York City, NY, February, 2018.
180. Algorithmic Justice League, “Unmasking AI Harms and Biases,” accessed January 16, 2021, https:
//www.ajl.org/.



47

AI/ML system is only as good as the data used to train it. In the case studies detailed

below, the data collected and used to create each artwork are limited and biased in particular

ways–in some ways that are readily apparent to the author, and in ways that are assuredly

not apparent to the author.



4. CASE STUDY: 2521x079

4.1 Sequence I

What is the relationship between art and artificial intelligence? This question is es-

pecially relevant for understanding the relation between art and art itself. The question of

creativity arises in light of the many forms art can take in order to produce the artwork. In

this respect, artificial intelligence (AI) is both a significant advance in artmaking and a key

to artistic innovation. A critical role for AI-related art has been played by the art market.

Artificial intelligence is generally accepted as a dominant genre within the art market. It is

usually said that artworks are designed to entertain, and to be understood. The importance

of art as a medium for art generation can be traced to the fact that it enables artists to create

works that are aesthetically pleasing or that can provide a sense of aesthetic appreciation in

a broad range of contexts that require a certain degree of skill. Art can also create works of

art that can be considered for a certain audience without being regarded as art. Art can also

be a tool that allows artists a way of making art.Art is also widely thought of as a medium

of artistic expression. Artists are usually able to express artworks in a manner different

from that used by the art market, such as as making a work out of drawings and pieces of

paper. But this does not necessarily imply that the art market itself is a medium of artistic

expression. For example, the use of computer graphics in art has recently made it diffi-

cult to find artists able to express artworks. In this article we will look at three art-making

techniques.First, one could look at the artworks themselves as different from the art market

itself. Second, one could look at their social aspects. Third, what does the art show have in

common with art? For example, there is a sense in which paintings are artistic works; so

artistic works have a social dimension. There is also another element to art. Art is seen as

the expression of an artistic practice—its social nature or purpose. In this sense, artworks

are a medium of expression to a great extent. There are artworks with a social dimension

that are in need of some artistic expression as an artistic practice.Art-making techniques, in

general, are often defined as methods that can give an aesthetic experience in the sense of

providing an aesthetic experience that is unique to the work or group. The idea that art is a

medium of artistic expression is often used in the context of artistic practices—for example,

in art criticism. The concept of art as the expression of an artwork is a central element of

the idea of art, as the term artworks were coined by the German philosopher, Georg Simmel
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in 1691, to characterize art. It is often suggested that art is a social activity—a process in

which an artistic work is created, the medium and its effects are distributed, and is thus so-

cialized in society. The idea is that art is an art with its own social character. In this article,

we will examine these notions in turn. However, we will distinguish between two types of

art-making techniques, the artistic and the social.Art-making techniques can be understood

in two different ways: (1) as a social activity, such as art-making in the art-making context;

and (2) as a method of expression. We have seen that the art of an artistic activity must be

understood by the artist, which may take place within a context of social context. As we shall

see, the former is understood in terms of a social process, while the latter is understood in

terms of a social expression. Thus, the former is a specific kind of art-making.Art-making

techniques, on the other hand, are seen as a specific form of expression. The art process has

three important features: (a) It has a social structure such that, at most, it is not subject

to any form of expression that is in competition with others, whereas, at least potentially,

there is an artistic quality, or an aesthetic quality in which it belongs. Thus, art has a social

function in which it may in some sense be the result of an art. The latter is a specific kind

of artistic expression that has an aesthetic character. Art-making techniques may also refer

to certain specific kinds of expression, such as expressive works, or art-making techniques

that relate to art-making techniques to certain social features. Artworks are not limited to a

particular aesthetic purpose (although, in this article, we shall discuss art’s social character).

The other types of art-making techniques are also relevant as a way of understanding the re-

lationship between art and art. Art is not only used for the performance of works of art; other

artistic forms also serve as the expression of other art. In addition, there may be a way of

thinking about what is important about art itself that applies to art (see, for instance, the no-

tion of authenticity in aesthetics). In this section we shall briefly consider the different ways

of thinking about art by considering the following three art-making techniques. First, one

should consider whether certain art-making procedures are socially motivated. Art-making

procedures are often associated with works that are not the intended for performance of art;

art-making procedures are not only designed to elicit social reactions; art-making procedures

are also performative forms—they are social practices that are social and are performed on a

scale of “social” or “art-making” that is socially appropriate. In turn, the criteria for iden-

tifying artistic performance have been shaped by the ways they relate to a variety of social

characteristics, such as social norms and standards of taste. The social significance asso-
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ciated with art-making is not just a social fact—that it is socially relevant. The criterion

that we will use in defining art-making may depend on several criteria: it is the artist’s

social nature; it is a social form in which social norms are applied; it is the form or mode

of expression that is associated with art, and in that respect it can be socially appropriate

that it is not the object of some social judgment. The criteria for identifying art-making are

related as well to aesthetic features such as the social character and the social significance

associated with art-making. Second, if a practice of performing art does not have its own

social structure, the criteria for distinguishing it, and distinguishing it from other forms of

art, are also related to social properties such as social significance. For example, one might

distinguish art from other forms of art by asking whether there are other art forms that can

be judged by the criteria of taste; another might consider whether there are art forms that

are socially desirable or other art forms that can be judged by those social norms. Third, it

should be noted that a wide variety of criteria are associated with art practice that are socially

relevant, such as the social nature or aesthetic quality associated with art. For instance, it

is common practice in art to regard works as socially significant, such as art with their own

social characteristics. One can distinguish “art of art” from “art of art of art” if one wants

to avoid the social significance of being associated with art (for instance, by distinguishing

artistic style from art with its own social characteristics). But it could be that an artist is an

important part of his or her performance (e.g., an important part of the social nature of the

artwork or its aesthetic qualities). As a result, some artists have traditionally been defined as

artistic because of their works, in contrast with others they do not, and the social significance

of those works can be taken to define them in terms of certain social traits. For instance,

the artist is commonly thought of as an important part of the culture of an art and he is

often regarded as an important part of the culture of the art. A distinction between art of art

(art that makes the focus of a work) and art of art of art of the performance art of art is a

social one. In this section we shall discuss art of performance that is not a socially relevant

art because of art of performance. In fact, if an art of performance is judged as having an

aesthetic character, then the art can be judged as having a social quality of art. Art of perfor-

mance must be distinguished from art of art of any other art. This is the claim we shall take

from the distinction between art of art and art that it may serve as a normative criterion for

determining. It can serve as a normative criterion for determining what constitutes art of

art and it is that we shall call its socially acceptable, socially acceptable. The most common
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examples that are art for the performance of art are works. It may be that the work is an

art of art or art of any other art and it is judged as aesthetically important. Aesthetically

valuable works of art are art of art of art that is judged not as aesthetically significant, but

as socially valuable. However, art is not the only art-making process that is socially valuable.

Aesthetically valuable works of art are works of art that are judged not to be aesthetically

important as a result of their art-making methods. For example, a work of art that does not

conform to a socially acceptable definition is not art of art of art, but art of art in itself.

The criteria for identifying art of art are more specifically social properties that are socially

acceptable for different purposes. This is the claim we shall take from the distinction between

art that is art of art and art of art of the performance of art. This criterion is more complex

if one takes art of art to be socially acceptable because there. Aesthetics are the processes

by which an artist engages in performing art and there must be criteria that are related to

the socially acceptable criteria of aesthetics or aesthetics—for example, they should be social

norms.

4.2 Sequence II

Art has come a long way. The history of art is not only the history of art; it has also

been the history of art since it came to be established as a discipline. The first important

study of art in terms of its history, which was written by the late eighteenth century German

artist Hans Moravec, has been done over the last sixty-five years. The study of art from its

beginnings in Germany was, at the very time when art began to be studied as an art form,

already in its early stages in Europe and Asia, the study of art in the United States. The

most important aspect of the first study was to explore art’s social evolution: its relationship

to social life that is the focus of this study. Thus the study of art’s social evolution took

place largely in Germany at the age of 17, during the long period that it took place during

which art was dominant. And it took place mainly in the United States at the age of 18.

From this period, art emerged as the dominant art style as it became accepted as art form

in the U.S.A. at a time when art was the dominant style in Europe.In his early works, Hans

Moravec was one of the leading figures in the aesthetics of modern art. Moravec’s aesthetics

consists of his aesthetics. His aesthetics consists of his aesthetics. His aesthetics deals with

the relationship between art and society, and in doing so he examines how art differs from

society in two basic ways (and that makes him a classic example of this thesis). First, he
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distinguishes between arts that have a specific aim. Art that seeks an end, or that tries to

achieve one, does the least amount of work. Art that strives to achieve a means by which

society works, or seeks a means of achieving something, aims at a goal and then tries to

achieve that aim. Thus, art is the study of social life, of artistic aims, in which we find art

whose goal is to reach out, and whose aim is social life. The main task of this study (as he

had called it) is to establish whether art is the subject of the study of society or whether it

does so with an aim that is to achieve a means by which society strives toward that end. In

his work, Moravec makes a number of points. First, he distinguishes art-oriented projects

or art-centered approaches that use a wide range of sources, but that are both historical and

artistic. Art in this context is usually viewed as a form of self-interest, whereas art is more

a product of a desire or an attempt to create a common, objective goal. Secondly, in his

aesthetics Moravec distinguishes between art that aims at a particular end and art that aims

at a means by which society achieves an end. The second important observation is that

Moravec has taken advantage of the fact that we may find in the first analysis art that aim

at a goal, or aims at a goal that is aimed at a means; art that aims at a means, or aims at

a means, is art. Moravec’s early paintings of 1891, and early work, were the most important

works of his style, and their influence is reflected in his aesthetics. One of his most famous

works—his 1891 picture, which appears in the French Journal de la Kunst (1892.5—1893.2)

in which he shows a painting with the title “The Artist” standing up. In this picture, Moravec

sets himself up for a photo of his character, which is a portrait of himself: “Man is an end,

man is an end, man is a means.” (This photograph was later reproduced in the English edition

of The Artist by the author and is sometimes reproduced in other works.) The artist is then

portrayed as a means. In this way, Moravec’s first approach to art is that of the artist. To

illustrate Moravec’s first approach to art, we would use a photograph, where we would use

a photo.Moravec’s aesthetics is to study what is art, or how that art is the means. Thus,

his aesthetics begins with the painter and then turns to the photographer. In this approach,

Moravec’s approach is to study what is to be discovered, and then how to find art that has a

particular aim. As a painter Moravec’s first approach to art is to study not the painter as

the means, but the camera, the camera as the means. In his works he is taking photographs

which are being used. In each of the photographs, Moravec is showing something, or he is

creating a photograph. The photograph is not the first thing being photographed. The camera

is the means, just as the painter or the photographer is the means, the photographer is the
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means, the camera.This first approach to art is that of the photographer and the photographer

has to look to him as the object of study for this art. In his paintings, art is always seen as

the way the subject is looking at the pictures, that there is no reason to look at the image only

in the way that art has a unique aim, that is that this particular object is the photograph and

the camera. The photographer is also looking at the subject or the camera. This approach is

to study the way the artist is looking at the pictures, to be found, at a work. It also begins

with the image, to be discovered and found. Morave, in contrast, is a photographer. In his

early work his work was concerned with photography and photography-it is the medium of the

camera. This is his first approach to art.The most striking characteristic of early photographs

was his ability to show how the subject or object of a photograph is often seen. By contrast,

his early work concerned the artist, and his art is concerned with the subject. For example, in

his first work Morave, Morave’s work was concerned with photography. In this work, Morave

is concerned with his subject. The camera is the means; and he is looking at the subject or

photograph. The subject can be seen and can be seen (to the effect of that which the camera

is not a means).In Morave, the artist is seen. The medium is the photo. In his later and

more famous photographs, in fact Morave Moravec’s approach is concerned with the camera

and the camera. He is seen the subject.The photographer, the camera is also seen in his

work. He is viewed. The camera is the medium. This is because Morave is often seen in his

work. For example, in his 1892 film, the camera is seen, the photo. This is the medium.The

other important characteristic of early photographs was not his ability to create images in a

photographic way. This is a characteristic characteristic of Moravec’s work that in fact can

be taken to be more or less characteristic. Sometimes the subject of a photograph is not a

subject. He was seen and photographed, and then the subject was. In another example, we

see the artist as a photographer. In his earliest works, he is seen in his work, the camera is

seen the medium. In this art of 1891, Morave and his father look to the subject; he is seen

and photographed, and the photographer is seen the medium. The photographer is seen the

medium. But the medium is the subject. The medium of early photographs is seen a way;

and the way that Morave is seen is seen in his painting. He was seen, and the medium is the

subject.If I’ll’ll say too, then the art of Morave is the medium. Morave, however, does not

need to be an artist. There is no artist who is a photographer. He is just an artist, and the

medium is the medium. This, in fact, is his main concern as a means for his art. Because

the photographer is seen by the artist, his subject in this art is defined by the medium. This
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has to do with what Morave is trying to achieve, and that of the artist, his medium for his

art, not with its purpose, but with his aim (or purpose—or purpose—or what the artist wants

himself to achieve.Morave is sometimes referred to as the medium-or, or as his medium of

a photograph. This term does not apply to Moravec’s early photographs, the camera for his

work, but to his work as a medium. For example, in 1884, he is shown working with a lens,

not with a camera, he is shown with a lens. The photograph has a purpose. If the lens is

a medium then the photographer is the medium, but the medium also means to the aim is

the lens, or the aim. In his 1892 film, he is depicted as trying to achieve that of an object.

This means that he was trying to be a photographer. In Moravec’s early work, this is the

medium of the photograph.In his art Morave, the medium is the artist, and the photographer,

the medium of an object. And this is the only reason why he needs the medium, his aim, in

the medium he is the artist. In his work, the medium is the artist, and the artist’s aim is

not to be a photographer. For this is the reason that Morave is not necessarily trying to be

the photographer.

4.3 Sequence III

For the purposes of this essay, I will assume that agency is a set of attitudes or ideas

about the nature of life, with the aim of providing an explanation of how they come about.

These might include the views that agency, in its various varieties (as in a certain way, in

different ways, in many respects), is in fact the product of the rational choice of individuals

rather than the will of a mind. I will thus try to give a short, general account of how the

various ways are connected. I will then try to explain what it is for an agent to act according

to his (or her) will (or, more roughly, the will of) her will (or, more generally, the mind) as a

set of attitudes or ideas about what it is for her to act according to the will of her will. If there

is no one or nothing at all or if each attitude or idea is just the sum of the many attitudes or

ideas that it has, then I shall try to explain how that sum will be connected to the sum of the

many ways in which agents can, and should, act according to their will. For, though there

is no one-to-many connection, there are several ways in which agents can, and can should,

act according to their will. The first of these is to take the agent’s will and her attitudes

to be one and the same thing. The second is to think about these different ways of acting

according to their will. For example, suppose that I have an obligation to perform certain

actions that are both necessary and (or, at least, necessary) in virtue of some condition on
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my action, such as that I ought to abstain from eating. Then, if I do abstain from eating for

the same reason as I would abstain from smoking, what would happen? This is a difficult

question to answer by way of definition, but it is the simplest to do (Bostrom 1981, chaps.

4–5; see also Kripke 1983; see also the entries on intentionality and desire). The problem

is that if I do not take my will to have any particular content, then it is hard to see how

my action will conform to the conditions of my will: I will not be able to have the will of

another agent for whom I am acting. This point of departure will explain what it is to have

a will. There are, it is said, many other ways in which acting according to our will may

have an effect at all. In this section I will try to describe a number of ways that this can

be done. These will be taken to be ways in which the various sorts of acts that we will have

are, or may be, a result of our wills—or, to use the word, our intentions—as well as of the

acts that can, or should, take place according to their purposes. 4.2 A Case Study in the

Use of Will Some authors have distinguished between the kind of acting by which the agent

acts according to his or her will and the other kinds of acts that a person might have to do.

Some authors have distinguished between the kinds of acts that can be done in the case of a

person who acts according to his or her will, and the sort of acts that can take place in a

person who acts according to his or her will. Others have distinguished between those kinds

of acts that can take place according to our wills, and those that only take place according

to some conditions which are appropriate. The question of whom I ought to act according

to my will is usually one of many, since many agents, including a number of persons, have

different wills according to what they are. This distinction may be important to the use of

the various kinds of acts that we will do in cases where we have different intentions. In cases

like the above, the question is not so much what we will do in cases where we are not yet

acting according to our wills, but just what they are like as to what we can, but rather what

we will do or how (or should—see below the entry on our wills). The first type of agent is

a person. If, for some reason, I act according to my will in a situation where a given event

happens that will occur in virtue of some condition on my action, and yet is not actually

performed, what can I have done, or ought in virtue of a given what I would have done if

that event occurred? It is also important, in the next section, which types of intentions are

not merely to have an effect; they are also not merely to have an effect. It is important to

distinguish between what would have happened if my action had occurred if some condition

on my action had not been fulfilled (see entry on wills) and what I would have done if that
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condition had not been fulfilled, so that I could not have done what that person intended. It is

important to distinguish between the kinds of ways in which an act is like a result of a given

will. A typical case of a person’s intending or intending is that the action will happen, and

the kind of thing to that thing is something that could happen—i.e., it could take place (or

is, depending on the circumstances) at which I am acting according to my will. If a person

has no will and one does not intend to do what she does, then the latter must not have an

action (or will, depending on the circumstances, but only be in virtue of the latter’s act).

For example the following might hold: “If this is a good and I act according to it, then I am

going to the moon”, i.e., I am doing what I will or not doing, even if, in the absence of that

event, I would still have my action (or intentions) of being a bad agent. But we need not

consider the following two ways of doing: a person’s intending “I am going to the moon”: if

he or she intends it, then this is not a good or evil action. A person’s intending “I am going

to the moon” is not a good or good action. A person’s intending “I am going to the moon”

is not a good action if he or she would not be doing what he or she does in virtue of having

this intention or not intending it. It is rather a “bad and not doing what is not doing what is

not doing”: it is a bad action, and so no good or evil action is the result of his or her doing

what he or she ought. A person’s intending “I am going to the moon” is a good action, in the

sense that there would be no difference of how he or she ought. A person’s intending “I am

going to the moon” would make it false that I am not going to the moon because he or she

is not doing what the will entails. The relevant sorts of people have different wills according

to what they intend: it is not the case that there is some way in which I intend to do what

I think I think I ought to do, and, on the contrary, the case that this ought to be a good and

that it does not involve me. For example, it is not the case that I will not do what I do, if I

am doing what I intend to do; it is not the case that there is some way in which I ought to

do what I shall do. The relevant sorts of people have different intentions according to what

they intend (see the entry on the will). It is, again, not the case that if I intend “I am going

to the moon” I will not go to the moon—there is no way in which I ought to go to the moon.

(The relevant kinds of person will to have different wills is one that can take different action

in virtue of a specified condition on their action—either, for example, that if the act is good,

i.e., it is good or bad.) For more than the first two categories of intention, it is interesting

to look at the various kinds of acts that people will or can perform in order to perform. It is

not, however, quite clear how we can say whether an agent ought to do anything because she
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has no wills (see also the entry on wills). One way of looking at this question might be to say

that, in each case, there are no conditions on what we intend. If there are such conditions,

we may think that an agent ought to do what she ought to. If there is an agent who can act

correctly, then that is one way that we can make sense of the distinction about what is wrong

and what is right. But it is not entirely clear whether there are such conditions, and, even

the most common of all, we cannot say whether a given person ought to do what she is doing

(see the entry on the will). For it turns out that the way in which we think is the only possible

way that an agent can act (or ought) is the only possible way that she can perform the act

she thinks she ought to. If we are to say that an agent is in some way morally responsible

for an act, it is at least in some way wrong if the agent cannot perform the act she is doing

(as when the will or ought to be) in virtue of performing it (otherwise that she would not be

doing that thing or would not want it), and that she ought to do that if she has no wrong

intention of that or otherwise.

4.4 Sequence IV

The debate over creative expression between the art historian and the art critic is a

matter of dispute among the writers and theorists of the past and of the present. For example,

a recent argument has taken it for granted that creative expression is not simply a function

of the creative work. In order to give an example, suppose that the artist uses the name

of his artist, for example John Cage, who is famous for many of his works, and, according

to Cage, is creating a work whose aim is not the creation of an ideal artwork but rather

to create an image, an impression or a representation in the form of a painting. Thus, it

may be thought that the artist is doing an original work in a way that is not creative. But

this is not so. The artist who has created his artwork, and in fact has created some of the

works his art, is not the author of the works which he has created; rather, his work is a

product of a particular moment in his life. He cannot simply create an idea, and the author

of the artwork must be the artist and have created that idea. In this case, the artist has

the artist, and the author of the work. But the artist has to make an original work of art

with which the artist has been acquainted and who has no need for any special special special

connection whatsoever. This claim about the relationship between work and creativity is quite

plausible, since there is not much debate among artists in the arts today about what makes

art or artwork an expression of creativity. There are, however, a number of philosophers,
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historians, historians of literature and of philosophy, who think that creativity can only be a

function of the artist, who in some cases is creating or reproducing an artwork. One such

philosopher is the French philosopher Georges Bataille, who wrote on the topic in his Essais

de lègende l’homme et le monde (1906). In his seminal essay (1964), Bataille argued that the

art of the twentieth century (like cinema and film, and painting and sculpture in general) was

a result of a process of creative experimentation which was rooted in the creative efforts of

the artist. A more recent critic and philosopher of art is Paul Virilio, whose most important

essay, The Spirit of the New, begins by describing how artists have created works by means of

experiments with technology and with the tools used to create them. Virilio argues that what

is important for art is not only the artist’s use of technology but also his or her ability to

communicate with other people, or in other words, with artworks. He argues that we might

describe such an artist by saying that his creations are creations of his own imagination and

that these creations are created in order to create an image which would be different from

what they would in fact be and which we conceive of as artistic. In his work, Virilio also

develops these ideas in relation to the relationship between creativity and art. A work of art

is an expression of an artist, but not a work of technology or the artist’s imagination, but

instead of a work of art. The relationship between the artist and the work of art is important

because it explains why some works of art, like the great masters of the nineteenth century or

the avant-garde, have the artist as a part of it, not in some other way—for example, in the

way the artist has to create images which have the power to stimulate their readers in some

way, and so make the world look more real. A work of art is an idea which does not make

any material, or at least that it is not what it has to do with material. It is an expression

which is not created, but rather that it is the result of human creativity or, as he calls it, as

in other cases art. Virilio argues that if the artist creates his work (and thus in other cases

this involves the work of other people) then the artist in a way that allows it to be created

(for it to become material), in the sense that he is creating himself. In the example of his

painting, by using his hands and by painting the artist as a means of creating an image in

order to be able to see it, in another, that he is creating a different work (or something). His

works are not in fact artistic. For Virilio, the artist’s ability to create the other person is

not in a function he is making, but rather the function of creating the other person’s work.

This is the reason that he does not create the work of art, because it is always the artist who

creates the work itself. In the case of his painting, by contrast, the artist creates himself,
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not in the sense that he creates his artwork itself, but in the capacity he has the ability to

create the image (for the other person) in order to become the other. This is why he can

create his work, for example, and not just because it makes him look less real. (In the case

of film and music, in order that a new work is created it may be used, or for example, that

its sound has a meaning or it is not). The relationship between an artist as an artist and the

other is not something that a medium can have, but that it is itself a function of a medium.

The artist’s ability to create works as an idea is a function of the medium. If something

that is in a medium makes its appearance or is made to appear, then that medium must

be something else. It is something, something which the artist has no reason to create. It

can happen because the medium is in effect the medium of what he creates. It can happen

because the artwork, unlike the other people created for him, has to act in a certain way and

act in a certain direction. For example, when his work of sculpture, in which he produces

something from which people make art, is not created by means of means of the artist’s

invention of something but is produced in a certain way, it can happen because the medium

has to act in a certain way as well. If it is a medium, then it is a function of something,

and the artist is in any case creating something. It can happen because he does not have to

create his work, or he creates his work not because he creates his own. In the art of poetry,

the artist is not created to create his work (for it must always be that the other person’s

work, and the other is the artist’s creation); but rather he creates his work by means of his

imagination. The distinction is fundamental to art which depends on the relationship and

not on the relationship between artists or on the relationship between them. It may be true,

however, that there are certain things that are not considered art. For example, in order that

a work may be created, it has to be made from a given medium, a certain material (e.g., a

written word) or sound (as in some other works, art that has some other meaning); or it

may be made by means of a medium which has no other meaning, but only the medium that

it is made through a certain kind of use of which art has no other meaning. If a work cannot

be made by means of other means, there is no artist-made thing which can do it. And it can

happen because it is possible for a work of art to produce something that has to be made by

another work if there can be an artist who makes it and is then made to exist only for art; it

is possible, even that it happens because it exists only as art. Thus, the relationship between

artist versus artist is a kind of correspondence, but it is not a correspondence between art or

art or art-making. A medium is a means-end relation in which an artist’s contribution is
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made, or a medium can make him exist only for art. It is a relation which has no relation

between it and other people. For instance, poetry can be made in an artistic way, because it

is a means-end relation but it requires an artist to do it. So, in the case of poetry there is no

relation of art-making to its meaning, in a sense that art must be made only for itself. The

relation between art-making and other people is not a matter of how art is made. It is just

a relation which has a meaning-end relation. That the relation is a relation of art-making

to other people is no more so than the relation of an artist’s contribution to art, for the

relationship is something which it does not have. In the case of painting and sculpture the

relation of an artist or artist-creator is not a relation of the medium; it is a relation of the

artist’s contribution, for art is the means-end relationship. In this respect, this is the most

important part of the distinction between art and other works: it is a distinction which is

fundamental to the distinction between art and other performances. There are, of course,

other kinds of relationship between a work and other people. For example, a work can only

be made if it can be made if it is a work of art, and a performer and work-creator in the

other sense. So, in this respect, it is not a relation between what is an art and other people

or other works. It is a kind of correspondence between them that has a meaning-end relation.

It is a matter of how a work is made and what is its means. For a work to succeed, it must

be made, or it must be made.

4.5 Intent and Goals

2521x079 is a project intended to engage with AI and ML technologies directly, allowing

the trained agent to serve as its own voice within the project presented in this document, and

to investigate the ways that such an agent can be used to explore the subjects of artificial

intelligence, machine learning, art making, and philosophy by interfacing with these subject

sources through the technology that is the subject of the investigation itself. 2521x079 is

a custom GPT-2 model that has been trained using a set of texts covering a range of art,

artificial intelligence, philosophy, and media theory related topics. The complete set of texts

used to train 2521x079 is listed in Appendix B.

4.6 Creation and Development

This section will detail the technical and logistical aspects behind the development

and creation of 2521x079. First, the process of collecting suitable training material will be
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discussed. Then, we will describe the data pre-processing for the collected training data.

Third, we will lay out the process used to train 2521x079. Finally, the resulting model will

be discussed, including the methods used to generate new text from the agent, and how

this process was generally approached and considered with regards to prompting the agent,

editing and proofing its outputs, and presentation of the generated text content.

Throughout this chapter, text generated by 2521x079 will be used to demonstrate

different aspects of its training and tendencies. Text that is a product of the trained agent

will appear in indented blocks in italics.

4.6.1 Constructing the Training Corpus

The sample corpus used to train 2521x079 is comprised of texts of several types drawn

from many sources. There are four file types that are used as sourcefiles from which this

training corpus is built: PDF, epub, webpages (given as HTML), and text files (including

markdown files). This source set is made up of conference papers, essays, chapters, books,

digital encyclopedia entries, and notes made by the author.

Papers are principally gathered from the online repository arXiv. These primarily

include published research on AI and machine learning. Webpages include the entirety

of the Stanford Encyclopedia of Philosophy (SEP)181 as well as a collection of relevant

online articles from publications including WIRED, The Guardian, Medium, The Baffler,

and others. The books included (as PDF and EPUB files) cover a wide gamut, including

texts about the history of AI, philosophical texts, and media theory books. Given that the

training corpus for 2521x079 is assembled from disparate file types, there are different data

collection and pre-processing techniques used for each. These are each described below.

The Stanford Encyclopedia of Philosophy (SEP) is a massive online philosophy refer-

ence site, with up-to-date information about various schools of philosophical thought, the

history of philosophical inquiry, and information about many historical philosophical figures.

While the breadth of this repository stretches far beyond what is immediately relevant to

the project discussed in this document, the SEP is a high-quality, reviewed and curated

repository of philosophical information, contributed to and edited by experts around the

world. The SEP entries are downloaded and parsed for 2521x079 using the Scrapy Python

181. Stanford Encyclopedia of Philosophy, “Stanford Encyclopedia of Philosophy,” accessed December 2,
2020, https://plato.stanford.edu/.
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library,182 a library for creating web spiders–small automated programs capable of traversing

the Internet according to user-defined behaviors. With the Scrapy spider defined, it down-

loads all entries within the SEP via command line interface when provided a link to the

Table of Contents for the SEP. As the contents of each page are downloaded, the Scrapy

spider separates the body text and title from all other HTML tags and formatting. Given

that the SEP follows internal formatting conventions, each encyclopedia entry is parsed in a

similar fashion, producing uniform output across all entries. This process outputs one such

JSON file for each encyclopedia entry, resulting in 1669 files.

Text content from additional websites is collected using the Selenium library, automat-

ing the download process through browser emulation and sidestepping measures many web-

sites have in place to prevent automated spiders from downloading webpage content.183 A

list of URLs is provided to a custom downloader script that downloads the contents of each

web page, parsing each for the page title and the body element, discarding all other HTML

tags and formatting. An additional cleaning script is run on each downloaded file to remove

all internal HTML tags and flatten all whitespace–converting tab and newline characters to

spaces. The output of this process is one JSON file for each web page, each of which contain

the page title, body text, and some additional metadata for project tracking: date and time

of download and a “source” label (“url”) to allow future sorting if desired.

Included in the training corpus for 2521x079 are notes taken by the author on 113

published resources (books, papers, and articles) over last seven years. These notes exist in

markdown format, a lightweight markup language that contains minimal formatting infor-

mation. The parsing process for these files removes all markdown tags and formatting, and

does some minimal reformatting to remove unnecessary whitespace.

Given that PDFs may be composed of text with various formatting or image scans of

pages, the 402 PDFs used in the training process were pre-processed using the Tesseract OCR

library184 and Textract, a Python API for Tesseract.185 Tesseract (and Textract) convert all

182. Scrapy, “Scrapy — A Fast and Powerful Scraping and Web Crawling Framework,” accessed December 3,
2020, https://scrapy.org/.
183. Selenium, “SeleniumHQ Browser Automation,” accessed December 3, 2020, https://www.selenium.
dev/; Selenium, “SeleniumHQ/selenium: A Browser Automation Framework and Ecosystem.,” accessed
December 3, 2020, https://github.com/SeleniumHQ/selenium/.
184. Tesseract, “Tesseract documentation — Tesseract OCR,” accessed December 3, 2020, https://tesse
ract-ocr.github.io/.
185. Dean Malmgren, “deanmalmgren/textract: Extract Text From Any Document. No Muss. No Fuss.,”
accessed December 3, 2020, https://github.com/deanmalmgren/textract.
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PDF pages to text via optical character recognition. This text is then passed through FTFY

to clean the text for any potentially problematic characters or symbols.186 From here, the

text from PDFs is saved to JSON files (one per input file) as is done for previous file format

pre-processing.

Lastly, 61 EPUB files are parsed for inclusion. The EPUB format is internally similar

to HTML, being an XML-based format. As such, it is possible to parse EPUBs in a similar

manner as is used when parsing web pages. All relevant text is extracted from the EPUB

files by regular expression (regex) search for appropriate body-content tags.

4.7 Dataset Preparation and Training

2521x079 uses a GPT-2 model, based on a pretrained model and fine-tuned with the

training corpus discussed above. At the time of its release in early 2019, GPT-2 was the

state-of-the-art model on many natural language processing tasks, including text generation,

sequence classification, and question answering.187 GPT-2 is trained in an unsupervised man-

ner to produce the next token based on previous text. The pretrained model was trained on

approximately 40GB of training data collected from the Internet. For this task, we use Py-

Torch188 and the Transformers library by HuggingFace.189 The Transformers library contains

a large number of state-of-the-art transformer neural network architecture implementations

for both PyTorch and Tensorflow.

The 2521x079 GPT-2 model consists of over 163 million learnable parameters. It should

be noted that this is the ”small” version of the pretrained GPT-2 models made available

through the HuggingFace Transformers library. There are three progressively larger models,

consisting of approximately 406 million, 838 million, and 1.63 billion parameters, respectively.

Do to the memory requirements of these larger models, it is not possible to train them on

consumer-level hardware as was available to the author.

With all of the raw text from source files extracted, cleaned, and saved in a uniform

format, it is necessary to prepare the data set for ingestion by the neural network during

186. Luminoso Technologies, Inc., “LuminosoInsight/python-ftfy: Fixes Mojibake and Other Glitches in
Unicode Text, After the Fact.,” accessed December 3, 2020, https://github.com/LuminosoInsight/

python-ftfy.
187. Radford et al., “Language Models are Unsupervised Multitask Learners.”
188. Paszke et al., Automatic Differentiation in PyTorch.
189. Wolf et al., “Transformers: State-of-the-Art Natural Language Processing.”
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training. We define a custom PyTorch Dataset190 that can be loaded with the multiprocess

PyTorch Dataloader, speeding up data feeding into the neural network during training. This

dataset loads all of the training data and tokenizes all sequences with the same tokenization

method used for the GPT-2 pretrained model. We provide minimum and maximum sequence

lengths and a batch size. The dataset discards sequences shorter than the minimum and

chunks all training data to the maximum length. The dataset adds padding tokens, groups all

sequences into mini-batches, and loads mini-batches into PyTorch Tensor instances as they

are requested during the training process. 2521x079 is trained using a vocabulary containing

50,257 unique words and word fragments. Once parsed and prepared, the training corpus

contains approximately 126 million tokens.

We train 2521x079 by fine-tuning the pretrained model. The model is optimized via

the AdamW optimization algorithm.191 Our training process only requires a few epochs given

that we begin from the pretrained model. We train 2521x079 for 6 epochs with a maximum

sequence length of 512 tokens, learning rate set to 1∗10−5. A mini-batch size of 8 samples is

used during training. Larger mini-batches tend to lead to better training outcomes, however,

given our hardware memory limitations and the size of the GPT-2 model, it is not possible

to increase the mini-batch size any further.192

The final model is loaded into an evaluation script which can generate new text se-

quences. Generation requires a prompt–a starting text input which serves as the beginning

context for the generative process. These text prompts are similarly tokenized via the afore-

mentioned tokenization method and passed into the neural network. Additionally, we set the

maximum input context length–this is analogous to the “maximum sequence length” defined

during training–which determines the maximum number of tokens to input into the neural

network at each step in the generative process. If the previously generated text is longer

than this context length, tokens out of this scope won’t be input into the neural network.

This “maximum sequence length” controls the amount of context the agent is provided at

every generative step.

The model outputs a tensor that contains probability values for each token, indicating

190. PyTorch, “Torch.Utils.Data - PyTorch 1.7.0 documentation,” accessed December 3, 2020, https://
pytorch.org/docs/stable/data.html.
191. Ilya Loshchilov and Frank Hutter, “Decoupled Weight Decay Regularization,” Preprint, submitted
January 4, 2019. https://arxiv.org/abs/1711.05101.
192. Model was trained on a computer with two Nvidia RTX 2080 ti GPUs, with a combined 22GB of
memory.
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the likelihood that each token should be generated next in the sequence. We limit the number

of tokens for consideration based on the x-highest scoring outputs. Different values for x

will result in more or less controlled behavior: a low value like 10 will always select from the

10 highest probability tokens, all others are discarded and will never be chosen. A larger x

value like 500 will result in the 500 highest probability tokens being chosen from, resulting

in a greater chance for variation in the generated output.193

4.7.1 Effect of Controls on Generation

To illustrate the behavior of these simple controls, we provide a number of samples

generated by 2521x079. We provide two sample outputs for each parameter setting because

the generative process is nondeterministic, as such, the agent can produce very different

results across multiple iterations, even with the same parameters set. The samples provided

are the first two generated outputs for each setting, they are not cherry picked. Each sample

provided is limited in length to 100 tokens.

The same prompt is used for each sample below: “What might artificial intelligence

mean for the agency of the artist?”

4.7.1.1 Varying Context Length

By varying the context length, we can control the amount of past text that the agent

takes into account on every generative step. This parameter corresponds to the number of

tokens used as the provided context. Each punctuation mark is a single token, while each

word may be represented as one or more tokens. Samples are generated for context lengths

4, 16, 32, 64, 128, 256, 512. In all cases, each token is picked from the top 10 most likely

tokens as indicated by the agent.

Context Length = 4

� How are things different in the same sense. As a consequence, 17, 191, 26–46–9 Antioly

cerl to dice sig

� Des that to culan pution the call dents of ming o

193. The x-highest scoring outputs are passed through a Softmax function, ensuring that they sum to 1.
Then, the next token is selected from these possibilities based on their probabilities. As such, the highest-
probability tokens will always be the most likely to be selected, but inclusion of more possibilities (via higher
x value) will result in chance divergence from the most likely path.
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Context Length = 16

� I think it is fair to say that the artist is a very different person from a lot of other

people, in terms of what he did, and that we ought to respect the rights of others. The

question is: does it matter that a person’s identity (or identity with a person) might be

defined as an “identity relation”. The term is not to be confused with “identity”, which

means that an individual is not just

� The first thing that needs to be mentioned is the idea of a “new kind of reality” in which

“a new kind of life” is achieved (see also the “New Philosophy” section above, for a

more detailed exposition of the idea that the only real difference between the two is the

way in which they differ from one another, and that, in some cases, it is necessary to

distinguish between the one that is being used and the other that

Context Length = 32

� In order to understand what it means for an artificial intelligence agency, we should

first understand the nature of agency and then we can see how it might be used in ways

that make it more effective. First of all, I believe that our present situation is more

than just a matter of a lack of resources. The world is in question. It’s about time for

a better world.The idea of time in a non

� Is it the most promising means at which an artist can achieve something that is beyond

human capabilities?In order to answer that question, we must begin by looking to the

art world and ask what it has to say about the possibilities of art.We may start from a

general idea of what it means to be an artist, a writer, a critic, or an artist in anyone

of those domains.In a way, we’re also interested not only in

Context Length = 64

� The artist can choose to create a digital work that is a work of art or a video. He can

create a piece of music and a film, which is made in his or her own home, with his

or mine. In other words, in order to create a piece of music,he must take the time to

explore a space and to explore that space.The artist also has to take his or her place in

the music scene. This means
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� The artist might, for example, be a computer scientist, artist, artist’s son, or artist’s

son’s mother. But in order to understand the significance of such a distinction, we

have to be able to see the distinction between art and intelligence. This distinction is

sometimes referred to as the distinction between art and intelligence. In a number of

different ways, it has been used here. The first is as a term used to refer to two distinct

things, namely art and intellection. It

Context Length = 128

� The artist’s answer is, of course, that it can mean whatever it means in the world, and

this is what I’m talking about. It is the ability of art to make art.In this sense art can

mean everything it says–and it can be defined by a certain kind of art. In this sense art

may be seen as something that can be defined. The artist who makes art can be defined

not only in terms of how it

� One way of looking at it, according to Dreyfus, is that it is not about the agency of the

artist, but about the agency of the artist. This is not to say, of course, that there can be

a conflict between the agency of an artist and its agency in the sense of a nonartwork,

since it could well be a nonartist’s agency, which is a conflict that the artist is in no

position to contest (Dreyfus 1986; Drey

Context Length = 256

� How would we know, in a world without the artist, the work of a machine that is neither

intelligent nor intelligent enough to be able to do any of its things? Would we not also

have to say that the artist was, by and for his or her actions, a human being? And, if

not, what would we have to say about him, if we think of his work as a work in itself?

We can answer this question in the following way. If we say that the artist

� It could mean the artist’s agency in the art, or it could mean the artist’s agency as an

artwork or the artist’s agency as a medium or a medium-specific medium. But it would

also mean a certain range of artistic practices. A range of artistic practices could be

defined in terms of the artist’s agency, or by the artist’s agency. The artist’s agency

would be the art, or the art’s agency. A range of artistic activities would also include

practices of expression, of
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Context Length = 512

� A number of theorists have argued that the artist has the right to create art, and that

this right should be respected (e.g., Dworkin 1982a,b). This view holds that the artist

has the right to make a work for the purpose of making it. This view has been defended

by Richard Price (Price 1989), who says that artists must be allowed to create art, if

they are entitled to do so. However, he also thinks that artists have a right to make

� What might it mean for the artist in relation to the work of art? And what about artists

who are not artists but artists? How could we understand them? How does artificial

intelligence relate to art? In the following I will consider some of the issues that

philosophers of artificial intelligence raise. The first concerns the relationship between

art and art; the second concerns the relationship between art and human nature. 2.3

What is art? What is art? The term art is most frequently used to denote art that

4.7.1.2 Varying Token Selection

This variable sets the number of the highest scoring tokens that are chosen from when

generating each successive token. For each generative step, the agent produces probability

values that each possible token is the next token. If this parameter is set to 10, we select the

next token from the top 10 highest scoring tokens. Regardless of what this parameter is set

to, we always pick the next token using a weighted selection based on the agent-generated

probabilities. Thus, the 10 highest scoring tokens will be most heavily weighted whether we

are selecting from the top 10 or top 500 scoring tokens.

Samples are generated here that select from the top 2, 5, 10, 20, 50, 100, 200, 500, and

1000 scoring tokens. In all cases, we set the context size to 512 and generate 100 tokens for

each sample.

Top 2 Tokens

� The artist is not the only artist who is interested in the art of artificial intelligence.

The artist has also been involved in a number of art projects, including The Art of the

Artist (2000) and the Art of the Artist (2003). The art of the artist is a collection of

images, texts and images, which are created by the artist. In the case of the art of the

artist, the images are created by the artist. The artist is
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� In the early 1980s, the artist and artist, who had been working together fora decade,

began collaborating on a project called ”The Artist’s Hand.” The artist, who was a

graduate student at MIT, had been working on the idea of a computer that could play

music. The artist had been working on the idea of a computer for years. The artist

was working on a computer that was able to perform music.In the early 1990s,

Top 5 Tokens

� It would be a matter of a few decades or so before an artist could be considered a real

artist. In the 1950s and 1960s, the artist’s position changed. In the 1960s, artists

began to be considered art-makers and they became artists themselves. Artists such as

Paul Sermon, who in the 1960s created a series of paintings and sculptures, became a

real artist. Today, it has become commonplace for artists to be considered as artists

themselves, and it would not

� The answer is that it means something different. Artificial intelligence, like art, is not

an art if act of the artist. It is not an art form. It is not a form of art. Art is the

medium that enables us to create new forms of art and to make new forms of art. Art

is the medium that enables us to make art that is not necessarily new, but that is not

always new. Art is not necessarily new because it

Top 10 Tokens

� One answer is to think of it as a sort of creative tool for the artist. This means that

artificial intelligence has to be a kind of artistic instrument for the artists. A great

part of the art that is created by art, whether it be the artwork of art institutions or of

art schools, is the artist’s creative effort, and the art itself is the artist. This is a very

general view, but one that is widely held, especially among artists. The idea is that

artists

� In other words, what are the ethical dimensions of the artist’s art? In this context we

can distinguish two main kinds of ethical problems facing the artist: the problem of

artistic autonomy: what are the ethical values or values of the artist? The artist has

a moral agency, which he is capable of choosing to achieve. But he also has a moral
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agency of his own, or his own agency as a performer. He can, of course, choose to do

anything that is good for

Top 20 Tokens

� The question is, who are the artists and artists that have inspired the art? The following

are some of the artists that have had an influence on the artist’s work. They are the

most important in the history of art today. Michaela Lange’s In a small, quiet studio

in Los Angeles in the early 1960s, she and her husband went to see Claude-Louis

Baudelaire. In their study of the art of his time, they were struck by

� We should expect a lot more than that. After all, the question is what the artist thinks

of artificial intelligence: the artist might think that the artist wants to have a work

that is meaningful; or to have work that is good, and that is good enough. We need to

be clear about what is important, if the artist does have an interest in art, or in art’s

place in the human world. We need to be clear about which artistic work is important:

it’s a work of

Top 50 Tokens

� When researchers and artists develop their works in the context of the artwork’s poten-

tial, the design of the installation and the user might well influence both the aesthetics

and the way the work is designed, not by being artistically guided by the work itself.

Design approaches are also usually more influenced by works that are exchangeable with

each other in other contexts: the artists’ and the users’ preferences regarding the project

or its material. However, there is

� A person might wonder whether digital art is somehow more human-machine than

analog art. But even artists concerned with digital art see the issue as a matter of

”what, exactly?” rather than ”how.” Digital art, for example, emerged in the wake of

the first wave of digital technologies that, in the 1990s and 2000s, gave rise to a number

of different genres. One of these is the hybrid of video-film, animation

Top 100 Tokens
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� If the artists themselves’ artworks become such an integral part of the overall process of

their artistic work, why would they desire to produce and distribute them on their own

terms? If the artists themselves want to present themselves as autonomous, if artists

wish to create art and not art-makers, can artists also create their own work? In any

case, since these artists have no obligations to the public—or rather they don’t even

care that these artists create art—and since it is

� Following an argument given in the previous section, it was suggested to let artists get

involved. This does not necessarily go against the naturalism displayed by the works

of contemporary artists. For example, work of Richard Wagner, John Cage, and Kurt

Vonnegut are almost inevitably conceived as art. The example of Robert Planting a

shows a artist trying to make a work rather than invent it. It’s not surprising, then,

that we don’t see any strong interest in using art as an instrument for

Top 200 Tokens

� Would the artist simply be entitled to an interpretation of the design of computer im-

ages or to access them directly on the web (as computers do)? Those are questions

that researchers such as Fechner (1991) have much to answer in their own terms in

their forthcoming book ”Art as Technology.” A related question is whether the author’s

motives for (and for) a certain kind of moral license can be satisfactorily explain why

such works retain a place in the official canon of aesthetics and art. This

� As stated above, a computational artist may use digital technologies for artistic cre-

ations, but he or she is not invoking the computers of the artist to design the products

on which they are based, nor are she interpreting the actions of the artist as governed

by the law. While a digital artist might craft a product he may also craft an analog

one: a digital copy, the result of a creative process that, as we might call it, ”produces

something digital, in the sense that it copies what came

Top 500 Tokens

� What could, and should, be called the rational definition of intelligence? Consider,

for instance, an algorithm for manipulating visual data produced by the artist. These
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algorithms have a rational definition of intelligence; algorithms with rational require-

ments can be used intelligently by computer scientists. But what about how a computer

theorist might use algorithms for manipulating visual data produced by artists? Our

understanding of the rationality of algorithms—which involves distinguishing mean-

ingful ones in science theory from meaningless ones—is complicated by the difficulties

inherent in defining them.

� I will review briefly some of the proposals that have been put forward in connection

with AI. The Singularity is defined as a phenomenon within the next decade which will

be known only as the Singularity. According to Lawrence Lessig, 2009 defines it as

“one which will happen before any human being has gone beyond the limits of human

intuition, and ‘has reached the top of that establishment.’ ” The term “singularity” for

Lessig was coined by Isaac Asimov. More

Top 1000 Tokens

� More controversial items are another aspect of Oeager’s work. He holds in check the

notion of the creator as that of the whole artist working with machinery and algorithms.

Reading him, it has often been easy to look for this element of his work, moxifying his

works and pitting them against his own. As of 2007, however, the relationship between

the artist and the designer has seldom been more tantalizing. Back in the days when

the term ”designer” was somewhat rampant in

� Digital art and software communities owe much to the historical tradition of abstrac-

tion, abstraction in art that has been around for centuries (Davis, Chorycha, Michel,

1982, de Saint-Louis, 1988, MacDiair, 2000). Nowadays abstraction forms a large

part of art. Even today, abstraction comprises some of the most widely avant-garde

art, but in many ways it has migrated from art to science and applied art. Today’s

programming environments include multiple media which save time by

4.8 Reflection

2521x079 is an exploration of the texts it is trained on as much as it is an exploration

of a state-of-the-art AI/ML technology as a creative tool. The agent generates text heavily
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influenced by the training corpus, however it doesn’t clearly regurgitate this content verba-

tim. Instead, it skips across all of its sources, at times making far flung connections, but

just as likely assembling statements that, while technically ”valid” statements, lack clear

and coherent meaning and intent.

As can be seen in the examples provided in Section 4.7.1, the two primary parameters

used to control the behavior of 2521x079 can have a large impact on the content it produces.

With these parameters set, the agent can produce a large variety of text given a single

prompt. As such, any samples provided here should be taken as samples of 2521x079 ’s

behavior, not as exhaustive of its generative capacity.

2521x079 creates an interesting way to navigate its source material and uncover ideas

about artificial intelligence, philosophy, and art making. The agent doesn’t run in “real-time”

in a performative sense, as will be discussed in the case studies in Chapters 5 and 6. Instead,

the trained model is loaded, a prompt is provided, and it generates new text up to a certain

length. 2521x079 addresses the question of how AI/ML technologies can be implemented

and employed in a creative practice. As the author has studied various published books and

papers during the course of this dissertation project, 2521x079 has been trained on many of

the same resources. This document could be considered as a process of the author reading

and studying these resources, organizing these resources and their meaning, and attempting

to synthesize new ideas and approaches. Similarly, 2521x079 is formulating its own latent

organization and representation of these resources (and others), and is generating text based

on these. While we don’t believe that 2521x079 is capable of any form of self-awareness or

semantic understanding, it is capable of producing complex representations that contribute

to its ability to generate new text.

One of the primary challenges faced in creating 2521x079 is the gathering, curating,

and pre-processing of the source material. Some file formats are more easily prepared for

training than others. Epub files and text gathered from standardized sources (like the Stan-

ford Encyclopedia of Philosophy) can easily be parsed and prepared for training as all the

files are formatted in similar ways. This includes clear delineations between markdown ele-

ments and the body text itself. Conversely, extracting text from PDFs proved challenging,

as even the best OCR (Optical Character Recognition) tools struggle with PDF format-

ting, resulting in many line breaks and errant punctuation marks and symbols. Measures

were taken to mitigate these issues where possible and practical, through targeted find-and-
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replace functions and thinning of excessive white-space. During the tokenization and data

preparation process (described in Section 4.7) extracted text sequences shorter than a set

minimum length are discarded in order to compensate for formatting artifacts produced by

the PDF OCR text extraction process. Given the large number of PDF files contributing to

the training corpus, it is not feasible to check every line of extracted text by hand. As such,

it is assumed that aspects of the training corpus are not optimally prepared.



5. CASE STUDY: CIBO

5.1 Intent and Goals

The Cibo project seeks to create an autonomous live-coding agent, based on the

performances of human performers, that is capable of performing code using TidalCycles.

At its core, Cibo consists of a custom lexer for tokenizing TidalCycles code, several neural

network modules for generating new TidalCycles code, and a software interface that allows

Cibo to edit and execute the contents of a text editor. Through the process of creating

Cibo, we explore how artificial intelligence and machine learning technologies can be used

in a performance context, how human performance styles can be learned (or not) by these

technologies, and the aesthetic results of such an autonomous agent. One of the particular

challenges of the Cibo project is determining how to best identify and break apart the

constituent parts of the human performance into discrete data that can be used to train the

Cibo neural networks.

Cibo has undergone several revisions, resulting in two different constructions of the

agent. The first version is built around a sequence-to-sequence encoder-decoder neural net-

work architecture, while the second is based on a variational autoencoder approach. The

technical construction of the Cibo agent will be described briefly below. Complete imple-

mentation details can be found in the original paper publications for each version.194

Cibo performs using the TidalCycles live coding library.195 TidalCycles is a library

for the Haskell programming language that allows the user to create musical patterns from

code. The library’s API provides functions for creating musical patterns with audio samples,

as well as a number of algorithmic devices that can be combined to produce complicated

patterns that change over time. TidalCycles is frequently performed using a text editor with

an embedded REPL environment,196 with the performer constructing one or more blocks

.Portions of this chapter previously appeared as: Stewart, Jeremy and Shawn Lawson. “Cibo: An Au-
tonomous TidalCycles Performer.” Paper presented at the Fourth International Conference on Live Coding
(ICLC), Madrid, Spain, January 2019; and Stewart, Jeremy, Shawn Lawson, Mike Hodnick, and Ben Gold.
“Cibo v2: Realtime Livecoding AI Agent.” Paper presented at the Fifth International Conference on Live
Coding (ICLC), Limerick, Ireland, February 2020.
194. Jeremy Stewart and Shawn Lawson, “Cibo: An Autonomous TidalCyles Performer,” Paper presented at
the Fourth International Conference on Live Coding (ICLC), Madrid, Spain, January 2019; Jeremy Stewart
et al., “Cibo v2: Realtime Livecoding AI Agent,” Paper presented at the Fifth International Conference on
Live Coding (ICLC), Limerick, Ireland, February 2020.
195. TidalCycles, “TidalCycles Userbase.”
196. REPL stands for “Read-eval-print loop.”
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Figure 5.1: Cibo tokenization process. A TidalCycles sequence (top) is input
into the Lexer, which produces a sequence of integer tokens
(middle), one for each symbol, function, or variable. Additionally, a
Start-of-Sequence token is added to the start of each sequence (0)
and an End-of-Sequence token is added to the end of the sequence
(1). Original values are preserved for all INT, FLOAT and STRING

tokens (2, 3, and 19, respectively), as seen at bottom.

of code, making changes to these blocks of code over the duration of the performance, and

executing them as changes are made. The live-coding community is made up of artists

and performers exploring the many different approaches to using code to create music and

visuals, and as such, there are wildly different performance styles.

5.2 Creation and Development

The construction of development of the Cibo agent will be discussed below. First, the

tokenization process is briefly discussed, followed by the neural network construction for each

of the two versions of Cibo.

5.2.1 Tokenization

Both versions of the Cibo agent make use of a custom lexer that is created using

the PLY (Python-Lex-Yacc) library.197 The lexer converts raw TidalCycles code (strings of

text from the text editor) into discrete integer tokens, each representing a given character,

symbol, function name, or variable type.

197. David Beazley, “PLY (Python Lex-Yacc),” accessed October 18, 2020, https://www.dabeaz.com/ply/.
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TidalCycles code is tokenized per execution, meaning that any triggered execution of a

code block within the text editor will result in that code block being tokenized as a sequence,

stripped of any white space, tabs, and new lines. The tokenizer (and the agent, generally)

does not track or manage any formatting of code within the text editor. The neural network

components of the Cibo agent can ingest the tokenized code sequences directly and will

produce new token sequences, which can then be converted back into valid text code using

a reverse lexing process.

An immediate challenge in creating Cibo is determining how to best tokenize Tidal-

Cycles code so as to concisely represent all possibilities required. All available function

names198 and valid symbols are given unique number values. During a human’s performance

with TidalCycles, the performer relies upon these functions and symbols, function argu-

ment values, and sound sample names. Rather than attempt to create a lexer dictionary

encompassing all possible integer, floating-point, and sample-name values, we tokenize all

such values as their value type–INTEGER, FLOAT, and STRING. This moves the process

of learning and generating these kinds of values from the token-generating neural networks

to another component. The implications of this decision will be discussed further below.

5.2.2 Cibo I Neural Networks

The Cibo I agent199 is constructed around a sequence-to-sequence encoder-decoder

neural network architecture.200 The high-level components of the Cibo agent can be seen in

Figure 5.2. The Input and Output in this figure are token-sequences.

The encoder-decoder architectures, first described simultaneously by Sutskever, Vinyals,

and Le in “Sequence to Sequence Learning with Neural Networks,”201 and by Bahdanau,

Cho, and Bengio in “Neural Machine Translation by Jointly Learning to Align and Trans-

late,”202 was created as a way to address the problem of converting one sequence of tokens

to another, given that the input and output sequences may very well be of differing lengths.

This approach functions by reading the entire input sequence into the network, producing

some fixed-size latent representation internally. This is the encoder portion of the network.

198. TidalCycles, “All the Functions,” accessed November 24, 2020, https://tidalcycles.org/index.
php/All_the_functions.
199. A video of Cibo I performing can be found here: https://vimeo.com/287336427/c9bb5e536e
200. Full details of the architecture design, hyperparameter settings, and training process can be found in
Stewart and Lawson, “Cibo: An Autonomous TidalCyles Performer.”
201. Sutskever, Vinyals, and Le, “Sequence to Sequence Learning with Neural Networks.”
202. Bahdanau, Cho, and Bengio, “Neural Machine Translation by Jointly Learning to Align and Translate.”
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Figure 5.2: High-level view of the Cibo I neural networks.

Then, this latent representation is used to kick off the decoder as its initial input. The

decoder will then auto-regressively produce output values until it produces some indicator

that it should stop generating output. This is contrary to how most basic recurrent neural

networks function–although they maintain some hidden state, allowing past data to effect

present function, they generally will produce an output for each input they receive. Being

able to have variance between input and output sequence sizes is an obvious requirement for

human language translation.

In the case of Cibo, we employ this architecture to translate from a code block at

time-step t to a new code block at time-step (t+ 1). Each code block is a sequence of tokens

representing TidalCycles code and each code block could be of any length.

The first layer of the Encoder (as seen in Figure 5.2) is an embedding layer that

learns higher dimensional semantic embeddings for all tokens.203 The encoder then reads the

entire input sequence in and outputs the last hidden state. The next component, simply

labeled “RNN” in Figure 5.2, ingests the output from the Encoder and maintains its own

hidden state. This hidden state influences the next TidalCycles code-sequence to produced,

based on previous code sequences seen. The Decoder module generates a new sequence of

203. Tomas Mikolov et al., “Efficient Estimation of Word Representations in Vector Space,” Preprint, sub-
mitted September 7, 2013. https://arxiv.org/abs/1301.3781.
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tokens auto-regressively. Finally, the Values RNN produces values for any INT, FLOAT,

or STRING token as needed. The output is converted to usable TidalCycles code using

the token dictionary held in the lexer.

Cibo I was trained using a number of TidalCycles recordings produced by the author.

5.2.2.1 Cibo I in Performance

Cibo I requires an initializing TidalCycles code block to begin performing. This code

block is provided either manually by the user or randomly by selecting a code block from the

training samples. It uses this starting code block to generate its first output. This output is

sent to the text editor, where it is triggered for execution in the REPL (forwarding it to the

TidalCycles interpreter, thus activating sound playback) and sent back into the Cibo I agent

as the next input. Cibo then continues to produce new TidalCycles sequences, executing

each in turn, and using each output as input for the next step in the performance, until

the performance is ended by the human user. Cibo I performed solo at the International

Conference on Live Coding, 2019, at Medialab Prado, Madrid.204

5.2.2.2 Evaluating Cibo I

Cibo I demonstrates the possibility of creating an AI/ML agent capable of live-coding

a TidalCycles musical performance. During performance, the agent tends to shift between

gradually developing an idea and rapid juxtaposition of contrasting textures. The recordings

used to train Cibo I tend to gradually edit and augment TidalCycles code, producing a

gradual evolution of sound and timbre over a long period. A particular good example of

Cibo executing this kind of gradual development can be seen at approximately 3:34 and

continuing until about 5:53 in “Cibo: Safeguard II.”205 In this section, Cibo begins with

relatively simple code, producing a sparse rhythmic pattern. At each step of the performance

within this period, Cibo replaces some samples with new sounds or augments the code block

with an additional function or effect.

Conversely, Cibo also tends to rapidly move between extreme contrasts, with large

changes to the code, even completely rewriting the entire code block between every execution.

204. Medialab Prado, “Cibo I: Safeguard, ICLC 2019 Concierto Inaugural,” YouTube, accessed January 5,
2021, https://youtu.be/WfJX62CqRpY?t=7177.
205. Jeremy Stewart, “Cibo: Safeguard II,” accessed January 5, 2021, https://vimeo.com/288889990/
6d92fd1a55.



80

An example of this behavior can be observed starting at approximately 2:30 and continuing

until roughly 3:35,206 when Cibo settles into a more gradually developing behavior.

The Values RNN responsible for producing variable values occasionally produces values

that are invalid, thus resulting in segments of the TidalCycles code having no effect or being

ignored by the TidalCycles interpreter. An example of this can be seen at approximately

4:52 in “Cibo Safeguard”207, where the agent produces the following sequence:

d1 $ whenmod 23 23 ( slow 4 . gap 4 ) $ every 3 ( spin 2 ) $ whenmod

9 8 ( ( |+| coarse "4" ) ) $ stack [ sometimes ( rev ) $ n " ∼ 8 [ 5

6 ] ∼ " # s " 808 sn ", sometimes ( |+| n " 5 " ) $ n " -1 [ ∼ 1 ]

" # sound " 808 kick " # cut " 1 " # pan ( rand ) , degrade $ n " ∼
[ 3 4 6 7 ] " # s " trikick " # coarse " 6 " , n " ∼ 4 " # s " cl "

]

The whenmod function takes three arguments: two integer values and a function. In

the first line of the above example, both of the integer values are 23, with the provided func-

tion begin ( slow 4 . gap 4 ). The whenmod function conditionally applies the provided

function based on the current cycle count.208 If the integer arguments provided are equal,

the provided function will never be applied. Additionally in this code example, the -1 value

seen at the end of the third line will result in no sample being triggered, as sample index

values must be positive.

Occasionally, Cibo will produce code sequences that are invalid, resulting in errors

being returned from the Haskell interpreter or even a system crash. This behavior can be

observed at approximately 6:47 in “Cibo Safeguard”209 when Cibo produces a code sequence

that contains a long sequence of integer values while failing to produce any syntactically valid

TidalCycles code enclosing these values. When the agent attempts to trigger the execution of

this code block, the Haskell interpreter returns an error. In this video, the author intervenes

by replacing the invalid code with a valid TidalCycles code block to redirect the agent.

206. Stewart, “Cibo: Safeguard II.”
207. Jeremy Stewart, “Cibo Safeguard,” accessed January 5, 2021, https: //vimeo. com/287336427/

c9bb5e536e.
208. The current cycle count is divided by the first argument. If the remainder value is greater than or equal
two the second argument, the provided function is applied.
209. Ibid.
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Figure 5.3: Combining multiple tokens during Cibo II preprocessing.
Sequences of up to four contiguous tokens are combined into a
single, new token value. This is done to shorten the token
sequences that will be generated by the agent.

5.2.3 Cibo II

Cibo II attempts to improve upon Cibo I through a number of changes to the inner

workings of the agent and training process. Cibo II is a more robust agent, producing

fewer instances of invalid variable values or code blocks. It is more capable of generating

longer code blocks and nuanced developments over the course of a performance. This is

accomplished by moving from the aforementioned sequence-to-sequence architecture to a

variational autoencoder approach, creating separate Values RNNs each variable type, and

updating the lexer to produce ngram tokenizations–enabling more compact encoding of

longer sequences. The details of these modifications will be described below.

5.2.4 Cibo II Training Samples

Training samples for the Cibo II agent were provided by several TidalCycles performers,

Mike Hodnick (who goes by “kindohm”), and Ben Gold (who goes by “bgold”), and author of

this dissertation. The TidalCycles recordings used to train Cibo II also include all recordings

from the previous version of the agent. This training corpus is much larger than that used to

train Cibo I, and, given that three different performers contributed, contain a much greater

variation in performance and code styles than used in the previous iteration of the agent.

5.2.5 Cibo II Lexer

The lexer used for the Cibo II agent is nearly identical to the lexer used for the previous

version. One primary difference worth noting here is the additional step of producing an

n-gram token dictionary. Once all TidalCycles recordings are tokenized, each TidalCycles
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token sequence is compressed by combining up to four contiguous tokens into a single new

token value–an ngram. This step can be seen in Figure 5.3. Previously, the lexer contained

a dictionary of 248 discrete tokens, including all valid functions and symbols as defined

within the TidalCycles documentation.210 Reducing all token sequences by combining up

to four tokens into ngrams drastically reduces the length of a given token sequence, while

greatly increasing the number of unique tokens within the lexer dictionary (there are 11267

such tokens, keeping only those that occur within the training corpus). The TidalCycles

recordings used to train Cibo II include performances by individuals who tend to develop

much longer code sequences than those samples used to train Cibo I. By moving to ngrams

for Cibo II, longer code-blocks can be represented with shorter token sequences–i.e., more

compact encodings. This lowers the burden placed on the neural network by reducing the

sequence-length that must be fully encoded and decoded during the training process.

5.2.6 Cibo II Neural Networks

Cibo II is based on a variational autoencoder (VAE) design.211 This VAE component

is trained in an unsupervised fashion in two stages to compress and reconstruct the training

material, producing a latent representation as a set of normal distributions. The VAE

training setup can be seen in Figures 5.4 and 5.5.

In the first stage of training (Figure 5.4), a tokenized TidalCycles sequence is input into

the encoder module. A bidirectional recurrent neural network (labeled BiRNN) is used because

it provides additional context information, reading the input sequence both forwards and

backwards.212 The hidden state produced by the sequence is passed through several dense

layers to produce the output of encoder1, labeled Latent1. Latent1 is then passed into

the decoder, where it is used to kick off an auto-regressive process within the RNN, producing

new tokens as output until an end-of-sequence token is produced. The network is trained

to learn to produce the same token sequence on output as it receives in the input.

During the second stage of training (Figure 5.5), the latent vectors produced during

stage one are used as input and target output of the network. Thus, Latent1 is passed into

the neural network seen in Figure 5.5, where it is further compressed via the multi-layer

Encoder2 module. The output from Encoder2 is sampled as a set of normal distributions

210. TidalCycles, “All the Functions.”
211. Kingma and Welling, “Auto-Encoding Variational Bayes.”
212. Schuster and Paliwal, “Bidirectional Recurrent Neural Networks.”
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Figure 5.4: Cibo II, training step 1. A tokenized TidalCycles sequence is input,
at top, into the encoder (encoder1), where it passed through an
embedding layer, and into a bidirectional recurrent neural network
(BiRNN). From here, the hidden state is passed through several
dense layers to produce the Latent1 vector. This latent
representation will be used to train step 2 of the Cibo II agent.
Latent1 is passed into the decoder (decoder1), where it starts the
generation of a new sequence within the RNN. The decoder RNN
continues producing tokens until an end-of-sequence token is
produced. This network is trained to reconstruct its input sequence
accurately, as is common with autoencoder systems.

before passing into Decoder2. The target output of Decoder2 is the reconstruction of the

input to Encoder2–the Latent1 vectors.

At this point in the training process, we pass all of the training samples through

Encoder1 and Encoder2, saving the outputs from Encoder2 to be used to train an additional

RNN model. This model is a simple recurrent neural network that auto-regressively generates

these latent vectors over the course of the performance, submitting each such vector into the

decoders, which turn each into a valid TidalCycles token sequence. The performance-time
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Figure 5.5: Cibo II, training step 2. The inputs to Encoder2 are the Latent1
vectors generated by the model trained during step 1. Here, the
Encoder produces two vectors that are regarded as the mean and
standard deviation of a normal distribution. This distribution is
sampled prior to being input to Decoder2. The decoder then
reconstructs the original input (into Encoder2) as output.

architecture used to generate token sequences with Cibo II can be seen in Figure 5.6. The

first input vector is provided by randomly selecting from the previously encoded training

samples. The RNN generates a new vector that is sampled (as a normal distribution) and

input into the decoders, generating a sequence of TidalCycles tokens. This RNN-generated

vector is also used as the next input into the RNN, which will then generate another vector,

triggering a new TidalCycles sequence, and so on.

During performance with Cibo II, the agent is allowed to generate TidalCycles code

autonomously via this auto-regressive system. The agent periodically gets caught in a repet-

itive loop, producing the same token sequence many times in a row. The agent tracks the

number of contiguous repetitions of a given token sequence. If it hits a user-defined threshold

(3 repetitions, for example), the agent will randomly “jump” to another latent vector as its

next input and clear the RNN hidden state. Such changes appear during performance as a

large, sudden change in TidalCycles code within the text editor, and are usually marked by
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Figure 5.6: Cibo II performance-time architecture. To begin performance, the
RNN is provided a valid input vector (any of the normal distribution
vectors seen between Encoder2 and Decoder2 in Figure 5.5. The
RNN will produce subsequent vectors of the same format, which
are sampled and input into the decoders, which generate
TidalCycles token sequences as output (bottom).

considerable change within the sound produced by TidalCycles.

Similar to the previous Cibo architecture, as discussed in Section 5.2.2, the Cibo II

lexer replaces variable values with a token denoting the variable type: INTEGER, FLOAT, or

STRING. The last step to converting the output from the decoders (as seen at the bottom of

Figure 5.6) is to replace these variable-type tokens with valid values. Unlike Cibo I, here,

we use separate neural network modules for each variable type, as seen in Figure 5.7. Each

variable-generating neural network is comprised of a bidirectional recurrent neural network

(labeled BiRNN), followed by a linear layer. The complete generated token sequence (at top)

is input into each of the variable generating neural networks, allowing the network to consider

each variable’s context within the entire sequence during generation. The output from each

respective value-generating neural network is used to fill in the required value within the

token sequence. In the case of producing STRING values, the network outputs an integer

value, which is used as an index to lookup a sample name dictionary held within the lexer.



86

5.3 Reflection

The Cibo project constitutes a novel application of machine learning technologies to

the medium of live-coding musical performance. The development of the agent repurposed

machine learning methods and architectures from natural language processing and machine

translation to the domain of TidalCycles code generation. As such, Cibo addresses the

first consideration outlined in Chapter 3: “the creative possibilities enabled by A.I./M.L.

technologies through their implementation as creative tools.” This project demonstrates one

possible use of A.I./M.L. technology as a creative tool.

During the process of developing Cibo, a number of decisions were made that served

to define and constrain the training data collected, and therefore, the range of possibilities

afforded to the agent. Each of these decisions constitutes a reduction of reality to a narrower

set of discrete data points. As discussed in Section 2.1, this act of sampling and represen-

tation through ever more discrete and finite sets of data moves further away from reality as

a qualitative multiplicity. This act of sampling and reduction isn’t being performed by the

technology itself, but is an action performed by the human creator (the author) in order to

develop the technology. On the one hand, the author becomes complicit in the digitization

and quantization of reality on behalf of the technology. On the other hand, the process of

determining how to quantize and sample the data forces the author to weigh the elements

of a live-coded performance that are most essential to the Cibo project.

First, recordings were produced and collected of code performances only, no audio or

sound recordings were collected or used in the creation of Cibo. This decision, which was

made for the sake of simplifying the data collection and preparation process, had the effect of

narrowing the creative possibilities of Cibo to being solely focused on analysis and generation

of code, with no regard to the sonic outcomes of the code. Further, code-block executions as

they occur when performing with TidalCycles are discrete events–these recordings arrive as

digital representations of a human performance. In other words, code recordings are already

quantized, digital representations that are easily used in M.L. applications. Additionally,

code-block executions are recorded in the order that they occur in the human performance,

but they are otherwise time-independent events.

Once the live-code performances are collected, the act of pre-processing them in prepa-

ration for neural network training involves a number of additional decisions and steps of

quantization and reduction. The code contained within the recordings is tokenized into
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integer token representations, with each unique symbol or keyword being converted into a

unique integer value. This practice is common in the field of natural language processing,

although the act of defining the valid terms and symbols to be tokenized is a further step

of reduction and constraint. Defining a term as valid allows it to be tokenized into a form

that can be ingested and learned by the agent. The agent, by design, can only generate

code terms and symbols that exist within the lexer. Including or excluding a term from the

lexer defines the boundary limits of the agent. The inclusion of all functions and symbols

that appear in the TidalCycles documentation maintains a wide set of possibilities. Each

human performer may have unique function definitions that they use during performance.

These can be included in the training material for Cibo, but Cibo does not have the ability

to define new functions.

The variable values (INTEGERS, FLOATS, and STRINGS) used by the agent are converted

into a normalized range based on the minimum and maximum values occurring in the training

recordings. This is necessary to the training process–normalizing these values to be the in

range of [0, 1] aids in the training process. When the agent generates a value within this range

during performance, it is converted back to the original range based on the minimum and

maximum values seen in the training corpus. While this act of normalization and conversion

does not necessarily limit the possibilities afforded Cibo, the act of defining a minimum and

maximum value does: Cibo will only generate variable values in the range that they occur

in the training corpus.

The training process for Cibo is a multi-stage process. In the case of Cibo II, training

the central VAE component requires two steps (seen in Figures 5.4 and 5.5). Then the RNN

used to control the overall direction of the performances is trained as a subsequent step

(seen in Figure 5.6), along with the values BiRNNs (seen in Figure 5.7). It is difficult to

experientially evaluate the performance of any of these components in isolation. Instead, we

must rely on metrics produced during training (pertaining to loss and accuracy) as indicators

of a effective training setup. It only becomes possible to evaluate the effectiveness of the

Cibo agent once all components are trained and can be assembled into the final performance

architecture.

With the neural network modules trained, the agent can be assembled for performance

evaluation and used to produce additional novel visualizations. Figure 5.8 is a visualization

produced by the trained Cibo II agent. Each point is a single code-block execution from the



88

training corpus, color-coded based on human-performer origin. This visualization is created

by applying the t-SNE algorithm to the latent representations produced by the Encoder2

module. T-SNE (t-Distributed Stochastic Neighbor Embedding) is a dimensionality reduc-

tion algorithm primarily used for data visualization.213 Unlike other dimensionality reduction

algorithms like PCA (Principal Component Analysis), t-SNE is nonlinear and nondetermin-

istic. We calculate the t-SNE representation using Scikit-learn,214 a machine learning library

for Python. The result of the t-SNE algorithm is a three-dimensional representation of all

training samples derived from the latent space learned by the Cibo agent. This visualization

can help us imagine how the Cibo agent is organizing and structuring the training samples,

with points nearer to each other being more closely related than points occurring further

apart.

It is important to point out that while these training samples exist as discrete points

within the latent space constructed by the Cibo agent, they do not constitute the full range

of possibilities of the agent. While it is possible that Cibo will reproduce various code-blocks

precisely as they exist in the training corpus, it is just as possible that the agent will produce

new code-blocks that never appeared in the training corpus. If each point in Figure 5.8 is a

single code-block execution from the training corpus, the space bounded by the figure is a

continuous latent space that may be traversed, generating new code-block executions at any

coordinates within the limits of this space. While Cibo learns to live-code from a discrete set

of samples that are produced by the human artist/developer, the resulting machine learning

model contains a continuous function.

In Bergson’s example of Paris, as discussed in Section 2.1 (page 4), collecting many

images and representations of Paris allows an individual to understand fragments of the

city, although they will never allow an individual to reconstruct or gain an intuition of

Paris. The creation of Cibo begins by aggregating many samples of human performers live-

coding in TidalCycles. These recordings (discrete representations) are limited in that they

do not exhaust the creative abilities or nuance that each human performer has. As such,

Cibo does not recreate or reconstitute the human performer. However, by the nature of the

neural networks and training processes used to create Cibo, the agent uses these discrete

213. Laurens van der Maaten and Geoffrey Hinton, “Visualizing Data Using t-SNE,” Journal of Machine
Learning Research 9 (November 2008): 2579–2605.
214. F. Pedregosa et al., “Scikit-learn: Machine Learning in Python,” Journal of Machine Learning Research
12 (2011): 2825–2830.
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representations to construct a new reality, a new smooth, continuous function that cannot

be reduced to a finite set of samples or discrete representations. This neural network-

created model does not mirror the abilities or potentials held by the contributing human

performers. Instead, it creates new abilities and potentials, with the samples provided by

human performers serving merely as the starting point for this creative process. Just as a

human performer is not reducible to a finite collection of discrete representations, nor is the

trained Cibo agent.
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Figure 5.7: The final step taken by Cibo II to generate complete TidalCycles
code sequences. The output from the decoders (the output
produced by the model shown in Figure 5.6) is used as input here.
The raw tokens can be converted back to human-readable code via
the lexer (second line from top). Any instances of INTEGER, FLOAT,
and STRING (seen in second line down in red) tokens must be
replaced with valid values. These values are generated by a set of
trained bidirectional recurrent neural networks (BiRNNs), one for
each variable type. I, F, and S tokens are replaced with the outputs
from the associated BiRNN. In the case of STRING tokens, the
integer output from the BiRNN is used as a lookup index for the
sample name dictionary within the lexer.



91

Figure 5.8: A visualization of the latent space representations produced by
Encoder2 processed by t-SNE. Each point represents a single
TidalCycles code block execution from the training corpus,
color-coded according to the contributing performer. The two
figures are of the same three-dimensional space. The figure on the
right is rotated 90 degrees around the Y axis, thus displaying the
same points from a different perspective.



6. CASE STUDY: PROMETHEUS

Figure 6.1: Performer Rachel Cox Culver on stage during rehearsal of
Prometheus. Real-time AI generated visuals are projected onto
two faces of the cube on left. Visuals are generated based on
performer movement as viewed from a infrared camera facing the
performer from downstage (photo credit: Lynn Lane).

6.1 Intent and Goals

Prometheus is a multimedia dance performance featuring real-time AI generated video,

created in collaboration with NobleMotion Dance and choreographers Andy and Dionne

Noble.215 Prometheus premiered at the Hobby Center in Houston, Texas on August 23,

2019.

At a high level, Prometheus is an exploration of the history of interactive, video-based

technologies used in dance performance across four sections. The first section makes use of

a black-and-white infrared camera feed projected as-is, with gradually increasing lag and

temporal distortion, including glitch-like artifacts. Section two begins manipulating cam-

era feeds via masking, frame-differencing and motion detection, using these techniques to

215. NobleMotion Dance, “NobleMotion Dance.”

92



93

Figure 6.2: Company dancers performing during rehearsal of Prometheus at
center-right. Company director and choreographer Andy Noble at
right. AI generated visuals projected upon two faces of the cube at
left.

produce pixelated and distorted representations of the performers’ bodies and movement.

Section three presents a set of highly abstracted representations of the performers, with real-

time camera feeds being passed through a pair of convolutional neural networks trained to

classify each frame based on an unsupervised learning clustering approach. This representa-

tion manifests visually as a mosaic of gathered camera images and a growing, swirling point

cloud accumulated from the outputs from the convolutional neural networks (CNNs)–this is

seen in Figure 6.2. Finally, section four sees artificial intelligence generated visuals, created

based on the CNN classification and clustering of the performers’ movements as input. These

AI-generated visuals are the product of a Generative Adversarial Network (GAN) that was

trained on approximately 20,000 images collected during the development of Prometheus.

The output of the GAN network is highly interactive, capable of moving tightly in sync with

the performers, and it is highly reminiscent of the dancers themselves.

Prometheus is accomplished through extensive use of custom computer vision software
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(developed with OpenCV),216 the PyTorch deep learning library,217 and the multimedia

software TouchDesigner.218 The technical setup of Prometheus consists of three infrared

cameras, six infrared emitters, and five projectors. The piece employs two cubes that are

moved around the stage over the course of the 25-minute piece. One of these cubes is

constructed out of welded steel beams (performer Rachel Cox Culver can be seen standing

within this cube in Figure 6.1). This cube has no faces and is performed in and around by the

company dancers during the piece. The second cube has two faces covered with a reflective

projection screen and serves as the primary projection target for all computer-generated

video.

In addition to the technical apparatus employed during Prometheus, a number of chore-

ographic exercises were created and experimented with during the development of the piece.

These exercises use the neural network training process and generative adversarial networks

as inspiration. These experiments serve to directly engage with AI/ML processes and meth-

ods as a framework for creative exploration. Through this process, we allow AI/ML to shape

the creative process undertaken to create and realize Prometheus. When taken together, the

technological apparatus developed for real-time use in performance along with the GAN-

inspired experiments address the third consideration described in Chapter 3: exploring the

ways that AI/ML technologies can alter the creative processes undertaken in the production

on new works.

6.2 Creation and Development

This section will first describe the choreographic exercises developed during the early

stages of work on Prometheus. These exercises were employed in the studio with company

dancers to generate early movement material. This generated material was used in part

in later choreographic and compositional processes, although it was not adhered to strictly

beyond these early experiments.

Next, we will first provide a high-level overview of the technical components developed

for Prometheus and the technical setup during performance. Then, the machine learning

components of Prometheus will be discussed at greater length, starting with the clustering

216. Gary Bradski, “OpenCV,” accessed April 26, 2021, https://opencv.org/.
217. Paszke et al., Automatic Differentiation in PyTorch.
218. Derivative, “Created with TouchDesigner,” accessed November 27, 2020, https://derivative.ca/
product.
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algorithms and convolutional neural networks developed for processing camera input, fol-

lowed by the Generative Adversarial Network (GAN) used to generate images and video

which are seen during the final section of the performance.

6.2.1 A.I.-inspired Choreographic Exercises

A number of generative choreographic exercises were created and used during the early

phase of the development of Prometheus. These exercises are heavily inspired by the way a

generative adversarial network (GAN) is trained (GANs were discussed in Section 2.7.2.9,

page 28). These choreographic experiments are an effort to explore AI/ML technology as

applied to human creative processes, to explore the mechanism by which these technologies

functions, as well as to generate performance material in a novel way.

A list of abstract descriptors was created by company director Andy Noble. These

terms hint at parts of the body or kinds of movement gestures while resisting a single clear

interpretation. This list of terms includes: “drunk jaw, bow and arrow, stomach pain, circle

forget, float drop, almost fall, float cough (no sound), tip toe elbow, drop heart back, exhale

up, peck peck, squeeze spiral, shrinking lung, falling eyelashes, heel backwards, scribbling

arm, point at your star, cut your string, jump splat back, flip, side wind heel, hop one hop

two, out in, slap slap.”

To begin the experiment, three company dancers were selected to create movement us-

ing this list of descriptors. These three company members selected terms from the complete

list of descriptors and created a movement or gesture for each item in the list as well as cre-

ating movement that connects between these terms. They create their movement out of view

of any other company members. These movement phrases are then regarded as the “ground

truth” for the experiment. With the ground truth material produced, the three company

dancers now move into the role of “discriminator,” taking on a role akin to the discriminator

network within a GAN. Additional company members join the experiment as “generator”

members. Having not seen the ground truth movement sequences, the “generators” are

tasked with created their own movement sequences. The generators are provided with the

same ordered list of descriptor terms enumerated above, however they are not provided any

information about the ground truth movement that they are attempting to replicate.

The generator member creates a new movement sequence (based on the list of descrip-

tors). The discriminator, in response, provides “yes” or “no” feedback at each step of the
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Figure 6.3: Performers Seth McPhail, Evelyn Toh Paoli, and Kalli Loudan (left
to right) perform their movement phrases created during the
Prometheus GAN experiments. Each of the three acted as a
generator member, creating a movement phrase in response to
feedback from a discriminator member. Here, the three perform
their phrases together, highlighting the differing results created
from the same ground truth phrase (video of this experiment can
be found at Jeremy Stewart, “Prometheus GAN Experiment 1 on
Vimeo,” accessed January 11, 2021,
https://vimeo.com/499247126/6a13f0379f).

sequence, indicating whether the movement created by the generator is the same as (or sim-

ilar to) the ground truth movement. The generator attempts to incorporate this feedback,

changing their sequence, and repeats the process, with the discriminator again providing

“yes” or “no” feedback. After several iterations, the feedback constraints are relaxed a bit,

allowing the discriminator member to provide a spectrum of feedback, correlating to the way

the discriminator in a GAN will provide a score value in the range of [0, 1], rather than a

simple “yes / no” value.

During each iteration, the generator member performs his or her movement phrase as

the descriptors are stated aloud. The discriminator member provides 0−1 feedback for each

descriptor. The generator member is never allowed to observe the original movement phrase,
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but works to gradually converge upon it by reacting and adjusting according to feedback

from the discriminator member.

This process was carried out multiple times with multiple company members, resulting

in numerous explorations of each descriptor sequence based on a single discriminator mem-

ber’s feedback. Once multiple company members have acted as generators with regards to

each discriminator, the generators were asked to perform their movement phrases together,

side by side, demonstrating the similarities and differences resulting from the experiment.

During these performance demonstrations, the discriminator member can be heard saying

the descriptor phases as they are executed for the camera.219 There are multiple performers

in each video, each performing their own movement sequence that was created in collab-

oration with a single discriminator member. While each performers’ movement is unique,

there are moments of overlap and connection where multiple generator members were able

to converge on a fragment of the ground truth via the discriminator’s feedback.

Next, we combined different sequences from different generative processes. This setup

can be seen in experiments 5 and 6, where the two performers are performing entirely different

movement sequences while being independently cued (verbally, by individuals off-camera).220

This combinatory approach would be revisited during the process of setting Prometheus as

a stage performance.

The results of these experiments were then set to music, allowing the performers to

create their own pace for their movement phrases. Here, the performance is longer being

dictated by an individual reciting the descriptors as directives. For each of experiments 7, 8,

9, and 10, the performers’ movements were created as a product of working with the same

discriminator.221

The movement created during this experimental process was used during the process

of creating the final staged performance as source material for reconfiguration. As such, the

results from these experiments does not appear verbatim in the final realized performance,

but appears in part and in fragments throughout.

219. See experiments 1, 2, 3, and 4 in Appendix D.
220. See experiments 5 and 6 in Appendix D.
221. See experiments 7, 8, 9, and 10 in Appendix D.
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6.2.2 Technical Overview

The complete on-stage technical apparatus of Prometheus is diagrammed in Figure

6.4, which shows the stage as it is set up at the beginning of the piece.222 All components

of this technical setup remain stationary throughout the performance of Prometheus except

for the two cubes, which move throughout, starting each section in a different location on

stage. During sections one and two, for example, cameras a, b, and c are all used, along

with projector 1. During the third section, camera b is used, along with projectors 2 and 3.

Finally, during the fourth section, camera b is again used, this time with projectors 4 and

5. While this large setup is only used in the piecemeal fashion at any given time, this setup

was developed in order to allow the two cubes and the dancers to change their orientation

and arrangement on-stage throughout the piece without requiring any projectors to cameras

to be adjusted or altered.

Figure 6.6 diagrams the processing flow of all connected hardware components through

the various software applications.223 Cameras a and c feed directly into TouchDesigner,

where they are processed via a number of thresholding, frame-differencing (to detect and

infer movement), and background subtraction functions. Then, these camera feeds are sent

out to two convolutional neural networks (CNNs) via Spout224 for further processing (seen at

far left, labeled RT-Unsup. Learning CNN). The output from these CNNs is passed back

into TouchDesigner via OSC,225 where they are used directly to produce graphical represen-

tations or used to generate an appropriate input vector for the GAN (seen at bottom left of

Figure 6.6). Camera b operates on a slightly different protocol than cameras a and c, as such,

it is not possible to ingest this camera’s feed directly into TouchDesigner. Instead, it is fed

into a custom OpenCV-backed application which performs a number of image adjustment

functions: contrast, gamma, image threshold, and frame differencing. This custom OpenCV

application runs in the background, but is controllable from within the TouchDesigner inter-

face via OSC messaging protocol. The processed camera feed from this application is sent

into TouchDesigner with Spout, where it is made available alongside the other two camera

feeds.

222. Appendix C contains additional diagrams showing how Prometheus unfolds, with changes being made
through the four sections.
223. Camera and projector labels here correlate to those seen in Figure 6.4
224. Spout, “Spout,” accessed November 27, 2020, https://spout.zeal.co/.
225. Matthew Wright, “Open Sound Control: An Enabling Technology for Musical Networking,” Organised
Sound 10, no. 3 (2005): 193.
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Figure 6.4: The on-stage technical apparatus of Prometheus includes three
infrared cameras (indicated in green) with six infrared emitters (in
blue), and five projectors (in red). A welded steel cube (center
right) serves as a primary focal point for the performers
throughout the piece. A second cube (top center) has projectable
surfaces on two faces (indicated in yellow). Both cubes are moved
over the course of the performance. See Appendix C for additional
diagrams indicating the progression of the performance.

6.2.3 Processing Camera Inputs via Machine Learning

This section will more closely detail the way camera images are processed and used

along with convolutional neural networks in Prometheus. Two camera feeds (cameras a and c

in Figure 6.6) are ingested into TouchDesigner. Here, these camera images are processed via

level adjustments (brightness, contrast, gamma) and then passed to two different functions.

The first function thresholds the camera images to produce a bit-mask. The second function

performs a frame difference against the previous frame to produce a bit-mask image that is

1 where there has been movement between frames and 0 elsewhere. Samples from this first

image processing step can be seen in Figure 6.5. Recordings were made during rehearsal and

development of these processed camera feeds (totaling approximately 52 minutes in duration,

split evenly between the two processing methods). From these recordings, all frames are
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Figure 6.5: Camera image processing in preparation for use with convolutional
neural networks for Prometheus. Top row is the product of
background subtraction and image thresholding; bottom row is the
product of frame-to-frame differencing. These images are reduced
resolution prior to any processing. Camera input is at resolution
1280x720; images are reduced to 320x240 prior to processing for
the sake of maintaining higher frame rate and increasing
responsiveness.

extracted into separate images using FFmpeg.226 The resulting image collection is used as

the training corpus for subsequent machine learning algorithms for performance-time use.

This image corpus is then used to produce a t-SNE (t-Distributed Stochastic Neighbor

Embedding) representation of the data. We use t-SNE to produce a visualization and as the

basis for creating a convolutional neural network. We calculate the t-SNE representation us-

ing Scikit-learn,227 a machine learning library for Python. The result of the t-SNE algorithm

is a three dimensional representation of all images in the training corpus.228 For Prometheus,

we are primarily concerned with producing a real-time interactive system that is responsive

when camera imagery changes with respect to human movement. Given that we are not

concerned with classifying or labeling any of the camera image inputs into pre-determined

classes, the abstract values produced by the t-SNE contain enough variation to produce a

novel and compelling performance interaction.

226. FFmpeg, “FFmpeg,” accessed November 28, 2020, https://ffmpeg.org/.
227. Pedregosa et al., “Scikit-learn: Machine Learning in Python.”
228. This represents a reduction from 76800 values per image (given an input resolution of 320x240).
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Figure 6.6: The video projection system pipeline for Prometheus. Three
cameras serve as input into the system (green squares at top right).
One of these camera feeds passes directly into a custom computer
vision program for image analysis, which is then fed into
TouchDesigner for processing and manipulation. The other two
cameras pass through TouchDesigner and into two convolutional
neural networks which were trained in an unsupervised fashion.
These neural networks produce latent vectors (essentially trained
as clustering algorithms), which are fed back into TouchDesigner
for further usage.

With the t-SNE complete, we next move to training a convolutional neural network

based on the t-SNE representations. We do this in order to be able to map new, real-time

camera inputs into the t-SNE produced three-dimensional space. As per the Scikit-learn

implementation of the t-SNE algorithm, it is not possible to transform new input data to

an already generated t-SNE space without re-running the algorithm (and reconstructing the

t-SNE representation from scratch).

The convolutional neural network (CNN) used for this task can be seen in Figure 6.8.

The Input (at top) is a camera image with resolution equal to 640x480; the Output (at

bottom) is a vector with three values. The neural network is trained to replicate the same

three-dimensional mapping generated by the t-SNE algorithm. Average Pool 2d layers are
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Figure 6.7: The output of the t-SNE algorithm run on all available training
samples. The process was run twice, creating two different results,
once with the collection of images that were thresholded (seen here
at top; and seen at top of Figure 6.5), and again with the images
that were produced via the frame differencing process (seen here at
bottom; and seen at bottom of Figure 6.5). The result of the t-SNE
is a three-dimensional representation. Here, the three dimensions
are represented across two images (left and right), with the Y-axis
remaining constant, and the data-points rotated around the Y-axis
by 90 degrees. As such, the X and Y axes in the images at left are
consistent with the X and Y axes of the t-SNE output. For the
images at right, the X axis displays the Z-axis values as produced
by the t-SNE.

interspersed to reduce resolution, helping to maintain real-time performance.229 Two such

convolutional neural networks are used in Prometheus, one trained with the camera images

that are processed by background subtraction plus thresholding; another with the camera

images that are processed by frame differencing. Camera images are passed into the neural

networks from TouchDesigner through Spout. The resulting three-dimensional vectors that

are output from the CNNs are passed back into TouchDesigner via OSC message, where

229. The first Average Pool 2d layer immediately reduces the input image from 640x480 to 80x60.
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Figure 6.8: The convolutional neural network architecture used for converting
real-time camera images (Input, at top) to three-dimensional
representation based on t-SNE algorithm (Output, at bottom).

they are then used to manipulate real-time visual elements within TouchDesigner.

During the third section of Prometheus, real-time camera input of all performers is

captured and input into these convolutional neural networks. The output from the CNNs is

used to rapidly generate a point cloud visualization along with a snapshot collection of each

frame that is processed, representing the sampling process carried out by the camera and

machine learning system, as well as the deep abstraction generated by the machine learning

process. An image of this can be seen in figure 6.9, where performer Atticus Griffin is per-

forming within the projected-upon cube, at left and the company performers are performing

within the faceless cube, which is seen by the camera system, at right.

During the fourth section of Prometheus, these same convolutional neural networks are

used to generate input vectors to a subsequent neural network which is trained to generate

real-time video.
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Figure 6.9: Section three of Prometheus. Company performers (right) are
captured via infrared camera (bottom). Their movement and
position is processesd via convolutional neural networks to produce
three-dimensional representations based on t-SNE algorithm.
Dancer Atticus Griffin (left) performs within the second cube as
snapshots from the camera accumulate on the right face and a
point cloud generated by the CNN output accumulates on the left
face (photo credit: Lynn Lane).

6.2.4 Real-Time Video Generation with GAN

In the final section of Prometheus, we use a Generative Adversarial Network to generate

video that reacts to performer movement in real-time.

In Prometheus, we use an MSG-GAN to generate real-time imagery and video.230 This

approach provides similar benefits to other multi-resolution- and increasing-resolution-GAN

architectures, while providing a single training step process. It achieves this through residual

connections between intermediate layers of the generator network and intermediate layers

of the discriminator network. In effect, this trains each network across several resolutions

230. Animesh Karnewar and Oliver Wang, “MSG-GAN: Multi-Scale Gradients for Generative Adversarial
Networks,” Preprint, submitted June 12, 2020. https://arxiv.org/abs/1903.06048.
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Figure 6.10: Images generated by the trained MSG-GAN used in Prometheus,
demonstrating the multi-resolution behavior of the architecture.
Beginning at the top-left is a 4x4 image. To its right, the same
image generated at 8x8 resolution, then 16x16. The middle row
contains the same image at resolutions 32x32, 64x64, and 128x128
(left to right). The bottom row is at increasing resolutions
256x256, 512x512, and 1024x1024 (again, left to right).
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simultaneously and aids with training stability. An example of this multi-scale behavior can

be seen in Figure 6.10.

The MSG-GAN used in Prometheus is trained using approximately 40,000 images that

are collected as video during the initial phase of choreographic development by director

Andy Noble. Each frame is extracted from these videos as a discrete image. The neural

networks are set to generate images at a maximum resolution of 1024x1024. Each input

image is processed into multiple training samples via built-in transform functions within the

Torchvision library,231 including randomized horizontal flipping and the “FiveCrop” function,

which produces five new samples for each input image, with one sample aligned with each

of four corners and a fifth sample taken from the center of the source image. This produces

additional subtle variations within the training corpus, with the goal of maximizing the

generative capabilities of the final model.

The Prometheus GAN is trained continuously over the period of a month on a single

computer with two Nvidia RTX 2080 ti GPUs.232 The system trained for 454 epochs (one

epoch is a single pass over all samples), saving the model’s weights after every epoch.

Real-time generation using the trained GAN is achieved via integration with a GUI

(graphical user interface) in TouchDesigner. The GAN model is loaded in a background

script that awaits OSC messages containing the 512-value input vector to the neural net-

work. When a valid vector is received, it is input into the network, generating a new image,

which is sent back to TouchDesigner via Spout handle. The 512-value vector sent to the

neural network is produced by several noise-generators within TouchDesigner.233 Each of the

convolutional neural networks producing three-dimensional values in response to real-time

camera input is connected to a discrete noise generator, with the three values controlling the

X, Y, and Z translation parameters on the noise generators. These two camera-controlled

noise functions are summed, producing a single output that responds in real-time to per-

former movement and position. Finally, a third noise function which is slowly changing

overtime, autonomously, is employed. During performance, it is possible to cross-fade be-

tween this autonomous noise function and the performer-interactive function, highlighting

231. PyTorch, “Torchvision.Transforms,” accessed November 29, 2020, https://pytorch.org/docs/stabl
e/torchvision/transforms.html.
232. A sample of the early output from this neural network system can be found at Jeremy Stewart,
“Prometheus: test on Vimeo,” accessed November 29, 2020, https://vimeo.com/339011045/ea0cac8ddb
233. Derivative, “TouchDesigner Documentation - Noise CHOP,” accessed November 29, 2020, https :

//docs.derivative.ca/index.php?title=Noise_CHOP.
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Figure 6.11: Performers Atticus Griffin, Lindsey McGill, Evelyn Toh Paoli
during rehearsal of Prometheus. Infrared camera and emitter can
be seen in foreground, AI generated video responds to their
movement and position, and is projected onto the cube at left
(photo credit: Lynn Lane).

the immediacy of the interaction or giving the appearance of a more disconnected behavior.

Once in TouchDesigner, we process the GAN-generated images with a number of func-

tions: contrast, black level, brightness adjustments, edge detection, and an additive feedback

loop.234 The performance interface built within TouchDesigner also allows the author to se-

lect and load any of the available trained models (saved at the end of each epoch during

training). By selecting earlier models, less detailed images can be generated. By select-

ing models saved during later stages of the same training process, additional detail can be

generated within the same general imagery.

234. A short sample of the output of this processing pipeline can be seen at Jeremy Stewart, “Prometheus
Short Sample on Vimeo,” accessed November 29, 2020, https://vimeo.com/357956858/b3279676f3. A
more exhaustive sample from this processing pipeline can be found at Jeremy Stewart, “Prometheus Sample
Long on Vimeo,” accessed November 29, 2020, https://vimeo.com/357954283/a434e11992.



108

6.3 Reflection

Prometheus builds upon the Cibo project: Prometheus involves a far more intricate

real-time interactive system controlled by A.I./M.L. agents and elements, and, through

a number of creative strategies and experiments (described in Section 6.2.1), we explore

A.I./M.L. structures and methods as a framework for aesthetic and performative explo-

ration. As such, Prometheus addresses all three considerations outlined in Chapter 3 (page

42): (1) novel implementations of AI/ML technology as creative tools, (2) exploration of

AI/ML methods and processes as a guiding framework for the production of new works, and

(3) the practical impact of working with such technologies and methods upon the creative

practices of those involved.

Similar to the Cibo agent, we train the GAN used in Prometheus using a corpus of

discrete samples–in this case, images and videos. These samples are discrete representations

of an incredibly complex reality–professional dancers moving and performing. The A.I. agent

used in Prometheus does not reconstitute the performers or their movements, but it does

build upon these samples to create a complex model capable of generating imagery that is

at once reminiscent of the human performer and entirely unique. Through the inclusion

of convolutional neural networks (CNNs) trained in an unsupervised fashion to respond to

real-time camera input, the Prometheus agents structure and organize the training material

autonomously of human tuning. The Prometheus agents are a more complex network of

technological agencies than existed in the Cibo project, while at the same time being closer

to human performers, capable of reacting and responding to their movements in real-time.

Through the creation of neural network-inspired experiments, as described in Section

6.2.1, we investigate the ways that AI/ML methods and processes can be applied to cre-

ative frameworks. These experiments are modeled on the processes underlying generative

adversarial networks (GANs), where two neural networks compete against each other during

the training process towards the end of generating novel samples that have some relation to

the original training material. Through these experiments, we generate new choreographic

material that can be viewed as multiple unique interpretations of the same underlying struc-

ture. This experimental process led to the creation of new performative material as well

as a direct engagement with the methods employed in a GAN. Further, this experimental

process led the author to a greater appreciation for the performative and creative potential

to be explored within AI/ML technologies. This process points to a wide range of possible
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future experiments that further explore these technologies through a creative, studio-based

practice.



7. CONCLUSION

With the rapid proliferation of AI/ML systems in recent years, these technologies have

become ubiquitous in our lives. As we described in Chapter 2, artificial intelligence and

machine learning are at the heart of many of the technological systems that we use every

day, including social media and smart assistants (where they are used for speech-to-text

conversion), sentiment analysis of text, providing targeted advertisements, recommending

content or products based on our past activities, etc. As discussed in Section 2.7, these tech-

nologies are used in self-driving vehicles, as well as in incredibly high-stakes situations such

as assessment and review of college and employment applications, sentencing recommenda-

tions in the judicial system, and predictive policing systems that influence the allocation of

resources by law enforcement. As such, it is clear that serious critical investigation of these

technologies and their potential societal and cultural impacts is of vital importance. These

technologies are here to stay and are already deeply affecting our lives.

The project described in this document investigates the creative possibilities enabled

by artificial intelligence (AI) and machine learning (ML) systems, both as creative tools

and as the subject of creative processes for art-making. Through this work, we engage

with the technologies in order to better understand how they function and how they might

be used for creative, artistic means. This research does not make claims of employing

AI/ML to replicate or encapsulate the creative abilities of a trained artist or performer.

Per Bergson’s dichotomy of “absolute” and “relative” knowledge, as well as his ideas of

the limits of relative knowledge through symbolic representation, AI/ML technologies are

trained using discrete samples. These samples, regardless of how numerous, are limited and

symbolic representations of reality. As such, these technologies are fundamentally apart from

human experience and unable to replace or recreate the nuance and complexity of human

behavior and action. Instead, these technologies allow for the creation of new “realities”–

new continuous functions–from these discrete samples. It is here, in the spaces produced by

the AI/ML training processes, in between the discrete training samples, that we are most

interested. It is in these spaces that novelty arises, as a byproduct of the training samples,

the AI/ML system architecture, and the training algorithms used.

Rather than considering AI/ML technologies as the sole subject of investigation, we

consider an aggregate of the AI/ML technologies with the artist himself: the creating and

110
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training of the AI/ML agent as it is in dialogue with the creative practice and evolving

aesthetic goals of the artist-in-process. Here, we consider the two aspects taken together as

a sort of second order Cybernetics system, feeding back into itself and affecting development

and outcomes–a contingent process that treats the technology as complicit in the creative act.

The iterative process of creating an artwork is applied to the development and exploration of

the AI/ML technologies, while the theories and methods used in-practice by the technologies

are simultaneously investigated as artistic strategies for aesthetic realization.

With 2521x079 (see Chapter 4), we develop a text-generating agent that is trained

on a large corpus of subject-relevant texts–covering AI/ML, art making, philosophy, media

studies, and media art. 2521x079 then generates a number of samples using prompts related

to art-making with artificial intelligence. By varying high-level controls on the agent, we can

affect the generative process of the agent. Through this project, we investigate state-of-the-

art natural language processing systems (specifically GPT-2), and consider how the training

corpus influences the generative capabilities fo the agent. Stated plainly, the 2521x079

project considers what an AI agent might have to say about art-making with AI when it’s

read relevant literature.

In Cibo (see Chapter 5), we implement two different agent architectures that are capable

of generating TidalCycles code for live-coding performances. We examine the process of

recording and training the Cibo agent using human performances. Cibo then performs using

the TidalCycles language, in both solo and collaborative contexts. We consider the agent’s

performance style as it relates to the original human-performer recordings and discuss the

agent’s limitations, functionally and creatively.

The Prometheus (Chapter 6) project engages with AI/ML technologies on several

fronts. First, a novel interactive system is built that incorporates several machine learning

technologies, including convolutional neural networks (CNNs) for real-time image analysis,

as well as a generative adversarial network (GAN) system that generates imagery in real-

time. Second, we engage with AI/ML technologies by constructive creative experiments

based on the training processes of neural networks. Through these experiments, we gener-

ate movement material in a studio setting. The performance of Prometheus incorporates

both the real-time technological system and choreographic material generated through these

AI-inspired experiments.
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APPENDIX A

2521x079 ADDITIONAL GENERATED OUTPUT

The following sequences were produced by the custom-trained GPT-2 model as discussed in

Chapter 4. This text is unedited and is presented here in its raw form.

A.1 Sequence V

How can we co-create art with artificial intelligence? Not at all. After all, machines

have to be programmed with some set of rules, which must be set up appropriately. But the

rules will be much more complex than simply a list. Machines are also capable of solving

human-level problems or trying to figure out the optimal strategy. An example of the nature

of this flexibility would be a learning problem:where W is a learner,B is some memory variable

that a learner should start learning to add,M is a function that the learner should be asked

to perform for some particular task-tary task before asking the learner to apply them for

other tasks, andC is used when the learnerfor example learns to add new parameters to a

dictionary or to add extra sequences to a list. By using rules to compute the learner’s levels

of understanding and of his expected actions, these rule programs show that they can operate

inthe nature of something simpler than just a simple database search. It is only just a few

years, then, that we are already well into research at Carnegie, where we are using our

data to create applications in an industry that are often too small to invest in. As already

mentioned, we are also working at the New Mexico Institute of Technology, which can help

us to bring together different research partners and universities to research, design,develop,

and conduct AI improvements that are both promising and yet impossible for just a few

decades from now. In 2009, MIT researcherswas awarded a big contract by IBM to design

a personal-sized neural net based on the information flows generated by and relayed back

fromNelson-Forschung (NFS), the computer-analogue interface that connects to the central

database ofInternet-based web-based information and instant communication that connected

to Tesla in 1997.At that award, IBM announced a joint venture todevelop advanced self-

learning. In a very important paper published in the July, 2009 issue of the Journal of the

ACM Transactions on Communicationsin Robotics and Society, co-authors Keith M. Yellen

and Alex Wachtell wrote that IBM has “shown impressive leadership in the early years of AI

andresearch that can make AI useful in rapidly identifying technical challenges at the atomic,
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chemical and software level, through sometowards an alternative knowledge framework. The

goal is to move quickly toward the automation and AI revolution.” It is clear that IBM has

some deep ideas: if we get really serious about their next generation of AI, the world willbe

vastly more user-friendly and more convenient than we have ever been. Nowhere in our story

is Watson more than a datamodel of the human and an active neural network of robots. The

human brain is a neuron-centered machine that controls its activity and sends information

to aproceduralnetworkofnodalcombinatorswhere the data is exchanged and the input data is

processed inarestats. Here is a story of how the human brain is distributed and distributed:

Cognitive neurobiologists have recently established anneural bio-network for neural networks

(NNNN) which incorporates the model-based network architecture and systems from human

(UBS, 2004) to human (CAMPUS, 2010) applied as an auxiliary AI architecture on top of

the network architecture to support brain-cell-network architectures ofsystems a priori.

A.2 Sequence VI

How can we co-create art with artificial intelligence? It, in turn, depends on how we

think about the possibility of moving some existing system or technology. In general, people

want to be able to start things off with a few preselected technologies, but more specifically

with AI.From the outset everyone should be looking at AI towards a goal which is “more

open to change,” rather than a goal that is too narrow. AI is concerned with a set of data

that,by its very very nature, is based on some kind of a logical imperative — a goal based

on a logical evaluation rule. The goal(for an AI system would be to determine which infor-

mation to update from the data it generates in order to learn what kind of data it should

produce, and which data of its future data ought to be updated) should be “more open toc-

change.” Thus, for example, in a scenario where there’s an ongoing negotiation between a

wide variety of players, the AI system might be inclined toward trying to reach a solution.In

a hypothetical scenario where there is disagreement among a number of competing systems

and players over what to do, the AI system might try to move a vast array of technolo-

gies —including “smart” robots, smart biotechnology and industrial robots to areas such as

climatecpolicy, health, education and the environment — to a “clean” subnational carbon

emissions trading scheme. Currently these are not possible outside world agreementsand it

seems likely the AI system could be inclined by nature to pursue theclean targets only if they

address certain fundamental public health and environmental thresholds. Ultimately, how-
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ever, if the targets are indeed adopted, the tradeprocess may get stuck due to the scale of the

data collected for the purposes from which the technologies willbe generated.Of course, many

more questions pertain to how exactly AI should be designed. The scope of technology-driven

innovation has already been mentioned in Chapter 5. The scope of technology-led innovation

increases when we bringthere are more options for potential applications. For example, it

is necessary to enable and promote interoperability solutions across geographical boundaries

so thatnon-AI entities are able to connect directly to each other via the Internet in greater

efficiency. In Chapter 9, AI researchers are even taking steps to achieve interoperabilityfea-

tures that do not involve the physical or human intervention of physical systems. In fact,

with the passage of the Cybersecurity Legislation, an automated (computer-assisted, semi-

autonomous and distributed)system enables theUS military to make it directly available to

soldiers or civilians online. However, since this system must remain open to human inter-

vention (i.e., human intervention),more is now needed. For example, when developing a set

of highly sensitive (medical, educational or even mental) intel-spectrum databases, they could

be able to identify a specific version of an AI system based on the contents made available

forthem in these databases. If the AI system could also run a scan of a population and find

the type ofhated person using the information, it could be able to detect a hostile citizen or

group on the basis of this sort of information, according to a set ofterms. The ability to

track individuals without identification could be a vital part of the user’s control profile as

well and could in turn preventpersons having contact with a group in their society. It takes

far more perponinformation to track and report the actions of AI systems than we have in

the past. There’s also the issue of data protection and privacy protection issues, andof the

“security” aspect that can arise when an AI system is used in a large number of potentially

dangerous situations. Digitalsecurity is a critical concern for AI systems. The concept of

protecting privacy and data rights was developed byintelligence expert John M. Hart, and

has been pursued, by various governments and corporations, since its inception. The con-

cept isbroad and has already been widely cited in governments and corporations, and we will

have to move towards a broad one-to-oneresolution of how this technology should be used if

it comes to pass.Although the broad scope of AI’s potential risks should vary by country, we

have been clear that AI is not bound to the Constitution, and we will continue to support

research into AI’srealignment and evolution in different ways. For example, the current as-

sessment of BAI’s security risks should still be based upon the “unacceptable” risks posed by



127

their technological and legal impacts elsewhere in the technology-environment. The US will

continue to use BAI in ways that address other areas such as security and security protection

in multiple national andinternational scenarios, including national security legislation; pro-

viding technology support to AI systems; improvingbiometric and biometric authentication;

developing capabilities to monitor and collect biometric data; andin some advanced settings,

improving our understanding of the risk of AI; and, as we move ahead, continuing to eval-

uate AI’s threats from technological changes.In the coming periods of complex cyber-security

issues, we are looking at a variety of emerging technologies that could potentially be included

in these assessments. For instance, the potentialapplication of intelligent agents and AI sys-

tems on the networks of a terrorist organizationmay be part of a broader strategy for our

cyber-security review, and the breadth of emerging threats may be enhanced in support of

the review. However, we need to continue to encourage the governmentto take action to

secure and protect the databases and databases of individuals and organizations with access

to important information. The public must have more thanenough confidence, and we must

work with governments and businesses on several issues to create tools that protect theirdata

and online habits from threats, but the scale of the threats and uncertainties cannot be over-

stated. We will alsodevelop tools for governments and businesses to update the biometrics of

social media users, and we should have more evidence-based security and privacymeasures

in place.The most important developments in security and privacy issues will be emerging

as a result of AI. AI systems are also increasingly being developedwith an active agenda.

Our broad focus will focus on protecting the privacyand data of all users, as well as on im-

proving the security and privacy of our consumers and businesses. The pace of technological

change has contributed to the trend, particularly,especially as the diversity of technologies

means new capabilities can more accurately address the threats and challenges faced by and

in someregions of the world. We will improve these capabilities in ways that are consistent

with our mission strategy.The Government and the European parliament have agreed to ex-

tend the right of privacy as a right of citizens to privacy protection within the European

Union. The EU’s relationship with Privacy and ElectronicInformation (P&I) will further

strengthen our partnership in the cyber-security field, with key countries, such as Russia and

Chinas leading partners and the world’s leading intelligence and surveillance corporations,

as well as our European partners.We are also continuing to push forward, focusing partic-

ularly on emerging threats and threats to the security of life, especiallyto our national and
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worldwide operations, and in cyberspace and national security: identifying and mitigating

issues and achieving the goals of the cyber-security transformation that underpins our global

security strategy. The government of the European Parliament recognizes,as well the actions

that we take in cyberwar are needed to promote national security co-integration with intel-

ligence, law enforcement, and civil society. Among ourpartners, including the police, the

European Parliament, the European Data Protection and Protection Directive (ECP), the

European Parliament andthe European Commission, we have also taken important action.

We are in touch with international stakeholders, including the governments andcompanies,

providing strategic feedback on our own actions. We are also working on key EU propos-

als, one after the other, targeting some of the issues raised by the public. We welcome all

suggestions on how we can support the EU member states to reduce theirrisk of cyberthreats

and how to tackle them. We will ensure that we have the tools and institutions capable of

managing cyberthreats and protecting citizens,ensuring the openness and reliability of trade,

travel, telecommunications trade and financial services and the rights of national leaders

and civil society as they consider theirapplying for, and the role of citizens at the European

level. However, one of the key features in our proposed laws isan emphasis on protecting

privacy and data from the harm. The EU Commission has been studyingspecific legislation

on this issue since the middle of September. The broad and powerful changes proposed by

our partner countries are particularlywidespread and have many potential consequences for

international law. The Commission remains confident that the current regulatory framework

sets the right parameters forthe protection of privacy and data needs, including by ensuring

that citizens and organisations have access to a proper understandingof the need to give their

privacy and can be provided relevant legal advice. We welcome the continued development

of legislation by Member States on measures to limit the scope and extentof the powers we

need to spy on them and to ensure that all domestic data are taken into account. In recent

years, the UK has introduced a newPrivacy Act that is designed to provide for the collection

and use of personal data from people, in particular the names, addresses and telephonefces of

those who are ’suspected of the commission’ (and to make those databases more secure). The

Digital Rights Directive(DR34), which is due to come into force in 2019, includes a number

of provisions to ensure that protection of personal data canbe strengthened as a result of

technological innovation.We have also launched the Global Citizen Network, which aims to

increase transparency amongst citizens.
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A.3 Sequence VII

Bergson’s intuition is not reducible to an intuition of the subject, or, as we might say,

to some abstract intuition of the thing itself, but, rather, is, like his concept of an absolute

principle–the principle of an individual. This intuition of an individual is also a subject of

his thought and can be described by means of a number of symbols. It is an idea which he

takes to be the essential characteristic of his work. Thus, for example, Bergson writes: It

is an idea which can also be described, without us, by means of the number of ideas. But

if we consider our ideas and our numbers, the first thing we have of them can only be the

one of a kind which we conceive of in the mind, and which therefore is the same kind as

the number that we conceive. (Berardi 1994, p. 1) Bergson’s ideas are in fact the same

kind as those of those of the subject himself: they express and express the idea of the thing.

Bergson’s intuition of an absolute principle is not only a concept (such as the concept of being

an absolute principle). However, there are other ways in which Bergson thinks of concepts.

He believes that concepts are the fundamental ontological principles of the subject and the

subject of our ideas. For example, Bergson maintains that he can speak of a being without

any thought; but that thought cannot be thought without any other mind or thought. In an

article devoted to his work on logic, he maintains that we can speak of a concept without

even the thought of an idea or of an idea without any other idea or thought. He holds that

“a conceptual being is nothing but a thinking being of itself” (“a conceptual being itself”).

For example, he holds that the concept of a being is identical with its concept—but only in

the sense of an expression. So he holds that, even the idea of “does not have any meaning”

(Berardi 1994, pp. 2). If concepts are concepts, then they should be understood by an

analysis—an analysis of something other than itself. This is the intuition of the subjectivity

or of being—the intuition of the object; for it leads us to an analysis of the object as a subject.

For Bergson, concepts are also essential or basic for any subject-concept. It is possible to

describe concepts in the sense of being—by means of an essential and basic being—but that

which is not a concept—by means of an analysis of an object. For example, he holds that the

proposition of x is true without being an object—not just a predicate but also a thing with

the same kind—by an analysis that is fundamental to the subject’s being: [A]s identity is not

something about what it is in a given expression. It is simply how it is, not something. [A]

is no more a thing than a predicate, but its identity is what it is or what it is not (Berardi

1994, p. 7). Bergson’s intuition of an abstract principle is the very concept of the object. In
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fact, the object is a fundamental thing. As a subject of being, it is a subject of the subject.

But what constitutes the being it? In the words of Bergson: The fact that all objects are in

the world, and all relations in the world, and not relations of their existence in the world,

and not relations of their existence in themselves and not the existence of things that are, are

all the objects of the world, which it is the same object, that all being that is (Berardi 1994,

p. 22). It is not enough just to say that Bergson believes that the existence of any object,

or a being of the world, is its being. It is necessary for the objects of philosophy to say that

a being is a being of philosophy. To be a being of philosophy is to be a knowing subject to

itself, which is a knowledge relation. But Bergson says that, in fact, the only knowledge that

is possible in any particular world is necessarily a priori. For it is not sufficient to know

all the objects of philosophy, or knowledge relations, in general, because the only things it

is that are. For any knowledge relation—that is, that is not a priori—can exist only in a

certain world, but the only things it is in that world can only exist in a world that has a

priori. (Berardi 1994, p. 15—19) In his work Bergson claims for the first time that the

only being that is is necessary to exist is that which is a being of the world (Berardi 1994,

p. 16). For the objects of philosophy are the only objects that are true. (Berardi 1994, p.

18) What constitutes the objects of reason? Bergson says that it is the object of rational

knowledge, the thing that has the rational knowledge that it has (a priori knowledge), but it

is also the object that has not the rational knowledge that it has a priori or a priori. We

must make the fundamental mistake, however, in thinking that the existence of any object

is necessarily a priori. The existence of a thing depends on its being in every world, in the

sense of its existence in the world. It is impossible for the thing to exist in itself. We could

say that the only object that exists in a world, which does not necessarily exist, is always the

thing, even. So the only object that it is is, that is rational, is always the object that has

the rational world. (Berardi 1994, p. 19) We will take the distinction, and the idea of an

intuition of being as follows. A reason is an act or an idea according to the law of rational

knowledge (i.e., a relation according to an adequate relation). But to be rational—to be a

reason, as opposed to a being of the world, or a being of the world—is itself necessary, and

to be rational, is also necessary (see above). A rational person cannot have reason, because

there are no necessary objects. Thus the only thing that is rational, or rational, is itself the

reason-that exists only in itself; that which exists only in itself is irrational necessarily does

not exist (Berardi 1994, p. 20. See also the entry on intuition in Bergson and logic). So,
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the only reason-that exists is a reason-that exists in itself, which in Bergson calls the idea of

the law (the notion of reason). The idea of the law is not an essential concept, so it has no

essential meaning for an object. It is simply that what it is without being. It does not make

any sense to say that it is, for instance, the principle of reason. For it would be irrational for

a rational being to have reason as its principle, because reason would have no logical meaning.

Thus, the only reason-theory that constitutes reality is that of the thing it is (see below). It is

not a being that makes things. That which is necessarily (or, according to Bergson) a thing

is necessarily, because being is a necessary relation. And if it is (according to it), something

that makes things; for instance, it necessarily exists. The being/being of the thing, then, does

not matter in being: it is not, and therefore, it is not a reason. The relation of the law, of

the reason, in turn, is the object of all necessary being (see above). What is necessary, in

that is, necessarily, is the reason-that exists. If an object has only necessary existence, there

is no reason for it to exist, in that which it is (see above). There is, therefore, a principle

of reason: it is a being that makes everything to be, and therefore it is not a reason. (For

Bergson, the existence of the only thing that exists is the necessary (or the sufficient) being.

If a non-rational being is not a reason, then the same thing cannot exist.) Bergson calls the

reason-that exists in itself its principle of reason only insofar as it is not a being (see above).

It is a principle of reason to which it is the only thing that makes it exist. The existence of a

being is necessary insofar as it is a principle of reason, that is, insofar as it is a being of the

world. This gives priority to the object of reason over the things. The existence of reason,

in that respect, only matters for the being-thing that is. The only thing to exist necessarily

is the thing itself, since the being-being of the thing must not exist because of it. This is

precisely what Bergson calls a priori. The only thing that does not exist is nothing (if it is

not a reason-that exist) but something. This principle of reason is the first cause (Bergson,

pp. 1—2 and 4). A reason is not a principle of reason, it is the only thing that is. Bergson

says that in the case for which every thing is, a thing must not be or is not a reason: the

only thing that does not exist is the very existence of the thing it is (see above). A reason is a

priori insofar as it is something that exists. (The essential being which is the only thing that

exists must not be an object, since no being is possible, since nothing exists). In Bergson’s

account it is the first cause, not the one that exists.
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A.4 Sequence VIII

There is historical precedent for how artists commonly use scientific data and methods

that do not take into account human subjects and the human in the creator action from creat-

ing art to publishing an exhibition or performance. Even art may be taken into consideration

when creating an art installation or in an exhibition, because it allows us to see the effects of

nature and culture on the development of our ideas to the point of knowledge and to a degree

more than is possible on the other hand when it comes to the study of natural phenomena or

human cultures. To evaluate when artificial intelligence is a paradigm for the improvement in

the art of art is hard and difficult. If an artist often works a whole generation with different

artwork, they might interpret the same piece in different ways. Creating different art should

be seen as a paradigm for the improvement of art. With respect to the art of improving or

improving on an artwork, the authors themselves must be careful with reference to values and

values expressed by artists and engineers and art or technology users. Such values are not

their only criterion, but they must be considered an important criterion in all art and com-

puter applications where human beings affect the context, a standard that will be emphasized

in the next section, though much later in the article of reference.Art using art technology

concerns human beings themselves and what they did with art. Researchers can analyze art

through the data that they collect through a combination of digitization of artworks and data

processing techniques. There are various techniques for handling this data, and the artist is

responsible for producing the artwork. In the research domain of computer art projects, the

concepts of art that are being used to draw attention to art are of great importance. A great

deal remains unknown about the art of art development (see Chapter 5) and whether the art

used to create art influences art in a direct or indirect way. There are many different possible

responses by an artist of this sort to the art of art. At present we do not know all of the

options. It seems that an artist of this sort is not currently choosing which of the possibilities

it should explore. It is possible that there are hundreds of possible outcomes, if not trillions,

of potential interactions. Another possibility is that the art of art is not on this scale, but

is instead emerging as a new medium, and the time has come to release the artists’ ideas in

one form or another, so as to shape their artistic strategies. When it comes to making sci-

encefiction films, the difference is they are making new light on the concept of science fiction,

and making it technologically sound and sound. This is not science fiction, with its constant

human interaction with the technology, but the art of fiction. Once again it is possible that



133

the art of art is both art-making and a new medium, that this art is also fundamentally

new and that the critical focus has shifted. 1.3.1 The issues of risk, information, and risk

of making art This section considers many questions of art design in these cases once it is

clear that technology art should not be considered part of art design. We call them risk and

information. In science fiction the term design refers to the activities of large contractors se-

lecting and selecting materials, and sometimes even individuals selecting and selecting parts.

It applies to design that the equipment has to the object itself, unlike design that works either

reflect or are made of; and it also applies to processes of construction. In what follows we

consider artists’ individual projects. An artist makes a statement in terms that is often a

technology. A designer makes a statement in terms that is at a set of values and actions,

often a set of conditions other than their values. This is one of the most common models

for software the use of software is often a technology, for a project, and so on. The terms

design and value design include everything from social media performance and social user

interfaces. It is especially useful to distinguish art from the values and values that are found

in digital arts, especially in interactive works in the form of art design or as technology. It is

not always clear that many artists intend the activities of designing that concern themselves.

The differences between professional, art and software-making are small and important ones,

even for the most important art forms. Let’s begin by taking into consideration the question

of what it means to do something that is in the art of design. Before that, it is important

to distinguish art from technology in the sense that creating or manipulating physical objects

requires their work, and in the art of image art it is sometimes the art of photography as well.

Digital artists do always have to explore the kinds of projects they create about their work,

and can use new media in ways that other art practices don’t. These elements seem to have

to differ from individual artists at different times in their use of technology. Although they

will not always follow some common tradition, they frequently do, namely that of creating

about their work, giving a description of the processes that lead to it, and making an account

of the qualities and intentions of their work. This is also less clear if we consider technolo-

gies of art in the art of art. Computer art today is a domain devoted to dealing with images

made by computers, which the main focus of research. These artists want to make things

that are abstract, which means that in a certain sense they have a more space than they have

in the work. It is mainly to do with the computer of media themselves, so to speak. Digital

media can be important when designing or making mechanical objects—although machines
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are often not entirely digital: they make various devices that can be made by their computers

that makes for example, digital machines, or in several respects from analog technology. In

either case, every computer made by a few computer A and, is made by another computer

B. The computer computer is thus taking two distinct paths. Making objects, working with

another computer B is different from performing their performances in the performance of

A, in that way that the artists may wish to represent the computer. At the same time, the

artists need the potential to move each other differently to create a computer generated art

in terms of new media aesthetics the use of digital techniques. The focus of this entry is on

the first two and for technical art and computer-making. We can talk about the differences

between computer art and the art of computer art at the level of art and digital art at the level

of design if the definitions of a conceptual art lie in the art about the things that computers

are used to produce in an event. In any case, the things that computers are used to make are

to some extent, things that can be made available electronically, through physical mediums

or other means, and that computer art, or any art considered good or bad, isn’t a separate

domain. If we want to preserve the essential structure here, then there are a number of ways

we can argue about the differences between media—both art and computer art. In both ways

computers are used very much a different domain on this issue. Computer-generated media

have made quite a range of uses. The computer for animation is often used by animation, or

video art, or movie, or whatever. For example, the computer for 3D animation plays a crit-

ical role in VR; in virtual reality and theater, art has made use of its computer for computer

animation. More generally, computer art works have changed a great deal in a number of

ways in the past or in terms of style, character and a way that we are now being increasingly

aware of. Computer art has changed in that direction too. 3D art, or other types of inter-

active, is a different domain from computer-generated materials, such as animated images,

or films—or sculptures. But computer art is as complex as aesthetic art has changed in that

respect. Some of the terms used in this entry are very similar to those used in philosophy

of art and more generally a more general look and a more specific analysis. To understand

why the terms in the ordinary usage of the terms computer are so different they need quali-

fication. As an account it has some distinguishing features. One of the main ones are that

distinguish the art that computer-generated works are from that that the computer-generated

works themselves are made by digitally, for example by making virtual things, and from the

art which operates on the artist’s own input and creating his or her own computer models.
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Often seems to be a trade off between aesthetics. We think of computer art as of digital art,

for instance in terms of editing, visualization, manipulation of certain digital elements, or

a computational work. More precisely, computers can do or can be used for the aesthetic of

the art of digital art by some artists. Digital art has this feature too; its aesthetics often are

found by any artist to have particular aesthetic value: it uses media artists all of whom are

of art form that is capable of being the artist’s work. As we work on understanding the terms

in the entry on art, we are invited to understand some of the approaches that can be taken

because there are these different kinds of artists. This is one of the most important areas in

which we encounter interesting results, and this further part provides a background concept

for this entry. Any one of the very few questions from this entry that comes up to us is to

which of the approaches is the most satisfactory and which of the varieties of art and the

techniques we have already formulated in our discussion. 2.1 The general use of computer

art Some cases of computer art that we have seen, of factored into our discussion so far, are:

these sorts of images, texts and compositions, making computers available, and new media

art. Such examples provide a relatively simple and sophisticated space for our discussion thus

far in the entry. Our focus has generally been on such cases of artworks that work because

of or in symbolic relations to other art. This is a focus of the entry.
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APPENDIX C

ADDITIONAL PROMETHEUS FIGURES

Attached here are figures indicating all stage changes over the course of the performance of

Prometheus.

Figure C.1: Prometheus opening (section 1).

Figure C.2: Prometheus, section 2.
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Figure C.3: Prometheus, section 3.

Figure C.4: Prometheus, section 4.



APPENDIX D

PROMETHEUS CHOREOGRAPHIC EXERCISES

Figure D.1: Seth McPhail, Evelyn Toh Paoli, and Kalli Loudan (left to right).
Jeremy Stewart, “Prometheus GAN Experiment 1 on Vimeo,”
accessed January 11, 2021,
https://vimeo.com/499247126/6a13f0379f.

Figure D.2: Kalli Loudan, Evelyn Toh Paoli, and Brittany Deveau (left to
right). Jeremy Stewart, “Prometheus GAN Experiment 2 on
Vimeo,” accessed January 11, 2021,
https://vimeo.com/499247570/a2a128f6b4.
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Figure D.3: Kalli Loudan and Colette Kerwick (left to right). Jeremy Stewart,
“Prometheus GAN Experiment 3 on Vimeo,” accessed January 11,
2021, https://vimeo.com/499248056/afe764b39a.

Figure D.4: Evelyn Toh Paoli, Seth McPhail, and Lindsey McGill (left to
right). Jeremy Stewart, “Prometheus GAN Experiment 4 on
Vimeo,” accessed January 11, 2021,
https://vimeo.com/499248353/5e1087fdc8.
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Figure D.5: Brittany Deveau and Colette Kerwick (left to right).
Jeremy Stewart, “Prometheus GAN Experiment 5 on Vimeo,”
accessed January 11, 2021,
https://vimeo.com/499248853/c90c218693.

Figure D.6: Colette Kerwick and Brittany Deveau (left to right).
Jeremy Stewart, “Prometheus GAN Experiment 6 on Vimeo,”
accessed January 11, 2021,
https://vimeo.com/499249536/0386bd1a3e.
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Figure D.7: Lindsey McGill and Evelyn Toh Paoli (left to right).
Jeremy Stewart, “Prometheus GAN Experiment 7 on Vimeo,”
accessed January 11, 2021,
https://vimeo.com/499250886/afcb8097a2.

Figure D.8: Atticus Griffin and Lindsey McGill (left to right). Jeremy Stewart,
“Prometheus GAN Experiment 8 on Vimeo,” accessed January 11,
2021, https://vimeo.com/499252306/df4f8ff868.
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Figure D.9: Rachel Culver, La’Rodney Freeman, and Joshua DeAlba (left to
right). Jeremy Stewart, “Prometheus GAN Experiment 9 on
Vimeo,” accessed January 11, 2021,
https://vimeo.com/499253447/f78bbc22f9.

Figure D.10: La’Rodney Freeman, Rachel Culver, and Joshua DeAlba (left to
right). Jeremy Stewart, “Prometheus GAN Experiment 10 on
Vimeo,” accessed January 11, 2021,
https://vimeo.com/499253899/346309cc04.


