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ABSTRACT

Lack of scalability of the mining process and the enormous size of the output set are

two significant bottlenecks of Frequent Subgraph Mining (FSM). The first restricts

the applicability of FSM to large datasets. The second makes it difficult for the user

to analyze the frequent patterns for subsequent usage in typical knowledge discovery

tasks, such as classification, clustering, outlier detection, etc. However, given the

definition and the algorithmic mechanism, both the above problems are, in a way,

inherent to FSM, so no immediate solution for them is perceivable.

The first problem, namely the lack of scalability is due to the combinatorial

subgraph space which grows exponentially with the size of the database graphs.

Another contributing factor to this problem is the complexity of the subgraph iso-

morphism test. Since this test is an essential sub-task of any subgraph mining

algorithm, the well known result that it is NP-Hard dashes any hope of finding an

effective solution to the lack of scalability problem.

The other problem, sometimes known as information overload can be solved

to some extent. For that one needs to design effective summarization or filtering

techniques that take the large output set of a graph mining algorithm and return a

small set of subgraphs. But, typically for graph patterns these techniques are costly

and when processing over a large data set, the aggregated cost is overwhelming.

Another important point to note is that the two-step solution that finds all patterns

and then summarizes or filters, fails implicitly, when the first step is infeasible due

to the lack of scalability problem.

In this thesis, I propose output space sampling (OSS) to alleviate the above

two problems. In this paradigm, the objective is to sample frequent patterns instead

of complete enumeration. The sampling process automatically performs the inter-

estingness based selection by embedding the interestingness score of the patterns

in the desired target distribution. This obviates a two-step mechanism since the

sampling automatically prefers the patters that are interesting. Another important

point to note is that OSS is a generic method that applies for any kind of patterns

xi



such as a set, a sequence, a tree and of-course a graph.

OSS is based on Markov Chain Monte Carlo (MCMC) sampling. It performs

a random walk on the candidate subgraph partial order and returns subgraph sam-

ples when the walk converges to a desired stationary distribution. The transition

probability matrix of the random walk is computed locally to avoid a complete enu-

meration of the candidate frequent patterns, which makes the sampling paradigm

scalable to large real life graph datasets.

Output space sampling is an entire paradigm shift in frequent pattern mining

(FPM) that holds enormous promise. While traditional FPM strives for complete-

ness, OSS targets to obtain a few interesting samples. The definition of inter-

estingness can be very generic, so user can sample patterns from different target

distributions by choosing different interestingness functions. This is very beneficial

as mined patterns are subject to subsequent use in various knowledge discovery

tasks, like classification, clustering, outlier detection, etc. and the interestingness

score of a pattern varies for various tasks. OSS can adapt to this requirement just

by changing the interestingness function. OSS also solves pattern redundancy prob-

lem by finding samples that are very different from each other. Note that, pattern

redundancy hurts any knowledge based system that builds metrics based on the

structural similarity of the patterns.

Output space sampling is a general idea that has various applications. In this

thesis, we utilize this general idea to solve specific problems. We consider two dif-

ferent problems: (1) frequent pattern summarization (2) sampling discriminatory

patterns. For both the above problems, we assume that the direct mining task is in-

feasible, so that the user wants to adopt sampling to find few interesting patterns in

a reasonable amount of time. We also use the concept of OSS to find representative

patterns that are very different from each other. OSS naturally supports this re-

quirement as it obtains random samples which are very different from each other. In

this thesis, two different algorithms are proposed for representative pattern mining,

which are introduced in the next two paragraphs.

The first algorithm for the representative pattern mining that is proposed in

this thesis is called Musk. It is based on a uniform sampling of the output space. It

xii



obtains representative patterns by sampling uniformly from the pool of all frequent

maximal patterns; uniformity is achieved by a variant of Markov Chain Monte Carlo

(MCMC) algorithm. Musk follows the concept of OSS by sampling from a target

distribution where the maximal patterns have uniform value for the interestingness

score.

The second algorithm that we propose for this task is Origami. It defines the

representative pattern-set (R) in a novel manner that attempts to reduce structural

similarities among patterns in R while extending the coverage of frequent pattern

space as much as possible. Intuitively, two patterns are α-orthogonal if their sim-

ilarity is bounded above by α. Each α-orthogonal pattern is also a representative

for those patterns that are at least β similar to it. Given user defined α, β ∈ [0, 1],

the goal of Origami is to mine an α-orthogonal, β-representative set that mini-

mizes the set of unrepresented patterns. Similar to OSS paradigm, Origami uses

a randomized algorithm to randomly traverse the pattern space, seeking previously

unexplored regions, to return a set of maximal patterns. But, uncharacteristic to

OSS, Origami employs a second-step to extract an α-orthogonal, β-representative

set from the mined maximal patterns using a local optimal algorithm. The second

step is essential to provide the α-orthogonal, β-representative guarantee.

For all the proposed algorithm, we show the effectiveness on a number of real

and synthetic datasets. In particular, We show that the proposed algorithms are able

to extract high quality patterns even in cases where existing enumerative pattern

mining methods fail to do so.
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CHAPTER 1

Introduction

Frequent Pattern Mining (FPM) is one of the core tasks in data mining research.

It was first formalized by Agrawal et. al. in their seminal paper [3] on mining as-

sociation rules. Since then, the research on FPM became very popular among the

data mining researchers, as it provides a unique opportunity to extract interesting

and valuable patterns from large datasets that otherwise would have been mostly

unexplored. At present, FPM is used in numerous scientific, business and legal ap-

plication domains where the datasets are generally large and traditional approaches

of exploratory data analysis enjoy very limited success. The increasingly cheaper

cost of storage devices and availability of high processing power are enabling us to

build gigantic datasets in various scientific and business domains. So, in coming

years, the demand of FPM would grow even larger.

The objective of FPM is as follows: given a database (D) of a collection of

events and a minimum support threshold (πmin), return all patterns (sub-events)

that are frequent with respect to πmin, i.e. they occur in at least πmin (out of |D|)

events. An event can be as simple as a set or as complex as a graph. Agrawal’s

original work is on market basket dataset, where each event is a customer transaction

which lists the set of items that a customer buys in a supermarket and the objective

is to find a set of associated items (frequent itemset) that many customers buy

together.

In the last decade, the field of FPM has expanded tremendously. However, the

leading works in this field have spanned mainly on three distinct dimensions. First,

researchers expanded the definition of a pattern from itemsets to sequences [102],

trees [103] and graphs [55, 96], and proposed various algorithms to mine these

patterns. Second, they proposed increasingly efficient mining algorithms to scale

to larger datasets [14, 15]. Finally, they recognized the relation of FPM with other

core knowledge discovery tasks, like classification and clustering with an objective

to obtain high quality patterns [50, 78] that can be used for these tasks. Some

1
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researchers also worked on pure theoretical aspects of FPM, like the worst case

complexity of FPM algorithms [36, 99], their relation to Formal Concept Analysis

(FCA) [67] and so on.

1.1 Frequent Pattern Mining in Knowledge Discovery

Mining frequent patterns provides a principled way to knowledge discovery in

large databases. Specially, it is a natural fit for categorical data, where descriptive

statistics are difficult to apply. The traditional use of frequent patterns is to dis-

cover associations among different categorical values; however, as the definition of a

pattern has expanded beyond sets, it has become possible to discover complex associ-

ations. In the following paragraphs we describe a few such examples (sequence, tree

or graph mining) that will enable the reader to comprehend the notion of frequent

patterns from an application standpoint.

Consider a network server that saves every command sequence that a user

types on the console. To detect possible intrusion attempts as early as possible,

the administrator can match every ongoing command sequence against a set of

special command sequences that have historically been found to be frequent in

a database of intrusive connections. This is a perfect task for a sequence pattern

mining algorithm, as it can be used to mine those special command sequences. Other

important application fields of sequence pattern mining are bioinformatics [110] and

time-series analysis [100].

Tree and graph pattern mining can be used to discover complex associations

that are frequent. For instance, a web-master can mine the link graphs associated

with the frequently visited web-pages by performing graph mining on the data in the

web log. From the database of contact-map graphs of a set of protein complexes in a

family, a biologist can find the common motifs of that protein family. Other potential

application fields of mining frequent graph patterns are social networks [76], sensor

network, peer-to-peer network, etc.

Finding interesting patterns is itself useful, but the discovered patterns can

be further employed in other data management and knowledge discovery tasks. For

example, a set of frequent graph or tree patterns can be used to build an efficient
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index for a database of millions of graphs [53, 97]. Such an index can be used to

expedite subgraph queries while searching for a match in a graph database. An-

other prominent use of frequent patterns are as features in a supervised learning

task, when the database events are labeled. For example, one can mine significant

itemset patterns that are correlated with some class label to find meaningful asso-

ciation rules [106] to build a rule-based classifier [58, 89]. Similarly, if the graphs in

a graph database are labeled, then one can obtain a set of frequent subgraphs that

can be used as features to build a classification model that can classify an unlabeled

graph [30]. Such structural features are also building blocks for designing Mercer

kernel for strings, trees or graphs in kernel based learning [74]. They have enor-

mous opportunity in structural biology, like, in the task of structural alignment and

homology detection. In social networks they are useful to solve problems like link

prediction, de-duplication, and hidden group identification. However, such usage

requires further qualification of frequent patterns, specifically the patterns have to

be significant with respect to the desired task at hand.

1.2 Limitations of Frequent Pattern Mining Algorithms

The first task of any frequent pattern mining algorithm is the enumeration of

the frequent patterns. The enumeration process typically utilizes a combinatorial

approach. In the subsequent steps, a filtering process is employed to get rid of a

large part of frequent patterns that are not significant for the specific knowledge

discovery task at hand. This step is typically custom-made because the significance

of a pattern is different for different tasks.

In the frequent pattern enumeration step, the first problem an analyst faces is

to find the right value for the minimum support threshold (πmin). Without a prior

knowledge of the dataset it is difficult to know what value of πmin would yield the

best set of frequent patterns. Since the space of frequent patterns is combinatorial,

a linear change in the support value can cause an exponential change in the count

of frequent patterns. Experience suggests that if the support value is set too high,

only common-sense patterns are obtained. On the other hand, setting a low support

value yields millions of frequent patterns that are difficult to analyze. For example,
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if the database events are recent movies watched by different subscribers, using

a high support value would return frequent patterns that list only the super-hit

movies. But for low support, millions of associations would be found which are

really difficult to analyze.

Besides this, the lack of scalability is also encountered for complex patterns like

trees or graphs. This happens when the support is set low; as a result, the number of

frequent patterns are enormous; hence, obtaining the entire set of patterns becomes

computationally infeasible. Note that FPM algorithms mainly follow enumeration-

and-test paradigm to enumerate each and every frequent pattern. In this paradigm,

a set of candidate patterns of size k+1 is obtained from a (or a pair of) size k frequent

pattern(s). If the candidate patterns are frequent, they are further extended until

all the frequent patterns are obtained. The search starts from size-1 patterns and

systematically explores the pattern-space. Now, to decide the status (frequent or

infrequent), each candidate pattern is tested against each database event to find its

support. For complex patterns, this is the costliest step of any FPM algorithm. For

example, if D is a collection of graphs, then the support counting requires subgraph

isomorphism testing(a known NP-Complete problem) for each candidate sub-graph

against the database graphs. If the database graphs are large and dense, the FPM

process may not finish in days [20], even for small databases and moderate support

values.

Aborting the mining process prematurely does not help either, as there is no

guarantee that the resulting set of patterns is representative in any sense. Typically,

one can expect that the patterns cover only a small region of the output search space.

If the pattern mining algorithm (see section 1.6 for an overview of pattern mining

algorithm) follows a depth-first candidate generation strategy, it would have explored

only a small fraction of search space in terms of the labels (or chains). On the other

hand, for the breadth-first strategy, it would have explored frequent patterns only

up-to a specific size (or level). In [40], we reported a mining task (100% support) on

a protein-interaction graph dataset using DMTL [21]. The dataset has only three

graphs, each having 2154 nodes, and on average 81607 edges, with total database

size 3MB. The mining process was aborted after a day of running, at which point it
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had generated a 7GB output file containing over 8 million subgraphs. The largest

mined graph had only 22 edges; there were 57 such subgraphs, but these had a

similarity of over 95% (differing in only a few edges), indicating that only a small

fraction of the possible output space had been seen.

Besides scalability (or lack thereof), an enormous number of frequent patterns

poses other challenges while using them in knowledge discovery tasks. Since fre-

quent pattern mining is generally an exploratory task, analysts generally assess the

patterns manually to confirm whether they hold value to convert them into action-

able intelligence. But, their sheer size makes it difficult to interpret the frequent

patterns. We call this problem the information overload problem. It also has several

side effects. For example, the large set of patterns increase the time and space com-

plexity of the knowledge discovery task, like classification or clustering. The quality

of the task also deteriorates, because of the notorious curse of dimensionality ef-

fect. Moreover, there exists a considerable overlap between the patterns, so using

them as features of a classification model leads to the redundant features, which

adversely affects the performance of the classification system. Note that in many

real-world cases, enumerating all frequent patterns is not necessarily the primary

objective. Rather, mined patterns are likely to be used as inputs for a subsequent

analysis/modeling step, and as such, a relatively small representative set of patterns

may suffice. Thus, successful applications of pattern mining to solve real-life prob-

lems require the result-set of an FPM algorithm to be a summary, rather than a

complete enumeration of the frequent pattern space.

1.3 Research addressing FPM Limitations

Several research efforts have attempted to overcome the above limitations of

FPM. They mainly addressed the information overload problem for itemset pat-

terns by summarizing or clustering the frequent patterns. The main ideas that have

emerged from these works are: (1) Mining maximal or closed patterns, (2) Mining

top-k patterns, (3) Frequent Pattern summarization or compression to obtain in-

teresting and non-redundant patterns, (4) Mining representative patterns, and (5)

Mining significant patterns. They vary significantly in terms of their objective, ap-
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proach, and applicability. In the following paragraphs we provide a brief overview of

these approaches. Further elaboration will be provided in the related work chapter.

Mining maximal frequent patterns was the first attempt to compress the fre-

quent pattern set. A pattern is called maximal if none of its super-patterns is

frequent. Some also proposed to mine closed frequent patterns. A pattern is called

closed, if it has no super-pattern with the same support value. Depending on the

the dataset, maximal or closed frequent patterns can offer significant compression.

However, for many datasets the number of maximal or closed patterns is still too

large to deal with.

Mining top-k frequent patterns is a general approach that can be adapted

with any pattern mining algorithm. In this approach, a user defines a ranking

function depending on the prospective usage of the frequent patterns. Based on the

above function, each frequent pattern is ranked, and the top k frequent patterns

are returned. Jaccard co-efficient, entropy, Odds ratio, Kappa, Mutual Information,

Gini index are some common ranking functions. However, if the ranking function is

non-convex, it is difficult to obtain the top k patterns without explicit enumeration

of every frequent pattern.

The objective of frequent pattern summarization is to obtain a succinct set of

frequent patterns that loses minimal information. Generally, these techniques are

support-aware, i.e., they summarize (and later recover approximately) both frequent

patterns and the corresponding support values. Ideally, one would like to recover

every frequent pattern and its support from the compressed representation, but such

requirement would offer very small compression ratio. So, these algorithms generally

adopt probabilistic techniques that model the underlying distribution generating the

frequent patterns. However, these methods can introduce false-positives, hence, the

mined patterns are frequent with high likelihood, but not with certainty.

Representative pattern mining aims to find a set of frequent patterns that are

representative of the whole frequent pattern space. Clustering-based approaches are

generally popular, where the set of frequent patterns are organized to a pre-defined

number of clusters; then the cluster centers are reported to be the representative fre-

quent patterns. These algorithms are generally not support-aware, i.e., the support
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values are generally lost. Most of the algorithms perform post-processing, where the

entire set of frequent patterns are obtained first and then the clustering is performed.

So, the lack of scalability still remains a concern.

Significant pattern mining is a special category under top-k patterns. In this

category, it is assumed that the database events are labeled. The frequent patterns

that are highly discriminative to classify the events into different label values are

considered significant and hence, mined.

1.4 Contribution of this Thesis

The majority of the methods that we described in section 1.3 are aimed to

compress the output of FPM. So, they do not really solve the scalability problem.

They rather follow a two-step process; in the first step the entire frequent pattern-

set is mined and in the second step a summarization process is used to compress the

frequent pattern set. For many datasets, specially in the graph domain, running the

first step to its entirety can be infeasible. Also for many tasks, the pattern clustering

or summarization framework does not yield the optimal pattern set. For example,

if the intended task of pattern mining is to use them as features for classification,

the existing approaches of summarization are not appropriate, rather a small set of

discriminatory patterns is desired.

In this thesis, we propose the concept of output space sampling [43] for the

frequent patterns. In this paradigm, the mining process returns a small sample of

interesting patterns without enumerating the entire set of candidate frequent pat-

terns. They are obtained by performing a Markov Chain Monte Carlo (MCMC)

based random walk on the frequent pattern partial order. The transition matrix

for this random walk is computed locally based on the interestingness score of the

frequent patterns. The stationary distribution of the random walk is the desired

sampling distribution which is proportional to the interestingness of a pattern. Here,

we use the word interesting in a very generic sense which reflects the quality of a

pattern with respect to its anticipated usages. In fact, any interestingness criteria

can be embedded in our sampling process. So, a user can use the same algorithm

to sample frequent patterns for different tasks: for example, to perform graph clas-
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sification we can mine discriminatory subgraphs, for graph summarization we can

find representative subgraphs, and for exploratory data analysis, we can find i.i.d.

samples of frequent patterns.

The first major advantage of output space sampling is that it alleviates the

scalability problem instantly. For the dataset for which the entire mining task is

infeasible, output space sampling enables the option to obtain a few patterns that

are sampled preferentially. It also solves the information overload problem without

applying the two-step process of enumeration and filtering. In fact, the sample size

is controlled by the user and the sampling subroutine can be terminated as soon as

the desired number of samples are obtained.

This thesis also investigates specific instances of output space sampling by

mining representative patterns. For this, we propose two algorithms, Musk [42] and

Origami [40] that randomly sample the output space to specifically address two

of the above limitations that we described in section 1.2, i.e., the lack of scalability

and the frequent pattern redundancy. Both of these algorithms use the output space

sampling concept to obtain representative patterns, so they are scalable. They also

solve the redundancy problem, as the patterns in the result set are very different

from each others. In our work, we show that they can find frequent maximal patterns

that are very different from each other which cover the entire frequent pattern space

in cases where existing enumerative graph mining algorithms fail. However, there

is a stark difference between these algorithms in their definition of a representative

pattern.

Origami defines representative pattern-set as α-orthogonal β-representative

patterns. Intuitively, two graph patterns are α-orthogonal if their similarity is

bounded above by α. Each α-orthogonal pattern is also a representative for those

patterns that are at least β similar to it. Given user defined α, β ∈ [0, 1], the goal of

Origami is to mine an α-orthogonal, β-representative set that minimizes the set of

unrepresented patterns. Uncharacteristic to the concept of output space sampling,

Origami runs a second step to find a set of patterns that respects the constraints

laid in the definition of the α-orthogonal β-representative pattern-set.

Musk proposes an alternative formulation for representative frequent pattern
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set which is directly related to output space sampling concept. It obtains representa-

tive patterns by sampling uniformly from the pool of all frequent maximal patterns;

uniformity is achieved by a variant of Markov Chain Monte Carlo (MCMC) algo-

rithm. In the stationary distribution of the above random walk, all maximal frequent

pattern nodes in the partial order graph are sampled uniformly.

1.5 Organization of the Thesis

The bulk of the thesis includes several research articles that I published over

the third and the fourth year of my doctoral study. The main concept of output

space sampling was published in the proceedings of the Very Large Data Bases

(VLDB) conference, 2009 [43]. It is described in Chapter 3 of this thesis. Chapter

3 also includes the Musk algorithm because of its inherent connection with the

output space sampling concept. It was published in the proceedings of SIAM Data

Mining (SDM) conference, 2009 [42]. In Chapter 4, I present the Origami algorithm

which was published in the proceedings of International Conference on Data Mining

(ICDM), 2007 [40]. The remaining chapters of the thesis discuss the introduction,

background, future work and conclusion.

Though this thesis is a composition of different research articles, they are con-

nected around the main research contribution which is: sampling the pattern output

space by using randomized algorithms with the aim of finding a small set of patterns

that are useful for the specific knowledge discovery task at hand. The algorithms,

Origami and Musk also serve the same objective, but they are specifically tailored

to find representative frequent patterns. Origami proposes to find representative

patterns where the definition of representativeness is based on a structural similar-

ity metric of the patterns. For the case of Musk, the representative patterns are

uniformly sampled maximal frequent patterns.

I frequently used few acronyms that I explain in this paragraph. FPM stands

for Frequent Pattern Mining that denotes the general task of pattern mining. OSS

stands for output space sampling which is the frequent pattern sampling paradigm

that we propose in this thesis. I use “pattern” as a generic word that represents

all popular patterns that data mining researchers generally consider; such as, sets,
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sequences, trees and graphs. Although the output space sampling paradigm is pro-

posed for graph patterns, it is applicable for all different kinds of patterns. Through-

out the thesis, the words pattern, subgraph, graph have been used synonymously to

emphasize this fact.

The remainder of this chapter covers pattern mining preliminaries. It discusses

concepts, philosophy and algorithms for frequent pattern mining.

1.6 FPM Preliminaries

This section discusses the background materials for frequent pattern mining.

1.6.1 Patterns

In the domain of pattern mining, researchers consider various kinds of patterns,

like sets, sequences, trees, graphs, cliques, etc. Nevertheless, a pattern can generally

be considered as a graph, since each different pattern type is just a specialization

of a graph pattern. For example, a set is a graph that has no edges, a clique is a

complete graph, a tree is a graph without a cycle. So, in the following discussions,

we consider a graph as a generic type of a pattern.

The problem of mining frequent patterns can be stated as follows: Let N =

{x1, x2, . . . , xnv
} be a set of nv distinct nodes or vertices. A pair of nodes (xi, xj)

is called an edge. Let L = {l1, l2, . . . , lnl
}, be a set of nl distinct labels. Let

Ln : N → L, be a node labeling function that maps a node to its label Ln(xi) = li,

and let Le : N × N → L be an edge labeling function, that maps an edge to its

label Le(xi, xj) = lk.

A graph representation of a pattern P is generally associated with a labeled

vertex set PV ⊆ N and a labeled edge set PE = {(xi, xj) | xi, xj ∈ PV }. For

example, when we represent an itemset as a graph, each item in the itemset just

becomes a label of one of the vertices of the corresponding graph. The number of

vertices in a pattern P is called its size. A pattern of size k is called a k-pattern,

and the class of frequent k-patterns is referred to as Fk.

Given two patterns P = (PV , PE) and Q = (QV , QE), let f : PV → QV be an

injective function. We say that P is a sub-pattern of Q (or Q is a super-pattern of
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P ), denoted P�Q if and only if (iff) for all xi, xj ∈ PV :

i) Nodes labels are preserved by f , i.e., Ln(xi) = Ln(f(xi)).

ii) Edge labels are preserved by f , i.e., Le(xi, xj) = Le(f(xi), f(xj)).

iii) (xi, xj) ∈ PE =⇒ (f(xi), f(xj)) ∈ QE, i.e., PE ⊆ QE.

If P�Q we also say that P is contained in Q or Q contains P . Note that with the

exception of itemsets, we are generally interested only in connected sub-patterns,

where we require that there exists a path between xi and xj for all xi, xj ∈ PV . For

the case of graph patterns, we generally work with undirected and labeled graphs.

1.6.2 Database

A database D is just a collection (a multi-set) of patterns. A database pattern

is also called an object, event, transaction or a record. An event can be as simple

as a set, or as complex as a graph. Let T = {t1, t2, . . . , tnr
}, be a set of nr distinct

transaction identifiers (tid). An event has a unique identifier, given by the function

T (di) = tj, where di ∈ D and tj ∈ T . With the tid, an event can be represented as

a tuple, 〈t,X〉, where t is the tid and X is the corresponding pattern denoting the

event.

The number of objects in D is given as |D|. The absolute support of a pattern

P in a database D is defined as the number of objects in D that contain P , given

as πa(P,D) = |{P�d | d ∈ D}|. The corresponding object set is represented as

t(P ), called the tidset for the pattern P . Thus, t : P −→ 2T is a function that

maps each pattern P ∈ P to a set of transaction ids (tidset). Note that, the size of

t(P ) is the same as the absolute support of pattern P . The (relative) support of P

is given as π(P,D) = πa(P,D)
|D|

. A pattern is frequent if its support is more than some

user-specified minimum threshold πmin. A frequent pattern is maximal if it is not

a sub-pattern of any other frequent pattern. A frequent pattern is closed if it has

no super-pattern with the same support. The set of frequent, closed and maximal

patterns are represented by F , C and M and F ⊇ C ⊇ M. The frequent pattern

mining problem is to enumerate all the patterns that satisfy the user-specified πmin
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tid itemset

1 A B D E
2 B C E
3 A B D E
4 A B C E
5 A B C D E
6 B C D

A B C D E

1 1 2 1 1
3 2 4 3 2

t(X) 4 3 5 5 3
5 5 6 6 4

6 5

Figure 1.1: A Transaction database (left) and corresponding vertical for-
mat (right)

πa itemsets
frequent closed maximal

6 B B
5 E, BE BE
4 A, C, D, AB, AE, BC, BD, ABE ABE, BC, BD
3 AD, CE, DE, ABD, ADE, BCE, BDE, ABDE ABDE, BCE ABDE, BCE

Figure 1.2: Frequent, Closed and Maximal Itemsets with minsup = 3

frequency requirement (F). One can also be interested to mine only the closed

frequent pattern set (C) or the maximal frequent pattern set (M).

Example 1: Figure 1.1 shows a database of transactions that consists of items; it

also shows the database in the vertical format, which lists the tidset of the atomic

items in each column. Vertical representation of a database is important as many

data mining algorithms [107] work on vertical format since it minimizes the disk I/O

time (however, uses more memory) of the mining algorithm. Figure 1.2 shows the

frequent, closed and maximal itemsets of the database in Figure 1.1 for a minsup =

3. Note that, while writing the frequent itemset patterns, we write the set members

just as a sequence in the alphabetical order. Thus the term AB represents the

itemset {A,B}. This shorthand practice will be used throughout in this thesis.

From this table it is easy to verify that F ⊇ C ⊇ M. �
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A B

AB AC AD AE CD DE

C

BC BD BE

D

CE

E

ABC ABD ABE ACD ACE ADE BCD BCE BDE CDE

ABCD ABCE BCDEABDE ACDE

ABCDE

{}

Figure 1.3: Frequent Pattern Partial Order and Prefix-based Enumera-
tion Tree

1.6.3 Frequent Pattern Partial Order

The set of all frequent patterns forms a partial order with respect to the sub-

pattern relationship (≺), called frequent pattern partial order (FPPO). In FPPO,

every node corresponds to a distinct frequent pattern and every edge represents a

possible extension of a frequent pattern to a larger (by size one) frequent pattern.

The maximal elements in FPPO correspond to the elements in M. The least ele-

ment in the partial order is the empty pattern, denoted by ∅ (which is frequent by

default). The set of maximal elements are also called positive border as they are

the boundary objects in the partial order that separates the positive (frequent) and

negative (infrequent) candidate patterns. Algorithms for enumerating all frequent

patterns typically traverse the FPPO in either depth-first or breadth-first manner,

starting from the empty pattern. Since a pattern can be constructed in many differ-

ent ways (depending on the way in which it is extended), starting from the empty

pattern, there are multiple paths leading to a pattern in the partial order. However,

to eliminate redundancy (i.e. to generate a candidate pattern exactly once), frequent
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BC

(135)

(1345) (2456)

(135) (135)

(135)

(135) (135)

(1345)

(1345)

(2456) (1356)

(1356)

(12345)

(12345)

(245)

( 245)

(123456)

(2456)(1356)(1345)

(12345)

(245)(135)

AD DE AE AB BC BD BE CE

ABD ADE BDE ABE BCE

ABDE

(1345)

BE

ABE

ABDE BCE

BD

(123456)

MAXIMAL ITEMSETS

CLOSED ITEMSETSFREQUENT ITEMSETS

B C D E
B

A

Figure 1.4: Closed pattern and Maximal Patterns for the frequent pat-
terns in Figure 1.2 (source: [108])

pattern mining algorithms follow some specific candidate generation scheme.

Figure 1.3 shows the FPPO for the example database in Fig. 1.1. In this

Figure, the bold edges represent the prefix-based enumeration tree, which is an

efficient candidate generation scheme for itemset pattern mining. For example, in

this method while generating candidate patterns, the itemset {A,D} is generated

only from {A}, not from {D}.

Figure 1.4 shows the closed and maximal patterns of the database in Example

1 using the FPPO. In this Figure, the partial order on the left shows each closed

pattern in a close-curve which also encloses the other frequent patterns that the

corresponding closed-pattern subsumes. The FPPO nodes show patterns together

with the tidlist; it is easy to see that the patterns in each closed-curve have exactly

the same support with the same tidlist, as per the definition of closed patterns. The

Hasse diagram of the FPPO involving only closed and maximal patterns in shown

on the right. The maximal elements in this diagram corresponds to the maximal
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A B

DC D

(G1)

A

A

C C D

(G2)

A

D

B

(G3)

(a)

A

A

C D

(gm1)

A

D

B

(gm2)

(b)

tidset
t(gm1) = {1, 2}
t(gm2) = {1, 3}

(c)

Figure 1.5: (a) Graph database with 3 graphs (b) Maximal frequent
graphs (a) with support 2 (c) tidset of the maximal graphs
gm1 and gm2
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Figure 1.6: Partial Order Graph of Frequent Subgraphs
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patterns that are enclosed in circles.

Example 2: In Figure 1.5, we show a graph database of 3 graphs. We also show

the frequent maximal graph patterns for minsup = 2. The corresponding tidsets

for the maximal patterns are also shown. Note that, all possible subgraphs of the

maximal graph patterns are frequent graph patterns (not shown).

In Figure 1.6, we show the FPPO for this dataset. The bold edges represent the

candidate enumeration tree using the rightmost candidate generation [96] scheme for

frequent graph mining. In a depth-first pattern mining, the mining process traverses

the tree through a depth-first walk; whereas, for breadth-first pattern mining it

follows a breadth-first walk. �

1.6.4 Pattern Mining Algorithms

Algorithms to mine different kinds of patterns exhibit considerable similarity,

so we can develop a generic pattern mining algorithm that can be applicable for all

kinds of patterns. Figure 1.7 outlines the pseudo-code of such an algorithm.

The algorithm follows an enumeration-and-test paradigm. It generates one (or

more) candidate frequent pattern(s) in each iteration. Then it examines every can-

didate frequent pattern against the database to test whether its support is greater

than the minimum support threshold (πmin). If the test fails, it discards the can-

didate pattern, otherwise it marks the pattern as frequent and stores it for further

processing in future iterations. If the candidate generation step is prone to obtain

redundant candidates, an additional check precedes before the support counting to

discard any pattern that is redundant. In the pseudo-code, we use subroutines,

named candidate generation, isomorphism checking and support counting, to denote

these sub-tasks. As the iterations progress, frequents patterns of increasing length

are discovered starting from size one. The process stops when all frequent patterns

that exist in the database are discovered. In the following, we describe each of the

sub-tasks.

Candidate Generation The objective of this step is to obtain candidate frequent

graphs of size k + 1 from one (or a pair of) frequent pattern(s) of size k. The size
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// [P ] is a group of patterns (that share a prefix)
// DB is the database
// k is initialized to 0
Enumerate-Frequent-Patterns ([P ], πmin):
1. Ck+1 = candidate generation([P ], DB)
2. ∀ candidates c ∈ Ck+1

3. if (isomorphism checking(c)) then
4. support counting(c,DB)
5. if (c.sup ≥ πmin) then
6. Fk+1 = Fk+1 ∪ c
7. for every group [Pi] ∈ Fk+1

8. Enumerate-Frequent-Patterns([Pi], π
min)

Figure 1.7: Generic Frequent Pattern Mining Algorithm

k patterns are generally called parent pattern(s), which are frequent. While the

candidate patterns are called child pattern(s), whose status are yet to be determined.

Pattern types differ in the way they generate candidates. The number of candidates

generated or the operations involved (adding a node or adding an edge) also differ

for one pattern type versus another. Despite these differences there are fundamental

similarities. If two size k patterns are used to find a size k + 1 candidate pattern,

then these two patterns usually have a common size k − 1 prefix. On the other

hand, if a size k parent pattern is extended to a size k + 1 child pattern, the former

has a set of locations (called extension points) where an extension operation, such

as add edge or add node, are allowed to obtain the child pattern. Note that, these

restrictions are imposed to ensure completeness with minimal redundancy; i.e. we

want to ensure that all possible candidate frequent patterns are generated at least

once, but (desirably) not more than one. Also it is obvious (however important)

that the candidates are generated only from the frequent patterns, as child of an

infrequent patterns is always infrequent by the anti-monotone property, which states

that, a parent (sub-pattern) of a frequent pattern is frequent and a child (super-

pattern) of an infrequent pattern is infrequent. In a depth-first strategy, a frequent

pattern is extended repeatedly until it cannot be extended any more. In a breadth-

first strategy, a size k + 1 candidate is generated, only after all size k frequent

patterns are found. The breadth-first strategy is sometimes referred to as the apriori
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algorithm.

Isomorphism Checking For itemsets and sequences, the candidate generation

step of popular mining algorithms [2, 102] can circumvent generating isomorphic

patterns. Essentially, they exploit the lexicographic ordering on the labels to avoid

generating redundant patterns. Thus no isomorphism checking is required for these

patterns. The same can also be avoided for ordered trees by an appropriate can-

didate generation scheme [103]. However, unordered trees [65], free trees [23] and

graphs [45, 96] require isomorphism testing.

Typically, an isomorphism checker generates a code string from every candi-

date pattern. Then it obtains a unique code string for the patterns that belong to the

same isomorphic group. Conceptually, it performs the following: 1) assimilates the

code string of patterns that belong to a single isomorphic group, and 2) computes

the minimum (maximum) code string from that group. However, in practice the

above procedure is performed implicitly (without enumerating all the code strings

of patterns in an isomorphic group). For every candidate frequent pattern, if its

code string does not match with the unique code string of its isomorphic group, this

pattern is discarded. There are many other ways a code string can be generated.

Interested reader can see this reference [11]

Support Counting The support counting functionality is supported by the Count

Support subroutine in Figure 1.7. This module queries the database to find the

support of a candidate frequent pattern. If gp and gc are the parent and child

pattern respectively, then we have t(gc) ⊆ t(gp). So, to compute the support of gc,

the mining algorithm only verifies its occurrence in the objects in t(gp). However, it

is the costliest step for mining complex patterns, like graphs since it is tantamount

to running numerous |t(gp)| subgraph isomorphism tests [83], which is NP-Hard.

However, an alternative to direct isomorphism checking is to store all the embeddings

of a frequent pattern in all database objects. Depending on the dataset, this may

reduce the execution cost of support counting. Nonetheless, the memory footprint

of the algorithm increases substantially.
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1.6.5 Other Pattern Mining Algorithms

The above framework gives a generic pattern mining algorithm. However,

there are other mining algorithms that do not exactly follow the above paradigm.

One of the most well known among them is FP-Tree [38], which works for itemset

patterns. It avoids the traditional candidate generation step by using a prefix tree

which enables a cheaper pattern growth approach. However, the pattern growth

technique is not generic to all different kinds of patterns.

In the domain of graph mining, a recently proposed method called gaston [66]

adopts a different candidate generation method. It first generates only sequence

candidates, following by trees and graphs in the above order. By following the above

order it avoids the costly subgraph isomorphism tests for the candidate frequent

patterns that are not graphs, hence it is substantially faster, if the frequent graphs

are mostly sequences or trees. In this thesis, when we refer to pattern mining we

mean the general framework that is presented in the previous section.



CHAPTER 2

Related Works

In this chapter, I discuss several research works that are relevant to the work pre-

sented in this thesis. The related works are partitioned into three different sections:

traditional FPM algorithms, sampling and randomized algorithms in FPM, and

frequent pattern summarization.

2.1 Traditional FPM Algorithms

Frequent structure (pattern) mining refers to an important class of exploratory

mining tasks, namely those dealing with extracting patterns in massive databases

representing complex interactions between entities. It encompasses mining tech-

niques like itemsets [2], sequences [4], trees [103], and graphs [49, 55]. As one

increases the complexity of the structures to be discovered, one extracts more infor-

mative patterns. Here we briefly review the existing methods for FPM.

Itemset Mining The itemset mining problem is to discover frequently co-occurring

sets of items (or attributes). Since its introduction by [3], over the past decade many

interesting algorithms have been proposed for mining frequent itemsets [2, 12, 38,

72, 105, 107]. It continues to be an active area of research. Methods for mining

maximal (those that have no frequent superset) and closed patterns (those that

have no superset with the same frequency) have appeared in [17, 68, 87, 108]. Re-

cent advances are described in the comparative study on Frequent Itemset Mining

Implementations (FIMI) by [33].

Sequence Mining Sequence mining helps discover frequent sequential patterns

across time or positions in a given data set. Within data mining, the problem of

mining sequential patterns was introduced by [4]. Many other approaches have

followed since then [6, 60, 61, 69, 77, 102]. Methods that consider constraints like

maximum/minimum gaps, sliding windows, regular expressions, and taxonomies

20
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have also been proposed [32, 77, 101]. Methods for mining closed sequences appear

in [7, 88].

Tree Mining Several algorithms for tree mining have been proposed recently,

starting with the earlier work in [5, 103]. The new methods mine different kinds of

tree patterns, such as ordered/unordered embedded trees [79, 80, 85, 104] or induced

trees [23, 24, 73, 90]. Methods for mining closed and maximal tree patterns appear

in [24].

Graph Mining Given a database of graph objects, the goal of graph mining is

to find all the commonly occurring sub-graph patterns. Some of the early works

in graph mining include [28, 29]. Many recent methods have been proposed which

improve the efficiency of mining, these include [45, 48, 54, 55, 66, 96]. Closed graph

mining methods have also been proposed [98]. These algorithms are efficient for

datasets of small to moderate sized graph (up-to few hundred vertices), but they do

not scale well for datasets of larger graphs as demonstrated in one of our research

articles [20].

2.2 Sampling and Randomized Algorithms in FPM

The concept of output space sampling is novel in frequent pattern mining. To

the best of our knowledge, this thesis is the first to formally propose this concept.

The closest work is by Boley et. al [9] that uses an MCMC algorithm to find a

uniform sample of frequent itemsets. The objective of their work is to approximately

estimate the size of the output space of an itemset mining task by taking only

polynomial number of samples. For this, they propose an algorithm for uniform

sampling of frequent itemset patterns. The approximate estimation is obtained by

utilizing the relation between uniform sampling and approximate counting that is

popularized by Jerrum and Sinclair [51].

The main difference of our work from the above work is that they have differ-

ent objectives. We propose a generic framework for different kinds of sampling that

works on all kinds of patterns, whereas they propose an approach to obtain approx-
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imate count of output space size by finding uniform samples of frequent patterns,

but, their sampling algorithm is specific to only itemset patterns.

Though the output space sampling is novel, there are various sampling al-

gorithms [19, 22, 82] in frequent pattern mining that focus on sampling the input

space (the data) of an FPM algorithm. These algorithms generally find prospective

candidate patterns from a small sample of the entire transaction-set that fits in the

memory. Toivonen [82] uses this concept to speed up apriori based itemset mining.

In his algorithm, he uses an extra database pass to ensure that all the itemsets are

discovered. But, in the sampling proposed by Chen et. al [22], the frequent pat-

terns obtained are frequent only in the statistical sense. Recently, Chakravarthy [19]

proved some theoretical results that show that using a sample size that is indepen-

dent of |D|, and |Σ| (the number of different items), one can obtain a set of frequent

itemsets with any desired level of accuracy. It is important to note that output

space sampling, which is the contribution of this thesis is much more difficult than

sampling the input space, since the size and the elements of the output space are

not available immediately.

Our OSS paradigm depends on randomized candidate generation. In [35] the

authors proposed the first algorithm that adopts randomized candidate generation

in FPM to find maximal frequent itemsets. The Origami algorithm that we present

in this thesis has a similar candidate generation scheme. The main OSS framework

also utilizes Metropolis-Hastings [71] sampling. We found another recent work [47]

that uses Metropolis sampling in the domain of graph mining. The objective of this

work is to obtain a model that finds subgraphs that approximate a given degree

distribution; Metropolis algorithm and Simulated Annealing (SA) is used to solve

the problem.

2.3 Frequent Pattern Summarization

To cope with the exponential number of frequent patterns, many recent works

focus on frequent pattern summarization. While the primary objective of this task

is to obtain a smaller number of patterns, the approaches differ in how they eval-

uate the summarization qualitatively. For instance, one may be concerned to save
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storage by finding some compressed representation (lossy or lossless); while another

may be interested to obtain top-k patterns based on some quality measures, yet

another may be interested to understand the underlying model that generates the

frequent patterns. The summarization process itself provides another perspective.

In some cases, it follows complete enumeration of all the frequent patterns; while in

other cases, it is embedded in the pattern enumeration process and thus it avoids

generating unnecessary patterns as much as possible. In this section, we will dis-

cuss different methods with their benefits and limitations. For a survey on pattern

summarization, see [93].

2.3.1 Early Works

The earliest effort to compress the result-set of a frequent pattern mining

(FPM) algorithm is to mine maximal frequent patterns [70] for itemsets. Depend-

ing on the dataset, maximal patterns can reduce the result-set substantially; espe-

cially for dense datasets, the compression ratio can be very high. Further, maximal

patterns can be mined in the algorithmic framework of FPM processes without a

post-processing step. The problem of maximal pattern mining is that the compres-

sion also loses the support information of the non-maximal patterns; for example,

in Figure 1.2, from the list of maximal patterns we can deduce that the pattern BC

is also frequent (since BCE is frequent), but its support value is lost (which is 4,

instead of 3). Support information is critical if the patterns are used for rule gener-

ation, as it is essential for confidence computation. At present, their exist maximal

pattern mining algorithms for sequences [59], trees [25] and graphs [46, 81].

To circumvent the information loss phenomenon of maximal patterns, closed

frequent pattern mining is proposed by Pasquier [68] and Zaki [106, 108] for the

itemset patterns. From the set of closed patterns, all the frequent patterns and

their support information can be immediately retrieved without further scan of

the database. But, the compressibility of closed frequent mining is smaller than the

maximal pattern mining, The interest in closed frequent pattern also spanned across

different types of patterns, like sequences [56], trees [25] and graphs [98]. Closed

frequent patterns can also be mined within the FPM paradigm.
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2.3.2 Lossless Pattern Summarization

Besides closed pattern mining, Non-Derivable Itemset mining [18] is the only

other lossless (support preserving) pattern compression method. The main idea

is based on inclusion-exclusion principle, which enables us to find a lower bound

and upper bound on the support of an itemset based on the support of its subsets.

These bounds can be represented by a set of derivable rules, which can be used to

derive the support of an itemset from its sub-itemsets. If the support can be derived

exactly, the itemset is called a derivable itemset and need not be listed explicitly.

Thus, a concise representation of the frequent itemsets consists of the collection of

only non-derivable itemsets.

The main limitation of this compression approach is that it applies only for

itemset patterns; since the inclusion-exclusion principle does not generalize for pat-

terns with higher order structure. The compressibility of this approach is not that

good either. In fact, Calders and Goethals [18] prove that for some datasets, number

of closed frequent patterns can be smaller in size than that of non-derivable frequent

patterns.

2.3.3 Summarization with False-Positives

Since frequent patterns are combinatorial objects, strong redundancies exist

in their formation. For instance, k−2
k−1

fraction of all k − 1 size subpatterns of a size

k pattern are identical. So, a good compression with minimal redundancy can be

achieved if an exponential number of patterns can be subsumed by one pattern,

similar to a maximal frequent pattern. But maximal frequent patterns require that

all its sub-patterns are frequent; as a result, good compression cannot be achieved.

So, Afrati et. al. [1] propose to allow false positives in the frequent patterns.

A simple example is as follows: if the frequent sets contain the sets ABC,

ABD, ACD, AE, BE, and all their subsets, then one can report ABCD and ABE

as the summarized frequent patterns. Note that this covers all the original sets,

and there are only two false positives (BCD, ABCD). If the user defines a fixed

k as the size of the summary set, the problem of finding the best approximation

(the collection of frequent pattern with minimum false positives) is NP-Hard [1].
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However, Afrati et.al. provide a greedy algorithm that guarantees an approximation

ratio of at least 1 − 1
e
.

The beauty of this summarization is its high compressibility; authors report

that by using only 20 sets (7.5% of the maximal patterns), they can cover 70% of the

total frequent set collection with only 10% false-positive ratio in a typical itemset

dataset. Also note, in such a high compression, the redundancy in the frequent

patterns are very minimal. The drawbacks of this method are: first, it is a post-

processing algorithm, i.e., all maximal patterns first need to be obtained to be used

as an input to this algorithm. Secondly, the algorithm will not generalize well for

complex patterns, like trees or graphs, as the false positive rate will be much higher

and the coverage will be very low. So the approximation ratio mentioned above will

not be achieved. Thirdly, it will not work if the application scenario does not allow

false-positives.

2.3.4 Generative Models for Frequent Patterns

In the domain of lossy compression of frequent patterns, forerunner algorithms

are based on generative models. Wang and Parthasarathy [86] use probabilistic

profiles to obtain a generative model that summarizes frequent itemsets. They

employ a Markov Random Field (MRF) to model the underlying distribution of

the frequent patterns. To make the model more concise, the authors consider only

the non-derivable frequent itemsets instead of the whole set. Once the model is

built, the list of frequent itemsets and associated support can be recovered roughly

using standard probabilistic inference methods. Since, the support of an itemset is

also part of the model and it is approximated, we call this kind of summarizaiton

support-aware summarization.

In [52], the authors propose a set of novel regression-based approaches to effec-

tively summarize frequent itemset patterns. The generating model is probabilistic,

which follows an optimization framework to minimize the restoration error. Authors

show that the optimization problem is similar to a nonlinear regression problem,

which under certain conditions can be transformed to a linear regression problem.

They propose two regression methods: K-regression and tree-regression. The K-
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regression approach, employing a K-means type clustering method, guarantees that

the total restoration error achieves a local minimum. The tree-regression approach

employs a decision-tree type of top-down partition process. In addition, they discuss

alternatives to estimate the frequency for the collection of itemsets being covered

by the K representative itemsets.

Yan et. al. [94] propose a generating model for itemset patterns that is

based on pattern-profile. A profile-based summarization finds representative pat-

terns (named as Master patterns by Yan et. al.) and builds a generative model

under which the support of the remaining patterns can be easily recovered. A mas-

ter pattern is the union of a set of very similar patterns. To cover the span of

the whole frequent patterns, a master pattern is very different from another master

pattern. Note that, similarity considers both the pattern space and their support.

The authors then build a profile for each master pattern. Using the profile, the

support of each frequent pattern that the corresponding master pattern represents

can be approximated without consulting the original dataset. The definition of pat-

tern profile is as follows: First, for any itemset pattern p, let p1, p2, . . . pl be a set

of similar patterns. Now, we define t̄ =
⋃l

i=1 t(pi). A profile M over p1, p2, . . . pl is

a triple, 〈P, φ, ρ〉, where P is a probability distribution vector of the items in the

set p1, p2, . . . pl with respect to the dataset t̄. For example, if the itemset CT and

CW are to be merged in a profile and their tidset are {1, 3, 5, 6} and {1, 2, 3, 4, 5}

respectively, the master pattern, φ is CTW , its support, ρ is |t̄|
|D|

and the probability

vector P = ( 4
|D|

, 5
|D|

).

The summarization methods that uses generating models offer most compact

representations, but the quality of the summary patterns are much inferior. More-

over, all of them are applicable only for itemset patterns. Furthermore, they adopt

post-processing frameworks, so are not suitable for the cases when it is infeasible to

obtain all the frequent patterns.

2.3.5 Summarization with size-restrictions

In many scenarios, one may require patterns with some form of size-restrictions.

For instances, if the frequent patterns are used for indexing purpose, the short pat-
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terns are desired, as they can build efficient indices. In some domains, like bioinfor-

matics, longer patterns are more interesting.

Mining patterns with an upper bound on size is easy and existing pattern

mining algorithms can easily be adapted to do so; it only requires to stop candidate

generation from patterns that reach the maximum size limit. However, mining

patterns with a lower bound on size is not straightforward with the existing mining

methodologies as they enumerate size k candidate patterns from size k − 1 frequent

patterns. [111] proposes a method to mine large (colossal) itemset pattern by a

method called core pattern fusion, that fuses small core patterns to obtain larger

patterns. Thus, for a large size k patterns, all its frequent sub-patterns (of size

< k − 1) are not enumerated.

2.3.6 Top-k Summarization

In this summarization strategy, the method accepts a parameter value k and

a qualitative criteria (a ranking function Q : F −→ R). The idea is to return k

frequent patterns that are ranked top according to the given criteria. The ranking

function is chosen based on the application at hand.

Han et al. [39] propose one of the first top-k itemset pattern mining algorithm

that can mine the k most frequent closed patterns with a user-specified minimum-

size, min l. In this setting, frequency count of the pattern is the ranking function,

whereas, the minimal-length constraint works as a feasibility constraint. This con-

strain is essential, since without it only length-1 patterns (or their corresponding

closed super-pattern) will be reported, since they always have the highest frequency.

The algorithm utilizes FP-tree [38] to obtain an efficient implementation.

Xin et. al. [92] propose another top-k algorithm. Their ranking function strives

for the highest significance with minimal redundancy. Significance of a pattern is

measured by a real value that encodes the degree of interestingness or usefulness

and redundancy between a pair of patterns is measured by incorporating pattern

similarity. Xin and his colleagues show that to find such a set of top-k patterns is NP-

Hard even for itemsets, which is the simplest kind of pattern. They also proposed a

greedy algorithm that approximates the optimal solution with performance bound.
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The major drawback of this approach is that the users need to find all the frequent

patterns and evaluate their significance before the process of finding top-k patterns

is initiated. Another drawback is that for itemset patterns the distance calculation

is very straightforward, this might be very costly for complex patterns.

2.3.7 Cluster-based approach

Pattern compression problem can be perceived as a clustering problem, if a

suitable distance function between frequent patterns can be adopted. Then the

summarization task is to obtain a set of representative patterns; each elements of

the set resembles a cluster centroid. As typical clustering problem, this approach

also leads to a formulation which is NP-Hard. So, sub-optimal solutions with known

bounds are sought. Xin et. al. [91] propose greedy algorithms, named RPglobal

and RPlocal to summarize itemset patterns. The distance function that they use

considers both pattern object and its support. The representative element, pr of

a cluster containing elements, p1, p2 . . . pk, satisfies ∪k
i=1pi ⊆ pr, and the distance

is computed in the transaction space. For instance, if for two patterns p1 and p2

we have, t(p1) = {1, 3, 5} and t(p2) = {1, 4, 5}, the distance between the patterns

can be computed using Jaccard’s coefficient as 1 − {1,3,5}∩{1,4,5}
{1,3,5}∪{1,4,5}

= 0.5. To realize a

pattern cluster, a user defined δ is chosen as distance threshold. If a pattern has a

distance less than δ from the representative, the pattern is said to be covered by the

representative. RPglobal algorithm greedily selects the representative based on the

remaining patterns to be covered. RPlocal finds the best cover set of a pattern by

a sequential scan of the output set. For both the algorithms, the authors provide a

bound with respect to the optimal number of representative patterns.

The attraction of cluster-based representatives is that the algorithm is general

and can easily be extended to different kinds of patterns. We just need to define

distance equation for that kind of pattern. The drawback is that the user needs to

choose the right value of δ, which is not obvious.

2.3.8 Mining discriminative patterns

One of the prominent uses of frequent patterns is as features for a supervised

classification task. If the objects in the database are labeled, one can aim to mine
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discriminative frequent patterns, which are efficient features to discriminate between

different classes of patterns in the database. For example, if we assume that the

graphs in the graph database in Figure 1.5 are labeled with a class-label function

c : D −→ {1, 2}, and c(G1) = 1, c(G2) = 1 and c(G3) = 2, then the pattern A − C

is a discriminative pattern as it appears only in the graphs with class label 1. On

the other hand the pattern A − D is not, as it appears in graphs with both label 1

and 2. It is a special kind of top-k summarization where the top ranked patterns

are the most discriminative. One can use different metrics to obtain a numerical

value for discrimination, like entropy, G-test score, etc. [95].

One of the major problems with discriminative pattern mining is that most of

the metrics that can be used for ranking do not have anti-monotone property. So, we

can’t have the luxury of pruning the children of a pattern if it is not discriminative,

as some of the children can be discriminative. Very recently, Fan et. al. [31] propose

a method that uses a model based search tree to directly mine the discriminative

patterns. This algorithm is generic and can work for all kinds of patterns. However,

their approach is prone to model overfitting as it does not provide any regularization

capability. Very recently, a greedy subgraph feature selection algorithm, named

CORK [64] was proposed. It is embedded in the gSpan [96] mining process and

it can provide an approximation guaranty with respect to a sub-modular quality

criteria. Though it solves the information overload problem by applying efficient

pruning criteria, our experiments with large graphs show that it is also not scalable.

2.3.9 Graph pattern Summarization

Few recent works [31, 64, 95] have specifically focused on summarizing graph

patterns. We already discussed two [31, 64] of these in the earlier section. Out of

the remainings, [95] is interesting in the sense that it is an in-process method; so it

can possibly work for cases when the algorithm suffers from scalability issue. The

authors introduce the leap search approach to mine interesting graph patterns where

the interestingness is generally defined by an objective function. The leap search

mechanism uses structural proximity to leap over significant portions of the search

space (i.e., patterns that are similar to those already found are skipped). It also uses
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the concept of frequency descending mining to obtain a good lower bound on the

objective function value, which further helps in pruning the search space drastically.

Yan’s leap search approach is mainly useful for graphs with class labels because the

objective function is not computable without such labels.

In this thesis, we present Musk [42] and Origami [40] which are proposed

particularly for summarizing graph pattern. They are discussed in details in Chapter

3 and Chapter 4 respectively.
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Table 2.1: Comparison of different summarization algorithms on different metrics; those with ↑ are desirable
and those with ↓ are not desirable

Summarization Algorithm

Performance Metric

compress- post support support Pattern Fault Coverage Generalized ↑

ion-ratio ↑ processing ↓ preserving ↑ aware ↑ Redundancy ↓ Tolerant ↓ Considered ↑

Maximal [46, 59, 70, 81] Moderate No No Yes High No Yes Yes

Closed [25, 68, 98, 106] Low No Yes Yes Very High No Yes Yes

Top k with min len [39] User-defined No No Yes Low No No Yes

Fault Tolerant top k [1] User-defined Yes No No Very Low Yes Yes No

Redundancy aware top k User-defined Yes No No Very Low No Yes Yes

[92]

Non Derivable [18] Moderate No Yes Yes High No Yes No

Cluster-based [91] User-defined Yes No Yes Low No Yes Yes

Pattern-profile [94] High Yes No Yes Very Low Yes No No

Probabilistic-profile [86] High Yes No No Very Low Yes No No

Musk [42] User-defined No No No Very low No Yes Yes

Origami [40] high No No No User-defined No Yes Yes
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2.3.10 Discussion

It is difficult (sometimes not fair) to compare the performance of different

summarization algorithms as they have widely varying objectives. If a summariza-

tion algorithm allows lossless compression, while another provides lossy compression,

there is no point to compare them in terms of compression ratio, as the latter defi-

nitely would win over the former. Similarly, if an algorithm obtains discriminative

patterns, it can’t be judged by the compression-ratio performance metric, as it is

completely meaningless for it. Similarly, any compression algorithm that follows

two-step method should not be compared with any method that directly mines for

summary patterns, as the latter does not have the entire pattern-set at hand to find

an optimal summarization. So, in Table 2.1 we list the different performance metrics

that have been used for pattern summarization and show how different algorithms

stand with respect to the different metrics. A user can pick his choice of algorithm

based on the table.



CHAPTER 3

Output Space Sampling for Graph Patterns

3.1 Introduction

Interest in graph mining has recently been extended to several interdisciplinary

domains, like in cheminformatics [54], bioinformatics [44], medical informatics [8]

and social sciences [10]. Except cheminformatics where the graphs are small and

sparse (except aromatic rings, most of the chemical graphs are cycle-free), graphs in

these domains are large and dense, for which traditional graph mining algorithms do

not scale. For example, we ran graph mining algorithms (DMTL [21], gaston [66])

on a small cell-graph [8] dataset that contains only 30 graphs with an average vertex

count of 2184 and an average edge count of 36945. For this graph dataset, none of

the existing algorithms could finish in 2 full days for 50% support on a dual-core

2.2 GHz machine with 2GB of memory. In another experiment, we took a set of

six proteins taken from the HOMSTRAD database of homologous protein structures

(see dataset PS in Section 4.4), a typical enumerative graph mining method (we used

gSpan [96]) did not finish running in even 2 days. These six graphs contain common

motifs of size over 50-60 residues, thus any method that tries to enumerate all

subgraphs is simply unable to mine this dataset. In fact, mining only the closed [98]

or even the maximal [46, 81] subgraph patterns in such domains is untenable. This

motivates the need to find algorithms that can find a small set of interesting and

useful patterns instead of attempting to enumerate the entire set of patterns.

Another motivation of finding a small set of interesting pattern comes from

the fact that in many real-world cases, enumerating all frequent patterns is not

necessarily the primary objective. Rather, mined patterns are likely to be used

as inputs for a subsequent analysis/modeling step, and as such, a relatively small

representative set of patterns may suffice. For example, mining frequent motifs

in protein structures sets the stage to solve problems like structural alignment,

homology detection, etc. Recurring patterns in a social network can be used for

link prediction, de-duplication, hidden group identification, etc. Frequent patterns

33
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obtained from network log data can be used to build classification models that can

predict network intrusion and other anomalous behavior. None of these applications

requires the entire set of frequent patterns. Note also, that the lack of interpretability

and the curse of dimensionality due to a large set of redundant patterns can cause

problems for subsequent steps like clustering and classification. Many successful

applications of pattern mining for solving real-life problems thus require the result-

set to be a succinct set of useful pattern, rather than a complete set of the frequent

pattern space.

The motivation of finding smaller number of subgraphs also comes from the

information overload problem that we discussed in Chapter 1. Remedy to this

problem is sought in compression or summarization algorithms. Some of those

summarization algorithms are covered in Chapter 2. But, majority of those target

itemset patterns. And also, many of those follow a two-step mechanism that does

not work if the mining task is not scalable. Furthermore, they are not generic in the

sense that when the interestingness criteria of the subgraphs changes, the subgraph

space pruning criteria of these algorithms may have to be redesigned to reflect the

change.

Since, the mined subgraphs are subject to subsequent usage in knowledge dis-

covery tasks, it is appropriate to define the interestingness of a subgraph based

on its anticipated usages. For exploratory data mining, frequent subgraphs with

sufficiently high support suffice; whereas for classification task, high quality dis-

criminatory subgraphs are desirable. In [78], authors list twenty-one different in-

terestingness measures; though they are formulated with the set pattern in mind,

many of them can easily be adapted for subgraph patterns. Frequency based inter-

estingness (generally known as minimum support) is the most popular in pattern

mining because of its anti-monotonicity; but unfortunately, many other interest-

ingness measures do not have this property. For instance, measures like chi-square

significance are neither monotonic nor anti-monotonic (however, they are convex as

proved by [62]). For such interestingness measures, the candidate sub-graph search

space cannot be effectively pruned with a minimum threshold value, since unlike the

case of frequency it can happen that a specialization of an un-interesting pattern
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can turn out to be interesting and vice-versa. So, the search space is very large and

special pruning mechanisms specifically tailored for these measures are required.

In this thesis, we propose the notion of output space sampling, which samples

interesting subgraph patterns without enumerating the entire set of candidate fre-

quent patterns. The sampling algorithm performs a random walk on the candidate

subgraph partial order and returns subgraph samples when the walk converges to a

desired stationary distribution. The stationary distribution is chosen based on the

interestingness of the subgraphs in the sample space, i.e., we want to obtain sam-

ples from a distribution that matches a predefined distribution. For instance, one

may want to sample a set of frequent patterns from a uniform distribution whereas

another may want to sample from a preferential distribution where patterns with

higher significance score assume proportionally high generation (visitation) proba-

bility.

Output space sampling has three significant benefits. First, it is scalable in the

sense that obtaining k samples is much cheaper than running the mining algorithm

in a complete manner to obtain all qualified (say, frequent or significant) patterns.

Thus, it immediately solves the lack of scalability and information overload prob-

lems. The output sample set also contains high quality patterns with a statistical

guaranty. Second, the algorithm is generic in terms of interestingness criteria and

the type of the pattern. Since the interestingness is defined as a function that takes

a pattern and returns a numeric score value, changing the function, i.e., the inter-

estingness measure, does not alter the algorithmic framework. This generic nature

gives a user the power to try different sampling distributions to further evaluate the

interestingness measures so that she can find the one that best suites the applica-

tion. Finally, the algorithm is immediately parallelizable, as by running m different

random walks simultaneously, we can practically obtain m-fold speed-up, as there is

no data or process dependency among these walks. This is a very desirable feature

in the light of the recent trend in data mining where massive efforts are being made

to exert the full benefit of multiple cores of modern CPUs [26, 57].

Our work has the following contributions:

• We propose the idea of output space sampling in the domain of frequent sub-
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graph mining.

• The sampling approach that we propose is generic and is equally applicable

to different kinds of patterns.

• We make extensive experiments to prove the sampling quality and the algo-

rithm’s performance and effectiveness on large real-life graphs.

3.2 Problem Formulation

A subgraph mining algorithm accepts a graph database, D, an interestingness

function, score : F → R, that maps a subgraph to a numerical qualitative (interest-

ingness) score and a numeric value, threshold, that denotes the specific minimum

value for the interestingness score. The output set of the algorithm is all possi-

ble subgraphs of the database graphs whose score exceeds the given threshold. In

case of frequent subgraph mining, the score of a subgraph g is the frequency of g;

where frequency is denoted by the number of the graphs in D where g occurs and

the threshold value is called the minimum support. This is the popular frequent

graph mining problem. But, one may also provide different score functions or even

a conjunction of multiple score functions together with multiple threshold values.

The above formulation poses the subgraph mining as a constraint search prob-

lem, which has an input space which is the span of the database graphs and a feasible

output space which is the span of the interesting subgraphs. Here, we abuse the

linear algebraic term, span to denote the combinatorial subgraph space. This space

grows exponentially as the graphs in the input space become larger. Now, for a

given problem instance, by sampling output space, we mean to sample one feasi-

ble subgraph from a user-specified discrete distribution. In case the user wants to

sample in proportion to the interestingness score, the discrete distribution can be

constructed from the interestingness value of all the feasible subgraphs in the output

space. For example, in case of frequent subgraph mining, if the user specifies that

the interestingness score of a subgraph is its support value, then the normalized

vector (to make it a probability vector) of the support values of all frequent sub-

graphs is the desired sampling distribution. One may also want to choose a uniform
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distribution, for which the probability of choosing each frequent subgraph is equal

to 1
|F|

, where |F| is the total number of frequent subgraphs. It is interesting to note

here that a sampling problem can be converted to an optimization problem, where

the entire probability mass of the sampling distribution is concentrated among the

most desired subgraphs.

3.2.1 Challenges

The main challenge of output space sampling in the pattern mining domain

is that the search space is not immediately available. As we outline in the intro-

ductory section, it is also infeasible to enumerate all the subgraphs in the feasible

search space; after all, it is this infeasibility that motivates someone to embrace

sampling. Here, “enumerate” means to find the occurrence list (named as tidset in

Section 1.6.2) of the subgraph by performing the support counting step. This is

the costliest task when the database graphs are large. The second challenge comes

from the sampling objective that aims to sample from a given distribution. Note

that we do not have the score value of all the frequent subgraphs in the feasible

search space; even worse, we do not know the size of the search space. The only tool

that we have is that after we enumerate a subgraph we can immediately calculate

its interestingness score from the support-list. The sampling 1 probability of this

subgraph g that we want is score(g)
Z

, where Z is the normalizing constant, whose

value is equal to
∑

f∈F score(f).

Problems of the above nature generally arise in statistical physics while an-

alyzing dynamic systems (for instance, finding a low energy state in molecular

simulation) and they are solved by an elegant method named Metropolis-Hastings

(MH) [71]. It is a Monte Carlo Markov Chain (MCMC) algorithm that performs a

random walk on the search space with a locally computable probability transition

matrix. We also use the MH algorithm for output space sampling, but adapt it

appropriately based on our sampling requirements.

Our choice of MH framework for output space sampling has some further

justifications. For example, due to the Markovian nature of this random walk, it

1sampling and enumeration are different, as it happens frequently that we enumerate a pattern
and then decide not to visit (sample) that pattern
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does not remember earlier states of the random walk; so the algorithm consumes

much less memory for the exploration purpose. On the other hand, this is a problem

for traditional subgraph mining algorithms (for example, DMTL[21], Gaston[66])

that store embeddings of the frequent patterns. For large datasets, many of these

algorithms terminate after exhausting the virtual memory.

3.3 Background

In this section, we define several key concepts that will be used throughout

this chapter. Some general definitions are also given in Section 1.6. The running

example for our discussion in this chapter is the same graph database that we used in

Chapter 1. For convenience, we reproduce the graph database and the corresponding

frequent subgraph partial order in Figure 3.1 and in Figure 3.2.
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tidset
t(gm1) = {1, 2}
t(gm2) = {1, 3}

(c)

Figure 3.1: (a) Graph database with 3 graphs (b) Maximal frequent
graphs of (a) with support 2 (c) tidsets of the maximal graphs
gm1 and gm2

3.3.1 Partial Order Graph

In section 1.6.3, we defined frequent pattern partial order. By considering it

as an undirected graph, we obtain a graph that we call partial order graph (POG).

Every node in the POG corresponds to a distinct frequent graph pattern, i.e., each
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Figure 3.2: Partial Order Graph of Frequent Subgraphs

graph in POG is the canonical representative (with the minimal DFS code [96])

for all other graphs isomorphic to it. Every edge in the POG represents a possible

extension of a frequent pattern to a larger (by one edge) frequent pattern. The

maximal elements in POG correspond to M. The bottom element in the partial

order is the empty graph (which is frequent by default). Algorithms for enumerating

all frequent subgraphs typically traverse the POG in either depth-first or breadth-

first manner, starting from the bottom. Since a graph can be constructed in many

different ways (depending on the order in which edges are added), starting from the

empty pattern, there are multiple paths leading to a node in the partial order. Thus

different nodes in the POG have different degrees. We use dg to denote the degree

of a node g in the POG graph. Figure 3.2 shows the POG for the example data in

Figure 3.1.

3.3.2 Uniform Sampling

Consider a problem instance that has many feasible solutions. If Σ is a finite

alphabet in which we agree to encode both the problem instances and the solutions, a

relation R ∈ Σ∗×Σ∗ can be interpreted as assigning to each problem instance x ∈ Σ∗,
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a set of solutions {y ∈ Σ∗ : (x, y) ∈ R}. Uniform Generation is the algorithmic

process where we generate uniformly at random, a word y ∈ Σ∗ satisfying (x, y) ∈ R.

If we consider the problem of generating a frequent subgraph uniformly for a given

problem instance which consists of an input graph database and a user defined

minimum support, the relation R would be defined as: R = {(x, y) : x ∈ Σ∗ is an

encoding of D and πmin, and y ∈ Σ∗ is an encoding of a frequent subgraph (y ∈ F)}.

3.3.3 Markov Chains

A Markov chain is a discrete-time stochastic process defined over a set of

states S, in terms of a matrix P of transition probabilities. The set S is either finite

or countably infinite. The transition probability matrix P has one row and one

column for each state in S. The Markov chain is in one state at any time, making

state-transitions at discrete time-stamps t = 1, 2, . . . and so on. The entry P (i, j)

in the transition probability matrix is the probability that the next state will be

j, given that the current state is i. For all i, j ∈ S, we have 0 ≤ P (i, j) ≤ 1, and
∑

j P (i, j) = 1, i.e., all the rows add up to 1.

A stationary distribution for the Markov chain with transition matrix P is a

probability distribution π, such that:

π = πP (3.1)

Here π is a row-vector of size |S|. Thus, the stationary distribution is the left

eigen-vector of the matrix P with an eigenvalue of 1. We use π(i) to denote the i’th

component of this vector. A Markov chain is reversible if it satisfies the detailed

balance equation below:

π(u)P (u, v) = π(v)P (v, u),∀u, v ∈ S (3.2)

Reversibility is a sufficient, but not necessary condition for π to be a stationary

distribution of the Markov chain [27]. A Markov chain is ergodic if it has a stationary

distribution.

If the state space S of a Markov chain is the set V of a graph G(V,E), and if
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for any two vertices u, v ∈ V , (u, v) /∈ E implies that P (u, v) = 0, then the process

is also called a random walk on the graph G. In other words, in a random walk on

a graph, the state transitions occur only between the adjacent vertices.

3.3.4 Metropolis-Hastings (MH) Algorithm

The objective of the MH algorithm is to sample with a target distribution.

The main idea is to simulate a Markov chain such that the stationary distribution

of this chain coincides with the target distribution [71]. Assume that we want to

generate a random variable X taking values in X = {1, . . . , n}, according to a

target distribution π, with

π(i) =
bi

C
, i ∈ X (3.3)

where it is assumed that all bi are strictly positive, n is large, and the normalizing

constant C =
∑n

i=1 bi is difficult to calculate. MH first constructs an n-state Markov

chain Xt, t = 0, 1, . . . on X whose evolution relies on an arbitrary transition matrix

Q = (qij) in the following way:

• When Xt = i, generate a random variable Y satisfying P(Y = j) = qij, j ∈ X

• If Y = j, let

Xt+1 =





j with probability αij

i with probability 1 − αij

(3.4)

Where,

αij = min

{
π(j) qji

π(i) qij

, 1

}
= min

{
bj qji

bi qij

, 1

}
(3.5)

It follows that {Xt, t = 0, 1, . . .} has a one-step transition probability matrix P ,

given by

P (i, j) =





qij αij, if i 6= j

1 −
∑

k 6=i qik αik, if i = j
(3.6)
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For the above P , the Markov chain is reversible and has a stationary distribution π,

equal to the target distribution. Here, Q and αij are called the proposal distribution,

and acceptance probability, respectively.

3.4 Sampling Algorithms

In this section, we show different sampling algorithms for sampling the output

space of the frequent subgraph patterns.

State Space of the Random Walk The frequent pattern partial order graph

(POG) works as the state space of the Markov chain on which the sampling al-

gorithms run their simulation. Unlike traditional graph mining algorithms, like

gSpan [96], or DMTL [21], the sampling approach walks on the full edge-set of

the POG. Put another way, candidate generation in sampling algorithms allows

all possible one-edge extensions without restricting them to be on the right-most

path [21, 96]. The important point to note here is that the algorithms construct the

partial order graphs locally around the current node. If the current node represents

pattern p, its neighbors consist of nodes corresponding to all frequent super-patterns

that have one more edge than p, and all sub-patterns that have one-edge less than

p. The random walk chooses one neighbor (super- or sub-pattern) according to

its transition probability (which varies based on the desired sampling distribution).

The local construction of POG is important as it avoids the construction of the

entire POG, which would require finding all the frequent patterns.

However, we still need to prove one crucial fact that we can design a random

walk on POG that is indeed ergodic. The following Lemma holds.

Lemma 1 The random walk on POG as defined above converges to a stationary

distribution.

Proof: To achieve an stationary distribution, a random walk needs to be

finite, irreducible, and aperiodic [63]. First, POG is finite since the number of fre-

quent patterns is finite. Second, for any two nodes u and v in POG, there exists a

positive probability to reach from one to other, since every pattern can reach and

can in turn be reached from the ∅ pattern. Since at least one path exists between
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any two patterns via the ∅ pattern, the random walk is irreducible. Third, the POG

is a layered graph (each layer contains patterns of the same size), so one can make

it a bipartite graph by accumulating the vertices from alternate layers in one par-

tition; thus, the random walk on POG can be periodic. However, such periodicity

can easily be removed by adding a self-loop with probability 1
2

at every vertex of

the POG [75]. Thus the claim is proved.

3.4.1 Convergence rate of random walk

One important aspect of any MCMC algorithm (including MH, which is essen-

tially a special kind of MCMC algorithm) is the rate at which the initial distribution

converges to the desired distribution. The convergence rate of a random walk has

been studied extensively in spectral graph theory [27], since it plays an important

role in obtaining efficient MCMC algorithms. A Markov chain is called rapidly mix-

ing if it is close to being stationary after only a polynomial (with respect to input)

number of simulation steps with respect to its input. If n is the number of states of

a Markov chain, its input can be stored by lg n bits. So, a rapidly mixing Markov

chain converges after poly(lg n) steps. An algorithm that is based on a rapidly

mixing Markov chain is considered efficient.

A method to measure the convergence rate is to find the spectral gap of the

transition probability matrix P . P has n real eigenvalues 1 = λ0 > λ1 ≥ λ2 ≥ . . . ≥

λn−1 ≥ −1. Then, the spectral gap is defined as λ = 1 − max{λ1, |λn−1|}. Since the

absolute values of all the eigenvalues are less than one with the largest eigenvalue λ0

be exactly one, the spectral gap is always between 0 and 1. The higher the spectral

gap, the faster the convergence [37]. For output space sampling, the entire P is not

available to us, so it is generally difficult to measure the spectral gap.

However, convergence rate can also be approximated by direct simulation,

using the variation distance measure. If Ω is the state space, the variation distance

at time t with initial state x, denoted ∆x(t), is defined as the statistical difference

between distribution P t(x, .) and π(.), which is: 1
2

∑
y∈Ω |P t(x, y) − π(y)| [37].
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3.4.2 Uniform Sampling of Frequent Patterns

Our formal goal is to simply obtain a uniform sample of the set of all frequent

subgraphs. In this sampling, the feasible set consists of all subgraph patterns in the

POG that are frequent for a user defined minsup value. This sampling is very useful

to get some intuitive estimates about the output space of the frequent patterns. One

main problem in any frequent pattern mining is the choice of support value [109].

By taking a small number of frequent patterns with uniform sampling for different

support values, a user can obtain a quick estimate of the average pattern-sizes for

different supports, which may help him to choose a suitable support value. In [9]

the authors showed that uniform sampling can be used to obtain an approximate

count of the size of F by taking only a polynomial number of samples (this work

was intended for itemsets only).

Below we show, how to choose the transition probability matrix to obtain

uniform samples of frequent graph patterns from the output space.

3.4.2.1 Computing Transition Probability Matrix

A general random walk that selects each outgoing edge with equal probability

does not achieve the desired uniform distribution, since different frequent patterns

are of different sizes, and consequently the number of neighbors (in the POG) adja-

cent to a frequent pattern can vary a lot. Thus, a frequent pattern is oversampled if

the corresponding node in the POG has a high degree compared to another frequent

pattern with lower degree. In fact, the stationary distribution of a node is directly

proportional to the degree of that node [27].

To obtain a uniform stationary distribution, we need to modify the probability

transition matrix to compensate for the different values for the degrees of different

nodes of POG. The following Lemma (mentioned in exercise 6.9 of [63]) is useful in

this regard. The proof is simple that we provide below.

Lemma 2 An ergodic random walk achieves a uniform stationary distribution if

and only if its transition probability matrix is doubly stochastic.

Proof: If πu is a row vector that defines uniform probability distribution of

a random walk with n states and P is the appropriate transition probability matrix,



45

we have from Equation ( 3.1), πu = πuP . Since, there are n states, from the uni-

formity assumption, πu = ( 1
n
)1T; substituting this in the above equation, we obtain

1
n
1T = 1

n
1TP . This means that the sum of the column vectors of P is equal to 1 for

each column of the matrix, i.e., matrix P is column stochastic and furthermore, since

P is a transition probability matrix, it is doubly stochastic. This proves the “only

if” part and since an ergodic random walk has a unique stationary distribution, the

reverse also holds.

An easy way to obtain a doubly stochastic transition probability matrix is

to make the matrix symmetric, i.e. to make P = P T . A symmetric matrix P is

row stochastic because it is transition probability matrix and by symmetry it is

also column stochastic. Now, to sample frequent pattern uniformly by performing

a random walk on the POG, we can use the following probability matrix, P : (see

the footnote 2)

P (u, v) =






1
max(du,dv) if u 6= v and v ∈ adj(u)

1 −
∑

x∈adj(u) P (u, x) if u = v

0 otherwise

(3.7)

Here, u and v are two arbitrary nodes in POG, and dx denotes the degree of the node

x and adj(x) is the set of neighbors of a node x. If u and v are two neighboring nodes,

P (u, v) and P (v, u) are both equal to min{ 1
du

, 1
dv
}, which makes P a symmetric

matrix. A self-loop of appropriate probability ensures that the matrix P remains

row stochastic. So, based on Lemma 2 the above random walk obtains a uniform

sampling of the frequent patterns, given that we can design an ergodic random walk

2Considering the POG graph as layered graph, ergodicity proof of Lemma 1 requires the Equa-
tion (3.7) to be changed as below:

P (u, v) =






1
2∗max(du,dv) if u 6= v and v ∈ adj(u)
3
2 −

∑
x∈adj(u) P (u, x) if u = v

0 otherwise

However, we skip this addition in the Equation (3.7) for the benefit of simplicity. Further, the
addition of a self-loop does not have any effect on the uniform generation claim.
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on the POG. Also note that the random walk is reversible as is satisfies the balance

Equation (3.2).

The above algorithm is just an adaptation of classical Metropolis-Hastings

(MH) algorithm where the proposal distribution is same as the transition probability

matrix of a general random walk (each neighbor is chosen uniformly, q(x, y) = 1/dx)

and the acceptance probability, as suggested by the MH algorithm, is:

αxy = min

{
π(x) dx

π(y) dy

, 1

}
= min

{
dx

dy

, 1

}

Substituting the value of αxy and qxy in Equation (3.6) we can obtain the Equation

(3.7).

3.4.2.2 Algorithm

Uniform Sampling (D, πmin, miniter):
1. p = generate any frequent pattern(D, πmin)
2. dp = compute degree(p)
3. While (true)
4. Choose a neighbor, q, uniformly from, all possible

frequent super and sub patterns
5. dq = compute degree(q)

6. accept prob = min(
dp

dq
, 1)

7. if uniform(0, 1) ≤ accept prob

8. p = q

9. iter = iter + 1
10. if iter ≥ miniter

11. return p

Figure 3.3: Uniform Sampling Algorithm

Figure 3.3 describes the algorithm for uniform frequent subgraph mining. It

accepts the graph database (D), minimum support value (minsup), and the min-

imum number of steps (miniter) required for the random walk to mix to its sta-

tionary distribution. The higher the miniter parameter, the better is the uniform

sampling since the random walk has better probability to converge to the uniform

distribution. However, user can just set it by her timing constraint or by empirical

estimation from our discussion in Section 3.4.1.
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At line 1, we start with an arbitrary frequent subgraph, p. A single edge

frequent subgraph suffices. Then we compute all frequent super-patterns and sub-

patterns of p (line 2). The degree of the node that corresponds to the pattern

p is just the size of the union of super-patterns and sub-patterns set. Then we

choose a pattern from p’s neighbors (line 4) with iid distribution and compute the

acceptance probability in line 6. If the move is accepted, we increment the current

iteration count, otherwise we choose another neighbor identically and repeat the

whole process. The process terminates when the iteration count exceeds miniter

and it returns the currently visiting pattern.

Example In Figure 3.2, the subgraph A−D −B (rightmost pattern in the third

row from the bottom) has 2 neighbors (0 super-neighbors and 2 sub-neighbors),

if the algorithm while visiting the corresponding node chooses the pattern A − D

(in line 4 of Figure 3.3), the acceptance probability (in line 5) is equal to 2
4
, since

A − D has 4 neighbors in total. In this way, the rejection step compensates for the

non-uniformity in degree by rejecting moves to higher degree nodes more often and

vice-versa.

3.4.3 Support proportional Sampling

Though the MH algorithm is generic enough to sample any distribution (at

least in theory), the main challenge in using this algorithm is to adapt the proposal

distribution. If the proposal distribution is very different from the desired distri-

bution, the acceptance rates are very low and algorithm’s efficiency deteriorates

severely. Furthermore, the quality of the sample is also not that good as it becomes

difficult to counter-balance the proposal bias by rejection. In this section, we will

show how we can use MH to sample a pattern in proportion to its support value by

choosing a suitable proposal distribution.

If sg is the support of any subgraph pattern g, we want to sample a pattern

g with a probability, sg

C
, where C =

∑
z∈F sz. For this task, we adapt the MH

algorithm by choosing a proposal distribution that is conducive to obtain the target

sampling by the random walk. The sample space is the same POG that we used for

uniform sampling of frequent subgraphs.
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Generally smaller subgraphs have high support, since as we walk up towards

the border of the partial order, the support of the subgraphs decreases. So, we

need to choose a proposal distribution that is biased to walk downward along the

partial order more frequently than walking up. If u and v are two nodes in the

POG, Nup(x) and Ndown(x) are the up-neighbors (patterns with one extra edge)

and down-neighbors (patterns with one edge less) of any pattern x, our proposal

distribution is as follows:

P (u, v) =

{
α × 1

|Nup(u)| , if v ∈ Nup(u)

(1 − α) × 1
|Ndown(u)| , if v ∈ Ndown(u)

(3.8)

for some α ≤ 1. If a pattern has no up-neighbors (or down-neighbors), the

entire probability is distributed uniformly between its neighbors. After the selec-

tion based on the proposal distribution is performed, the acceptance probability is

computed by Equation 3.5. We do not show any pseudo-code here as it is identical

to Figure 3.3 except the above changes which are incorporated in Line 4-6 of the

algorithm.

The main challenge in the above algorithm is to choose the right value for α.

Apparently, a value of α higher than 0.5 is not desirable as it would assign larger

portion of the probability mass to the up-neighbors which is not ideal to achieve a

support proportional sampling. But, choosing a value which is further away from

0.5 towards 0 may also severely penalize the upward walk in the proposal sampling.

The best way to find the right value of α is to choose it dynamically by analyzing the

acceptance rate (as computed by Equation 3.5) in some trial simulations. The value

of α which offers the highest acceptance rate should be selected because for this case

the proposal distribution is the closest to the target distribution and better sampling

quality and performance can be achieved. In the experiment section, we show results

that study the relationship between α, acceptance rate, and the sampling quality.

We conclude this section with an example.

Example Let us consider the same example as in Section 3.4.2. Also assume that

we set α = 1
3
. If the corresponding POG nodes of the patterns A−D−B and A−D
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are p and q respectively, we have P (p, q) = 1
2

and P (q, p) = 1
3×3

, in the proposal

distribution. The support values of these patterns are 2 and 3 respectively. So, the

acceptance probability of the node q while moving from node p (after the proposal

based selection is done) is min{
3× 1

9

2× 1
2

, 1} = 1
3

3.4.4 Discriminatory Subgraph Sampling

The objective of discriminatory subgraph sampling is to find subgraphs that

can be used as features for graph classification. They can further be used to construct

graph kernels for kernel based classification methods [84]. To sample discriminatory

subgraphs, we use delta score (defined below) as our function, which maps each

feasible subgraph in the search space to a real number. It has also been used by Yan

et. al. in [95] to find significant subgraphs. For a two class dataset (each graph in

D is either of class 1 or of class 0), delta score is defined as follows: If g is a feasible

subgraph, we can partition its tidset, t(g) into two sets based on the class labels.

If G0 and G1 are these two sets, the delta score of g is abs(|G0| − |G1|), i.e., it is the

difference between the number of database graphs of class 1 and 0 that contain g.

The higher the delta score the more the pattern g is discriminatory. While mining

discriminatory subgraphs, minsup criteria is not required, but a small minsup value

can still be used to keep the feasible set relatively small by removing patterns that

have very small support across the entire database.

The important consideration of sampling discriminatory subgraphs is the choice

of proposal distribution. Unlike support, we have no reason to believe that the size

of a pattern has anything to do with its delta score, which is neither monotonic

nor anti-monotonic. But, we can intuitively assume that very large (very small)

patterns are not discriminatory as they might occur in too few (too many) database

graphs respectively. So, ideally we like to be in the middle of the partial order.

Hence, our chosen proposal distribution for this case uniformly selects one pattern

from the neighbors, which is exactly the same as in algorithm in Figure 3.3. This

strategy samples a pattern in proportion to the degree distribution of the patterns

in the POG graph (without rejection step) and we assume that the patterns in the

middle of the partial order have more neighbors (sum of both up-neighbors and
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down-neighbors) than the patterns around the edge. Then, we compute the accep-

tance probability as the ratio of corresponding delta-scores. In other words, if the

random walk at node i chooses a neighbor j by using the proposal distribution, then

it accepts j with probability min{delta-score(j)
delta-score(i)

, 1}. Note that in the above case, we

did not use the exact Equation (Equation 3.2) of the MH algorithm for the accep-

tance probability, which ensures the satisfiability of detailed balance condition. It

does not have the qij and qji terms of Equation 3.4 where qi = 1
di

(and similarly

qj = 1
dj

) for this particular proposal distribution. Our experiments on some real-life

graph datasets show that the above acceptance probability finds few good discrimi-

natory patterns faster (because, a move towards a pattern with a higher delta score

is always accepted), though lack of consideration of the balance equation hurts the

mixing rate and the long-term stationary distribution probability.

3.4.5 Musk: Representative Subgraph Sampling

We also applied the concept of output space sampling (OSS) to design Musk,

that obtains a set of subgraphs that are representatives for the entire output space.

One can define representativeness in many different ways. For the case of Musk, a

representative subgraph is a maximal frequent subgraph which is sampled uniformly

from the pool of all maximal frequent subgraphs (M). Musk follows OSS paradigm

by performing a random walk over the POG. Similar to OSS, the POG and the

corresponding transition probability matrix are computed locally. The stationary

distribution of the walk converges to the desired distribution, which assigns uniform

interestingness score to all the maximal frequent patterns.

The sampling requirement of Musk is different from the above sampling sce-

narios. In the above, we have a fully specified stationary distribution vector and we

use the Metropolis-Hastings (MH) algorithm to achieve that. But, in Musk the de-

sired stationary distribution is not fully specified. It only requires that the maximal

frequent patterns are sampled from a uniform distribution, whereas the distribution

of the remaining frequent (non-maximal) patterns is arbitrary. So, there are infinite

number of valid target distributions from which the sampling can be performed.

One obvious choice is to build a uniform sampler of maximal patterns from
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the uniform sampler of all the frequent patterns by using the following algorithm.

1. Obtain a uniform sample of a frequent pattern, p.

2. Test p for maximality,

3. if the test succeeds, return p,

4. else go to step 1

The problem in the above approach is that the success probability of step 2 di-

rectly depends on the ratio |M|
|F|

. For many datasets, this ratio can be exponentially

small, so the above algorithm can be very inefficient. To address this, we need to

provide a sampling algorithm that would sample each maximal pattern uniformly,

but the maximal patterns would be sampled at a higher rate than the frequent

(non-maximal) patterns.

Musk is an MCMC algorithm which is parameterized by a constant c which

controls the bias towards the maximal patterns with respect to the frequent patterns.

By increasing c, the maximal patterns can be sampled at a higher rate. However,

too large value of c may causes slow convergence towards the uniform distribution of

the maximal patterns. The state space for Musk is the same as the one that we used

for the traditional OSS. But Musk computes the rows of the transition probability

matrix in a more direct manner such that it satisfies (3.2). More importantly,

the choice of the value of P (i, j) ensures a uniform stationary distribution for the

maximal frequent patterns. Similar to OSS, the value of P (i, j) is computed locally

while visiting the node i.

Transition Probability Matrix of Musk Before providing the equation for the

transition probability matrix of Musk we first provide an intuitive argument re-

garding its choice. Consider any general random walk that selects each outgoing

edge with equal probability. The stationary distribution of this walk is directly pro-

portional to the degree of the nodes in that graph [63]. Different maximal patterns

are of different sizes; consequently, the number of neighbors (in the POG) adjacent

to the maximal patterns can vary a lot. Thus, a maximal pattern is oversampled if
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the corresponding node in the POG has a high degree compared to another maximal

pattern with a lower degree. To compensate for the variability in the degrees among

the maximal pattern, we use a random walk on a undirected graph with weighted

edges. The transition probability matrix is defined as follows:

P (u, v) =






w(u,v)
P

x∈adj(u) w(u,x)
if v ∈ adj(u)

0 otherwise
(3.9)

Note that if all the edges has the weight w(a, b) = 1, the random walk degenerates

to the regular random walk. The following lemma holds the key in assigning the

weights to obtain the target distribution (uniform sample of maximal patterns).

Lemma 3 In a ergodic random walk with an associated weighted connected (undi-

rected) graph, the stationary distribution of a vertex is directly proportional to the

sum of the edge weight incident to that vertex.

Proof: Since the random walk is ergodic, it reaches a stationary distribution.

Assume that the row-vector π is the stationary distribution vector and P is the

transition probability matrix. Now define the following:

s(v) =
∑

u∈adj(v)

w(u, v),∀v ∈ [1 . . . n] (3.10)

W =
∑

v∈1...n

s(v) (3.11)

We can see that s(v) is the sum of the edge weights associated with a node v, and

for a given graph W is a constant. We now prove that the stationary distribution

given by π(u) = s(u)
W

, for all u ∈ [1 . . . n], satisfies Equation (3.1).
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For any x ∈ V , the left hand side (LHS) of Eq. (3.1) is given as LHS = π(x) =
s(x)
W

. Now consider the right hand side (RHS) of Eq. (3.1) for x.

RHS = πP =
∑

v∈adj(x)

s(v)

W
∗

w(v, x)∑
y∈adj(v) w(v, y)

=
∑

v∈adj(x)

s(v)

W
∗

w(v, x)∑
y∈adj(v) w(y, v)

=
∑

v∈adj(x)

s(v)

W
∗

w(v, x)

s(v)

=
∑

v∈adj(x)

w(v, x)

W

=
s(x)

W

Here we used the fact that w(v, y) = w(y, v). Since an ergodic Markov chain has a

unique stationary distribution, we are done. Thus π(u) = s(u)
W

gives the stationary

distribution for node u, and it is directly proportional to the sum of the edge weights

incident to u, i.e., s(u).

If x is a maximal pattern, π(x) = s(x)
W

. Since, W is just a normalizing constant,

a uniform sampler of maximal pattern requires s(x) to be a constant for all the

maximal patterns. If we set the value of s(x) to be equal to the parameter c,

π(x) = c
W

. Since, both c and W is constant for a random walk session, the above

setting guarantees uniform sampling of all the maximal patterns.

Assume, dx denotes the degree of a node x in the POG graph. Let’s define the

edge weights w(u, v) as below:

w(u, v) =






1 if u and v both are non-maximal

c
dv

if u is non-maximal and v is maximal

c
du

if u is maximal and v is non-maximal

0 otherwise

(3.12)

The above walk is reversible as shown by the following Lemma.

Lemma 4 An ergodic random walk on the weighted graph where the transition ma-

trix P is defined via the weight function in Equation (3.12) is reversible.
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Proof: Firstly, the edge weights are symmetric; if both u and v are non-maximal,

we have w(u, v) = w(v, u) = 1; if both are maximal w(u, v) = w(v, u) = 0; if u is

maximal and v is non-maximal, or vice-versa, w(u, v) = w(v, u) = c
dm

, where dm is

the degree of the maximal node (m ∈ {u, v}).

From the proof of Lemma 3, for any u, v ∈ S, π(u) = s(u)
W

and π(u)P (u, v) =
s(u)
W

∗ w(u,v)
P

x∈adj(u) w(u,x)
= s(u)

W
∗ w(u,v)

s(u)
= w(u,v)

W
. Similarly, π(v)P (v, u) = w(v,u)

W
. Since,

w(u, v) = w(v, u), we have π(u)P (u, v) = π(v)P (v, u). So, the random walk is

reversible.

Theorem 3.4.1 Maximal pattern output by Musk that are sampled by the ran-

dom walk on the weighted graph with the weights defined by the Equation 3.12 are

generated with the same probability.

Proof: By Lemma 4 Musk’s random walk is reversible, which is a sufficient condi-

tion for the walk to converges to a stationary distribution [27]. The total edge weight

incident to a maximal node u in the POG is given as
∑

v∈adj(u)
c

du
= du ∗

c
du

= c. Ac-

cording to Lemma 3, the stationary distribution of the maximal patterns is directly

proportional to the above sum of weights, i.e., c. So, Musk return each maximal

pattern with a uniform probability. .

If the value of the constant c is chosen as the average degree of a node in

the POG, we are treating both frequent and the maximal patterns roughly equally;

but a higher value of c than the above average degree tilts the balances towards the

maximal patterns and they are visited more frequently and the sampling of maximal

pattern becomes more efficient.

Musk Pseudo-code The pseudo-code of Musk is given in Fig. 3.4. It accepts

four input parameters, a graph database D, minimum support threshold πmin, the

random walk constant parameter c (see Eq. (3.12)) and a value k for the desired

number of maximal frequent patterns. If no value for c is used, Musk simulates

a few iterations to set c as the average degree of the visited nodes. As we noted

earlier, a higher value of c biases the sampling towards the maximal patterns, but

one also needs to be aware of the convergence since too large value of c can causes
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Musk (D, πmin, c,M, k):
1. Start with any frequent pattern p as the current node
2. Nu = all immediate frequent super-patterns of p

3 Nd = all immediate frequent sub-patterns of p

4. Let w = (1, 1, . . . 1) be a weight vector of size |N |
where, N = Nu ∪Nd

5. for each q ∈ Nu

6. if is max(q) = true

7. d = compute degree(q)
8. wq = c

d

9. Normalize w so that
∑

wi = 1
10. Save Nu,Nd, w in neighborhood(p)
11. Choose the next pattern pnext with

probability proportional to w

12. is max(pnext) = true
13. insert pnext in M
14. if |M| = k exit
15. p = pnext, goto line 2

Figure 3.4: Musk Algorithm

slow convergence. The value of k, which is the number of desired samples is expected

to be much smaller compared to the number of maximal patterns in the dataset.

Line 1 obtains any frequent pattern, p. Line 2 finds all possible super-neighbors

of the pattern p. Line 3 finds all possible sub-neighbors of p. For all the neighbors,

their support against the database is also obtained. If any candidate neighbor is

infrequent, it is removed and the rest of the neighbors are saved in the neighbor list

N .

To compute the transition probability, Musk runs maximality test (line 6)

on each pattern in Nu. Once the status (maximal or frequent) of all the neighbors

is known, the weight vector is computed (line 8) and normalized (line 9). Using

the probability distribution we choose the next step of the random walk. Along

the walk, if we visit any maximal node, we save it in the result set, M. Musk

terminates once k distinct maximal patterns are obtained.

Musk Example Fig. 3.5(a) shows the POG in Fig. 3.2 annotated with edge

weights, and each distinct pattern has been given a unique id. The maximal pattern

nodes are shown doubly circled. The weight on each edge incident on maximal node
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(b)

Stationary Distribution π for Musk:
(.125, .094, .094, .140, .078, .094, .094, .094, .094, .094)

π for Regular (Unweighted) Random Walk:
(.133, .101, .100, .133, .066, .100, .100, .100, .066, .101)

(c)

Figure 3.5: (a) POG of frequent subgraphs shown in Fig. 3.2. (b) Tran-
sition probability matrix P with c = 3. (c) Stationary distri-
bution π for Musk and regular random walk.

10 is c
3
, since node 10 has degree 3. The edges without any weight are assumed

to have weight 1. Fig. 3.5(b) shows the transition probability matrix P , which is

computed by setting the value of constant c to be 3. Fig. 3.5(c) contrasts the sta-

tionary distribution achieved by Musk versus that by a regular (unweighted; where

all weights are 1) random walk. For Musk we can see that the stationary proba-

bilities for the maximal nodes 9 and 10 are equal, i.e. π(9) = π(10) = 0.094. For

the unweighted random walk the stationary probabilities are: π(9) = 0.066, and

π(10) = 0.101, which are not uniform; the probability is directly proportional to
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their degrees (a ratio of 2:3 respectively).

3.5 Implementation Details

The objective of output sampling is to quickly obtain a small set of patterns

that have the desired characteristics. For that, it is essential that the sampling

algorithm enumerates as few patterns as possible. In our sampling algorithm, we

enumerate all the neighbors of the current pattern. We do so to find the next pattern

with respect to the proposal distribution and to subsequently decide whether the

proposed move is accepted or not. In this section, we provide the implementation

details of the neighborhood enumeration process.

3.5.1 Computing neighbors of a pattern

A neighbor of a frequent graph pattern g has two components, super-neighbors

and sub-neighbors. Graph g1 is a super-neighbor of g, if g1 ⊃ g and g1 = g⋄e, where

e is a frequent edge and ⋄ denotes the extension operation. So, a super-neighbor is

obtained by adding an edge to g. If the new edge e connects two existing vertices,

we call it a back edge. Otherwise, it is called a forward edge. Adding a forward

edge always adds a new vertex. To effectively compute the super-neighbors, we

pre-compute a data structure called edge map, that stores the frequent edges in a

map Φ : LV → ℘(LV × LE) which essentially maps a vertex label vl to all possible

tuples of (vertex, edge) label pairs. For example, in edge map, if a vertex-label A

is mapped to {(A, a), (B, a), (B, b)}, then from any vertex that is labeled with A,

three different edge extensions, like (A,A, a), (A,B, a), (A,B, b) are possible. The

new edge can be either a forward edge or a back edge.

A graph g2 is a sub-neighbor of g, if g2 ⊂ g and g = g2 ⋄ e, for some frequent

edge e. To obtain g’s sub-neighbors, an edge is removed from g. Back edge removal

removes an edge, but keeps the resulting graph connected and forward edge removal

removes an edge and isolates exactly one vertex which is also removed from the

resulting graph. For example, there are 6 sub-neighbors of graph G1 in Fig. 3.1(a),

that can be obtained by removing the edges A − A, A − B, A − D, B − D (D

in middle column in 3rd row), A − C, and B − D (rightmost D in the third row)
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respectively; the first four are back edge removals whereas the last two are forward

edge removals.

The above super-neighbor and sub-neighbor computation ensures that the

random walk that the sampling algorithm adopts is reversible, i.e., for any pair

of patterns p and q that assume the role of (pattern, super-neighbor) in a forward

walk can also assume a (pattern, sub-neighbor) role in a walk in the reverse direction

and vice versa.

3.5.2 Support Counting

Only the frequent patterns are part of the POG. So, while the algorithm finds

a neighbor (say, q) of a pattern p, it also computes the support of q (|t(q)|) to

ensure that the pattern q is frequent, i.e., |t(q)| ≥ πmin. Any infrequent neighbor

is discarded. For support computation, we use Ullmann’s subgraph isomorphism

algorithm [83] with various optimizations. Associated with any frequent graph, we

also store its tidset, so that the number of calls to Ullmann’s algorithm is as small as

possible. Below, we discuss how the tidset of a neighbor of a pattern p is computed

from p’s tidset.

If a pattern q is created from a pattern p by extending an edge e (for the

case of super-neighbor), we have t(q) ⊆ t(p), and it can be obtained as follows:

(1) Intersect t(p) and t(e); (2) Perform a subgraph isomorphism test of pattern q

against each graph in the result of (1). The identifiers of the database graphs that

succeed the test comprise t(q).

If the pattern q is obtained from p by removing an edge e (for the case of

sub-neighbor), t(q) ⊇ t(p). To compute the tidset of q, we first find
⋂

e∈q t(e), the

intersection of tidset of all edges of the pattern q. It is easy to see that
⋂

e∈q t(e) ⊇

t(q) ⊇ t(p). Then, we perform a subgraph isomorphism test of pattern q against

each graph g ∈
⋂

e∈q t(e)\t(p). The identifiers of the graphs that succeed the test

together with t(p) comprise t(q).

Many graph mining algorithms, such as gaston [66], and DMTL [21], perform

support counting by explicitly storing the embeddings of the frequent subgraphs in
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database graphs. This approach works because the pattern enumeration in these

algorithms always constructs the child patterns by extending a parent pattern and

the child’s embedding list is always a subset of the embeddings of the parent pat-

tern. On the other hand, our implementation performs direct subgraph isomorphism

checking. The reason behind it is that if the random walk visits a sub-pattern from

its super-pattern, the embedding list of the sub-pattern cannot be constructed from

the embedding list of the super-pattern; the former is a superset of the latter. We

describe the subgraph isomorphism testing in the following subsection.

3.5.3 Subgraph Isomorphism

Subgraph Isomorphism, a known NP-Complete problem, is an important sub-

routine in support counting step of any graph mining algorithm. Efficiency of this

sub-routine substantially affects the performance of any graph mining algorithm as

numerous calls for this sub-routine is usually made. OSS makes several optimization

in setting up the Ullmann’s algorithm to keep the cost as low as possible.

To test whether q is a subgraph of p, Ullmann’s algorithm uses a binary match-

ing matrix, M of size(q) × size(p), where a 1 at position (x, y) signifies that the

vertex x in q appears to be eligible to be mapped to vertex y of p in a subgraph

isomorphism mapping. From this matrix, actual subgraph isomorphism mapping

matrix is built by ensuring that every vertex of q is mapped to one and exactly one

vertex of p, which is equivalent to the fact that in some subgraph isomorphism map-

ping, every row would have exactly one 1 and any column can have at most one 1.

Every possible such matrix is built using backtracking technique and the algorithm

returns true if at least one such matrix represent an actual subgraph isomorphism.

The complexity of the above algorithm depends on the sparsity of the matching

matrix M . If we can make it effectively sparse, the algorithm performs substantially

faster. OSS uses several graph invariants to make the matching matrix as sparse

as possible, before calling the Ullman’s algorithm. Assuming the graph has both

vertex and edge label, the following invariants can be used to check whether an entry

M(i, j) can be made 0 from 1: (a) degree (b) vertex label (c) neighbor degree-list and

(d) pair or neighbor vertex label and the associated edge label. Furthermore, it adds
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edge-label based refinement in addition to the refinement proposed by Ullmann [83],

for graphs with edge-label.

3.5.4 Maximality checking

Musk performs maximality checking for neighbors of the current pattern p

to fill the transition probability matrix. The sub-neighbors of p are not maximal,

but some of the frequent super-neighbors can potentially be maximal. A pattern is

maximal if all its super-neighbors are infrequent. So, Musk attempts to extend each

of the super-neighbors (say q) of p. If any of the resulting extensions is frequent, q

is not maximal and the process returns immediately. If all the extensions are found

to be infrequent, then q is noted as maximal. This information is used in Eq. (3.12).

For other sampling tasks, maximality check is not required.

3.6 Empirical Results

In this section, we evaluate the output space sampling approach on various

evaluation metrics. Our first consideration is to analyze sampling quality by quan-

tifying the differences between the target sampling distributions and achieved sam-

pling distributions. For this, we run our algorithm on relatively smaller datasets

with high support values; so, the size of |F| is not that large. Then, we take suffi-

ciently large number of samples (say, c×|F|), so that the sampling distribution can

be constructed. Note that, for such datasets, running a complete subgraph mining

algorithm is the best option as it would retrieve all the patterns in a shorter time,

but we use them just to assess the sampling quality that we can achieve using our

algorithm. The second set of experiments considers large datasets to demonstrate

the scalability of our algorithms. For all these datasets, the traditional subgraph

mining algorithms are not feasible; in some cases, these algorithms crash because of

insufficiency of memory, in other cases, they cannot finish the mining task in few

days. On the other hand, we show in these experiments that OSS paradigm can

generate few high quality samples in a reasonable amount of time. Our last set

of experiments shows the quality of the samples with respect to the given knowl-

edge discovery task at hand. Table 3.1 shows the names and the sources of all the
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Table 3.1: Statistics of the Experiment Datasets (Dataset number
with a star superscript is an itemset dataset)

No Name # of Graphs Avg. # of Vertices Avg. # of Edges

1 DTP (CM)a 1084 43 45

2∗ Chessb 3196 10.25 -

3 Mutagenicityc 4337d 17 18

4∗ T40e 100,000 3.92 -

5 PPI Networkf 3 2154 81607

6 Cell-Graphsg 30h 2184 36945

7 Synthetic 10000 44.14 105.52

a available from http://dtp.nci.nih.gov/docs/aids/aids data.html
b available from UCI Machine Learning Repository
c obtained from Bjorn Bringmann, Freiburg University, Germany
d 2401 graphs are positively labeled, 1936 graphs are negatively labeled
e Synthetically generated using IBM Data-generator, the generator is available from

http://www.cs.rpi.edu/ zaki/software
f obtained from Prof. Igor Kuznetsov at SUNY, Albany
g obtained from Prof. Bulent Yener at RPI CS
h 15 graphs belong to benign (0) and the remaining 15 belong to invasive (1)

datasets that we used for experiments. Typical statistics of the datasets, like the

number of graphs, average vertex counts, average edge counts are also shown in

Column 2, 3, and 4 respectively. From the statistics, we see that the Dataset 1-4 are

small datasets. All existing graph mining algorithms work on these datasets. The

remaining datasets are large for which output space sampling is particularly useful.

In the remaining of the section, we will refer to the dataset with their number or

their name.

3.6.1 Uniform Sampling of Frequent Subgraphs

We first show the experimental results for uniform sampling of all frequent

patterns. For this experiment, we use the dataset 1 Note that, this dataset consists

of graphs of chemical compounds. Since, the majority of the chemical graphs are
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trees, more than 90% of the frequent subgraphs are either trees or sequences.

Figure 3.6 shows the results with minimum support=300; the exact number of

frequent patterns is 227 (125 paths, 94 trees, 8 cyclic graphs). We run our uniform

sampler for a total of 45,400 iterations starting from the empty pattern, so that in the

case of ideal uniform generation, each frequent pattern would be generated (visited

in partial order graph) 200 times. Note that, in this simulation, the patterns that we

sample are dependent samples which are different from the samples one would obtain

by independent runs of algorithm in Figure 3.3. However, since we are running very

large number of simulation steps, we expect the dependency bias to diminish by the

law of large numbers.

The visit count for each pattern is shown as a vertical bar in the bar chart in

Figure 3.6(a). The chart shows that the visit is fairly uniform. Detailed statistics

of visit counts is shown in Fig. 3.6(c). The minimum, median and the maximum

of visit counts are 32, 209 and 338 respectively (mean is trivially 200). We also

show the frequency histogram of visit counts in Fig. 3.6(b), where the x-axis shows

the number of times a pattern is visited, and the y-axis shows how many patterns

fall in that bin. The histogram is not much different from a normal curve, which

one expects for an ideal iid distribution (more discussion on this follows). For this

experiment, we also compute the variation distance 3. In Figure 3.6(g) we show how

it changes as the iteration progresses. After 20,000 iterations the distance value

converges to 0.1 which does not reduce much in subsequent iterations. The spectral

gap (defined in Section 3.4.1) for this random walk is equal to 0.03 only, which

suggests that the mixing rate is generally slow.

We also contrast the obtained distribution with a perfect uniform sampler. If

the dataset has m frequent patterns and we perform the uniform generation for r ·m

iterations, the number of times (k) an specific pattern will be picked is described

by the binomial distribution, B(k, n, p), where n = r · m and p = 1
m

. The expected

number of times a frequent pattern is obtained is np = r ·m· 1
m

= r, and the standard

deviation is
√

np(1 − p) =
√

r(m−1)
m

. If we increase n (by increasing r) sufficiently,

3In the definition of variation distance, the term P t(x, y) denotes the xth entry of state proba-
bility vector after time t which we compute empirically; also note, in our experiments y is always
an empty pattern.
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the distribution would resemble a normal distribution, for which mean and median

values are the same. Thus, in the ideal case, with r = 200, and m = 227 as in

our running example, we expect that the median visitation count is r = 200, with

a standard deviation of
√

400(227−1
227

) = 14.11 (as noted in the table in Fig. 3.6(c)).

For our uniform sampler these values are 209 and 59.02 respectively. Note that the

results in this table are computed from the averages of 3 different runs to diminish

any artifacts of randomness.

One interesting behavior in Figure 3.6(b) is that the distribution is skewed

towards the right with a small peak on the left suggesting a bimodal distribution.

We further analyze the result-set to explain the above behavior. Note that the

proposal distribution of our uniform sampling algorithm chooses each neighbor of the

pattern (a node in the POG) uniformly (line 4 in Figure 3.3), which favors patterns

that have more neighbors in the POG. Although, the Metropolis-Hastings algorithm

counter-balances this bias by rejecting the proposal distribution at an appropriate

rate (line 6-7 in Figure 3.3), the bias is not eliminated completely because of the

poor mixing rate of the POG graph. In our dataset, more than 50% of the patterns

are paths. Note that a path graph generally has very few neighbors in the POG. So,

they are under-sampled unfairly by the proposal distribution. Our analysis reveals

that the visit counts of these patterns are generally lower than the median and they

constitute the small peak at the left side of the distribution.

To validate the above explanation, we also ran our algorithm for itemset pat-

terns. For this case an edge of the itemset POG connects two frequent itemsets of

size z and z − 1, where both have z − 1 items in common. From a graph point

of view, one can consider the itemset dataset as a clique dataset where every item

in the itemset is just the vertex label of one of the vertices of the cliques. All the

frequent graphs are clique graphs; hence POG is dense and every pattern has a good

number of neighbors in POG (in comparison to path graphs in the DTP datasets).

We expect to get better uniformity result for this dataset.

For this experiment, we use the Dataset 2 (an itemset dataset). With a sup-

port value of 2500, it finds 11493 frequent patterns. We run our uniform sampler

for 1149300 times. The visit count statistics are shown in Figure 3.6(f). The cor-
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responding visit count bar chart, visit count distribution and the variation distance

curve are also shown in Figure 3.6(d), (e) and (h), respv. It is very evident that

much better uniformity is achieved in this experiment, although we sample each pat-

tern for an average of 100 times. The distribution curve has perfect normal shape,

the median and the mean value of the distribution are identical and the standard

deviation of the visit count data is almost equal to the ideal case. However, the

spectral gap of this POG is also poor; with a value of 0.05, it is marginally better

than the earlier dataset.

α Accept- Effec-prob Correl- variation-
rate Up Down ation Dist

.66 0.72 0.33 0.15 0.41 0.194

.60 0.76 0.29 0.18 0.61 0.146

.50 0.78 0.21 0.23 0.76 0.144

.40 0.74 0.15 0.29 0.69 0.237

.34 0.69 0.13 0.33 0.60 0.297
(a) Performance Data for different values of α
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Figure 3.7: Experimental Results of Support Biased Generation of Fre-
quent Graphs
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3.6.2 Support-biased Sampling

For this experiment we use the Dataset 1 with a support value of 250; the

number of frequent subgraphs is 323. Like before, our strategy to verify the sampling

distribution quality is by comparing the visit count value with the support value of

a pattern. We run the sampler for a total of 64,600 iterations. We expect patterns

with higher support values to have higher visit count.

The first step of this experiment is to choose a right value of α so that the

proposal distribution is close to the target distribution as much as possible. For this

we execute five independent trial runs with different values of α and compute the

acceptance rates (as in Eq. 3.5). The results are shown in the table in Fig. 3.7(a). We

also compute the effective up and down probabilities (per pattern) in the proposal

distribution by using the Eq. 3.8 for each iteration. The average of these values over

all the iterations is shown in Column 3 and 4 of the same table. Finally, we compute

the correlation between visit count and support which is shown in Column 5. The

variation distance between the desired distribution (computed by normalizing the

support values) and the achieved distribution (computed by normalizing the visit

counts) is shown in Column 6.

Interestingly, for α = 0.5, the algorithm has the best acceptance rate (0.78),

which yields the best sampling performance with the highest correlation and the

least variation distance. As we deviate away from 0.5, the acceptance rate drops and

that adversely affects the sampling performance. The average effective up and down

probability per pattern for the case of α = 0.5 is 0.21 and 0.23 respectively, which

suggests that for this dataset the required bias to move downward is very small,

and it can be achieved by choosing α = 0.5. Note that, α and 1 − α are just the

aggregated probabilities for the up and down neighbors; hence, the actual probability

to move to an up neighbor or to a down neighbor also depends on the number of up

and the number of down neighbors. For α = 0.4, the effective up and down neighbor

probability is 0.15 and 0.29 respectively, which biases downward walks much more

severely than required, causing a decreased acceptance rate. In practice for large

datasets, such exhaustive search for the best value of α is impractical, hence it

should by updated dynamically during the simulation by monitoring the acceptance
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rates.

In Figure 3.7(b), we show the scatter plot of visit counts with respect to the

support values. From the plot, a linear relation between the visit count and the

support value of a pattern is evident. For example, the third highest ranked pattern

in terms of support value (1016) is sampled the most (1046). The correlation value

among these two variables is very good, which is 0.76; the corresponding p-value is

0 which means that the alternate hypothesis that there is no correlation between

visit count and the support value can be rejected with a significance value of 100%.

3.6.3 Discriminatory Subgraph Sampling

For this experiment, we use the Dataset 3 that is also used in [13]. It has

4337 chemical graphs of two different classes with 2401 and 1936 members in each

class. This dataset is also small and can be mined within a few minutes, but we are

using it to show the sampling effectiveness; in particular, we want to see whether

our method can obtain high quality discriminatory patterns.

We mined the dataset with a minimum support of 300, for which there are

1034 frequent subgraphs. We also compute the delta-score of these subgraphs. The

distribution of the delta-scores for these patterns is shown in Fig. 3.8(b). The

mean and the median delta-scores are 284.4 and 295, respectively, with a skewed

distribution. The majority of the patterns are not discriminatory or have average

discriminatory value. There are only 128 patterns that have delta-score more than

400, which is 13% of the total frequent subgraphs. Since minimum support is 300,

there is no infrequent pattern that can have delta score higher than 400. The highest

delta-score of a pattern is 748.

Like before, we run the algorithm for 204800 samples (200 × 1034) and com-

pute the visit count of each pattern. We show the distribution of the visit count

values against the delta-scores of the patterns in Fig. 3.8(c). The relation is not

linear as we wanted it to be, but it is very different from the frequency distribution

in Fig. 3.8(b) as desired. That is, we would like 3.8(c) to be biased towards patterns

with high delta score. Clearly, we sample many patterns that have a delta-score
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Sample Delta Rank % of POG-
No Score Rank Explored

1 404 132 5.7
2 644 21 11.0
3 707 10 10.8
4 282 593 2.4
5 646 17 5.5
6 280 595 2.8
7 627 27 3.3
8 709 9 7.7
9 721 5 9.1
10 725 4 8.9
11 280 595 4.1
12 343 320 5.3

(a) Delta Score, Rank and % of POG Explored

0 100 200 300 400 500 600 700 800
0

50

100

150

200

250

300

350

Delta Score

F
re

q
u
e
n
c
y

(b) Scatter Plot
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(c) Delta Score Distribution

Figure 3.8: Experimental Results of Significance Biased Generation of
Frequent Graphs

in the range of 450-520 much more than 200 times (the mean value). 43% of the

time our sampling algorithm spends on patterns that have delta score more than

350 though they constitute only 29% of the frequent patterns. In contrary, more

than 54% subgraphs have delta-scores less than 300, where our random walk spends

less than 30% of the time. Finally, there are some very discriminatory patterns that

the algorithm samples less than 200 (the mean value) times. The correlation value

is still very high which is 0.48 with a p-value of 0.
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The objective of discriminative pattern mining is to use them for classification,

so one is more interested to find only the top-k discriminatory patterns. To find

the relative ranking of the best discriminatory pattern that the sampling process

visits, we modified the sampling algorithm so that it saves the best discriminatory

pattern that it has visited up to that point. We started 12 independent random

walks, allowing each to take 40 successful steps (if a proposed walk is rejected, we

do not count it as a valid step) and report the best discriminatory pattern visited.

We also report the percentage of POG enumerated in that process, i.e., these are

the patterns for which the tidset is computed. The ranking result is shown in

Figure 3.8(a). For top-10, the random walk visited 4 patterns that have delta score

rank of 4, 5, 9 and 10, with delta values of 725, 721, 709, and 707 respectively. The

best delta value in this dataset is 748. The percentage of lattice visited for these 4

runs is on average less than 10%. The timings for these 40 runs are slightly (5-10%)

higher than the proportional (in terms of percentage of POG explored) time for the

complete mining algorithm 4. Note that, we also sample some patterns with poor

delta scores. Interestingly, in those cases the process does not explore more than 5%

of the POG, i.e., the random walk just got stuck in a local region for these cases.

3.6.4 Sampling Results on Large Graphs

Output space sampling is mostly useful for mining large graphs, for which

traditional mining algorithms do not finish in a reasonable amount of time. In the

next experiment, we show the effectiveness of the sampling approach over traditional

graph mining algorithms. We use two large graph datasets: the Dataset 5, which

is also used by [20] and the Dataset 6 (cell-graphs [8]). The cell-graphs have class

labels based on whether the corresponding graph belongs to a benign (0) or invasive

(1) cancer tissue sample; in this dataset there are an equal number of graphs of

either class. All these experiments were run on a 2.2GHz machine with 2GB RAM

running Linux OS.

No complete mining algorithm could mine the Dataset 5 for 2 full days of

4For fairness, we compare with the complete mining algorithm that uses similar data structures
and algorithms. For instance the complete mining algorithm also uses Ullmann’s algorithm for
subgraph isomorphism test and it does not save the embeddings in memory, however it uses the
right-most extension with min-dfs-coding [96].
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running with 100% support (we tried gSpan [96] and gaston [66]). So, we allow our

sampling algorithm and a complete mining algorithm (an adaptation of DMTL [21]

that does not save embeddings, since the one that saves embeddings crashes within

a few minutes by exhausting the virtual memory) to run for 3 hours. DMTL, which

is a depth-first mining algorithm, found 2187 patterns, the largest one with size 34

where the patterns are about 91% similar based on edge-multiset distance [20] (i.e.

the proportion of the number of common edges when the graphs are treated as multi-

edge sets). On the other hand, our sampling algorithm traversed 130 patterns (it

enumerated 1839 patterns) by uniform sampling, where the maximum sized pattern

is 47 and the average similarity between the visited patterns was only 17%.

For the cell-graph dataset (Dataset 6), our objective is to find subgraph pat-

terns with high delta score. We run the discriminatory pattern sampling algorithm

with a minimum support value of 6 (20%). The leap search [95], and CORK [64]

algorithms did not run on this dataset. Both failed with a segmentation fault. But,

our approach could obtain around 26 patterns with delta score more than or equal

to 9 in 2 hours of running. Maximum size of the pattern we find is about 21 edges.

For the same period of time, the patterns that the DMTL algorithm enumerated

had only 3 patterns that had a delta score of 9 or more, though the maximum sized

pattern it enumerated had 28 edges.

3.6.5 Experimental Results of Musk

We have similar objectives for the empirical evaluation of Musk. First, we

want to experimentally validate our claim that Musk samples each maximal pattern

uniformly. Secondly, we want to show that the set of maximal patterns obtained by

Musk is much better in terms of non-redundancy in comparison to the same number

of patterns obtained by traditional maximal pattern mining algorithms. Finally, we

want to evaluate the performance of Musk in terms of execution time.

Uniform Maximal Pattern Generation We used the Dataset 1 for this exper-

iment. With πmin = 10% there are 301 maximal patterns and we took 301 × 400

samples of maximal patterns; note that, similar to the experiments in section 3.6.1

the patterns in this experiments are also dependent patterns. First we compare our
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(b) Musk individual counts

Musk Ideal
Minimum Maximum Median Std Median Std

51 1137 367 185.7 400 19.97

(c) Comparison between Musk, Origami and Ideal case

Figure 3.9: Uniform Generation of Maximal Patterns on DTP dataset

sampling distribution as obtained from the visit count statistics with a perfect uni-

form sampler, for which (the perfect one) the median visitation count is 400, with

a standard deviation of
√

400(301−1
301

) = 19.97 (as noted in Table 3.9(c)). We can

see that the visit count distribution of Musk is also approaching a normal curve;

but the peak value is slightly less than 400 and it has a longer right tail. From

the statistics it is evident that the uniform sampling of maximal patterns is more

difficult than the uniform sampling of frequent patterns. Note here, for Musk a

perfect uniformness with a finite number of iterations also depends on the mixing

rate of the random walk and the value of c.

Itemset Patterns We also analyzed Musk for itemset patterns. For this case, a

POG is obtained in an identical manner as we did in earlier experiments. Since for

itemset datasets, the degree of the vertices of POG have more regularity, we expect

a better uniformity result.

We used the Dataset 2 (Chess) and the Dataset 4 (T40) for this experiment.

They were used in [34], with the name chess, and T40I10D100K (we refer to it

as T40). It was shown in [34] that the maximal patterns in these two datasets

follow very different distributions in terms of their sizes. For instance, chess has a
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Dataset Size # Maximal Avg Longest
Length Length

Chess 3196 11463 10.25 16

T40 100,000 21692 3.92 13
(a) Itemset Datasets
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(b) Length Distribution of Maximal patterns

Figure 3.10: Itemset Datasets

symmetric distribution (close to normal), with an average and maximum pattern

length of 10.25 and 16, respectively. T40 has an exponentially decaying distribution,

where most of the maximal patterns have size 2 and then the number of patterns

drops sharply for longer lengths, though there is a small peak at size 7. The longest

maximal has a length of 13. Fig. 3.10(a) shows the detail characteristics of these

two datasets, and Fig. 3.10(b) plots the size distribution of the maximal patterns.

We compare Musk with the unweighted random walk (URW), where the max-

imal patterns are sampled with respect to their length (see Lemma 3). Fig. 3.11

shows the results. For chess, the number of maximal patterns is m = 11463 and we

take total 11463× 200 samples of the maximal patterns. For chess both Musk and

URW obtain a normal distribution of visitation counts, with medians essentially co-

inciding with the ideal value of 200. However, Musk has a much better uniformity

with a standard deviation value of 16.27 (close to the ideal of 14.14) compared to

42.58 for URW (see Fig. 3.11(e)). This difference is reflected in the normal curves;

Musk has a more centralized distribution (thin), whereas URW has more wider

distribution.
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(d) T40 (URW)

Musk URW Ideal

Dataset Median Std Median Std median std

Chess 200 16.27 201 42.58 200 14.14
T40 201 24.74 125 112.06 200 14.14

(e) Comparison between Musk, URW, and Ideal

Figure 3.11: Uniform Generation on Itemset dataset

For T40, we have 21692 maximal patterns and we take 21692 × 200 samples

of maximal patterns. Musk still achieves a bell-shape curve (except for 6 patterns

that were visited between 3-10 times), whereas URW shows a bimodal distribution

similar to the length distribution of the maximal patterns in this dataset. The

median and standard deviation for URW are substantially different from the ideal,

whereas Musk’s median and std-dev are close to ideal. The above experiments

show the superiority of Musk in terms of uniform pattern generation compared to

the regular unweighted random walk.
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Figure 3.12: Musk Quality & Time

Quality and Performance Experiments Whereas the primary aim of Musk

is to sample uniformly from the set of maximal patterns, i.e., to find representative

maximal patterns, a secondary objective is that these patterns should be different

from each other. We can therefore evaluate the quality of Musk’s output by com-

puting the average distance between pairs of output patterns. The distance between

two graphs is given as follows: δ(Gi, Gj) = 1− |mcs(Gi,Gj)|
max(|Gi|,|Gj |)

, where mcs() returns the

maximum common subgraph.

For this experiment, We generated the Dataset 7, a dense synthetic dataset of

10,000 random labeled graphs, with an average of 44.15 vertices and 105.52 edges,

and with labels randomly chosen between 1 and 10. With πmin = 1%, the dataset has
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32,553,571 frequent patterns. Gaston [66], one the fastest graph mining algorithms,

took around 8 hours to completely mine the dataset. SPIN [46], another maximal

graph mining algorithm, broke after a few hours with a memory allocation error,

so it was not possible to get an exact estimate of the number of maximal frequent

graphs.

We compare the quality of the k representative patterns returned by Musk

with the set of k maximal patterns returned by DMTL [21]. The patterns are ob-

tained by modifying DMTL in such a way that a maximality test is added to each

frequent pattern it returns. Fig. 3.12(a) shows the average pairwise distance as we

select k maximal patterns from Musk and DMTL, with k varying from 50 to 500.

We can see that Musk has a much higher quality; the average distance is around 90%

compared to under 60% for DMTL. Fig. 3.12(b)-(c) also show the time and num-

ber of distinct frequent nodes visited by Musk when extracting k = 300 maximal

patterns. For instance Musk visits only about 9,000 frequent patterns, compared

to the complete 325 million frequent patterns, to enumerate all 300 maximal pat-

terns, in about 15,000s (≈ 4 hours). In contrast DMTL returns in only 102s, but

gives absolutely no guarantee about the uniformity of the sample; in fact, it returns

maximal patterns that are much similar (due to the depth first exploration). Hence,

with respect to the quality of the patterns, the timing of Musk is indeed good. If

one wants to obtain such highly non-redundant (average difference 90%) patterns

by clustering the set M, (s)he requires to obtain all pair-wise distances, which is

very costly for graph. For example, just computing all pair-wise distances for the

above 300 patterns took approximately 1 hour, and the cost grows quadratically.

In next chapter we present Origami algorithm that guarantees non-redundancy by

running a second step after the sampling process.



CHAPTER 4

Origami: Mining Representative Orthogonal Graph

Patterns

4.1 Introduction

In Chapter 3, we introduced the concept of output space sampling. Its generic

framework allows us to find a small set of frequent patterns that are obtained from

an arbitrary distribution. In this chapter, we propose another algorithm called

Origami that also finds a small set of patterns but the objective of Origami is

to find a set of patterns that are representative and orthogonal (very different from

each other). In this way, it is different from the output space sampling, because

here we do not assign interestingness score to an individual pattern, but the entire

summary set can have a qualitative score based on the extent to which it respects

the representative-ness and orthogonality requirements.

The motivation of finding a small set of patterns has been outlined in several

sections of earlier chapters. So, here we specifically discuss the requirements of find-

ing orthogonal patterns which requires finding a set of patterns that are structurally

very different from each other. We discuss our experience with a real life graph min-

ing task in the domain of bioinformatics. In this task, we ran a depth-first graph

mining algorithm [41] on a protein-interaction dataset consisting of three graphs

(see dataset PI in Section 4.4), each graph having 2154 nodes, and on average 81607

edges, with total database size 3MB. The mining process was aborted after a day of

running, at which point it had generated a 7GB output file containing over 8 million

frequent subgraphs. The largest mined graph had only 22 edges; there were 57 such

subgraphs, but these had a similarity of over 95% (differing in only a few edges),

indicating that a severe redundancy exists in the mined pattern. This result sug-

gests that in case the entire mining task is infeasible an alternative mining strategy

is required to minimize the pattern redundancy.

Pattern redundancy is caused because of the manner in which the existing

graph mining algorithm traverse the frequent pattern partial order. Typically, one

76
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can expect that the patterns cover only a small region of the output search space

with enormous redundancy. For example, a breadth-first search approach will have

seen patterns only up to some level, and a depth-first method may have seen patterns

covering branches up to some point. So, aborting the mining process prematurely

does not guarantee that the resulting set of patterns is representative in any sense.

The frequent pattern summarization works [1, 91–93] that we discussed in

Chapter 2 do not solve the above problem mainly for the following reasons. First,

these algorithms are proposed with the itemset patterns in mind, so various com-

pression considerations assume set properties that do not apply for graphs. Second,

several computations become substantially costlier for graphs that are very cheap

for itemset patterns. For instance, if summarization is performed by clustering, one

needs to adopt a suitable distance between a pair of patterns. For itemsets, Jaccard

Coefficient works well and is easy to compute. For graphs, a similar distance metric

that is proposed by Bunke [16] finds the size of the maximal common subgraph

of two graphs, which generally does not have any polynomial time algorithm; thus

finding pairwise distances between patterns in a large dataset is not feasible. Two

step summarization also does not work, as the first step that obtains all frequent

subgraph patterns may not finish as we discussed earlier. Very recently, Yan et. al.

[95] and Fan et. al. [31] have proposed two algorithms for finding significant sub-

graph patterns that work for labeled graphs only. We also noted earlier that they

do not scale for large graph datasets.

In this chapter we propose Origami that address all of the above limita-

tions that prevent graph mining to be applied in real-world problems. Instead of

enumerating all graph patterns, we aim to mine a relatively small set of represen-

tative patterns that share little similarity with each other. More specifically, given

user-defined parameters α, β ∈ [0, 1], our goal is to find an optimal α-orthogonal

β-representative set of patterns. Two patterns are said to be α-orthogonal if their

similarity is at most α, and a pattern is said to be a β-representative for another

pattern if their similarity is at least β. Instead of enumerating the entire set of

subgraph patterns, we employ a randomized (but principled) search over the partial

order of subgraph patterns, to obtain a representative sample of the possible output
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space (of maximal patterns). The aim is to cover, or traverse, different unexplored

parts of the partial order yielding potentially representative patterns. In a second

step, a locally optimal orthogonal representative pattern set is extracted from the

output sample. The main contributions that we claim in this chapter are as follows:

• We propose a new paradigm for mining a summary representation of the set

of frequent graphs. Unlike previous techniques, that focus on the distance in

the transaction space to obtain representatives, our approach captures repre-

sentatives by considering the distances in the pattern space.

• We introduce a randomized approach for mining maximal subgraph patterns.

The method is designed to cover the partial order of subgraphs, so that or-

thogonal maximal patterns are obtained quickly.

• We formulate the α-orthogonal β-representative set finding as an optimization

problem. We show that the optimization problem is NP-Hard and we thus

propose a local optimization solution that is efficient and practically feasible.

We named this algorithm that finds the α-orthogonal β-representative set

as Origami (which stands for Orthogonal RepresentatIve GrAph MIning). We

demonstrate the effectiveness of Origami on a variety of synthetic and real dataset,

and show that it is able to mine good quality orthogonal representative sets, espe-

cially for datasets where traditional enumerative methods fail completely. Further,

Origami is a generic algorithm, that works for different kinds of patterns.

4.2 Problem Formulation

We follow the generic definition of pattern, database, support, tidlist, and

frequent pattern partial order that we defined in section 1.6. The definition of

frequent, closed and maximal patterns also remains the same. However, we describe

a few more definitions below that are specific to the Origami algorithm.

Orthogonal and Representative Graphs A graph Gc is called a maximal com-

mon subgraph of Ga and Gb, if there exists no G of size strictly higher than Gc,
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for which G�Ga and G�Gb. A graph size is generally the number of edges of that

graph.

Define sim : F×F → [0, 1] to be a symmetric binary function that returns the

similarity between two graphs. For example, the similarity based on the maximum

common subgraph [16] is given as: sim(Ga, Gb) = |Gc|
max(|Ga|,|Gb|)

, where Gc is the

maximal common subgraph of Ga and Gb.

Given any collection of graphs G, and given a similarity threshold α ∈ [0, 1],

we say that a subset of graphs R ⊆ G is α-orthogonal 5 with respect to G iff for

any Ga, Gb ∈ R, sim(Ga, Gb) ≤ α and for any Gi ∈ G \ R there exists a Gj ∈ R,

sim(Gi, Gj) > α.

Given a collection of graphs G, an α-orthogonal set R ⊆ G, and given a

similarity threshold β ∈ [0, 1], we say that R represents a graph G ∈ G, provided

there exists some Ga ∈ R, such that sim(Ga, G) ≥ β. Let Υ(R,G) = {G ∈ G :

∃Ga ∈ R, sim(G,Ga) ≥ β}, then we say that R is a β-representative set for

Υ(R,G).

Finally, given G, and its α-orthogonal, β-representative set R, define the

residue set of R to be the set of unrepresented patterns in G, given as ∆(R,G) =

G \ {R ∪ Υ(R,G)}. The residue of R is defined to be the cardinality of its residue

set, |∆(R,G)|. Define the average residue similarity as follows:

ars(R,G) =
P

Gb∈∆(R,G) maxGa∈R{sim(Ga,Gb)}

|∆(R,G)|
.

Lemma 5 α < ars(R,G) < β.

Proof: For any Ga ∈ ∆(R,G), we have sim(Ga, Gb) < β for all Gb ∈ R. Further-

more, by definition, for any Gb ∈ G \R,∃Ga ∈ R, such that sim(Ga, Gb) > α. Thus

the numerator is always in the range (α, β).

Problem Definition In this chapter we are interested in finding the α-orthogonal,

β-representative set for the set of all maximal frequent subgraphs, i.e., when G = M.

In general, one can find orthogonal representative sets for any collection of patterns

G. Since the maximal patterns provide a synopsis of the frequent patterns, and

5This is inspired by linear algebra, where two vectors are said to be orthogonal if their similarity
(dot product) is 0. We extend this notion to say that two graphs are α-orthogonal if their similarity
is at most α. When α = 0, it gives the usual sense of orthogonality.
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since they are generally a lot fewer than the sets of all frequent and closed frequent

patterns, it seems reasonable to try to find a orthogonal representative set among

those. However, since even mining all the maximal graphs can be infeasible in many

real-world domains, we try to find orthogonal representative sets for a subset of the

maximal patterns M̂ ⊆ M.

Given a graph database D, user-defined similarity thresholds α, β ∈ [0, 1],

and a minimum support threshold πmin, the problem of mining α-orthogonal β-

representative graph patterns can now be formulated as follows:

1. Mine a (diverse) sample of maximal frequent patterns M̂ ⊆ M.

2. Mine an α-orthogonal β-representative set R, that minimizes the residue

|∆(R,M̂)|.

Note that an alternative objective can be to maximize ars(R,M̂). In this paper we

focus on minimizing the residue (|∆(R,M̂)|).

A solution to the above problem provides a small set of maximal frequent

graph patterns that are non-redundant or orthogonal (for the α constraint) and also

representative (for the β constraint). Depending on the value of β, the following

two cases make interesting variants of the problem:

case I (β ≤ α): By definition of α-orthogonal set, for any Gi ∈ M̂\R, there exists

Gj ∈ R, such that sim(Gi, Gj) > α ≥ β. This implies that each Gi ∈ M̂ \ R

is represented by some Gj ∈ R. Immediately have Υ(R,M̂) = M̂ \R, which

in turn implies that ∆(R,M̂) = ∅. Thus, when β ≤ α the residue of any

α-orthogonal set R is 0, implying that every α-orthogonal set is optimal w.r.t

the residue.

case II (β > α): This is the general case, for which the α-orthogonal set R, may

not be a β-representative for some maximal frequent graphs in M̂. In other

words when β > α, the residue |∆(R,M̂)| ≥ 0; thus an optimal solution is a

set of orthogonal patterns that minimizes the residue. A special case of β > α

occurs when β = 1. In this case each element in the α-orthogonal represents

only itself, and the residue is |∆(R,M̂)| = |M̂ \ R|.
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M1 M2 M3 M4 M5

M1 1.0 0.3 0.18 0.4 0.7
M2 - 1.0 0.7 0 0.1
M3 - - 1.0 0.4 0.5
M4 - - - 1.0 0.15
M5 - - - - 1.0

(a) Similarity Matrix

M1

M3

M5

M2

M4

(b) Similarity Graph

Figure 4.1: Similarity Matrix & Graph: In the graph, sim ≤ α = 0.2 is
denoted by bold edges, and sim ≥ β = 0.6 by dotted edges.

As an example, assume that we are given the pair-wise similarities between a

set of graphs M̂, as shown in Figure 4.1. If α = 0.2, then there are two possible

α-orthogonal sets, namely R1 = {M1,M3} and R2 = {M2,M4,M5} as illustrated in

Figure 4.1(b). If β ≤ α, both of these will be optimal in terms of the residue. How-

ever, if β = 0.6, then Υ(R1,M̂) = {M2,M5}, which gives |∆(R1,M̂)| = |{M4}| = 1.

This is illustrated in Figure 4.1(b), which shows that M4 remains unrepresented by

R1. For R2, Υ(R2,M̂) = {M1,M3}, yielding |∆(R2,M̂)| = |∅| = 0. Thus in this

case R2 is the optimal α-orthogonal β-representative set.

The intuition behind our definition of α-orthogonal β-representative set should

now be clear. The orthogonality constraint ensures that the resulting set of frequent

patterns has controlled redundancy. For a given α, several sets of (maximal) patterns

qualify as feasible α-orthogonal sets. Besides redundancy control, we also want to

achieve representativeness, i.e., for every maximal frequent patterns not reported,
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we want it to have a representative similar to it (based on the β threshold). Some

patterns may still remain unrepresented, which make up the residue set. For a given

α and β, the size of the residue set becomes an objective function to minimize when

choosing the orthogonal representative sets.

4.3 The Origami Approach

Origami(D, πmin, α, β):
1. EM = Edge-Map (D)
2. F1 = Find-Frequent-Edges (D, πmin)

3. M̂ = ∅
4. while stopping condition() 6= true
5. M = Random-Maximal-Graph(D,F1, EM, πmin)

6. M̂ = M̂ ∪ M
7. R = Orthogonal-Representative-Sets (M̂, α, β)

Figure 4.2: Origami Algorithm

Origami has two distinct steps to mine the orthogonal representative pat-

terns. The first step finds a subset of frequent maximal patterns M̂. The second step

refines M̂ to obtain an orthogonal representative set. The pseudo-code for Origami

is shown in Figure 4.2. The algorithm accepts a graph database D, a minimum sup-

port value πmin, and values for the parameters α and β. Origami first computes

two global data structure that are used to generate maximal frequent patterns (lines

1-2). The edge-map (EM) stores for each vertex label lva
a pair (lvb

, le), if (va, vb)

is an edge with edge label le in some graph in D. F1 stores the set of all frequent

1-graphs (i.e., single edges). Origami then computes an approximation or sample

of the set of maximal patterns M̂, by generating random maximal graphs until the

stopping condition is met (lines 4-6). The stopping condition mainly ensures that

the partial order of frequent graph patterns has been sufficiently explored. Once M̂

is obtained, Origami computes one or several α-orthogonal β-representative sets

(line 7). Details of the various steps appear below.
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4.3.1 Mining Random Maximal Graphs

The first step in Origami finds a sample M̂ of the set of all maximal frequent

graphs M. Our goal is to find a sample that itself has as diverse a collection of

maximal patterns as possible. In other words we want to avoid generating maxi-

mal patterns that are very similar to other maximal patterns already found. This

necessitates a deviation from traditional enumerative pattern mining approaches.

Technically, one can replace this step with the Musk algorithm to get a set of

uniformly sampled maximal patterns. However, Musk is much more costlier as it

provides guaranty of uniform sampling.

Enumerative graph mining methods either explore the pattern space in a

breadth-first (level-wise) or depth-first manner. The approaches work by extending

an existing graph S of size k by adding one more edge to obtain a (k + 1)-graph S ′.

The drawback of the breadth-first exploration of the pattern space is that longer

patterns may never be reached, due to the combinatorial explosion in the number of

subgraphs. On the other hand, depth-first exploration can produce some large max-

imal patterns, however it is likely to explore only a limited portion of the positive

border, and most of the maximal pattern it enumerates will be very similar.

Figure 4.3: Frequent graph partial order

Random Walks over Chains Origami adopts a random walk approach to

enumerate a diverse set of maximal patterns from the positive border. This random

walk is different from the random walk in Chapter 3 that here we walk only in the



84

upward direction in the partial order graph, which makes this process very efficient

to mine maximal frequent graphs. Each run of Random-Maximal-Graph (Figure 4.2,

line 5) outputs one random maximal pattern M by starting at the empty pattern

and successively adding a random edge during each extension, until no extensions

are possible. Each run of the method thus walks a random chain in the partial

order (recall that a chain in a partial order is a path composed of subgraph to

immediate supergraph edges). Figure 4.3 gives an illustration of this process. Each

intermediate pattern is denoted by a star, and there exists an edge between two

graphs Ga ⊆ Gb in the partial order if |Ga| = |Gb| − 1. The set of all maximal

patterns or the positive border is denoted by the bold curve. Each random walk

starts at the empty pattern ∅, and follows a random chain until it hits the positive

border. Different runs of Random-Maximal-Graph produce an approximate set of

maximal patterns M̂.

Ideally the random chain walks would cover different regions of the partial

order, and would produce dissimilar maximal patterns. However, in practice, this

may not be the case, since duplicate patterns can be encountered in the following

ways: (i) multiple iterations following overlapping chains, or (ii) multiple iterations

following different chains, both leading to the same maximal pattern.

Let’s consider a maximal frequent graph M of size n. Let e1e2 · · · en be a

sequence of random edge extensions, corresponding to a random chain walk, leading

from the empty graph to the maximal graph M . Corresponding to the edge sequence

is a series of intermediate graphs on the walk: ∅ = S0 → S1 → S2 · · · → Sn = M ,

where Si is the intermediate obtained by extending Si−1 with ei. The probability of

a particular edge-sequence leading from ∅ to M is given as:

P [(e1e2 · · · en)] = P (e1)
n∏

i=2

P (ei|e1 · · · ei−1) (4.1)

In general, any permutation, π, of an edge sequence, i.e., (π(e1) π(e2) · · · π(en)) can

also generate the same graph, M ; however, all n! permutations may not be valid,

since we require all intermediate graphs to be connected. For example, for a k-edge

star graph, the number of valid edge-sequences is k!, but for a linear k-edge graph
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(a sequence), the number of valid edge-sequences is 2k−1.

Denote by ES(M) the set of all valid edge-sequences for a graph M . The

probability that a graph M is generated in a random walk is proportional to:

∑

(e1e2···en)∈ES(M)

P [(e1e2 · · · en)] (4.2)

The probability of obtaining a specific pattern depends on the number of chains

or edge sequences leading to that pattern and the size of the pattern. As we can

see from Equation 4.1, if a graph grows larger, the probability of an edge sequence

gets smaller, though a larger graph typically has more chains leading to it. So,

our approach, in general, favors a maximal pattern of smaller size over a maximal

pattern of larger size. We circumvent this problem by aborting a walk that is likely

to generate duplicates or very similar patterns.

Termination Condition The iterative loop (Figure 4.2, line 4) that generates

the maximal graphs terminates when an appropriate stopping condition is satisfied.

The simplest case is to stop after a given number of walks k. We also implemented

a dynamic termination condition, based on an estimate of the collision or hit rate

of the patterns. Intuitively the collision rate keeps track of the number of duplicate

patterns seen within the same or across different random walks. As each chain

is traversed, Origami maintains in a bounded-size hash-table, the signature of

the intermediate patterns. As each intermediate or maximal pattern is seen, its

signature is added to the hash-table and the collision rate is updated. If the collision

rate exceeds a threshold ǫ, this information can be used in two different ways: i)

Within a given random walk, we can abort further extensions along the current

path and force the method to back-track and choose another path (randomly). ii)

Across different walks it can trigger the terminating condition, since a collision rate

exceeding ǫ implies that same parts of the partial order are being re-visited. An

advantage of this dynamic approach is that the user need not explicitly specify k

(though ǫ is now the new parameter).
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Random Maximal Graph Generation As mentioned above the Random-Maximal-

Graph method performs a random walk along a chain in the subgraph partial order.

Starting from the empty pattern it adds random edges to obtain a succession of

intermediate graphs leading to some maximal pattern M ∈ M. To extend an in-

termediate pattern, say Sk ⊆ M , we first choose a random vertex, say with id

v, from where the extension will be attempted. Then, we choose a random edge

e(i, j) ∈ EM from the edge-map, where i and j are the vertex labels of edge, e; the

edge can, optionally, have an edge label. Note that i must be equal to the label of

vertex v for a proper extension. The edge map data structure can provide all such

edges efficiently. If no such e is found, no extension is possible from the vertex v

and v is inserted in a list of expired vertices. When all vertices in an intermediate

graph Sk are expired, the loop breaks and the pattern Sk = M is a maximal pattern.

But, if an edge e is found, we randomly choose the other end of this edge. If that

is already in the graph Sk, this is called a back-extension, otherwise, it is a forward

extension. An edge is added between this node, and the candidate pattern, Sk+1

is built. Its support is then computed, and if the pattern is infrequent, we insert

the following map entry, (v → e) in another data structure called the failed-map, to

ensure that the edge e shall not be attempted at vertex v for extension of Sk any

more in a later iteration. Details of the actual support counting via a vertical data

representation are essentially the same as the graph mining method in DMTL [21].

Figure 4.4 shows an example of the Random-Maximal-Graph algorithm, while

finding a random maximal graph from a graph database of size 3 (Fig. 4.4 a-c)

with πmin = 2. The edge map (Fig. 4.4 d) records all the possible extensions for

a given vertex label, recording the labels of the vertices on the other end of that

edge. If the edges have labels, they also become part of the possible other labels.

For simplicity, we ignore edge labels in this example. The edge map also remembers

the highest frequency of an edge within any graph in the database, so that some

candidates which are not frequent shall never be attempted. For instance, consider

the candidate frequent graph A—A—C, which is not maximal (Fig. 4.4 e). But, the

graph already has one A—A edge, with vertex ids (vid) 1 and 2, respectively. Since

the maximum frequency of the A—A edge is 1, the edge extension A—A shall never
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A

A B

C D D

(a) G1

A

A

C C D

(b) G2

A

B

C

(c) G3

EDGE MAP with Max. Frequency
Vertex Possible Other Label
label

A A(1), B(1), C(3), D(1)
B A(1), C(1), D(2)
C A(3), B(1)
D A(1), B(2)

(d)

A

A

C

(e)

Vid V label Failed list

1∗ A A, B, C, D
2 A B, C
3 C B

(f)

Figure 4.4: (a-c) A graph database with 3 graphs. (d) The edge map data
structure that shows possible extensions, with the maximal edge
count. (e-f) A snapshot of the random extension process while
mining with πmin = 2. The failed-list table shows which edge
extensions have been attempted and which failed; * denotes an
expired vertex id.

be attempted from vid 1 or 2. The failed list that we maintain along with every

iteration of the maximal graph generation process is also shown (Fig. 4.4 f). Note

that for vid 1, all possible labels for the other end are in the failed list, i.e., they

had been attempted and found to produce infrequent graphs. So, vid 1 is marked

as expired (denoted by *). When all the vertices are expired the process terminates

and we obtain a maximal graph. For this particular example, adding an edge A—D

at vid 2, yields the maximal graph with support 2 (in graphs G1 and G2).
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4.3.2 Orthogonal Representative Sets

Given a set of maximal patterns M̂, Origami extracts an α-orthogonal β-

representative set from it.

Theorem 4.3.1 Given M̂, let Γ(M̂) be the graph with V = M̂ and E = {(Ma,Mb)|

sim(Ma,Mb) ≤ α}. Then any α-orthogonal set R is a maximal clique in Γ(M̂),

and vice-versa.

Proof: If R is an α-orthogonal set, then for any Ma,Mb ∈ R, sim(Ma,Mb) ≤ α,

and for any Ma ∈ M̂ \ R, there exists Mb ∈ R, with sim(Ma,Mb) > α. This

implies that the α-orthogonal set must be maximal. Since Γ(M̂) has edges only for

α-orthogonal graphs, it follows that every maximal clique in Γ(M̂) is α-orthogonal

set, and vice-versa.

As mentioned earlier, the α-orthogonality controls the amount of redundancy al-

lowed among the output patterns. For a given α, several maximal cliques can exist

in the graph Γ(M̂), each a feasible solution to the orthogonal set problem. The β-

representative condition allows each element of the orthogonal to represent similar

graphs, and also allows us to rank the maximal cliques in terms of their residue (or

average residue similarity).

There are several challenges in finding the optimal α-orthogonal β-representative

set. At the outset it should be noted that the orthogonal set is a representative set

only for the sample M̂. If sufficient number of maximal patterns were not sampled

(for example, if the stopping condition were too restrictive), then M̂ may not ap-

proximate the set of all maximal patterns M very well, and the quality of M̂ would

suffer. Another challenge is that, depending on the size of the maximal set M̂, it

may not be reasonable to compute the full pair-wise similarity matrix between all

elements of M̂, since it has O(M̂2) time and space complexity. That is, it may not

be reasonable to compute the full graph Γ(M̂). Even if Γ(M̂) were available, the

challenge is that finding the optimal maximal clique that minimizes the residue is

an NP-hard problem.

Theorem 4.3.2 Finding the optimal α-orthogonal β-representative that minimizes

the residue is NP-hard.
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Proof:This is easy to show, since the general problem contains an NP-hard sub-

case. For β = 1, each element in the α-orthogonal set represents only itself, giving

the residue for any R as |∆(R,M̂)| = M̂ \ R. Thus minimizing the residue for

β = 1 corresponds to solving the maximum clique problem, which is known to be

NP-hard.

Given the hardness result, instead of enumerating the optimal maximal clique,

we resort to approximate algorithms to solve the problem efficiently. Since, the

optimal solution is a maximal clique of the similarity graph, we adopt maximal

clique finding as a heuristic. Using this approach, Origami finds a maximal clique

without computing the full similarity matrix. Given the set M̂ it randomly selects

one element M ∈ M̂, and adds it to R. The idea is to iteratively add one element

from M̂\R to the current R set until no more elements can be added, which would

yield a maximal clique. At any intermediate step, we compute the similarities for

all Mb ∈ M̂ \ R to elements Ma ∈ R. If there exists Mb ∈ M̂ \ R, such that

sim(Ma,Mb) ≤ α for all Ma ∈ R, we add Mb to R. This process is repeated until a

maximal clique is obtained. The complexity of finding a single clique is O(|M̂||R|),

but in general we expect |R| ≪ |M̂|, so that the time is closer to O(|M̂|). Finally, to

obtain multiple cliques Origami simply starts with different initial maximal graphs.

Finally the best clique is chosen based on the residue size.

We also designed an approximate solution, which is better than the above

heuristic approach and also guarantees local optimality. The neighborhood structure

of the local optimal formulation uses maximal clique in a meta-heuristic approach.

The algorithm starts with a random maximal clique. At each state transition,

another maximal clique which is a local neighbor of the current maximal clique,

is chosen. If the new state has a better solution, the new state is accepted as the

current state and the process continues. The process terminates when all neighbors

of the current state have equal or higher residue size. Two maximal cliques of size m

and n (where, m ≥ n) are considered neighbors, if they share exactly n− 1 vertices.

The state transition procedure selectively removes one vertex from the maximal

clique of current state and then expands it to obtain another maximal clique, which

satisfies the neighborhood constraints.
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(a) A similarity graph, solid lines represent
elements with similarity ≤ α, broken lines
represent similarity ≥ β

(b) Initial clique (1,2,3) with
residue=2

(c) A local neighbor clique (2,3,4)
with better residue=1

Figure 4.5: Local optimization example

Figure 4.5 shows an example state transition for the local-optimal algorithm.

In Figure 4.5(a) we show a toy similarity graph, where the solid lines represent low

similarity (≤ α) and broken lines represent high similarity (≥ β) between corre-

sponding elements. Figure 4.5(b) shows an initial clique (1, 2, 3) which has residue

= 2 (since element 4 and 6 are not covered). Figure 4.5(c) shows a neighboring

clique (2, 3, 4), having 2 common nodes (2 and 3), that has a better residue value

(residue = 1; since only element 1 is not covered). Thus, the local optimal algorithm

will accept the new clique in Figure 4.5(c) and will continue. For this toy example,

this clique is also optimal. In the experimental section we show the performance

superiority of the local optimal method over the random clique approach.
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Different Similarity Measures Computing similarity between graphs is one of

the significant tasks in finding the α-orthogonal graph set. Similarity can be mea-

sured by using features in the pattern space or in the transaction space (the gidset) or

a combination of both of the above. In the case of pattern space, the most common

way to compute similarity is using the edit distance between two patterns. Depend-

ing on the pattern complexity, the cost of edit distance computation varies. For

complex patterns like graphs, the computation is usually costly. On the other hand,

the similarity in the gidset space is very easy to compute. A ratio of intersection-

set and union-set can represent a similarity. For two patterns Ga and Gb, it can be

computed as: sim(Ga, Gb) = |t(Ga)∩t(Gb)|
|t(Ga)∪t(Gb)|

. This is a very crude measure for similarity

since, two very different patterns can have a very similar set of transactions. We did

not use this measure in our work. But, for simpler patterns, like itemsets, it plays

an important role in finding distances between patterns.

We used the graph similarity measure proposed by Bunke et al. [16] that

computes the similarity between two patterns by finding the relative size of their

common sub-patterns. For the case of graphs, this is equivalent to finding the

relative size of the maximal common subgraph of two graphs. If G1, G2 are two

graphs and Gmc is the maximum common sub-graph between these two graphs,

then the following equation computes the similarity: simmc(G1, G2) = |Gmc|
max(|G1|,|G2|)

.

For our purpose, we computed the similarity by using a maximal graph min-

ing algorithm [46], that takes two graphs as input and mines for maximal graph

patterns with 100% support. The frequent maximal graph of maximum size is used

to compute the size of the maximal common subgraph in the similarity equation.

However, computing the exact similarity by solving the maximal common

subgraph can be costly, and for the α-orthogonal graph problem, most often, we

can compute a lower bound on the graph-distance by considering a graph as a

labeled edge-multiset. We define the edge-multiset similarity as follows: Let G1, G2

be graphs, and s be the similarity between them as computed using simmc. Let EG1

and EG2 be the edge-multiset where each edge is defined by an ordered triple of its

vertex labels and edge label: 〈vl1, el, vl2〉. The edge multiset similarity is then given

as: simem(G1, G2) = |EG1∩EG2|
max(|EG1

|,|EG2
|)
. Now, the following lemma always holds.
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Lemma 6 simem ≥ simmc.

Proof:simem ≥ simmc, unless |Gmc| > |EG1 | ∩ |EG2 |. But this is impossible, since

all the edges in Gmc are present in both the sets EG1 and EG2 .

In computing similarity between two patterns, we first compute the simem.

If simem is smaller than α, according to Lemma 6, simmc is also smaller than α,

and the corresponding patterns satisfy the α-orthogonal constraints. Otherwise, we

compute simmc.

4.4 Experiments

4.4.1 Dataset Description
Chemical Compound Datasets (DTP and CM) The chemical dataset is

obtained from the DTP AIDS Antiviral Screen test. The dataset can be retrieved

from DTP website 6. The dataset is classified into three subsets of compounds:

confirmed active (CA), confirmed moderately active (CM) and confirmed inactive

(CI). Each chemical compound is modeled as a graph where atoms represent the

labeled vertices and bonds represent the labeled edges of the graph. There are 3

bond types and 61 vertex types. The full DTP database has 40942 graphs, with

average graph size 45 edges and 43 vertices. The CM subset has 1084 graphs with

average 31 vertices and 34 edges. The CM dataset is the Dataset 1 in Table 3.1.

Protein Structure Dataset (PS) Given a protein structure, we create a protein

graph as follows. Each amino acid residue is treated as a vertex (labeled by one of the

20 amino acids), and there exists an edge between two vertices vi and vj if d(vi, vj) ≤

t, i.e., if the Euclidean distance between the Cα atom of the residues is at most t

(we use t = 7Å). We created a database of 100 proteins (10 structural families, with

10 proteins from each family), from the HOMSTRAD (http://www-cryst.bioc.

cam.ac.uk/~homstrad/) database of structurally-aligned homologous proteins. The

protein graphs have on average 165 nodes and 734 edges. The goal is to discover

the orthogonal representative structural motifs for each protein family.

6http://dtp.nci.nih.gov/docs/aids/aids data.html
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Protein Interaction Dataset (PI) Data on pairs of interacting proteins was

collected from three different sources. This dataset contains only 3 large graphs,

with an average of 2154 vertices and 81,607 edges per graph 7. Each interaction

graph is created using one source: the first graph has an edge if the proteins involved

are known to interact (via biological experiments), the second graph has an edge if

the proteins are part of a known pathway, and the third graph has an edge if the

proteins have correlated gene expression values. This dataset is the Dataset 5 in

Table 3.1.

Synthetic Implanted Dataset (SI) We wrote a graph generator that accepts

seed graphs and implants them in larger graphs to create a database D. First, we

restrict the seeds to be α-orthogonal. The |S| α-orthogonal seeds can be generated

randomly or they may be extracted from a real dataset. We generate |D| graphs

with the average graph size taken from a Poisson distribution with mean T . Seeds

are selected to be added to the current graph Di ∈ D uniformly at random; as each

seed is added we ensure that the graph Di remains connected (by adding random

edges). If the addition of a new seed to Di would exceed size T , instead of adding

the seed, we make up the differential by adding edges/vertices randomly to existing

nodes in Di. The vertex and edge labels are chosen randomly from LV (the vertex

labels) and LE (the edge labels), respectively.

4.4.2 Empirical Results

All experiments were run on a 2.75Ghz PowerPC G5 Machine with 4GB Mem-

ory and 400GB disk. Since Origami is randomized, we perform several runs (typ-

ically between 3 to 5). Each run generates an approximate maximal set M̂. We

next extract several orthogonal representative sets (typically 10) using our primary

algorithm that reports the best clique found. All numbers reported in the exper-

iments below are the averages over the best results over all the runs. Wherever

possible we tried to run state-of-the-art graph mining methods like gSpan [96], and

DMTL [21] (which mine all frequent subgraphs) and SPIN [46] (which mines maxi-

mal graph patterns). The local optimization algorithm was used only in the result

7This dataset was provided by Prof. Igor Kuznetsov at SUNY, Albany
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that compares against the random maximal clique algorithm.

4.4.2.1 Protein Interaction Mining

First we evaluate our random walks approach to mining maximal patterns. As

mentioned in the introduction, we ran a depth-first graph mining algorithm from

DMTL [21] to mine the protein interaction dataset (PI), looking for frequent graphs

at πmin = 100% (3 out of 3). The method was running for over a day before we

terminated it. During this time it had generate a 7GB output (from an initial 3MB

database), containing 8 million subgraphs. SPIN was not able to run on this dataset;

it terminated with a segment fault. Utilizing the fact that each protein appears only

once in a given graph, we converted each graph into an itemset of edges, and we were

then able to mine the maximal edge-sets. At πmin = 100% this yields 90 maximal

frequent graphs.
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Figure 4.6: Random Walk Performance (PI)

Next, we ran Origami on the original PI dataset. Figure 4.6 shows the

number of unique maximal patterns found versus the number of random walks. The

figure shows that all 90 maximal patterns were found after 1400 random walks, and

it took under 300s running time! This illustrates the effectiveness of our random

walks maximal pattern mining approach. In this particular example, it was able to

return the exact set of maximal patters (i.e., M̂ = M).



95

4.4.2.2 Protein Structure Mining

Table 4.1: Protein Structure Mining

πmin Time(s) |M̂| |R| H(M̂) H(R) maxH
7 154.4 1002 213 1.092 1.039 1.946
8 75.5 1003 180 1.154 1.128 2.079
9 64.9 1007 190 1.217 1.195 2.197
10 50.4 1009 184 1.274 1.243 2.303

Table 4.1 shows the time taken to mine the protein structure dataset at dif-

ferent values of minimum support. It also shows the number of maximal and α-

orthogonal patterns found (for α = 0.2). Also shown is the average entropy of the

patterns in M̂ and in R. Note that for a set of graphs G, the average entropy is

given as H(G) =
P

G∈G
H(G)

|G|
, where H(G) = −

∑
i pi ln pi, where pi is the fraction

of occurrences of G in protein family i. For example, if πmin = 8, and the pro-

tein subgraph appears in 8 different HOMSTRAD families, then its entropy will

be −81
8
ln(1

8
) = 2.079. The maximum possible entropy for a pattern with support

exactly πmin is also shown. We can see that in general Origami produces rela-

tively good patterns that have about half the entropy compared to the maximum

entropy. An example of a low entropy pattern in the Immunoglobulin family from

HOMSTRAD is shown in Figure 4.7.

Figure 4.7: Low Entropy Motif (in Red)
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4.4.2.3 Chemical Compound Mining

Next we mined the chemical compound datasets. Note that neither gSpan nor

SPIN were able to run on the full 40942 graph DTP dataset. On the other hand, we

were able to successfully run Origami on DTP, using as the stopping criteria for M̂,

the number of unique maximal patterns generated. We next extracted orthogonal

representative sets for different values of α and β.

The results are shown in Figure 4.8. In (a)-(c) we plot three curves, corre-

sponding to increasing number of unique maximal patterns found, i.e., for different

|M̂| values. Figure 4.8(a) plots the effect of α on the average residue, which is

defined as |∆(R, cM)|

| cM|
. As we can observe, as α increases the average residue shrinks

to under 10% indicating that the α-orthogonal β-representative set has left unrep-

resented less than 10% of the mined maximal patterns M̂. Figure 4.8(b) plots the

size of the orthogonal representative set (or maximal clique) for different α. We

see that, as expected, bigger cliques are found for larger α. Figure 4.8(c) shows the

effect of β on average residue. As β increases, we find that average residue increases,

since the more stringent (i.e., higher) the representativeness threshold, the fewer the

patterns that are represented.

Whereas SPIN was not able to run on the full DTP dataset, we were able to run

it on the smaller 1084 CM dataset at a minimum support of πmin = 25/1084 = 2.3%.

At this support level it output 1227 maximal patterns in about 181s. Thus for this

smaller dataset we know the true set of maximal patterns M. Figure 4.8(d) plots

the average residue with respect to the true maximal set M, and the time for mining

as a function of the size of M̂. The observed trend is that as |M̂| increases, the

average true residue also decreases, since the orthogonal set is able to represent more

true maximal graphs.

Figure 4.8(e) shows a comparison of random maximal clique method and the

local optimization method for different α values using the CM dataset. In every

case, the residue of the local optimal method is 30% to 50% smaller than that of

the random maximal clique method.
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Figure 4.8: Performance on DTP and CM

4.4.2.4 Implanted Seed Mining

The goal of this experiment is to recover implanted seeds. We generated a set

of seeds from the full DTP dataset as follows: Initially |M̂ | = 3550 maximal patterns
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Table 4.2: Results on Implanted Seeds

|D| T πmin |R| Seeds Found
20000 50 200 25 4/9
30000 50 200 26 5/9
40000 50 200 27 8/9
20000 50 400 23 4/9
20000 50 800 19 4/9
20000 20 200 25 4/9
20000 30 200 21 5/9
20000 40 200 25 6/9
20000 60 200 24 7/9

were generated from DTP using Origami. Next an orthogonal set R is mined at

α = 0.6, which yielded a maximal clique of size |R| = 9. These 9 seed graphs,

containing on average 6.4 edges and 7.4 nodes, were fed into the graph generator to

create varying datasets, as shown in Table 4.2.

Once the datasets were generated we mined them at different πmin values, and

used α = 0.8 to extract the α-orthogonal sets. The first three rows show results

for varying dataset size. As the dataset size increases the number of seeds found

increases, since the odds of the graphs containing the 9 implanted seeds increases.

Rows 4 and 5 in the table show results for varying the minimum support on a

dataset with 20000 transactions. The number of seeds captured does not change in

this case. Rows 6-9 show the effect of varying the average size (T ) of a graph in D.

The results confirm our intuition that as the average size increases, the number of

seeds in a graph increases, resulting in greater number of seeds being captured.

4.5 Comparison between Musk and Origami

In Chapter 3, we discussed the Musk algorithm. One of the objectives of

Musk is to provide representative samples of frequent subgraphs. Musk’s rep-

resentative subgraphs are uniformly sampled maximal frequent subgraphs. On the

other hand, the Origami algorithm that we discussed in this chapter adopts a more

stricter definition of representative subgraph through α-orthogonal β-representative

patterns. However, the first step of Origami algorithm also finds random samples

of maximal frequent subgraphs. In this section we compare between the sample
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Figure 4.9: Uniform Generation on DTP dataset

quality of Musk and that obtained from the first step of Origami algorithm. Sim-

ilar to the previous experiments, the visit count distributions are used to perform

this assessment.

Fig. 4.9 shows the results on the DTP dataset with πmin = 10%; the exact

number of maximal patterns is 301 and we ran both Musk and Origami for 120,400

iterations, so that in the case of ideal uniform generation, each maximal pattern

would be generated 400 times. For Origami, the distribution is very skewed as

seen in Fig. 4.9(a), which shows the frequency histogram of visit counts. That is,

the x-axis shows the number of times a pattern is visited, and the y-axis shows
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how many patterns fall in that bin. We can see clearly that many patterns are

visited only a few times, but there are some patterns that are visited many many

times. Fig. 4.9(b) shows the visit counts for each of the 301 maximal patterns. For

example, Origami generates one maximal pattern 28902 (out of 120K iteration)

times, whereas 3 (out of 301) patterns were never generated. The median of the

visit counts is 16 (see Table in Fig. 4.9(e)), so half of the patterns have in fact been

generated less than 16 times! Keep in mind that the ideal uniform generator visits

each pattern 400 times. On the other hand, as seen in the histogram in Fig. 4.9(c),

and the individual per-pattern counts in Fig. 4.9(d), Musk yields a much more

uniform distribution. In fact, Musk had visited all the 301 patterns at least once

by 5553 iterations. The minimum, median and the maximum visit counts were 51,

367, and 1137 respectively. Note that the median value is sufficiently close to the

actual mean (400), in comparison to the case of Origami. Note also that Musk

has a much smaller standard deviation of 185.7 compared to 2048 for Origami,

further justifying the superiority of Musk in terms of sample quality.

Nevertheless, each iteration of Musk is costlier compared to each iteration

of Origami. Here, by an iteration we mean all the steps required to output a

new maximal pattern. To fulfill the uniformity requirement, Musk performs a

random walk on the POG by considering it an undirected graph. On the other

hand, Origami performs the random walk on a directed version of the POG, where

every step only moves in the upward direction (except when the walk hits a maximal

pattern). So, Origami reaches a maximal pattern by at most l moves, where l is

the length of the largest sized maximal pattern in the dataset. No such guaranty

exists for Musk. For Musk, it depends on |M|
|F|

, the ratio of the cardinatity of the

maximal pattern set and the cardinality of the frequent pattern set. The larger the

ratio, the higher the chance that Musk will sample a maximal pattern. So, if the

number of maximal patterns is small, it may be better to use Origami. On the

contrary, when a dataset has an enormous number of maximal patterns, Musk is

the best tool, as it outputs a uniform sample of the desired number of maximal

patterns.

So, the choice between Musk and Origami is a trade-off between the sample
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quality and time. Origami does not provide any guaranty regarding the samples

of the maximal patterns, but it is fast. On the contrary, Musk guarantees uniform

sampling of the maximal patterns, but it generally takes more time. It remains

an open question whether it is possible to provide a uniform sampling guaranty by

adopting an Origami style random walk.



CHAPTER 5

Future Works and Conclusion

Pattern mining is a search problem that searches for interesting patterns in a com-

binatorial search space. Generally the search space is large which causes the lack

of scalability problem. In this thesis we propose the concept of output space sam-

pling which is a paradigm shift from the traditional frequent pattern mining. This

approach is generic in terms of pattern space and also in terms of interestingness

criteria. We also include two algorithms that perform randomized search in the

pattern space to find representative and orthogonal patterns.

Surprisingly, randomized algorithms have been mostly ignored in frequent pat-

tern mining domain. One main reason of course is that the primary objective of

the mining algorithms is to obtain the full collection of frequent patterns. In such

cases, randomization is obviously inefficient. However, the recent interest to obtain

representative frequent patterns or frequent pattern summarization opens the op-

portunity for randomized algorithms to come into play in FPM domain. This thesis

is a forerunner in this endeavor and it has tremendous opportunity to grow in terms

of methods, algorithms and applications.

The first direction of future works is to make the MCMC algorithm more

effective in terms of finding good samples. It requires the Markov chain to mix fast.

To quantify the mixing rate, we compute the spectral gap of the transition matrices

obtained for uniform sampling of frequent patterns in two real life datasets. For

both the matrices, the spectral gaps were small, which suggest slow mixing. We

further investigate to find the cause of slow mixing that reveals that the special

structure of the POG is not really conducive for fast mixing. So, a solution to this

is required to make MCMC algorithm effective. Note that with a slow mixing rate,

a large number of steps are required to be simulated before returning a sample;

which makes the process really inefficient. An idea to improve the mixing rate is

is to embed a random graph of appropriate size on the top of the POG. Since the

random graphs have the best mixing rate, the above extension can be effective in

obtaining a faster mixing rate.

102
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Sampled patterns can further be used in other related problems. For example,

we performed uniform sampling of frequent or maximal frequent patterns in this

thesis. However, uniform sampling is intuitively connected with fast counting with-

out enumeration. It has been shown [75] that the complexity of these two problems

are related polynomially and one can be reduced to other. So, it is an interesting

future work to see whether an approximate counting of frequent patterns can be

obtained from uniform sampling algorithms that we presented in this thesis.

General MCMC algorithm has further applications in optimization. Many

interesting problems related to pattern mining can be posed as an optimization

problem. In most cases, these optimization problems are non-convex, thus can

not be solved effectively. But, an MCMC algorithm coupled with the concept of

simulated annealing can be very useful to find a near-optimal solution. Here we

discuss one such problem. Assume, given a query pattern q and a database D, a

user is interested to find the pattern that is most correlated with the pattern q.

One can also extend this problem to find k most correlated patterns. A pattern

is correlated with q if it occurs where q occurs and does not occur where q does

not occur. Unlike frequency of a pattern, correlation metric is not anti-monotone.

So, the search space is even larger than the FPM search space since for the latter,

the minimum frequency threshold may prune a considerable portion of it. So, a

randomized MCMC based optimization can obtain some solution that is very close

to optimum at a cheaper cost.

In conclusion, I like to reiterate the main contribution of this thesis. I propose

a mining paradigm named output space sampling that finds samples of frequent

patterns, instead of complete enumeration. The sample can be drawn from arbi-

trary target distribution, where the distribution generally embeds an interestingness

function based on the anticipated usage of the frequent patterns. The method per-

forms a random walk on the frequent pattern partial order, but to avoid complete

enumeration the partial order and the associated transition probability matrix is

computed locally, which makes this method scalable to large dataset. I also propose

two algorithms, named Origami and Musk to find orthogonal frequent patterns

that can be used for summarization or clustering of large set of frequent subgraphs.
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