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ABSTRACT
Predicting a protein structure from its amino acid sequence is a long-standing unsolved problem
in computational biology. While significant advancements in structure prediction have been
made, substantial slowing of progress in template-free structure prediction calls for new ideas
and approaches. Based on knowledge that short sequence segments can initiate folding through
structural preferences independent of their three-dimensional context in proteins, our efforts have
focused on folding proteins from local to global, so called hierarchical folding.
The first and last studies report on the construction of a differentiable coarse-grained
knowledge-based force field in which the energy terms are conditional on local sequence
patterns. Carbon-alpha force field (CALF) builds sequence specific statistical potentials based on
database frequencies for alpha-carbon virtual bond opening and dihedral angles, pair-wise
contacts and hydrogen bond donor-acceptor pairs. Constant temperature simulations were
performed to fold 27 peptides selected as putative folding initiation sites, each 12 residues in
length, representing several different local structure motifs. To assess the adequacy of the energy
function on non-local interactions, 11 full length native structures were relaxed using Brownian
dynamics. A simple energy potential that folds proteins locally and stabilizes proteins globally
may enable realistic modeling of folding pathways.
The second study addresses the need to reduce sampling time necessary to fold full length
sequences. Local native structure is constrained using rigid body dynamics at all possible
sequence windows for Chymotrypsin Inhibitor-2 and the SH3 domain and monitored for changes
in the folding pathway and rate. Based on the results of previous studies, we attempt to show that
locally constraining proteins can promote structural polarization which may reduce sampling
time necessary to reach the folded state. Accurate local structure prediction, based on the results
of folding putative initiation sites, makes this approach attractive as a way to encode a
hierarchical structure prediction program.

x

1. CHAPTER 1: Simulating Protein Folding Initiation-Sites Using an AlphaCarbon-Only Knowledge-Based Forcefield
1.1. Summary
Protein folding is a hierarchical process where structure forms locally first, then globally.
Some short sequence segments initiate folding through strong structural preferences that
are independent of their three-dimensional context in proteins. We have constructed a
knowledge-based force field in which the energy functions are conditional on local
sequence patterns, as expressed in the hidden Markov model HMMSTR. CALF (CALpha Force field) builds sequence specific statistical potentials based on database
frequencies for alpha-carbon virtual bond opening and dihedral angles, pair-wise contacts
and hydrogen bond donor-acceptor pairs, and simulates folding via Brownian dynamics.
We introduce hydrogen bond donor and acceptor potentials as alpha-carbon probability
fields that are conditional on the predicted local sequence. Constant temperature
simulations were carried out using 27 peptides selected as putative folding initiation sites,
each 12 residues in length, representing several different local structure motifs. Each 0.6
μs trajectory was clustered based on structure. Simulation convergence or
representativeness was assessed by subdividing trajectories and comparing clusters. For
21 of the 27 sequences, the largest cluster made up more than half of the total trajectory.
Of these 21 sequences, 14 had cluster centers that were at most 2.6 Å RMSD from their
native structure in the corresponding full-length protein. To assess the adequacy of the
energy function on non-local interactions, 11 full length native structures were relaxed
using Brownian dynamics simulations. Equilibrated structures deviated from their native
states but retained their overall topology and compactness. A simple potential that folds
proteins locally and stabilizes proteins globally may enable a more realistic
understanding of hierarchical folding pathways.
1.2. Introduction
Peptide sequences less than 20 residues in length can have strong structural preferences
that are independent of non-local interactions, as shown by NMR (Blanco, Rivas et al.
1

1994; Munoz, Blanco et al. 1995; Viguera and Serrano 1995), and simulation studies
(Bystroff and Garde 2003; Ho and Dill 2006). It is thought that sequence patterns for
these peptides in the context of a parent sequence become structured early in folding and
exist in their native conformation in unfolded proteins. Some of these short sequence
patterns, 3-19 residues in length, have been captured in a structural motif library called Isites (initiation sites) (Bystroff and Baker 1998) and the associated hidden Markov model
HMMSTR (Bystroff, Thorsson et al. 2000) which describes the adjacencies and
dependencies of I-sites motifs in the protein structure database.
The existence of strong sequence-structure correlations in the database should
enable us to develop and test folding potentials for template-free protein structure
prediction. Knowledge-based potentials based on the statistical occurrences of structural
properties in native proteins have proven to be the most successful approach to protein
structure prediction (Bradley, Misura et al. 2005; Skolnick 2006). They provide an
attractive alternative to molecular mechanics based force fields because they require
significantly less detail and do not rely on the assumption that thermodynamic
calculations can be extrapolated to model complex macromolecular interactions (Sippl
1993).
In general, there are two types of statistical potentials, one that includes
interactions for all residue-specific atom types (Samudrala and Moult 1998; Zhou and
Zhou 2002; Qiu and Elber 2005) and others that are coarse-grained, having only one or
two residue-specific interaction centers created by “uniting” atoms (Miyazawa and
Jernigan 1996; Liwo, Oldziej et al. 1997; Tobi and Elber 2000). Lumping atoms together
into interaction centers has been particularly useful in protein structure prediction as it
significantly reduces the cost of computing a search for the native structure in hyperdimensional protein configuration space. However, simplified representations lose some
of the detailed geometric dependence on the calculated energy of the system. In
particular, hydrogen bond energy depends strongly on the orientation, not just on the
distance between interaction centers.

2

In this study we use a reduced protein representation for folding simulations in an
alpha-carbon-only folding potential. Peptide residues are treated as beads on a string,
with backbone atoms for each residue lumped into a single interaction center located at
the position of each alpha-carbon. Additionally, side chain centroids are approximated by
the mean relative positions of the side chain centers of mass. Such a model can
significantly reduce the cost of computing trajectories to visualize long time-scale
dynamics such as in protein folding (Tozzini 2005).
In protein structure prediction, effort has been made to discretize the
conformational space by fragment insertion Monte Carlo (Simons, Kooperberg et al.
1997) or chain build-up (Hamelryck, Kent et al. 2006; Zhang, Lin et al. 2007) in folding
simulations. Although quite successful, these methods may ignore intermediates along
the folding pathway by strictly optimizing the global fold energy (Skolnick 2005).
Modeling folding pathways is essential to the understanding of folding kinetics and
kinetic stability. Non-native intermediates along the folding pathways may be required in
the folding of some knotted proteins (Taylor 2000).
Recently, there has been increased interest in simulating the physical folding
process using reduced protein representations and coarse-grained potentials (Fujitsuka,
Takada et al. 2004; Liwo, Khalili et al. 2005; Kmiecik and Kolinski 2007). To our
knowledge, no alpha-carbon-only statistical potential for folding by molecular dynamics
simulations has ever before been tried, as very few of the published statistical potentials
act solely on alpha-carbons (Loose, Klepeis et al. 2004; Zhang, Chen et al. 2006; Wu, Lu
et al. 2007), hinting at the difficulty of calculating a realistic energy using a reduced
model.
1.3. Methods
1.3.1.

Model representation and dynamics

We use a reduced, alpha-carbon protein representation based on the early work of Levitt
(Levitt 1976). When peptides bonds are in the trans conformation, the distance between
alpha-carbons is fixed at 3.8 Å. Thus treating the 5-heavy atom peptide planar group as a
3

virtual bond is not unreasonable. Adjacent peptide planar groups are related by backbone
angles (φ, ψ) of connected alpha-carbons. For convenience and without loss of generality,
peptide structure can also be represented by the angles between virtual bonds. CALF
simulations use both the bond opening angle delta (Δ), defined by three consecutive
alpha-carbons, and the dihedral angle theta (θ) defined over four adjacent alpha-carbons
(Figure 1). Side-chain centers of mass or centroids were calculated at each step in the
simulation using the method of Park (Park and Levitt 1996). Centroid positions were
assigned to the second through the next-to-last residue of the target sequence, and were
updated at each time step.

Fig. 1. A coarse-grained protein representation
The reduced protein representation shows four alpha-carbons connected by virtual bonds.
Side-chain centroids (SC) are placed on each alpha-carbon except residues at the termini.
The alpha-carbon angle delta (Δ) acts as a bond opening angle. Torsions around the
alpha-carbon bond are modeled by angle theta (θ).

Simulations were done using Over-damped Langevin dynamics or Brownian
dynamics. Since protein folding is a slow process relative to chain fluctuations,
momentum can effectively be ignored. Random forces (R) are added into the simulation
to replace the effect of missing interactions lost by grouping atoms together and ignoring
solvent.

4

dri Fi (r (t))

 Ri
dt
i

(1)

Here the systematic force (Fi) is determined by taking the derivative of the
potential Fi= - ∂VTotal/∂ri with respect to the current model configuration (r(t)). The
friction coeffficient (ξ) was calculated using Stoke‟s Law with an atomic radius (αi) taken
as the alpha-carbon Van der Waals radius (5.0 Å) plus plus one water molecule (1.4 Å).
The viscosity of water (η) was set at 0.001 kg m-1 s-1.

i  6 i

(2)

Random forces (Ri) were taken from a Gaussian distribution of vectors (RG) with
zero mean and variance 2kBTΔt/ξi where kB is the Boltzmann constant, T is temperature
in Kelvin and Δt the time step. No memory or hydrodynamic coupling effects were
included. Atomic shifts were updated at each timestep as follows:
ri (t  Δt)  ri (t) 

Δt
Δt
Fi (r (t))  2k BT R G
ξi
ξi

(3)

Virtual bonds between alpha-carbons were constrained at 3.8 Å using LINCS
(Hess, Bekker et al. 1997) during folding simulations.
1.3.2.

Peptide folding

Protein segments or peptide sequences predicted to be autonomous folding units were
extracted from their parent structures according to the PDB numbering scheme attached
to the parent code (Table I). Because the hydrogen bond potential is defined over threeresidue segments, one residue was added to each terminus. For example, 14 positions are
necessary to model the central 12 residues. In the results presented here, RMSD
calculations were performed only on the central 12 residues although 14 alpha-carbons
were used during simulations. Starting from an initial random configuration, folding
simulations were run for 0.6 μs using a time step of 30 fs. The temperature for all
simulations was set to 10 K. The units of temperature are relative to the parameters of the
energy terms. The temperature, although unphysical, is appropriate for weighting
parameters optimized near a value of 1. To ensure adequate sampling, one trajectory for
each peptide sequence is run until simulation convergence (discussed in results).
5

1.3.3.

Global stability

Proteins are stable under native conditions. Therefore their native structures should also
be stable in the presence of an adequate energy function using thermal fluctuations that
are appropriate for folding. To test the adequacy of the CALF energy function to stabilize
full length proteins, we chose 11 proteins with less than 100 residues that represent a
variety of structural classes. Simulations starting from native were run for 60 ns using a
time step of 30 fs. The temperature for all simulations was set to 2 K. One relaxation
simulation was run for each structure and all structures ceased deviating from native
during the trajectory.
1.3.4.

Force field

The CALF energy function has three sequence specific energy terms VEij, VAngs, VHB and
the physical interaction energy Van der Waals (VVDW) in its complete form. The
derivation of each energetic term and the optimization of weighting parameters w are
discussed in the following sections.
VTotal  w EijVEij  w Angs VAngs  w HBVHB  w VDW VVDW

1.3.5.

(4)

Van der Waals potential, VVDW

Alpha-carbons repel each other using the repulsive term of a 12-6 Lennard-Jones
potential with a radius of 5 Å (σαα). The hard sphere potential prevents any atomic
overlap and maintains the peptide in physically realistic configurations. The exaggerated
radius size eliminates chain crossing. Van der Waals energy was calculated for all
residues pairs at least 3 sequence positions apart and with distance (rij) less than 14 Å.

VVDW


   

ij  rij
j i  2

12





(5)

Side-chain centroid to centroid and centroid to alpha-carbon repulsions were
modeled using the repulsive term of a 12-6 Lennard-Jones potential. Forces experienced
by side-chain centroids were summed to the shifts of their corresponding alpha-carbons.
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A cutoff of 14 Å was used for calculating centroid Van der Waals energy. The pair-wise
radii parameters σij are residue specific and were taken from Park (Park and Levitt 1996).
1.3.6.

Database of known protein structures, B

The sequence specific energy terms VAngs, VHB, and VEij are statistical potentials derived
by inverting the Boltzmann distribution and using conditional probabilities from our
dataset of protein structures (B). Structural data used to build statistical potentials were
taken from a non-redundant set of 1000 structures with better than 2.0 Å resolution,
found on the PISCES Culled Server (Wang and Dunbrack 2003). Any two sequences in
this set have less than 25% sequence identity. The database set is treated as a
representative sample of sequence-structure correlations at the local level. Statistical
potentials were derived by summing conditional probabilities. Initial tests showed that the
summed probability distributions, used to derive CALF potentials, did not change
significantly when the database was doubled in size, demonstrating that the database is
representative for the purposes of this study.
1.3.7.

Local structure predictions using HMMSTR

The probabilities of each structural descriptor (virtual bond opening and dihedral angles,
hydrogen bond donor-acceptor positions, pair-wise distances) are conditional upon the
sequence through HMMSTR, a hidden Markov model (HMM) for local structure.
HMMSTR models all common local sequence-structure correlations in proteins. Briefly,
a HMM was constructed by linking the sequence-structure motifs within the I-sites
library, initially performing all possible pair-wise alignments between motifs, then
linking all motifs together to form a HMM. Each Markov state emits backbone angles
and a sequence probability distribution (profile) for a single position, as an expression of
the local sequence-structure correlation. Standard HMM algorithms are used to make
predictions of structure based on sequence.
Single sequences or multiple sequence alignments expressed as profiles were used
as input to HMMSTR (in earlier studies profiles were shown to improve the results of
local structure predictions over single sequences). Profiles were generated as one of the
7

output options of the database search program Psi-BLAST (Altschul, Madden et al.
1997). To identify more distant homologs, sequences with an e-value of 0.1 or better
were kept after two search iterations.
Using the forward/backward algorithm (Rabiner 1989), the a posteriori
probability (γ) was calculated for each Markov state q and each sequence position t.
γq,t  P(q|t)

(6)

Each of the 280 Markov states in HMMSTR defines a sequence-structure context.
For example, one HMMSTR Markov state represents the conserved glycine position in a
Type-2 diverging beta-turn. Another state represents the amphipathic position between
the hydrophobic side and the polar side of an amphipathic alpha-helix. Local structure
contexts manifest preferences in backbone virtual angles, contact distances, and virtual
hydrogen bonding geometry. HMMSTR probabilities (γ) were calculated for sequences
from the database (γB) and from the target (γT).
1.3.8.

Virtual backbone angle potential, VAngs

Position specific virtual bond opening angle (Δ) and dihedral (θ) potentials for a target
sequence (T), position i, were generated by summing joint conditional probabilities γTq,i
γBq,j over all HMMSTR states q and over all database positions j, whose angle set falls
within the bin (Δ, θ). Bins were created by dividing the angle space into 10o intervals
over the range of 0o < Δ < 360o and 0o < θ < 180o, giving nbins = 36 x 18 = 648. Summing
joint probabilities assures that only database positions with local sequence similarity were
counted.

Pi  Δ j ,θ j  

B

 γ

Δ j ,θ j

T
q,i

B
 γ q,j

(7)

q

After summing, Pi was normalized to one. The virtual angle energy was then
expressed as a log-likelihood ratio, where the expected value for each bin is 1/nbins.
Adding one to the likelihood ratio sets the maximum energy to zero. Virtual angle energy
was smoothed using Gaussian filtering (Press 1997) (Figure 2).

 N  Δ,θ  
Ei  Δ,θ   k BT  ln  i 1
 1
 n bins

8

(8)

The total backbone angle energy is summed over positions 2 through n-2 where n
is the total number of positions, and (Δi,θj) are the current angles at position i.
n 2

VAngs   Ei  Δi ,θi 

(9)

i2

Derivatives of the virtual angle energy were taken numerically using a 5-point
stencil (Press 1997) and gradient derivatives were taken analytically (Emsley and Cowtan
2004). Since it is extremely rare to observe a delta angle outside of the range 70°- 150
we set ∂VAngs/∂Δi=1 for Δi > 150° and ∂VAngs/∂Δi= -1 for Δi < 70°, to keep all target delta
angles physically realistic (not shown in Figure 2).

Fig. 2. Virtual angle potential
A sample virtual angle space for an alpha-helical sequence position. The z-axis is the
negative log probability ratio (Eq. 8) in kBT units. There is a very low probability for
delta angles less than 70o or greater than 150o. Two distinct minima are seen for theta in
this case.
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1.3.9.

Hydrogen bond potential, VHB

Hydrogen bonds were identified in the database by searching 2.8 Å away from all
backbone nitrogen atoms. A hydrogen bond was declared when a backbone carbonyl was
met and its members (alpha-carbons) were designated as donor and acceptor, respectively
(Figure 3). Each residue was allowed one donor and one acceptor hydrogen bond;
Bifurcated hydrogen bonds were ignored. Donor-acceptor pairs were collected for all
proteins in the data set. The coordinates of the donor residue alpha-carbon were
transformed into the frame of reference of the acceptor residue using adjacent alphacarbons and vice versa.

Fig. 3. Coarse-grained hydrogen bonding layout
After identifying hydrogen bonds in the database of protein structure, each donor residue
alpha-carbon position (Cα5) was transformed into their acceptor residue alpha-carbon
(Cα2) frame of reference. The x-axis of the frame of reference lies along the Cα2-Cα1
virtual bond, the y-axis in the plane of the three alpha-carbons, and the z-axis is the crossproduct of y and x. Similarly, the acceptor residue alpha-carbon positions (Cα2) were
transformed into their donor residue frame of reference.
10

Position specific donor potentials (D) for a target sequence (T) position i were
generated by summing the joint conditional probabilities γTq,i γBq,j over all HMMSTR
states q and over all acceptor database (B) positions j whose donor coordinates (xd,yd,zd)
after transformation into the acceptor frame of reference fall within the three-dimensional
bin (x,y,z). Bins were created by dividing the 203 Å Cartesian space centered at the
acceptor j into 0.53 Å bins, giving a total of nbins = 64000 bins (Figure 4).

Fig. 4. Coarse-grained hydrogen bonding potential
(A) A set of donor residue alpha-carbon positions for one acceptor residue alpha-carbon
located at the center of the tri-peptide for one alpha-helical sequence position created in
VMD (Humphrey, Dalke et al. 1996). (B) A contoured probability density map for the
same weighted data points, created in MOE (Chemical Computing Group, Montreal,
Canada). Data points were weighted based on sequence similarity as described in the
methods section. Donor position probability density exists within a spherical shell
surrounding the acceptor with multiple preferred orientations (blue) in this case.

Similarly, position specific acceptor potentials Ai were generated by binning acceptors
positions around an alpha-carbon donor position. After summing, both Ai and Di were
normalized to one. Summing joint probabilities ensures that only database positions with
local sequence similarity to the target were counted.

11

Di  x d ,yd ,zd  

 γ

T
q,i

B
 γq,j

(10)

acceptors q
j

The hydrogen bond energy VHB was calculated using both log-likelihood ratios
for geometry-specific donor and acceptor probabilities, summed over the current
hydrogen bond network, hbn. Adding one to the likelihood ratio sets the maximum
energy to zero. All position specific acceptor and donor energies were smoothed with
Gaussian filtering and derivatives in the transformed space were taken numerically using
a five point stencil.
  Ai  rj  
 D j  ri   
VHB   k BT ln  1  1  ln  1  1 

  n bins
hbn
 n bins
 



(11)

The hydrogen bond network hbn was updated periodically (~1000 update steps)
to allow hydrogen bond partnering to change. To establish new donor-acceptor pairings,
hydrogen bond energies Hij= - kBT [ln(Di(rj)+1) + ln(Aj(ri)+1)] were calculated for all ij
pairs at a sequence separation of |i-j|>3, assuming that i could potentially donate to any
position j.The lowest energy pairing Hij was assigned as the first hydrogen bond and all
other possible partnering for those members were set to zero, since bifurcated hydrogen
bonds were not allowed. The process was continued until all non-zero Hij were found,
resulting in the new hydrogen bond network.
1.3.10. Contact potential, VEij
The contact energy term VEij is based on the previous work of Shao (Shao and Bystroff
2003). The pair-wise contact potential between any two HMMSTR states p and q
(G(p,q,s)) was calculated as the log of the joint conditional probability of these two states
in contacting residues where ri,(i+s) less than 8 Å at a sequence separation s and over all
proteins in the database.

 
G (p,q,s)  ln

B {i:ri,(is) 8Å}

 γ
B
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i

γ (i,p) γ (i s,q)
γ

(i,p) (i  s,q)

(12)

The contact potential E(i,j) between residues i and j in the target was calculated as
the probability weighted sum of the pair-wise potential function G.

Eij (i, j )   γ(i,p) γ(j,q)G(p,q,s)
p

(13)

q

For use in these simulations, a smooth function was formulated that limits to Eij
as rij approaches zero, and to zero as the rij approaches 13 Å. Contact energies are
summed over all positions with a sequence separation of at least 3.

VEij





 arctan 0.7   rij  8 


  k BT  Eij (i, j ) 
 0.5



ij


j i  2

(14)

1.3.11. Parameter Optimization
The parameters w (eq. 4) were derived empirically based on global structure relaxation
simulations for 1pgb. With a temperature and time step set before parameterizing, the
weight for Van der Waals wvdw was chosen to prevent chain crossing and atomic overlap.
By fixing wvdw, the contact energy parameter wEij was optimized to maintain the radius of
gyration for the native structure. This is important because over collapsing structures can
significantly improve RMSD calculations although unjustifiably. Keeping wvdw and wEij
fixed, the parameters wAngs and wHB were optimized to increase the energetic gap between
the native structure and all non-native structures encountered during relaxation
simulations. Empirically deriving weighting parameters by relaxing one native structure
has been done before (Liwo, Pincus et al. 1997), and the process was automated by
relaxing a large training set(Zhang, Kolinski et al. 2003). The same set of optimized
weights for 1pgb were used for all native structure relaxation simulations and peptide
folding simulations. Their values are listed here for convenience. (wvdw=0.01, wAngs=1.0,
wHB=0.1, wEij=0.35)
1.4. Results and Discussion
The new knowledge-based energy function includes potentials for virtual bond opening
and dihedral angles, hydrogen bond donor and acceptor probability fields, and a local13

structure dependent pair-wise potential. The potentials are fit to probabilities summed
from a non-redundant set of known proteins. All are position-specific and conditional on
their unique amino acid sequences as opposed to being residue-specific. In this study, we
fold 27 short protein segments of length 12 that were predicted to be autonomous folding
units. As a test of the ability of the energy function to stabilize non-local interactions, 11
full length native structures were relaxed using Brownian dynamics. All simulations
converged within reasonable CPU time. Most of the native structural preference was
accounted for by local virtual bond angle preferences and predicted contacts, but the
inclusion of a hydrogen bond probability field significantly decreased the deviation of
native structures during relaxation simulations.
There are two problems recognized in the protein structure prediction community
that should be addressed before making a template-free prediction (1) Search/Simulation
Convergence: Does a particular method have adequate sampling such that the native
structure can actually be reached during a simulation? And how should it be determined
that

further

sampling

will

not

lead

to

additional

conformations?

(2)

Discrimination/Prediction: If the native structure can be reached, does it have a lower
energy than alternative conformations such that it can be identified as native? Or how
should the predicted protein structure be chosen from a large set of candidate structures
generated over the course of a simulation? Although it is probably safe to assume that the
native ensemble is narrowly distributed around a mean structure, selecting only the global
minimum in energy ignores the larger ensemble of near-native structures (Shortle,
Simons et al. 1998) that are more likely to be encountered during simulations. Many
successfully template-free prediction strategies use clustering (Moult, Fidelis et al. 2005)
to approximate this kinetically accessible free energy minimum.
1.4.1.

Peptide Predictions/Clustering

Peptide predictions were made by clustering 10,000 structures sampled 6 ns apart from
simulation trajectories and choosing the largest cluster center as the predicted structure.
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Strand + Helix N Cap
Diverging Turn
Strand + Loop + Strand
Stand + Helix N-Cap
Stand + Helix N-Cap
Loop
Frayed Helix
Helix
Helix N-Cap
Type I Beta Hairpin
Helix N-Cap
Helix N-Cap
Strand + Turn
DG Hairpin
Proline Helix C-Cap
Strand + Diverging Turn + Strand
Type I Beta Hairpin
Turn
Type I Beta Hairpin
Type I Beta Hairpin
Helix N-Cap
Type I Beta Hairpin
Helix N-Cap
Turn + Strand + Turn
Helix N-Cap
Strand + Loop + Helix
Turn + Strand + Turn

Motif *

EQ-Stage †
2
1
2
1
1
0
1
2
2
2
2
1
1
1
2
2
2
2
2
2
2
1
2
1
2
2
2

Sequence
LGAFSVDEVRYV
RDDFRGQMSEIT
LDTGYAVHISRL
VVVLGSGVIGLS
SIIDIRGRREEL
EPGSGIGYPYDN
AVFDGNCAACHA
GHIGQVAIKLFK
GGGLTGLTTAAR
PHRRYNPLTGQW
AGFGNVAWGAAK
GHSILAINTILQ
RLIALDAATGKE
YSVYDVASGNWQ
WFFGCHFIGDPV
GKWDSDPSGTKT
AAVHFEDTGKTL
HAKPYDAGSRGC
NVYVKNKTTGEW
QIALIDGSTYEI
GGGNTAVEEALY
VEYLDDRNTFRH
GGGDSAMEEANF
DENGVGPLCKGE
AGRIGLAVLRRL
DGFFQLEELPGR
TKDLSLNKLGIQ
81
98
31
68
51
2
74
100
100
55
98
96
84
99
4
33
81
49
83
50
94
98
87
18
100
94
90

% of Structures in
Cluster 1 ‡
2.9
4.7
4.4
1.5
3.6
4.4
1.6
0.5
0.5
1.3
0.8
2.6
1.2
0.7
6.7
3.3
5.4
6.0
0.9
1.0
2.4
4.8
2.3
2.9
1.2
4.2
4.1

RMSD of Cluster 1
Center §

Peptides were 12 residues in length although numbering indicates 14 residues. One residue was added to both termini to allow all 12 residues to experience the
complete CALF potential
*
The type of secondary structure motif for each protein segment
†
Equilibrium sampling stage reached as measured by simulation convergence
‡
The number of structures in the largest cluster (1) divided by the total number of structures clustered (10,000)
§
The RMSD of the largest cluster center to native by alpha-carbon coordinates

#

1ahjB_46-59
1ammA_94-107
1aoqA_176-189
1c0pA_8-21
1cfrA_135-148
1cpoA_2-15
1ctjA_8-21
1dxyA_153-166
1galA_23-36
1guqB_8-21
1hrdA_235-248
1id1A_9-22
1kb0A_138-151
1kitA_307-320
1mkaA_64-77
1mwpA_22-35
1pexA_104-117
1pgsA_189-202
1pgsA_60-73
1qksA_169-182
1tdeA_151-164
1tupA_109-122
1vdcA_161-174
1vpsB_233-246
2nacA_198-211
3grsA_160-173
3grsA_277-290

Code #

Table 1. Results of folding all 27 putative initiation sites

There have been a variety of clustering methods previously reported to determine the
highest population conformation and thus lowest free energy from simulations (Shortle,
Simons et al. 1998; Betancourt and Skolnick 2001; Zhang and Skolnick 2004; Ho and
Dill 2006). The clustering method for this study was previously described by Daura
(Daura, van Gunsteren et al. 1999) and begins by building a pair-wise distance matrix
containing the rms deviations between all structures submitted for clustering. The first
cluster center was chosen as the structure with the most neighbors below a distance cutoff of 2.0 Å. All structures clustered were removed from the distance matrix and the
process was repeated until all structures were clustered.
In Table I, RMSD values for the most representative conformation during
simulations based on clustering are shown. Additionally, the confidence of our
predictions was assessed by determining how much of the simulation was spent in the
largest cluster center compared to all other clusters. If more than half of those structures
submitted for clustering fell into the largest cluster then those protein segments were
regarded as having a structural preference. Of the 27 protein segments predicted, 21 were
found to have trajectories where more than half of the total simulation could be clustered
into one conformation.
1.4.2.

Peptide Simulation Convergence

One outstanding problem in template-free protein structure prediction has been adequate
sampling of conformational space (Bradley, Misura et al. 2005). The simplest way to
improve sampling is to allow simulations to continue longer. Still, there needs to be a
way to know when simulations have converged such that no more new structures will be
discovered by allowing simulations to proceed indefinitely. There have been a variety of
equilibrium sampling or simulation convergence measures previously reported (Hess
2002; Lyman and Zuckerman 2006; Luchko, Huzil et al. 2008) and most check for
sampling consistency by dividing trajectories in half and checking for structural diversity.
Measures of simulation convergence have been used to validate the use of single
trajectories for dynamic processes that occur on long time-scales. In this study, a similar
strategy was used by separating structures from each cluster into two sub-clusters
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according to whether they appear in the first or second half of the trajectory (Figure 5). If
the sub-cluster of cluster 1 from the first half of the trajectory was the largest sub-cluster
of all first half sub-clusters and the same was true for the second half sub-cluster of
cluster 1 compared to all other second half sub-clusters, then Stage-1 equilibrium was
achieved. Stage-2 equilibrium was achieved when this was also true for the second
largest cluster. The method forces the relative ordering of cluster sizes in trajectory
halves to be preserved before simulations have converged. A more stringent test of
convergence could preserve both the relative size and ordering of clusters in trajectory
halves.

Fig. 5. Simulation convergence
The entire trajectory is clustered and clusters are ranked based on size. To test for
simulation convergence, structures from each cluster are separated according to whether
they appeared in the first or second half of the trajectory. The example shows Stage-1
equilibrium because the relative ordering of sub-clusters (2” and 3”) is reversed in the
second half of the trajectory.

Of the 27 protein segments studied, 17 reached Stage-2 equilibrium and 9 reached
Stage-1 equilibrium (Table I). The remaining peptide, that did not pass either test, both
showed little or no structural preference, making Stage-1 simulation convergence as it is
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defined here difficult to achieve. There were six cases where clustering indicated a
structure preference but the trajectory did not reach Stage-2 equilibrium, either because
the 2nd and 3rd largest clusters were nearly equal in size or because the second largest
cluster was much smaller than the first. Although these results cannot rule out the
possibility that new structures would be encountered by running longer simulations, the
possibility that one of the new structures would be the structural preferred one is remote.
In summary, 14 of the 21 protein segments found to have structural preferences
had cluster centers that were at most 2.6 Å RMSD from native. Some improvements were
seen in the second largest cluster for some protein segments (not shown) although
generally the largest cluster center was closest to native. Scatter plots of energy versus
RMSD to native for all 27 protein segment trajectories are shown in Figure 6. In many
cases, the densest sampling was both closer to native and lower in energy.

Fig. 6. Peptide simulation scatter plots
Scatter plots of energy versus RMSD to native for each 0.6 μs trajectory of all 27
peptides. The dotted line indicates the energy of the native structure.

For well predicted protein segments, trajectories sampled configuration space that is
primarily higher in energy than the native. This feature almost certainly ensures that the
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native structure will have the lowest free energy during simulations. For these peptides, a
correlation can be observed between the energy and distance from native, which suggests
a funnel-like energy landscape that draws simulations towards their native state.
1.4.3.

Peptide Case Studies

It is instructive to look at those cases where the preferred structure did not match the
native. Each of the 27 protein segments studied here were chosen as putative folding
initiation sites, blindly predicted using HMMSTR. The failure to match the lowest free
energy state to the native state in these simulations could be a fault of HMMSTR, or of
imperfections in the CALF energy function, or it could be an artifact of separating the
peptide from the rest of the protein when performing simulations. HMMSTR measures
the database correlation between sequence and structure, which should be high when the
sequence in question, and all of its nearest neighbor sequences are always found in the
same structure. A high correlation is suggestive of an energetically stable folding motif,
but it is not proof. CALF calculates the energy based on database probabilities of
backbone virtual angles, contacts and virtual hydrogen bonds. A low energy reflects a
high database probability when the conformation is viewed as the sum of its parts. In the
majority of cases, folding simulations of putative initiation sites were in close agreement
with the native segment structure. Given the correctness of this majority, we may analyze
the exceptions as artifacts of taking peptides out of their structural context.
Of the protein segments that showed a structural preference in simulations but
deviated (> 2.6 Å) from native, four were found to have important non-local interactions
in the parent structure, which were of course missing in the peptide isolated simulations.
For example, in the segment 1cfr_135-148, a strand + helix motif, the strand is prevented
from contacting the helix in the parent structure because a non-local strand is contacting
the helix instead. The predicted structure forms a second helical turn instead of
preserving the 8 residue beta-strand. In the segment 1aoqA_176-189, a strand + loop +
strand motif, non-local hydrogen bonds prevent strands from pairing with one another in
the native structure. The largest cluster center prediction shows an N-capped helix, where
the second strand hydrogen bonds back against the turn forming a single helical turn.
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Protein segments that have hydrogen bonding otherwise satisfied through non-local
interactions or through solvent are difficult to predict. It is not surprising that predicted
structures satisfy hydrogen bonds locally. These structures are easy to identify in Figure 6
as their energy is often much lower than their corresponding native structures.
In the segment 1mwpA_22-35, a diverging turn motif, strands on either side of
the beta-turn do not pair to form a hairpin but instead wrap around the protein core. A
diverging turn has been shown to be stable in isolation using NMR(Yi, Bystroff et al.
1998), despite being less compact than a similar length beta-hairpin. Its stability is a
result of interactions between three inwardly-pointing side-chains. Without detailed sidechains, the CALF energy function cannot capture specific side-chain interactions well.
However, the presence of the diverging turn sequence pattern enforces virtual backbone
angles that favor the diverging turn.

Fig. 7. Eij contact probability maps
Contact maps for (A) the beta-hairpin 1qks_169-182 and (B) the turn motif 1pgs_189202. Strongly predicted contacts in the potential VEij are shown in red, predicted noncontacts in blue. The black outline indicates contacts (distance(i,j) < 8 Å) found in the
native structure. The sequence pattern is illustrated on the diagonal, glycine residues
colored orange, hydrophobic residues black, polar residues grey, and charged residues
with no bar.

20

For the protein segment 1ahjB_46-59, a strand + helix N-cap, no contacts are made
between the strand and the helix in the native structure, a fact that was reproduced in the
prediction. In the simulation, the strand hydrogen bonds back against the second helical
turn, forming a three turn helix. The second largest cluster is indeed much closer to native
(2.2 Å RMSD) although with higher energy than the first, this cluster was thus less
represented during the simulation.
In all, 6 simulations showed no structural preference by our metric, but it is
interesting to note that 2 of the 6 contained a near native largest cluster center, with
RMSD less than 3.5 Å. For 1pgs_192-205, a rare turn motif, the scatter plot indicates
sampling of mostly an extended structure. On inspection of the contact energy, attractive
interactions that would stabilize the closed native form are missing (Figure 7). The root
of each potential is the assignment of Markov states according to HMMSTR, which in
this case fails. It is not surprising that our knowledge-based potential fails to predict a
structure that has poor database statistics, and this presents a challenge for the future of
coarse-grained knowledge-based potentials.
1.4.4.

Forcefield versus sequence similarity

Since the database is a representative set of sequences and structures, it is reasonable to
think that simply searching the database using the peptide sequence might result in a
good local structure prediction. In fact a similar strategy was used to build the I-sites
library. To test the likelihood of finding structures with RMSD ≤ 2.6 Å using sequence
similarity alone, we performed all pair-wise ungapped sequence alignments against the
database using the BLOSUM40 substitution matrix. Structures for those sequences were
then compared against the native for each of the peptides in this study. We found that an
average 9.6% of the top 100 sequence-similar peptides had RMSD ≤ 2.6 Å, whereas at
least 44.7% of the peptide structures from CALF simulations passed this test. For
sequences of length 12, the force field captures local structure preferences better than
simple sequence similarity alone.
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1.4.5.

Native structure relaxation

The ability of an energy function to stabilize native protein structures is adequate if
structures do not unfold during relaxation simulations starting from the experimental
native state. Such a test is not trivial to pass, as even all-atom, molecular mechanic force
fields can cause structures to drift far away from native during relaxation simulations
(Wroblewska and Skolnick 2007). It is therefore a challenge upon structure predictors to
create potential functions such that native structures have the lowest energy within their
near-native energy basin. In an attempt to meet this criterion, the CALF energy function
was parameterized to minimize relaxation drift for one native structure (1pgb), and tested
on a set of ten other proteins . To our knowledge, this test has not previously been applied
to alpha-carbon-only models.
Table 2. Results for native structure relaxation simulations
Code
1dxg
1fna
1opd
1pgb
1prb
1shg
1srl
1ubq
1who
2a3d
2ci2I

Structure












Length

RMSD *

Q#

TM §

36
91
85
56
53
57
56
76
94
73
65

4.6
6.7
6.0
3.3
5.8
7.3
4.5
6.9
3.5
7.0
7.9

0.540
0.412
0.612
0.770
0.778
0.362
0.683
0.521
0.707
0.878
0.531

0.40
0.36
0.36
0.52
0.42
0.30
0.51
0.38
0.59
0.38
0.36

*

RMSD of maximum deviated structure
Percentage of native contacts remaining in maximum deviated structure
§
TM-Score of maximum deviated structure (> 0.4 are significant structures)
#

Table II shows the results of relaxing a diverse set of small proteins less than 100
residues. Three metrics are provided to evaluate deviations from native, including
RMSD, Q (the fraction of native contacts(Nymeyer, Garcia et al. 1998)), and TM-score
(a measure of structural similarity that ranges between 0 to 1.0 for identical structures and
a value of 0.4 or greater for a pair of significantly related structures(Zhang and Skolnick
2004)). Of the 11 native structures relaxed, 6 have RMSD to native less than 6.5 Å,
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indicating topological similarity. Although 2a3d deviates from native greater than 6.5 Å,
the converged structure conserves 87.8% of its native contacts (Q value). All structures,
including those that deviate far from native, maintain good beta-sheet geometry and
alpha-helix periodicity, primarily due to the three-dimensional hydrogen bond potential.
In general we find that the energy function is sufficient to maintain local structure,
topology, and overall compactness.
For the four structures that deviated from native, imperfections in the contact
potential was the primary cause. For example, two-sheet beta sandwiches 1fna and 1who
are structurally very similar. However during simulations, 1fna over-collapses while
1who maintains a native-like radius of gyration. The relaxed structure for 1fna shows
new hydrogen bond partnering that is comparable in energy to native, although overcollapsing causes some strand rearrangement in the sheets. The case for ubiquitin (1ubq)
is similar. In the relaxed molecule, the four-stranded beta-sheet is broken up by the
attraction of the hairpin to the helix. Some structures over-collapse while others, such as
1shg, expand. In this case, the contact potential is insufficient to stabilize native contacts
as evidenced by the low Q value of the relaxed structure. Deviations from native for these
structures suggest the need for improvements in the sequence dependence, and perhaps
orientation dependence, of the contact potential.
1.4.6.

Hydrogen Bond Energy

Initial studies, using an alpha-carbon-only potential based on backbone virtual angles,
Van der Waals repulsion and contact energy terms, but without an orientation dependent
hydrogen bond term, showed errors in strand alignment of beta-sheets and other
irregularities that could be traced to poor hydrogen bonding geometry. For example, three
beta-strands, all rich in non-polar side-chains, would arrange themselves in a collagenlike triple helix rather than in a sheet. The backbone angles permitted this and it increased
the total number of contacts made between strands. To capture the directional nature of
hydrogen bonds, three-dimensional energy fields were imposed for both donor and
acceptor residues.
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Others have shown that the inclusion of an alpha-carbon-only hydrogen bond
potential significant improves the cooperativity and kinetics of the folding reaction for
proteins G and L(Yap, Fawzi et al. 2008). However in their model, hydrogen bonds are
preferentially perpendicular to the alpha-carbon chain. This results in beta-sheets that
lack the characteristic right-handed twist, and alpha-helices with a helical pitch of 4.0
rather than 3.6 residues per turn. Our hydrogen bond potential correctly captures the
right-handed twist of beta-sheets and the pitch of alpha-helices. Using the sequencestructure database to build hydrogen bond potentials more accurately represents the
secondary structure dependence of hydrogen bond orientation.
1.5. Conclusions
Folding a diverse set of short protein segments is prerequisite to developing a hierarchical
folding model for larger proteins. It has long been thought that proteins fold locally first,
forming secondary structures which are then able to nucleate tertiary contacting (Rose
1979; Kim and Baldwin 1982). Recently, it has been reported that this type of folding
mechanism could be implemented in a procedure called zipping and assembly (Ozkan,
Wu et al. 2007). Briefly, peptide chains are broken up into short segments and folded
independently. Segments that show structure preferences are zipped together by setting
distance restraints on hydrophobic residues. Simulations are then restarted by growing
those segments out by adding more residues to either side of the segment or assembling
previously zipped segments together. The success of folding a diverse set of protein
segments in the current study indicates that the zipping and assembly technique could
also be implemented with the CALF energy function. In finding the native conformation
in simulations of several different local structure motifs that are expected to fold
autonomously, and that a diverse set of global native structures remains folded after
energy relaxation, the force field promises generality and provides hope that a simple
representation can be used to fold full-length proteins.
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2. CHAPTER 2: Constraining local structure can speed up folding by promoting
structural polarization of the folding pathway
2.1. Summary
The pathway which proteins take to fold can be influenced from the earliest events of
structure formation. In this light, it was both predicted and confirmed that increasing the
stiffness of a beta hairpin turn decreased the size of the transition state ensemble (TSE)
while increasing the folding rate. Thus there appears to be a relationship between
conformationally restricting the TSE and increasing the folding rate, at least for beta
hairpin turns. In this study, we hypothesize that the enormous sampling necessary to fold
even two-state folding proteins in silico could be reduced if local structure constraints
were used to restrict structural heterogeneity by polarizing folding pathways or forcing
folding into preferred routes. Using a Gō model we fold Chymotrypsin Inhibitor 2 (CI-2)
and the src SH3 domain after constraining local sequence windows to their native
structure by rigid body dynamics. Trajectories were monitored for any changes to the
folding pathway and differences in the kinetics compared to unconstrained simulations.
For both proteins, folding time is generally decreased after constraining any local
sequence window. Structural polarization of the folding pathway appears to explain these
rate increases and occurs regardless of whether the locally constrained structure exists in
the TSE or not. Folding rate enhancements are consistent with the goal to reduce
sampling time necessary to reach native structures during folding simulations.
Interestingly, not all constrained windows decreased folding time equally. We conclude
by analyzing these differences and explain why rigid body dynamics may be the
preferred way to constrain structure.
2.2. Introduction
For a protein to function its polypeptide chain must overcome the difficult task of finding
the native structure in a vast configurational space. Proteins accomplish this feat by
employing a folding mechanism which guides the ordering of structure during the folding
reaction. Mechanisms are determined in protein engineering experiments by analyzing a
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large number of mutations to generate phi-values (Fersht 1995). For small single domain
proteins, there are in general two folding mechanisms. The diffusion-collision model is
followed when local structures are formed independently and their collisions lead to the
native state (Karplus and Weaver 1976). With increasing secondary structure propensity
folding proceeds more hierarchically. On the other hand, the nucleation-condensation
model is more likely to occur when the secondary structure is unstable (Daggett and
Fersht 2003). Collapse around an extended nucleus is followed by the simultaneous
formation of secondary and tertiary structure (Wetlaufer 1973). Ultimately, the shape and
roughness of the folding energy landscape will determine the folding mechanism of a
protein.
The native structure for a protein resides at a deep energy minimum in the funnelshaped folding landscape (Wolynes, Onuchic et al. 1995). Roughness in the funnel can
result from both non-native interactions and incomplete compensation of entropy loss to
enthalpy gained during folding (Dill 1999). The latter energy landscapes are considered
to be topologically frustrated. It has been shown that for many small single domain
proteins, topological frustration plays a primarily role in determining their folding
mechanism (Clementi, Nymeyer et al. 2000). Thus folding seems only minimally affected
by sequence. The relationship between folding rates for many two-state proteins and the
number of non-local contacts in their native structure supports this theory (Plaxco,
Simons et al. 1998). In general, proteins with increasingly complex topology fold slower
because the entropic penalty to form non-local contacts is greater than for local ones.
Additionally, models that incorporate only native interactions, thus leaving out sequencedependent frustration, can reproduce many important features in the folding mechanisms
of small single domain proteins (Baker 2000).
Sampling long time scale phenomena such as protein folding in detailed atomistic
simulations is not currently possible without the use of massively parallel or distributed
computing clusters (Larson, Snow et al. 2009). However, Gō models using simplified
protein representations biased toward the native structure have helped to understand the
folding process and identify important interactions that drive folding (Hills Jr and Brooks
III 2009). Off-lattice Gō models typically employ a Lennard-Jones function to model
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non-local interactions using a strictly repulsive term to block the formation of non-native
contacting. Although, some researchers have included energetic frustration into their Gō
models as it has been shown that a small amount of non-native contacting can actually
speed the folding reaction (Das, Matysiak et al. 2005). When using a Gō model,
simulations are typically started from native and unfolded at high temperature to generate
uncorrelated initial structures. Simulations are then jumped to the temperature of interest
to yield the relevant statistics (Clementi, Nymeyer et al. 2000; Yap, Fawzi et al. 2008).
The simple protein representation allows one to conduct equilibrium folding/unfolding
simulations thus sampling high energy intermediates such as transition state structures
(Koga and Takada 2001).
Gō models have also been used to explore the conformational dynamics of the
TSE. In one study it was both predicted and confirmed that increasing the stiffness of a
beta hairpin turn, by changing the position of the hydrophobic cluster, decreased the time
necessary to fold (Klimov and Thirumalai 2002). Stiffening the beta turn also restricted
the size of the TSE based on the number of clusters for member structures of the
transition state. Thus there appears to be a relationship between the size of TSE and the
folding rate for beta hairpin turns. Based on that result, it was theorized that the
conserved folding mechanism across SH3 domains results from the conserved stiffness in
the distal hairpin loop. The rigidity of the distal hairpin loop therefore conformationally
restricts the SH3 transition state by inducing the structural polarization found in the TSE
(see the section on the src SH3 domain for an explanation of the TSE and folding
pathway). Consequently, constraining the distal hairpin should not alter the TSE. On the
other hand, the nature of the TSE for proteins with little loop rigidity and primarily nonlocal contacts cannot be easily determined using this metric. The phi-value distribution
for these proteins is relatively broad indicating they fold mostly through a nonhierarchically mechanism. Differences in the degree of transition state polarization
implies that folding mechanisms and rates are dependent on the type, propensity, and
burial of the secondary structural elements.
Building on this idea with the goal to reduce sampling time for folding two-state
proteins, we introduced constrained native local structure at all possible sequence
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windows for the proteins CI-2 and src SH3 and monitored both their folding pathway and
rate changes. Based on the results of previous studies we attempt to show that
constraining local structure to native can induce structural polarization of the folding
pathway thus reducing the conformational size of the ensemble and sampling necessary
to reach the folded state. Additionally, constraining local structure to native that is not
already formed at the transition state for a protein can still increase the folding rate by
inducing structural polarization along the folding pathway that is different from native.
Results of this study present an opportunity to improve the sampling for protein structure
prediction based on the relationship between local sequence and structural stability.
Correctly predicting local structure based on sequence and constraining it should increase
the folding rate by restricting the structural heterogeneity during simulations. Effective
local structure prediction makes this approach particularly attractive as a way to encode a
hierarchical structure prediction program (Buck and Bystroff 2009).
2.3. Methods
We use the following Gō model first proposed by Clementi et al. (Clementi, Nymeyer et
al. 2000). Readers are encouraged to review the paper for background on using this
model to reproduce the TSE for proteins studied in this work. To describe the model
briefly, each residue is represented as a single interaction point located at the position of
the alpha-carbon. The energy of a configuration  with a native configuration of  0 is
given by the following function:

 K (r  r

E ( ,  0 ) 

r

i

0i

bonds





)2 

 K (

i

  0i ) 2

angles

{K [1  cos(i  0(1)i )]
(1)

dihedrals

 K(3) [1  cos 3(i  0(3)
i )]}
 r
0 ij
   5 

  rij
i  j 3

native
contact

12
10

 r0ij  
  6    

 rij  

(15)
non  native
contact



i  j 3

12

C
 
 rij 
 

The variables r0i, θ0i, and ϕ0i, correspond the native values for bond length, bond
angle, and dihedral angle respectively. The non-local 12-10 Lennard-Jones function was
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set to minimize the distance r0ij between any two natively contacting residues. All
residues not contacting in the native structure are given a repulsive energy where
C=4.0Å. The following energy constant values were used Kr=100, Kθ=20, Kϕ(1)=1.0,
Kϕ(3)=0.5, and ε=1.0. A native contact was declared between any two residues separated
by a sequence separation of at least 4 residues when any heavy atom from one residue
was less than 6.5 Å of any heavy atom from the other residue using the PDB coordinate
file. During folding simulations the reaction coordinate Q was calculated as the
percentage of native contacts formed. A native contact between two residues was
considered made if the distance between their alpha-carbons was less than 1.2 times the
native contacting distance r0ij. Simulations were run using constant temperature Langevin
dynamics and total system momentum was kept constant using a Berendsen thermostat
(Berendsen 1984).
Local structures were constrained to native using rigid body dynamics. The total
translational force for each rigid body was taking as the sum over all individual forces for
T
residues which are being constrained Ftrans
  Fj . Similarly, the total rotational force on
j
T
the rigid body was the sum of all the individual torques Frot
  rj  Fj . At each
j

simulation step, forces are computed the same way for all residues regardless of whether
they are constrained using the derivative of the Gō energy function. Forces were then
rigidified for the constraint using the above equations. Rigid body momentum and
position were updated and stored separately. Using a sufficiently small time step ensures
that bond stretching is minimal between constrained and unconstrained portions of the
chain.
To demonstrate that constraining local sequence windows can increase the folding
rate (shown by a decrease in folding time) compared to unconstrained sequences,
constant temperature simulations were run at the transition temperature identified in
unconstrained simulations. Transition temperatures are located by running long
simulations and identifying the temperature at which structures are 50% folded/unfolded
(Figure 8). Although the transition temperature in constrained simulations may be
different from unconstrained, it is still consistent with the goal of studying the effects of
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constraining local structure on the rate of folding. Median first passage studies were
conducted for all 9 residue sliding windows along the length of the sequence by
constraining the local sequence window to its native structure. For each constrained
window, 100 folding simulations were started from native and unfolded at high
temperature to generate uncorrelated initial structures. Simulations were then jumped to
the transition temperature. Configurations were considered folded and simulations
stopped if at any time Q was 0.85 or greater.

Fig. 8. src SH3 melting curve
A melting curve for SH3 constant temperature simulations is shown. The transition
temperature is located at the peak in energy variance (1.415). At the transition
temperature Q-values between 0.3 and 0.7 were observed only transiently, showing clear
2-state behavior.
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2.4. Results and analysis
2.4.1.

src SH3 domain

The src SH3 domain is a 56 residue portion of a protein tyrosine kinase that associates
into complexes typically by binding proline-rich peptide sequences. It is composed of 5
beta strands in an anti-parallel arrangement plus one short 3-10 helical turn. The three
loops connecting those strands are the functional RT loop, by far the longest and most
disordered, the n-src loop connecting strands 3/4 and the distal hairpin loop (Figure 9).
Experimental evidence indicates that the domain folds by diffusion-collision and exhibits
two-state folding behavior (Grantcharova, Riddle et al. 1998).

Fig. 9. src SH3 domain structure
Structure for the src SH3 domain (1SRL) with windows indicated by color: yellow
residues 2-10, red 14-22, and orange 23-31

Based on phi-value analysis, the transition state is formed when the distal hairpin and
diverging turn are structured and docked (Riddle, Grantcharova et al. 1999). This
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polarized transition state can be seen in the large phi-values for these two regions (Figure
10). Other SH3 domains with significant differences in sequence have been shown to fold
by a conserved folding mechanism (Martinez, Pisabarro et al. 1998). This has been used
to support the theory that topological frustration plays a primary role in the folding
mechanisms of small single domain proteins. It also explains the usefulness of
topological folding models which incorporate only native interactions.

Fig. 10. src SH3 domain phi-values
Experimentally determined phi values for src SH3(Riddle, Grantcharova et al. 1999) with
the distal hairpin centered at residue 42 and diverging turn centered at residue 23

Comparing constrained to unconstrained simulations for the SH3 domain we see
that almost all windows show a decrease in median folding time (Figure 11). Folding
times for each window were bootstrapped 10,000 times to show 90% confidence
intervals. As expected, only three constrained windows show an increase in median
folding time compared to unconstrained simulations. Confidence intervals for two of
these windows overlap with the unconstrained median folding time indicating that
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folding was mostly unaffected by the local constraint. The folding time for window 7
however does not overlap with the unconstrained median time. Given the large
confidence interval for this window the result is probably not significant.

Fig. 11. src SH3 median first passage folding times
src SH3 median first passage folding times (in simulation steps) for all constrained
windows, compared to unconstrained median first passage time (window zero also
indicated by a red bar). Data are plotted at the first position of the 9-residue window.

Two local sequence areas which show the greatest decrease in folding time are
windows 2 - 6 and 14 – 17 (window 2 contains residues 2-10, window 3 residues 3-11
and so on). Windows in these areas cover the most disordered region of the native
structure, the RT loop. Interestingly, windows 7 - 10 do not show the same decrease in
folding time. Residues for these windows are located in the turn region of the RT loop
which makes their local contacts more likely to form given the spatial proximity to one
another. Thus pre-forming these contacts does not significantly alter the folding time for
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two reasons. (1) Local contacts in the turn region stabilize the loop compared to strands
or other disordered structures that have no local contacts. Constraining it to be formed
will have only a marginal effect on the secondary structure propensity. (2) Since there are
relatively few non-local contacts made to the loop, the local structure does not provide an
ideal position to induce structural polarization along the folding pathway. Therefore
folding time is decreased by constraining local structure that has little secondary structure
propensity and provides a position for structural polarization during folding. The turn of
the RT loop does not fit this description but constraining either extended portion does.

Fig. 12. Contact probability maps for src SH3 constraining residues 23-31
Contact probability maps for src SH3 simulations constraining residues 23-31 as a
function of the reaction coordinate Q. The constraint promotes the early formation of the
n-src loop (residues 26-33). Interactions within the RT loop and termini are formed after
the distal hairpin (residue 42) and diverging turn (residue 22) contact. The constrained
simulation retains many features of the native folding pathway based on experimental
results.

Structural polarization around the first strand of the n-src loop (residues 23-31,
window 23) can be seen in Figure 12 which shows a sequence of contact probability
maps as a function of the reaction coordinate Q. In the contact probability map generated
from structures with Q = 0.35 - 0.45, the n-src loop is almost completely ordered.
Surprisingly, it adopts structure even before the tighter turning distal hairpin. Folding
proceeds down the native pathway with the formation of the distal hairpin and docking to
the diverging turn (Q = 0.45 - 0.55). Interactions between the termini and RT loop are the
last to form.
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Fig. 13. Contact probability maps for src SH3 constraining residues 2-10
Contact probability maps for src SH3 simulations constraining residues 2-10 as a function
of the reaction coordinate Q. Early contacting between the termini is a result of
constraining the N-terminus.

Structural polarization around another disordered region, the first extended portion of the
RT loop (window 2), can be seen in Figure 13. In these simulations, the RT loop forms
first while docking between the distal hairpin and diverging turn occurs much later.
Instead, early structuring of the loop promotes contacting between the termini. The
folding pathway for this constrained window is considerably different from the native
pathway.
Folding rate changes for the rest of the structure follow the criteria outlined above
(Table 3). In the turn region of the n-src loop (windows 25 - 29) folding times do not
decrease much. Secondary structure propensity may be only partially affected by the
constraint since there are local contacts in the turn. However, the constraint will not
promote structural polarization to significantly change the folding rate because there are
few non-local contacts to the turn. In the turn region of the distal hairpin (windows 36 37), rate increases are smaller than the strands that form it (windows 33 and 41). The
native folding pathway is polarized around the strands of the hairpin when they dock to
the diverging turn. Since there are very few non-local contacts in the turn region itself,
constraining it will mostly leave the folding time unchanged. Window 35 does not
follow this general trend but the confidence interval indicates that noise has affected the
median folding time.
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Table 3. Comparison of folding time changes and contacts for the src SH3 domain
Structure

Residues A

Local B

Non-Local C

Time Δ D

RT loop (extended 1)

3-11

1

11

-58,000

RT loop (turn)

9-17

9

5

-12,800

RT loop (extended 2)

14-22

2

15

-62,400

n-src loop (strand)

23-31

1

13

-76,000

n-src loop (turn)

27-35

8

3

-18,400

distal hairpin (strand 1)

33-41

0

22

-43,000

distal hairpin (turn)

37-45

10

2

-43,000

distal hairpin (strand 2)

41-49

0

15

-69,000

A. Window begins at the first number of the residue interval
B. Number of local contacts made within the window
C. Number of non-local contacts made between the window and outside residues
D. Median folding time change (in simulation steps) compared to unconstrained
median folding time
2.4.2.

Chymotrypsin inhibitor 2 (CI-2)

Chymotrypsin Inhibitor-2 (CI-2) is 65 residue protein containing six strands in a
parallel/anti-parallel beta-sheet packed against an alpha-helix to form a hydrophobic core
(Figure 14). Experimental evidence indicates that it folds with two-state behavior
(Jackson and Fersht 1991; Jackson and Fersht 1991). Based on a broad range of phivalues the TSE appears as an expanded version of the native (Figure 15). Larger phivalues appear for residues in the helix, mini-core (strands 3/4 and loop between them),
and the turn between strands 4 and 5. Fersht and co-workers have found that strands 1, 5,
and 6 are in general not structured at the transition along with strand 2 (Otzen and Fersht
1995). It is believed that the transition state contains a loose hydrophobic cluster formed
between the mini-core and helix. Evidence suggests that after the formation of the helix
and strands 3/4, the C-terminus of the helix docks to the strands (Itzhaki, Otzen et al.
1995). Condensation then takes places around this nucleating hydrophobic cluster. CI-2 is
a representative example of nucleation-condensation folding.
Almost all windows for CI-2 locally constrained simulations show a decrease in
folding time compared to unconstrained simulations (Figure 16). There are however two
regions which do not show a change in folding time. Windows centered directly on the
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helix (windows 12 - 19) have folding times that are similar to unconstrained simulations.
Even though the helix forms several non-local contacts with strands of the termini, most
of the contacts in the helix are local.

Fig. 14. Chymotrypsin inhibitor-2 structure
Structure for CI-2 (2CI2) with windows indicated by color: yellow residues 4-12, red
25-33, and orange 45–53

Folding rate changes for these windows are not expected to increase since preforming these contacts does not significantly alter the secondary structure propensity
(Table 4). The functional loop connecting strands 3 and 4 (window 39) is another
constrained window that has a similar folding time to unconstrained simulations. This
part of the structure is mostly disordered in the native state and has few non-local
contacts since it is mostly floating outside the surface of the protein. Although the local
structure propensity changes considerably after constraining the loop, structural
polarization of the folding pathway near the window will not occur given the lack of nonlocal contacts for this structure.
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Fig. 15. CI-2 phi-values
Experimentally determined phi values for CI-2 (Itzhaki, Otzen et al. 1995)

Constrained parts of the structure that do show decreases in folding time are in the
strands that make up the beta-sheet (Figure 14). In the sequence of contact probability
maps for simulations constraining window 25, strand 3 from CI-2, contacts are stabilized
between strands 3 and 4 shortly after the helix appears (Figure 17). The turn between
strands 4 and 5 is formed next while non-local contacts between the termini are the last to
occur. Overall the sequence of contact formation retains many features of the native
folding pathway. The rate increase appears to be a result of mini-core stabilization which
enhances polarization near the constrained local structure. Constraining window 4 which
covers strands 1 and 2 is another local structure that decreases folding time. The sequence
of contact probability maps shows that the helix forms early as expected (Figure 18). The
next fastest forming contacts are located between the termini. Folding proceeds with
contacting between strands 4 and 5 while the major part of the beta-sheet is the last to
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form. In this case, structural polarization near the termini decreases folding time by
making a major change to the folding pathway.

Fig. 16. CI-2 median first passage folding times
CI-2 median first passage folding times (in simulation steps) for all constrained windows,
compared to unconstrained median first passage time (window zero). Data are plotted at
the first position of the 9-residue window.

2.5. Rigid body constraints
Constraining local structure in off-lattice continuum-based simulations is similar to
Monte Carlo algorithms such as fragment assembly and lattice-based methods. In
fragment assembly secondary structure is inserted randomly into the chain (Simons,
Kooperberg et al. 1997; Simons, Ruczinski et al. 1999). Although successful in structure
prediction, the algorithm allows chain crossings which may lose pathway information
that could improve sampling. Lattice-based Monte Carlo simulations also benefit by
allowing multiple residue concerted movements (Skolnick, Kolinski et al. 1997; Zhang,
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Kolinski et al. 2003). However sampling on lattice grid points can cause local structure
deformations which may lead to unwanted barrier crossings or off-pathway sampling.
The strength of these two Monte Carlo approaches lies in their ability to sample
constrained local structure. By averaging out the local fluctuations, tertiary interactions
that depend on the formation of local structure can occur more often. This idea has
shown to be useful in hierarchically structure prediction algorithms which attempt to fold
sequences from local to global (Srinivasan and Rose 1995; Ozkan, Wu et al. 2007; Voelz,
Shell et al. 2009).

Fig. 17. Contact probability maps for CI-2 constraining residues 25-33
Contact probability maps for CI-2 simulations constraining residues 25-33 as a function
of the reaction coordinate Q. The constraint stabilizes early interactions within the minicore (strands 3/4). Contacting between the mini-core and helix forms next indicating that
folding retains many features of the native pathway based on experimental results.

The question remaining then is how to average out local structure fluctuations in
off-lattice continuum-based simulations? One simple way is to add distance restraints
onto locally contacting residues. There are two conditions that need to be satisfied in
order to make the restraint effective. The restraint must be stronger than all other local
interactions otherwise it will not be maintained continuously. Secondly, the time step
must be kept sufficiently small to prevent spring-like waves when restraints are tested.
Reducing the time step however is counterproductive to the goal of improving sampling
if the total CPU time gained is zero. Another way to average out local fluctuations is to
constrain structure using one of the various Lagrangian multiplier routines (Ryckaert,
Ciccotti et al. 1977; Hess, Bekker et al. 1997). In these algorithms, atomic positions are
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updated as if no constraint existed. Afterwards a corrective force is computed and applied
to satisfy the constraint condition. Often the procedure needs to iterate several times. The
cost of computing these corrective forces is only justified if longer time scale behavior is
simulated given the same CPU time.

Fig. 18. Contact probability maps for CI-2 constraining residues 4-12
Contact probability maps for CI-2 simulations constraining residues 4 - 12 as a function
of the reaction coordinate Q. Early contacting between the termini is a result of
constraining strands 1/2.

In this work we utilize rigid body dynamics (RBD) as a local constraint method
for off-lattice continuum based Gō model simulations. RBD treats one or more sets of
atoms as independent rigid bodies. When constraining locally using this method we see
structuring of the protein near the constraint early indicating that averaging out local
fluctuations does help increase the rate at which the native structure forms. Interestingly,
applying local constraints in the presence of the entire chain seems to promote non-local
contacting with the constrained local structure when the previously mentioned conditions
are met. Perhaps this provides an opportunity to improve the protein structure prediction
algorithm Zipping & Assembly (Z & A) (Ozkan, Wu et al. 2007; Shell, Ozkan et al.
2009). In Z & A, distant restraints are used in absence of the entire chain. It may be
interesting to investigate whether non-local contacting observed in the Gō model will be
reproduced in MD simulations that constrain local structure in the presence of the entire
chain. Given the results of this study, the tendency for Z & A to produce low contact
order predictions may be overcome.
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Table 4. Comparison of folding time changes and contacts for CI-2
Structure

Residues A

Local B

Non-Local C

Time Δ D

strands 1/2

4-12

2

9

-49,400

helix

13-21

9

14

-13,600

strand 3

25-33

1

12

-60,200

functional loop

39-47

4

6

-2,400

strand 4

45-53

0

21

-61,000

strands 5/6

55-63

1

12

-48,400

A. Window begins at the first number of the residue interval
B. Number of local contacts made within the window
C. Number of non-local contacts made between the window and outside residues
D. Median folding time change (in simulation steps) compared to unconstrained
median folding time
2.6. Conclusion
In summary, we have shown that using a Gō model and constraining local sequence
windows to their native structure by rigid body dynamics affects both the kinetics and
folding pathways for CI-2 and the src SH3 domain. For both proteins, the folding rate is
generally increased by constraining all local sequence windows to native. Rate increases
are dependent on the local structure propensity before adding the constraint and whether
the window provides an ideal position for structural polarization during folding. In
agreement with others, constraining native local structure found in the TSE does not alter
the native folding pathway. However constraining native local structure not found in the
TSE can cause entropically disfavored contacts to form early which increases the folding
rate. Rate enhancements result from lowering the entropic penalty for these non-local
contacts to form since the enthalpy of the native state is the same for constrained and
unconstrained simulations. All folding rate increases are consistent with the goal to
reduce sampling time necessary to reach native structures during folding simulations.
Unfortunately, no single constrained window decreases the time to reach the native
structure by more than 2 fold. This suggests that differences in local structure propensity
and burial may not affect folding rates as much as differences in contact order or
topological complexity, where folding rate differences span orders of magnitude.
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3. CHAPTER 3: Differentiable virtual atom and orientation-dependent potentials
for coarse-grained protein representations
3.1. Introduction
One of the most important outstanding problems in molecular biology is predicting what
the structure of a protein will be given its amino acid sequence. Based on experiments by
Anfinsen which showed that a sequence of amino acids contains enough information for
it to fold both spontaneous and in many cases autonomously to its unique threedimensional structure (Anfinsen 1973), many believe that a solution to the problem does
exists (Moult 2005). However the exact events which occur during the folding process
remain somewhat of a mystery. The protein folding community has labored intensely to
understand this process and much has been learned about the important interactions
which drive proteins to fold however there still does not exist a general model to predict
the structure of protein from sequence alone (Dill, Ozkan et al. 2007).
The primarily bottleneck to predicting protein structure is the trade-off between
the accuracy of the protein representation captured in the potential energy function and
the speed at which the solution can be computed or sampled. Force fields that include all
possible atom

types

and charges

are typically parameterized

to

reproduce

thermodynamics for specific chemical systems. Thus they are capable of producing
valuable information when used appropriately however inaccessible long-timescale
behavior weakens their usefulness for protein structure prediction. As more interactions
are added to the potential function, the energy surface becomes increasingly rough
leading to a greater likely-hood of kinetic trapping which can lock the system in local
energy minima. Some trapping can be alleviated by the use of explicit water but only at
the expensive of CPU time spent simulating the motion of solvent. On the other hand,
reducing the degrees of freedom or the number of interactions in the system can lower
energetic barriers or eliminate them depending on how well energetic terms reinforce or
coordinate with one another.
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Fig. 19. Virtual centroids
Virtual centroids are represented as (A) yellow spheres located at the side-chain center of
mass. White spheres represent virtual backbone atoms positioned on the alpha-carbon.
(B) A virtual centroid-centroid diagram used to defined a pair-wise potential function.
The dotted lines indicate that these virtual sites are implicit.
Coarse-graining, or grouping atoms together into virtual interactions sites, reduces
the degrees of freedom in the system by simplifying the representation of a protein. One
such reduced representation called the alpha-carbon trace assigns a virtual interaction site
to the alpha-carbon of each amino acid of a polypeptide chain. Energy potentials for the
trace are derived by taking the average of all atomic interactions for each residue and
applying it onto alpha-carbon position. For example, the distance between adjacent
residues in sequence can be treated as a virtual bond. Assigning a virtual bond potential
between adjacent residues is physically valid as the distance between amino acids of a
polypeptide chain is 3.8 Å when the peptide bond is in the trans conformation. Virtual
dihedral and bond-opening angles can be also defined for virtually bonded residues and
parameterized to reproduce particular secondary structure when it can be predicted from
sequence. These potential functions are assigned to those virtual atoms that have mass in
the simulation and are therefore explicitly represented. Virtual atoms can also be defined
as implicit where the position of the group is determined by the location of other virtual
atoms that are explicitly represented. For example, a virtual peptide group can be used to
model backbone hydrogen bonding (Figure 19). To keep the virtual peptide group
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positioned between adjacent alpha-carbons, it is desirable to make it implicit which
avoids adding more interactions. By assigning a distant-dependent potential function
between these implicit virtual groups, configurations with hydrogen bonded structure can
be sampled during simulations. Similarly, implicit centroids, or averaged side-chain
interaction sites, can be used to model residue contacting (Figure 20). All these coarsegrained potential functions, implicit and explicit, can smooth energy surfaces to enhance
sampling and conformational diversity however they can also produce weak hydrophobic
core side chain packing and geometrically inaccurate secondary structure due to incorrect
hydrogen bond patterning.

Fig. 20. Virtual peptide group hydrogen bonding
Virtual peptide groups α and β are located between the alpha-carbons of neighboring
residues. The dotted lines indicate that these virtual sites are implicit.
Inaccuracies in secondary structural geometry and packing interactions that result
from coarse-grained potentials can be corrected by constructing orientation-dependent
energetic terms that capture non-additive, multi-body effects and the anisotropic behavior
of interactions. Any energetic term that specifies the relative positions of three or more
non-bonded residues in space is orientation-dependent since it is producing a specific
geometry for those residues. For example, virtual angle potentials are insufficient to
reproduce accurate beta-sheet stranding in isolation because they ignore hydrogen bond
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patterning. To address this, Yap et al. constructed a coarse-grained hydrogen bond
potential for protein representations that lack an explicit backbone. The triple Gaussian
potential optimizes both the distance and orientation of two non-sequential three residue
segments for hydrogen bond geometry (Yap, Fawzi et al. 2008). The authors
parameterize the function differently for alpha-helices and beta-sheets making the
potential sequence specific when using three-state secondary structure prediction
information.

Fig. 21. Bond opening angle
Their potential shows kinetic rates that agree with experiment and greater folding
cooperativity when the Hamiltonian is optimized for the native structure. Additionally,
experimental studies suggest that secondary structure is further stabilized by non-local
contacts that form tertiary structure(Wetlaufer 1973). Buchete et al. devised a method to
capture the orientation of residue packing interactions by defining a local reference frame
around each residue and building a sequence-dependent statistical potential. These
potentials were shown to significantly enhance their ability to detect native structures
from large sets of decoys (Buchete, Straub et al. 2004). A similar strategy was used by
Buck et al. to construct a sequence-dependent orientational hydrogen bond statistical
potential. The potential was shown to reproduce the periodicity of helices and the right
handed twist of beta-sheets (Buck and Bystroff 2009). Though orientation-dependent
potentials have shown to be useful in identifying and reproducing native structures,
differences remain about the best way to use them.
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Recently there has been an increased interest in off-lattice continuum based
simulation for protein structure prediction (Amir, Kalisman et al. 2008; Buck and
Bystroff 2009; Majek and Elber 2009). The approach is distinct from off-lattice Monte
Carlo methods such as fragment assembly which assembles locally optimal protein
fragments taken from the database into a globally optimal protein structure. This
technique may partially model how proteins fold during the initial stages of the folding
reaction however pathway information is lost when chain crossings are allowed by
randomly sampling blocks of internal coordinates. Inevitable then, an energy function
that has the native structure as the global minimum, but is not funnel shaped, will spend
time sampling low energy but uninteresting regions of the configuration space.

Fig. 22. Orientation-dependence of a hydrogen bond
The orientation-dependence of a hydrogen bond in a (A) alpha-helix and an (B) antiparallel beta-sheet. In both images the alpha-carbon of the donor residue is colored green
and three yellow alpha-carbons form a plane with the acceptor residue in the center. Note
that donor residues are on different sides on the plane.
Some pathway information can be recapitulated by simulating on a lattice however
protein configurations can become geometrically distorted during folding. Distortions can
be corrected by moving to a finer resolution or a more complicated lattice but it is at the
expensive of increasing the configuration space which must be searched to find the global
minimum energy structure. Off-lattice continuum-based simulations can alleviate both of
these problems, generating physically realistic protein structure during the simulation and
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sampling along the folding pathway to the native energy basin. However no one
simulation method is clearly the best, for what is gained in realism and sampling by the
use of off-lattice continuum-based models is offset by the loss in the cost of computing
the gradients for each energy term of the potential function.
The following focuses on using virtual atom potentials, both explicit and implicit,
and orientation-dependent potentials for continuum-based simulations. As previously
stated, simulations that do not explicitly represent all atomic interactions or even the
virtual groups themselves can provide significant enhancements in sampling.
Furthermore, inaccuracies in secondary structure geometry can be overcome through the
use of orientation-dependent potentials. However finding the gradients for these
potentials is not always straight forward. In the next few sections a general procedure is
outlined to find the gradients for a few example potentials of this variety. It begins by
deriving gradients for potentials that readers may be already familiar with, in particular
bond stretching and bond angle terms, and finishes with gradients for a virtual centroid
pair-wise function and a orientation-dependent hydrogen bond function that is defined in
a local reference frame.

Fig. 23. Orientation-dependent statistical hydrogen bond potential
An orientation-dependent hydrogen bond statistical potential is built by (A) transforming
alpha-carbon coordinates for hydrogen bond donor residues found in alpha-helices. (B) A
diagram to transform alpha-carbon coordinates into the local reference frame.
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3.2. Derivatives
3.2.1.

Explicit virtual atom potentials for bonded interactions

3.2.1.1.

Virtual bond stretching

The potential energy for bond stretching U bond , between two atoms i and j that are
covalently bonded, is a harmonic function of the distance d centered at the ideal bond
length d o ,
Ubond  kbond (d  do )2 .

(16)

Where d is calculated using the distance formula and xi represents the x-coordinate of
atom i ,
d  ( xi  x j )2  ( yi  y j )2  ( zi  z j )2 .

(17)

To simplify the derivative of the distance a new variable e is defined as the radicand of
the distance equation,

e  ( xi  x j )2  ( yi  y j )2  ( zi  z j )2

(18)

and
1

d  e 2 

(19)

The force on atom i due to bond stretching is found by taking the derivative of the
potential with respect to each Cartesian coordinate in the bond,
U bond U bond d

.
xi
d xi

(20)

U bond
 2kbond (d  do ),
d

(21)

So

and differentiating d with respect to xi by chain rule gives
d d e

.
xi e xi

Where
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(22)

d 1  12 e
 e ,
 2( xi  x j ).
e 2
xi

(23)

( xi  x j )
d
1
 2( xi  x j ) 1 
.
2
xi
d
2e

(24)

Then by substitution

Finally, the gradients for all coordinates of atoms i and j are

d ( xi  x j )
d ( xi  x j )

,

,
xi
d
x j
d
d ( yi  y j )
d ( yi  y j )

,

,
yi
d
y j
d

(25)

d ( zi  z j )
d ( zi  z j )

,

.
zi
d
z j
d
Recall that the force is the negative gradient of the potential energy U bond ,

F  U .

(26)

Putting it all together gives the force on atom i in the x-coordinate as

Fxi  

3.2.1.2.

( xi  x j )
U bond
 2kbond (d  do )
.
xi
d

(27)

Virtual bond-opening angle

The potential energy U angle for a bond opening angle  between three atoms i, j and k
(Figure 21) is also a harmonic function of the angle centered at the ideal bond angle  o ,

U angle  kangle (  o )2 .

(28)

The angle is found using the vector equivalent of the law of cosines,

 a b 
.
 ab 

  acos 

(29)

Where the bold emphasis indicates a vector and double parallel lines its corresponding
distance,

 
a  i  j ,a  a ,
 
b  k  j ,b  b .

The derivative is then expanded as before,
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(30)

U angle
xi

U angle 
 xi

(31)

 2kangle (  o ).

(32)



and

U angle


Using the equation to find angle  , the following substitutions are performed

  acos( f )

(33)

 a b 
f 
  gh
 ab 

(34)

and

where

g  a  b,h 

1
.
ab

(35)

The second partial term should also be expanded giving

  f

.
xi f xi

(36)


1

,
f
sin( )

(37)

Where

which can be found by trig substitution. Then using the product rule
f
g
h

h
g
xi xi
xi

(38)

g
h ( x j  xi )
 ( xk  x j ),

.
xi
xi
a3b

(39)

and

Putting it all together for the gradient on  with respect to xi ,



1  ( xk  x j ) ( x j  xi )


cos( ) 

2
xi
sin( )  ab
a


(40)

Once all the forces are found on atoms i and k , the following shortcut can be used to find
the force on atom j
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Fj  ( Fi  Fk ).

3.2.2.

(41)

Implicit virtual atom potentials for distant-dependent interactions

3.2.2.1.

Virtual peptide group hydrogen bonding

Backbone hydrogen bonding is one of the most important interactions to the stability of
protein structure (Rose, Fleming et al. 2006). However protein representations that lack
the necessary atoms cannot model them. Using virtual groups or atoms is one way to
overcome this limitation. These interaction sites do not need to be explicitly represented
during the simulation as their positions are relative to other explicit interaction sites along
the chain. For example, when simulating with an alpha carbon trace, backbone hydrogen
bonding can be created using virtual peptide groups to represent those atoms found in the
peptide bond. A potential pair-wise function to minimize the distance for ideal hydrogen
bonding can then be applied to the set of all virtual peptide groups. Forces generated by
these virtual interaction sites must then be transferred to atoms which define their relative
positions.
The potential energy U pep for a hydrogen bond to form between two virtual
peptide groups  and  which represent vector functions, see Figure 20, is a harmonic
function of the distance centered at the ideal hydrogen bond distance d o ,

U pep  k pep (d  do )2

(42)

d  ( x   x )2  ( y   y )2  ( z   z )2

(43)

where

and



(P  P )
( P1  P2 )
 P2 ,  3 4  P4 .
2
2

(44)

In its complete form, the gradient of the potential U pep with respect to P1 is

U pep ( P1 ) 

U pep
d

d ( P1 ) 
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U pep
d

d ( )  J ( P1 )

(45)

where J ( P1 ) represents the Jacobian matrix of first order partial derivatives of the vector
function  with respect to P1 ,
  x
 P
 1x
J ( P1 )   

  z
 P1
 x

 x 
P1z 


 

 z 

P1z 

(46)


 d d d 

d ( )  
,
,
.








x
y
z



(47)



and

More explicitly, the partial derivative of the distance with respect to the x-coordinate of

P1 or P1 can be found using the following,
x

U pep
P1x



U pep  d  x d  y d  z 




d   x P1x  y P1x  z P1x 

(48)

where

J  ( P1 )  0

(49)

since  does not depend on P1 . The derivative of the distance with respect to each
peptide group is found similarly as for bond stretching,
d ( x   x )
d ( x   x )

,

,
 x
d
 x
d

(50)

and the remaining term completes the derivative for P1x ,

 x
 1/ 2.
P1x
3.2.2.2.

(51)

Virtual centroid pair-wise potential

Reduced side-chains called centroids can also act as virtual interaction sites for simplified
protein representations. Centroid positions are found by averaging the center of mass
over all side-chain rotamers in the database for a particular amino acid type. In
continuum-based simulations, including centroids explicitly requires additional energetic
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terms to retain their positions relative to the rest of the chain. The expense of calculating
these additional terms may not justify their use given the coarseness of the interaction
site. Using implicit virtual centroid atoms is one way to avoid this trade-off. Park and
Levitt found that on average, centroid positions lie along a plane that can be specified
using three sequential alpha-carbons (Park and Levitt 1996). Using the diagram in Figure
19, the virtual centroid atom β1, is positioned by
 
 
h  A  B ,v  A  B
| A B |
| A B |

(52)

and

1  P2  l ( h h  v v ).

(53)

Where l is the length parameter derived from the database by finding the average distance
for each amino acid centroid away from its central alpha-carbon. The out-of-plane angles,

 h  cos(37.5o ) and v  sin(37.5o ) , are kept fixed since they are similar for all amino
acid types.

Similar to the virtual peptide hydrogen bond function, forces generated by virtual
centroid atoms must be transferred to the atoms that defined their relative position. If the
pair-wise centroid potential function is Gaussian, then

U cen (d )  exp( d do ) .
2

(54)

Where the d o represents the ideal centroid-centroid distance d  1   2 . The set of
Cartesian coordinates for each virtual centroid are indicated as,







1  1 , 1 , 1 ,2  2 , 2 , 2
x

y

z

x

y

z



(55)

where

1  P2  l h hx  lv vx

(56)

d  ( 1x  2x )2  ( 1y  2 y )2  ( 1z  2z )2 .

(57)

x

x

and the distance is found by

In its complete form, the gradient of the potential U cen (d ) with respect to P2 is
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U cen ( P2 ) 

U cen
U cen
d ( P2 ) 
d ( 1 )  J 1 ( P2 )
d
d

(58)

where J 1 ( P2 ) represents the Jacobian matrix of first order partial derivatives of the
vector function 1 with respect to P2 ,

 1x

 P2x
J 1 ( P2 )   

 1z

 P2x

1x 

P2z 

 

1z 


P2z 


(59)

and

 d d d
d ( 1 )  
,
,
 1x 1y 1z


.


(60)

Then the derivative of the potential with respect to the x-component on P2 is,

U cen U cen  d 1x
d 1y
d 1z




P2x
d  1x P2x 1y P2x 1z P2x







(61)

where

J 2 ( P2 )  0

(62)

since  2 does not depend on P2 . The distance gradients are found as usual,
( 1x   2x )
( 1z   2z )
d
d

,

.
1x
d
 2z
d

(63)

To find the gradient of the centroid coordinate 1x with respect to P2 x
1x
P2x



P2x
P2x

l

 h  hx
P2x

l

 v vx
P2x

.

(64)

Expanding will simplify the partial derivative of the unit vector, particularly for v as it
contains a cross product.
 hx
M E 1 M x
  2x

P2x
E P2x E P2x

where
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(65)

 
 
M x  A x  B x ,E  A  B .

3.2.3.

(66)

Explicit virtual potentials for orientation-dependent interactions

3.2.3.1.

Local reference frame hydrogen bonding or contacting

Potentials that capture residue specific coordination and side-chain orientation
preferences in the interior of proteins are orientation-dependent. These preferences are a
result of packing interactions and specific side-chain hydrogen bonding geometries in the
protein core. Backbone-backbone hydrogen bonding in secondary structure can also
exhibit distinct residue spatial geometries. For example, the orientation of a hydrogen
bond partner found in an alpha-helix is different from that found in a beta-sheet (Figure
22). Studies have shown that pair-wise contact or isotropic distance-dependent potentials
are inadequate for predicting or describing side-chain packing and hydrogen bonding
geometry in native structures (Buchete, Straub et al. 2004). To build an alpha-carbon
orientation-dependent hydrogen bond potential, a local reference frame is defined using
three sequential alpha-carbons along the backbone chain (Figure 23). Hydrogen bonds are
identified in the database of structure and alpha-carbon coordinates for donor residues are
transformed into the local reference frame. A statistical potential can be generated by
finding the frequencies in space for hydrogen bond donor alpha-carbons and converting
to energy.
During simulations, atomic positions are defined in the global reference frame.
Therefore coordinates for P4 , a potential hydrogen bond donor alpha-carbon, need to be
transformed into the local reference frame defined about P13 by building a rotation
matrix,

 
x  A / A
   
z  A  B / A  B
     
y  ( A  B)  A / ( A  B)  A
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(67)


To transform P4 in the local reference frame defined about P13 the vector C  P4  P2 is
defined and rotated



Cx'  C  x ,C y'  C  y,Cz'  C  z .

(68)

Then the gradient on P1 using a potential function defined in the local reference frame
U hb (C ') is expanded similarly as shown before

U hb ( P1 )  U hb (C ')  J C ' ( P1 ).

(69)

The force F1x in the x-component of P1 is the derivative of the potential U hb with respect
to P1

 U hb Cx' U hb C y' U hb Cz'
F1x   


'
 Cx' P1

C

P
Cz' P1x
y
1
x
x



.



(70)


The negative sign completes the force equation by recalling that F  U . The partial
derivative Cx' / P1x should be expanded as shown before.

Cx'
M E 1 M
 2

P1x
E P1x E P1x

(71)

where
 

M  C  A,E  A .

(72)

3.3. Discussion
In the derivatives section above, derivations are not worked to completion for the sake of
brevity. In almost all examples, only one component of the gradient for one particle is
shown. The reader is left to derive the individual gradients for those remaining. This
should be straight forward by remembering that partial derivatives need only be taken
when variables are dependent on the gradient component of interest. Also, recognizing
that gradients are related to one another by substitution, full expansions in each Cartesian
coordinate are unnecessary
Thus far examples have been for specific potentials but any combination of virtual
atom or orientation-dependent potential is possible. For example, the virtual peptide
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hydrogen bond potential is strictly distance dependent. This multi-bodied potential
however is insufficient to describe correct hydrogen bond geometry. The angle made
between the two virtual peptide groups and the explicit backbone must also be
considered. To correct for this, the bond angle function can be employed by defining an
angle P1-α-β using the notation from Figure 20. The improved hydrogen bond potential is
completed by substituting the function used to position the virtual peptide groups, α and
β, into the bond angle derivative. Since this will only satisfy one angle from the virtual
peptide-peptide interaction, the angle made to the other backbone should also be
considered α-β-P3. The resulting interaction thus requires three potential functions to
describe it which should be weighted accordingly.
A fourth potential could be added to the virtual peptide hydrogen bond function if
it is desirable that the angle between the two planes α-β-P3 and P1-α-β be biased to
particular values. In that case a dihedral function is set on both explicit and implicit
virtual atoms types P1-α-β-P3. The dihedral angle gradient can be found elsewhere in the
literature. This idea was used to derive the gradients for the pair-wise virtual centroid
function. It could also be expanded to any distance or angle based potential containing
any number of virtual atom groups including those defined in a local reference frame. For
example using this procedure it is possible to derive a gradient for a virtual centroid
placed into a potential defined using a local reference frame.
Care should be taken when devising potentials with multiple virtual atoms.
Gradients can become intensive to compute and unnecessarily complex to model an
interaction. Using the example of a virtual peptide hydrogen bond potential, if the
dihedral function used has a single minimum then the interaction has only one
conformation with lowest energy. In that case, it may be more convenient to set distance
restraints for each pair of particles P1 - P3 , P1 - P4 and P2 - P3 , P2 - P4 if those distances are
known. The resulting potential will be substantially faster to compute. However the
simulation behavior will be significantly different.
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4. CHAPTER 4: Future work
The bulk of this dissertation has been centered on the creation of a coarse-grained
knowledge-based folding potential for protein structure prediction called CALF. The
energy function has been shown to be accurate in folding several short peptide sequences
as well as stabilizing global structures for some full length sequences. However two
things need to be addressed to improve the accuracy of models built by CALF:
(1) Constructing beta-structures must be improved
(2) An improved folding potential must identify native structures from decoys
Beta-structures are one of the toughest features of proteins to predict (LevyMoonshine, Amir el et al. 2009). They require both a non-local contact prediction as well
as a method to create the correct patterning for H-bonded beta-structure. The CALF
energy function relies on the contact probability function Eij to predict contacts. Although
successful in predicting contacts for many local structures, the Eij function is not as useful
in predicting non-local contacts (Fig. 7). Perhaps this is due to the fact that the Eij
function is primarily derived from HMMSTR which hidden Markov model built from
local structures. To address this inadequacy there are several contact prediction servers
available publicly. The state of the art in non-local contact prediction can correctly
predict 50% of the true contacts at a sequence separation of greater than 12 residues
(Tegge, Wang et al. 2009). Since it is common practice to incorporate outside resources
when predicting the structure of proteins, it is advantageous to utilize these contact
prediction servers particularly when deciding which residues are in contact at long
sequence separation distances. By using the functional form of the Eij energy term any
outside contact prediction information would be very easy to include.
With an improved non-local contact prediction the task of generating correctly
patterned H-bonded beta-structure remains. The CALF energy function partially
addresses this by creating statistical orientation-dependent potentials which captures the
specific locations of alpha-carbons for residues that are H-bonded. Although the potential
captures the H-bonding orientational differences between alpha and beta secondary
structure this may not be necessary by recognizing that alpha-helices can be reproduced
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by specifying i to i+4 contacting and ignoring H-bonding all together. On the other hand,
predicting specific contact patterns for non-local contacts is not as easy. Therefore to
create beta-structures, non-local contacts must be supported by specific H-bond
patterning requirements (Sasaki, Cetin et al. 2008). An improved beta-sheet potential
function should enforce i+2, j-2 H-bond patterning when non-local contacts initiate antiparallel beta-sheet formation and i+2, j+2 when parallel beta-sheet formation is initiated.
An improved folding potential still needs to discriminate native conformations
from large numbers of incorrect structures generated during folding simulations. It has
been suggested that a protein sequence which folds to a unique native conformation is
separated from its ensemble of near-native structures by a sufficiently large energy gap
(Shakhnovich and Gutin 1993). Since it is unlikely for a multi-term statistical energy
function to have this property intrinsically, it is desirable to optimize the thermodynamic
stability for a variety of protein structures through a parameterization of the folding
potential CALF.
Publicly available decoy sets provide a means to optimize folding potentials by
testing their ability to discriminate native structures from large ensembles of incorrect
structures. Decoys are generated such that they retain the structural features of native
proteins so they are not trivial to exclude and contain many near-native (< 5Å)
conformations. A successful test is one in which the native structure is assigned an
energy lower than that of all other decoy structures. A strong correlation between energy
and some reaction coordinate of the folding process, typically RMSD, is also desirable
for folding potentials (Figure 24). If such a correlation is observed then the folding
potential can be used for structure prediction by simply energy minimizing random
configurations thus driving the folding reaction.
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Fig. 24. Scatter plot of energy versus RMSD
An example scatter plot of energy versus RMSD for a decoy set. The native structure is
circled in red. A lower left to upper right scattering of decoy structures indicates a strong
correlation between RMSD and energy.

Table 5 shows the results of native discrimination on the Decoy „R Us (Samudrala
and Levitt 2000) decoy sets by the folding potential CALF. The rank of the native
structure, evaluated using each individual energetic term, is shown as well as the total
number of decoy conformations for each native structure. Energetic terms are not
combined because it is not immediately clear what the relative contributions of each
energy term is that will maximum the ability of the folding potential to select for the
native structure. Also, it is not possible to compare energy terms from different folding
potentials directly as they model different levels of protein structure resolution. CALF
energy terms model only one interaction site per residue, at the alpha-carbon center, thus
they are heavily reduced compared to all-atom energy terms (Samudrala and Moult 1998)
or intermediate reduced energy terms (Liwo, Oldziej et al. 1997).

Despite coarse-

graining, the CALF folding potential performs surprising well with several native
structures ranked first among the 4state_reduced and Lmds decoy sets and outperforms
(Zhang, Chen et al. 2006) or performs similarly with other alpha-carbon only folding
potentials (Wu, Lu et al. 2007). However, it is desirable for native structures to rank first
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in all decoy sets, therefore combining energy terms together and optimizing their relative
contributions is still necessary.
Table 5. Performance of CALF individual energy terms on Decoy 'R Us decoy sets
Vangles

HB

EIJ

Decoys

4state_reduced
1ctf
1
4pti
1
4rxn
1
3icb
74
2cro
1
1sn3
1
1r69
1

1
5
1
37
1
5
3

10
5
149
70
6
105
12

630
686
677
654
673
660
676

Lattice_ssfit
4icb
1ctf
1fca
1nkl
1pgb

3
1
24
1
1

127
2
3
12
1

1998
1999
2001
1995
370

3
1
35
3
1

Lmds
1ctf
1dtk
1fc2
1igd
1shf-A
2cro
2ovo
4pti
1b0n-B
Fisa
2cro
4icb
1fc2
1hdd-C

Vangles

HB

EIJ

Decoys

5
21
5
8
1
1
17
24
187

164
5
10
8
1
34
15
7
285

5
82
116
12
317
1
5
172
2

496
216
501
501
437
501
348
344
498

3
304
438
5

5
82
340
155

3
88
425
4

501
500
501
501

Different decoys sets (4state_reduced, Lmds , etc.) are generated using different
energy functions and conformational search algorithms. In general, successfully
discriminating native structures in one decoy set does not guarantee success in another.
As can be seen from Table 5, native structure rank is dependent on the method of decoy
generation. On the other hand, successfully discriminating native structures in a variety of
decoy sets can attest to the generality of the folding potential. Also, many decoy sets are
generated by relaxing native structures through energy minimization. These decoys are
trivial to exclude if they are not in an energy minima of the folding potential used to
discriminate against them. In fact, it has been shown that different folding potentials
indeed have different phase spaces and thus different energy minima (Zhang, Kolinski et
al. 2003). Therefore optimizing a folding potential using publicly available decoy sets is
insufficient to assess the adequacy of the energy function for folding proteins as the
relevant phase space is not sampled.
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4.1. Decoy generation in relevant conformational space
A complete test of the adequacy for any folding potential to discriminate native structures
from large sets of incorrect structures has been properly laid out by Jerry Tsai (Tsai,
Bonneau et al. 2003) and should meet the following criteria.
(1) The decoy set contains native conformations from a wide variety of structural
classes.
(2) Some decoys are at least close to native (< 5Å) so that they contain structures
that are in the same energy basin as the native.
(3) The set should contain structures that are at least near energy minima of the
discriminating energy function and retain the structural features of native proteins.
(4) Some decoys should be created without prior knowledge of the native
structure. The fourth requirement allows sampling conformational space outside
of the native energy basin.
The following outlines a procedure to generate a sampling of the relevant
conformational space for the CALF folding potential and thus constitutes a more
challenging test set for the discrimination of native structures (Figure 25). The set should
include 30 native proteins from a variety of structural classes thus satisfying requirement
one. Starting from the native structure, CALF simulations run at different temperatures
will allow native structures to relax to nearby energy minima. When trajectories deviate
too far from native, simulations are restarted with the native structure, thus satisfying
requirement two. Periodically, trajectories are clustered to identify conformations that are
nearest to their energy minima. Cluster centers sufficiently separated from each other (>
1Å), and from previously selected decoys, are included in the set of non-redundant
decoys satisfying requirement three. After capturing a large set of decoy structures (>
500) for each native protein, additional simulations starting from a random configuration
could be run to meet the fourth requirement. These trajectories will sample low energy
conformational space that may not be in the native energy basin. Again, clustering will
identify as many non-native local minima as possible.
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Fig. 25. Flow chart for decoy generation in relevant conformational space
The complete set of decoy structures for all 30 native proteins with relevant energy
minima sampling will provide a challenging test for the discrimination of native
structures. Optimizing the folding potential using a relevant decoy set will enhance the
ability of the folding potential to predict protein structures much better than using
publicly available decoy sets.
4.2. Optimizing the folding potential
The complete CALF folding potential is a combination of the following energy terms:
VTotal  w EijVEij  w Angs VAngs  w HBVHB  w VDW VVDW

(73)

It is not known a priori what the relative contribution or weight for each energetic
term is that will minimize the native energy compared to all near-native and non-native
structures and over all protein structural classes. Nor should energetic terms be combined
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naively i.e. by setting all weights equal to one, because energetic terms are not
independent as some interactions are over-counted between terms. To improve the ability
of the folding potential to discriminate native structures from their ensembles of incorrect
structures it is desirable to optimize these parameters (wEij, wAngs, wHB). Using a nonredundant sampling of the relevant conformational space the weights of the folding
potential can be trained to maximize the gap between the native structure and the
denatured ensemble. The gap for any energy function can be increased by finding the set
of weights that minimizes the Z-score over all native proteins (k) with decoy structures (j)
and all weights (np).
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Additionally, it is desirable to have an energy function for protein structure
prediction that maximizes the correlation between the energy of near-native decoy
structures and their distance (RMSD) from native. It is important to emphasis that a
correlation between energy and RMSD should only be improved for near-native decoys
and not non-native. The correlation can be improved by maximizing the correlation
coefficient where R is an RMSD function of the native protein (k) with decoy structures
(j).
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The goal then is to find a set of parameters which satisfies both objective
functions (z, c). This can be accomplished by multiplying the results of each individual
objective function into one super objective function.
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s  zc

(76)

Multiplying objective functions together prevents optimizing a set of weights for
only one objective function, potentially a problem if addition is used. Since the goal of
one objective function is minimization while the other is maximization both objective
functions should be rescaled. By setting the correlation coefficient to range between 0-2
and flipping the z-score sign, the goal of the super objective function becomes
maximization. A random walk in parameter space, based on a simulated annealing
schedule (Kirkpatrick, Gelatt et al. 1983), is a convenient tool to maximum the super
objective function. A weight is chosen randomly and changed, either up or down, by
some predefined step size and the super objective function recalculated over all decoys. If
the new set of weights increases the super objective function then the move is accepted
otherwise it is rejected based on the Metropolis-Hastings criteria (Hastings 1970). The
process is continued by lowering the temperature after a predefined number of steps thus
lowering the acceptance probability and forcing the weights converge.
4.3. Conclusion
The need for new protein structures is perhaps greater now than ever due to massive
amounts of sequence information being produced by large-scale genomic sequencing
projects. Despite efforts by the international Structural Genomics community to solve
protein structures for these sequences, experimental techniques, typically crystallography
and NMR, are both time-consuming and relatively expensive. In response, researchers
have organized a protein structure prediction community to predict protein structures
directly from sequence despite the absence of a clear protein folding mechanism. The
most challenging structures to predict continue to be those with no template or
homologous structural information. Although in the past there was steady improvement
in template-free modeling, more recently the field has undergone a substantial slowing of
progress. Hopefully, the work of this dissertation can help reverse the trend to a more
productive time in template-free structure prediction.
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