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ABSTRACT 

Many biological structures like blood vessels, neurites, processes of astrocytes and 

microglia, and motion trajectories of moving granules possess a curvilinear geometry 

that must be quantified for screening and hypothesis testing. This thesis presents a 

framework for improved automatic detection and tracing of curvilinear structures in 

videos and 3D (three-dimensional) images. Two specific applications are investigated 

using a common core set of ideas: profiling the velocity patterns of granules that 

transport Brain derived Neurotrophic Factor (BDNF) along the axons of cultured 

neurons, and reconstructing vascular networks from 3D in vivo multi-photon 

fluorescence microscopy images. 

The first application profiles velocity patterns of small secretory granules that trans-

port a protein called BDNF along the axons of cultured neurons imaged by time-lapse 

fluorescence microscopy. This effort was motivated by the difficulty of using 

conventional approaches for tracking the granules, because of low frame rates and low 

signal-to-noise ratios in the videos. Our method reformulates the task by extracting 

curvilinear trajectories from kymographs. A kymograph is a two-dimensional, spatio-

temporal map of the granule movement along a chosen axonal segment. Our approach 

improves upon the traditional kymographs by incorporating three enhancements: (i) a 

temporal sharpening filter to enhance fast-moving granules, while suppressing clutter 

due to stationary granules; (ii) a neighborhood voting scheme using the estimated 

orientation distribution function (ODF) at each spatio-temporal location to bridge gaps in 

the kymograph; and (iii) a ridge-enhancement algorithm based on the Weingarten matrix 

to enhance faint tracks. To extract the multiple granule trajectories, a novel curve 

extraction approach is proposed that is computationally efficient, robust to significant 

levels of noise and clutter. It can be used to capture and quantify trends in the transport 

patterns quickly and accurately. When tested on a collection of videos, the proposed 

method was found to detect granule movement events with 94% recall and an 82% 

precision. The efficacy of velocity profiling is also demonstrated by analyzing the 

impact of oxidative stress on granule transport, in which the fully-automated analysis 

correctly reproduced the biological conclusion generated by manual analysis. 
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The second application maps vessel networks imaged by 3D microscopy. The main 

difference between this and the previous application is the significant variation in 

thickness (scale) of the curvilinear structures. Another important difference is the 

presence of branches. The ODF is constructed in the 3D space (x, y, z) at the locally 

estimated vessel scale to address the variation in thickness of vasculature. To address the 

latter issue, a graph-theoretic analysis is used to extract the vessel network as a network 

of curves in 4D space (x, y, z, scale). The proposed approach offers several advantages 

over traditional tracing methods: (i) it reduces the dependence of the tracing results on 

the initial seed points, improving the consistency of traces and branch points; (ii) it 

combines region-based and edge-based terms to produce a more accurate segmentation 

algorithm that can cope with thickness variations; (iii) it provides a natural top-down 

control mechanism that schedules multiple sequential tracers to incrementally cover the 

vascular network in the decreasing order of a proposed trace-quality measure, thus 

delaying the detection of uncertain vessel segments until more information is available; 

and (iv) it incorporates a mechanism to prune the traces based on branch geometry and 

saliency. In a multiple observer-blinded study based on 10 test images, the proposed 

method outperformed the superellipsoid-based tracing algorithm of Tyrrell et al. with 

fewer misses in 100% of the cases, and fewer false positives in 85% of the cases. 



1 

1. Introduction 

The extraction of curvilinear structures is an important low-level operation in computer 

vision that has many applications. In photogrammetric and remote-sensing tasks, 

curvilinear structures represent features like roads, railroads, or rivers that can be used 

for geographic information systems [Steger98]. In medical imaging, several anatomical 

features can be described as curvilinear structures, for example, blood vessels in an x-ray 

angiogram, and neurons in the brain [Al-Kofahi02]. In addition to these, curvilinear 

structures in a spatio-temporal domain can represent motion trajectories traversed by 

cells and granules in a video sequence [Padfield09].  

This thesis investigates two problems of curvilinear structure detection using a 

common approach: a) profiling velocity patterns in the transport of micro-granules in 

video sequences of cultured neurons; and b) the topological representation of vascular 

networks in 3D laser scanning confocal microscope images. 

The first problem addresses the profiling of velocity patterns of secretory granules 

transporting a protein called BDNF, along an axonal segment of interest (see Figure 1.1). 

BDNF (Brain-derived Neurotrophic Factor) protein is a member of the neurotrophin 

family of growth factors that affect the survival and function of neurons in the central 

nervous system [Binder04], [Zajac10]. The transport of secretory granules carrying 

BDNF (or more conveniently known as BDNF granules) along axons and dendrites is of 

vital interest in the study of several neurodegenerative diseases, especially Huntington’s 

and Alzheimer’s [Ferrer00] [Zuccato09]. For example, Zuccato et al.  [Zuccato09] found 

that a key role of Hunting-tin (the Huntington gene, also called HTT) is to promote 

BDNF transport, and that loss of this function suggests pathogenesis. Several other 

diseases like depression [Brunoni08, Dwivedi09], schizophrenia [Xiu09], obsessive-

compulsive disorder [Maina09], Alzheimer's disease [Zuccato09], Rett syndrome 

[Zeev09], dementia [Arancio07], anorexia nervosa [Mercader07], and bulimia nervosa 

[Kaplan08] have been related to dysfunctional BDNF granules. 
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Figure 1.1(a) shows the axonal transport of BDNF granules in nine successive 

frames of a video sequence. The neuronal morphology is delineated using soluble 

eGFP (shown in Green), and the BDNF granules are tagged with an mCherry 

marker (shown in Red). The movements of two representative granules are marked 

on the movie. (b) The video frames in (a) are shown on a spatio-temporal map, with 

the spatio-temporal region shown in the red box. (c) The same spatio-temporal 

region after enhancing the fast moving granules. (d) The motion trajectories of the 

representative granules are shown overlaid on the kymograph. 

The method of time-lapse microscopy of live-cultured neurons using fluorescent 

protein labeling is currently used to image the transport of BDNF granules [Kaech06]. 

Figure 1.1(a) shows the transport of BDNF granules along an axon in nine consecutive 
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video frames. Typically, a spatio-temporal map (called the kymograph, shown in Figure 

1.1(b-d)) is used to study the dynamics of such transport phenomena. A kymograph 

shows time on the horizontal axis and the position of BDNF granules along the axonal 

segment on the vertical axis. Statistical measurements of granule traffic that are of 

interest to biologists, such as the velocity distribution, granule population density, can be 

made from the kymographs. 

Figure 1.1 (c) shows a novel method of kymograph generation as proposed in this 

thesis that selectively enhances the fast-moving granules. Figure 1.1(d) shows the 

representative granules in Figure 1.1(a) overlaid on the kymograph. Tracking of the 

granules is a laborious, time-consuming, and subjective task that is currently performed 

manually. Thus, there is a compelling need for robust and automated computational tools 

to extract measurements of granule transport accurately, objectively, and rapidly. 

Additionally, automated analysis can enable high-throughput screening of interventional 

drug candidates.  

The second application of interest in this thesis work relates to the topological 

modeling of vessel networks in three-dimensional (3D) microscopy images. Topological 

reconstruction of vascular structures is particularly valuable for diagnostic assistance, 

treatment, and surgery planning. It is a fundamental step for the accurate visualization of 

vessel topology from complex datasets for various clinical tasks, such as quantification 

of pathologies, study of angiogenesis in microvasculature [Herron09], characterization 

of tumor vasculature [Tyrrell07], and the measurement of dendritic morphology 

[Ascoli01]. Figure 1.2(a) shows a typical micro-vascular imaging setup of a mouse to 

study the effect of vascular endothelial growth factor (VEGF) on angiogenesis. In this 

experiment, vessel images of the anterior glaborous skin from the hind leg region near 

the subtalar joint of an anesthetized mouse were acquired using multi-photon 

microscope. Figure 1.2(b) shows the maximum intensity projection of a 3D image 

obtained from the setup shown in Figure 1.2(a).  

The topological reconstruction of vessel networks is an especially challenging 

problem due to the sheer complexity of the target networks, and large sizes of the search 

spaces. This complexity calls for robust and efficient algorithms. Manual tracing is 

labor-intensive and not reproducible, and only a small fraction of the data can be 
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analyzed this way. In this context, automatic and semi-automatic image processing tools 

aim at easing and speeding up reviewing tasks, reducing the amount of manual 

interaction, and lowering inter-operator variability.  

Both the applications described above require robust detection of curvilinear 

structures: the motion trajectories of BDNF granules are curves in space-time, while the 

vessel networks consist of branching curves in scale-space. This observation motivated 

the use of a common set of core ideas to model the directionality of the curvilinear 

structures for both applications. The core ideas use perceptual organization principles of 

continuity and similarity for (a) estimating the directionality of each node on the curve 

with an orientation distribution function (ODF) and (b) using a confidence measure to 

schedule the detection of curvilinear structures in a decreasing order of confidence, so 

that the higher confidence curves can provide reliable prior information for curves with 

lower confidence. The proposed approach is able to provide a set of intuitive tuning 

parameters to the end-user, and it can be adapted and extended to other applications in 

the future, which require curvilinear structure detection. 

1.1 Motivation 

1.1.1 Application-Specific Requirements 

(a) Estimate Quantitative Metrics  

A common necessity in the life-sciences community is the ability to test biological 

hypotheses. This requires the biologists to perform sophisticated analysis of image data 

and generate statistical inferences. For BDNF granules, motion trajectories are used by 

biologists for the statistical analysis of granule traffic based on the lengths of 

trajectories, the number of moving granules, as well as the velocity distribution of the 

granule population. The directions of motion of the granules towards (retrograde motion) 

or away from the soma (anterograde motion), and their relative bias, are also used by 

biologists to study pathogenesis, and to measure the effect of drug treatment. Likewise, 

the topological reconstruction of vessel networks yields quantitative parameters like the 

length of the network, position, and orientation of branch points, and the distributions of 

vessel lengths as a function of vessel thickness for the study of biological processes.  



 

     5

 

(a) 

 

(b) 

Figure 1.2 (a) shows an anesthetized mouse on the microscope stage, undergoing 

vessel imaging. The sensor for the Mouse Oxygenation monitoring system, as well 

as a rectal temperature probe are shown. (b) The maximam-intensity z-axis 

projection of the 3D image of the vascular network was obtained using the above 

process. The location marked by A shows an instance of appearance variation due 

to imaging noise. Location B shows scale variability in the vasculature, and location 

C shows branch (bifurcation) points. 

(b) Visualize and Analyze Data   

The devised solution must allow efficient and compact visualization of BDNF 

granule trajectories for analysis and further quantification. Biologists may want to look 

at the granule dynamics and the measured parameters over a selected section of the axon. 

Additionally, there must be a provision to edit the traces manually if required, and for 

edit-based validation. For vessel networks, this tool must include the capability to easily 

tune the system’s sensitivity-specificity trade-off to match the biologists' requirements, 

and to view vessels based on some criterion, such as length and diameter. 

(c)  Study Dynamics and Other Features 

Changes in the curvilinear structures over time provide the biologists with valuable 

information indicative of drug efficacy or pathogenesis. Thus, the reconstructed vessel 

network may be used for registration and change detection. Further, the estimated 

features may be used for classification and correlation with experimental outcomes. 
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1.1.2 Technical Challenges 

Profiling velocity patterns of BDNF granules entails the following specific challenges:  

(a) Small size and variability in morphology and appearance 

 The magnification of the microscope is usually chosen to capture at least 150 µm of 

the axon length in a single video frame. With this level of magnification, the granules are 

tiny (0.3 to 0.8 µm), amounting to a few pixels (2-4 pixels) in diameter in the images. 

Blurring due to the motion of the granules causes an apparent change in their appearance 

and morphology in the video sequences, as illustrated in Figure 1.1(a). Motion blur is 

caused by the higher speed of some granules (of the order of 5 microns per second, or 

~12.5 pixels per second) relative to the slow temporal sampling rate of the video (about 

2 Hz) needed to improve the signal. Therefore, traditional intensity and shape-based 

feature matching is not a reliable basis for the automated tracking of granules. 

(b) Low signal-to-noise ratio (SNR) 

Sometimes, in the video sequences, the granule movement appears as a very small 

change in the intensity level, especially when a granule is crossing other granules. 

Practical exposure times represent a careful tradeoff: increasing the exposure time results 

in motion blur and poor localization, while decreasing the exposure time leads to low 

SNR. Even after optimizing the exposure time of the camera to improve the signal 

against reducing motion blurs, the available signal to noise ratio remains low, making 

the analysis difficult. Sometimes, the axons go in and out of the depth-of-field of the 

camera causing the granules to disappear temporarily. Therefore, algorithms using 

frame-to-frame linking on pre-detected granules produce sub-optimal trajectories. 

(c) Difficulties in the detection of granules and gaps in trajectories 

The granules can stick together for brief periods, as a result they are difficult to 

detect as independent objects. The difficulties in the detection are also caused by image 

clutter, and by overlap when granules cross paths while moving in directions towards or 

away from the soma (retrograde or anterograde, respectively). In addition, some granules 

can move much faster than others, e.g., a distance greater than several times their 
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maximum diameter within two successive frames, causing gaps between frames. An 

expert biologist can track the granule motion manually despite the clutter and gaps, as 

the human visual system has an inherent ability to perceive a spatial organization from 

sparse point features. Incorporating such high-level information about the spatio-

temporal relationships of pixels in an intelligent and robust algorithm that does not rely 

on heuristic rules is one of the greatest challenges of this application.  

The important challenges in micro-vascular network-mapping (trace-graph 

representation) are shown in Figure 1.2(b) and are described below: 

(a) Variability in scale and morphology of the vasculature 

Blood vessels exhibit high variability of size and curvature. Vessel widths range 

from a few pixels to more than a hundred pixels. Variability in scale and morphology 

between images may be attributed to differences in optical resolution of the microscope 

used for acquisition, and the region of the vascular networks imaged. Therefore, the 

vessel tracking kernel must be scale-adaptive, to cope with the highly-variable vessel 

sizes.  

(b) Branching of vasculature 

Vascular networks have a branching topology, which calls for a tracer with similar 

branching capability for tracking. Without such a kernel, algorithms seeking one-

dimensional curve extensions need multiple starting points to locate a branch point.  

Additionally, at branch points the shape of the kernel is no longer cylindrical with a 

primary axis. This suggests more basic shape-primitives, such as spheres which can 

better model the scale of the vessel at all points instead of the more directional primitives 

to model the vessel morphology used in the prior literature (e.g., cylinders and super-

ellipsoids).  

(c) Variability in appearance of vasculature 

The high degree of variability in the appearance of micro-vascular structures, further 

compounded by imaging system variability, makes it difficult to extract their topology 

robustly.  Their appearance and geometry can also be perturbed by calcifications, 

aneurysms, and stenoses. 
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(d) Imaging noise and blur 

In two-photon microscopy, the fluorescence emission is directed through a pinhole 

aperture positioned near the image plane. This is done to exclude light from fluorescent 

structures located away from the objective focal plane. The signal levels typically 

depend on the amount of light obtainable from the fluorescent labels in the focused 

beam, and the image appears grainy due to the lowered signal levels. Additionally, a 

finite amount of blur is present in the images, due to the point-spread function of the 

microscope. 

1.2 Thesis Objectives 

From a computational standpoint, the objective of this work is to devise a novel and 

unified framework for analyzing a video sequence in the first application, and a 3D 

image in the second, to extract information about the respective curvilinear structures of 

interest in a concise data structure. Specifically, the motion analysis algorithm must 

output a set of motion paths that represent granule trajectories in the video, whereas the 

3D-tracing algorithm must provide information about the scales and centerlines of the 

vasculature, as well as topological features, such as connectivity and the order of branch 

points.  

The computational objectives are listed as follows: 

• Generality - To develop a common framework for extracting curvilinear 

structures of interest in two different applications. 

• Automation - To develop algorithms that require minimum human interaction in 

the form of a minimal set of intuitive tuning parameters. It must automatically cope with 

non-stationary noise due to illumination changes, artifacts, and other outliers. 

• Efficiency - The algorithms must be designed for efficiency in terms of 

computation speed and memory requirements, so that larger datasets can be analyzed on 

laboratory desktop computers. They must aid in increasing the productivity of the 

biological researchers by performing the image tasks analysis quickly, consistently, and 

reliably.  

The resulting descriptions must be compact as compared to the original imagery, al-

lowing for efficient search and comparison of the extracted structures across multiple 
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images. The ultimate objective is to provide the life-sciences researcher with an analysis 

tool that is comparable to, or better than the current state-of-the-art, in terms of quality, 

cost, and efficiency for the proposed applications. 

1.3 Summary of Contributions 

The proposed algorithms are motivated by the need to perform automated large-scale 

image analysis in support of pre-clinical studies. The algorithms are developed on a 

common framework to estimate curvilinear objects in images. The algorithms primarily 

depend on orientation distribution functions (ODFs) to model the local directionality of 

curvilinear objects. This thesis proposes novel methods to estimate ODFs and refine 

them using available contextual information. Specifically, the refining operation takes 

advantage of the similarity of orientations along a smooth curve and uses this contextual 

information to refine the orientation estimates. A second contribution is the development 

of a curve estimation framework that uses a confidence measure on partial curves while 

they are being detected. The confidence measure is used to rank-order the detections so 

that curves with higher confidence are detected first, and the higher confidence curves 

provide contextual information for detection of the lower-confidence curves. Based on 

these general ideas, the following applications are developed. 

1) Motion Trajectory Analysis of BDNF Granules in Axonal Transport 

The first part of this thesis proposes a system to analyze motion trajectories in axonal 

transport of BDNF granules. The system first generates an accurate spatio-temporal map  

of the video sequences (called the kymograph) from a selected axonal segment to reveal 

the motion trajectories. To enhance the visualization and detection of moving granules in 

the kymograph, a novel temporal sharpening filter is used. The temporal sharpening 

filter uses image intensity information from the previous and the next frame to 

selectively enhance fast-moving granules that are of primary interest to biologists. The 

directionality of a point lying on one or more motion trajectories on a kymograph is 

modeled using the ODF. Spatial voting of ODFs is then used to generate a refined 

kymograph, where a high value implies a high confidence that the point lies on one or 

more trajectories. This map is also used to initialize the tracking algorithm with multiple 
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seed points. The algorithm uses a novel approach for incorporating high-level contextual 

information based on rank ordering the detection of multiple motion trajectories 

according to their confidence values, ensuring that trajectories with higher salience are 

recovered first. Then less salient trajectories are recovered subsequently using the 

available information from high-confidence trajectories. 

Additionally, an interface for profiling key parameters for studying the velocity 

patterns of BDNF granule transport is proposed. These parameters include the density of 

moving granules, total lengths of tracks (net distance traversed by the granules), total 

time of transport, anterograde-to-retrograde bias, and the velocity distribution of the 

transport. The aforesaid functionalities are integrated into a user-friendly Graphical User 

Interface (GUI) for generation, tracking, editing, and report generation for video 

sequences.  

As an illustration of the utility of this contribution, Figure 1.3 shows the result of 

motion trajectory detection on a set of four time-lapse video sequences that demonstrate 

the effect of granule transport under oxidative stress perturbation. Each video has a 

duration of about 78 seconds. The videos were acquired from the same axonal segment 

10 minutes, 25 minutes, 35 minutes, and 45 minutes after the application of an oxidative 

stress perturbation. The corresponding kymographs are shown in Figure 1.3(a). The 

horizontal axis of each kymograph represents time (0 to 78 sec), and the vertical axis of 

the kymograph represents the distance along the axon. The detected motion trajectories 

are overlaid on kymographs in Figure 1.3 (b). The color of the trajectory gives an 

indication of the performance of the algorithm as a result of editing performed by a 

biological expert. The trajectories that are colored in green indicate true detection; the 

trajectories that are colored in red indicate misses and the trajectories colored in blue 

indicate false detection. 
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Figure 1.3(a) shows four kymographs corresponding to video sequences captured at 

10 min, 25 min, 35 min and 45 min respectively (shown in that order from left to 

right) after the start of an experiment that measures the effect of oxidative stress on 

granule transport. The result of tracking the granule motion in the kymograph is 

shown in (b). The green colored trajectory indicates that the granule was correctly 

detected; red color indicates that the granule was missed, while the blue color 

indicates a false detection. 

2) Topological Reconstruction of Micro-Vascular Networks 

The second part of this thesis proposes a method to reconstruct the topology of 

vessel networks from 3D laser scanning microscope images. The novel method uses a 

combination of top-down and bottom-up approaches to estimate the nodes of a trace-

graph data-structure that represent the vessel network topology. The nodes encode local 

vascular appearance and shape attributes. The bottom-up approach combines region and 

edge-based information from the image data to fit a scale-adaptive spherical kernel that 
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forms the nodes of the trace graph. The ODF computed at each node yields its 

directionalities. A node has a single direction for an underlying tubular vessel segment 

and multiple directions at branch points, which are efficiently represented by its ODF. 

The top-down controller, on the other hand, uses a quality (or confidence) measure to 

rank-order the detection of nodes. The rank-ordering ensures that the nodes with higher 

confidence are recovered first, and then they generate prior information during the 

recursion of ODFs for recovering nodes with lower confidence. The process stops when 

the quality measure drops below a user defined threshold. The proposed framework then 

uses a minimum-spanning-tree (MST) based mechanism to estimate the edges of the 

trace-graph using the previously detected nodes. Finally, a set of intuitive pruning 

heuristics is used to discard unlikely nodes and reconstruct the final trace graph. The 

loops in the network are reconnected, and statistical measurements to characterize the 

network are performed in the post-processing stage. The results of topological 

reconstruction of micro-vascular networks are presented in Figure 1.4. 

 

  

Figure 1.4 shows the results of the proposed graph-based tracing algorithm on two 

datasets. (a) Shows a maximal-intensity projection of a vascular network in an 

image obtained from multiphoton laser scanning microscopy, and (b) shows the 

vascular network in the anterior glaborous skin  of the hind leg proximal to the 

subtalar joint imaged with a Leica SP5 confocal microscope. The estimated 

centerlines of the vasculature using the proposed technique are overlaid on the 

maximum-intensity projection of the data. 
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1.4 Organization of this Thesis 

This chapter presents the background of the proposed applications and motivation for the 

thesis to define the scope of the problem. Chapter 2 describes the technical background 

and literature survey of the related approaches to address these problems. Chapter 3 

describes methods applied to the problem of motion trajectory analysis in the transport 

of BDNF granules. Chapter 4 gives an account of experimental results and observations 

on the topics discussed in Chapter 3. Chapter 5 presents details of the methodologies 

applied to the problem of topological reconstruction of micro-vascular networks. The 

result of experimentation and performance evaluation of the methods discussed in 

Chapter 5 is presented in Chapter 6. Finally, in Chapter 7 the conclusion is presented. In 

addition, opportunities for future research are discussed. 
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2. Background and Related Literature 

This chapter visits some of the prior art related to the key ideas described in Chapter 1. 

First, the problem of detecting curvilinear structures is introduced in Section 2.1, along 

with some of the requisite terminology and notation. The local directionality of 

curvilinear structures is modeled using Orientation Distribution Functions (ODFs). 

Section 2.2 describes ODFs and a few methods to estimate them from the related 

literature. The image processing operations on ODFs for the detection of the curvilinear 

structures in the driving applications draw inspiration from perceptual organization 

principles. Section 2.3 briefly describes these principles and cites the related computer 

vision literature. Motion trajectories of BDNF granules can be regarded as a multiple-

object tracking problem. Therefore, the related literature from the super-class of 

multiple-object tracking algorithms is presented in Section 2.4, and their relevance is 

discussed with regard to the adopted tracking method. Finally, in Sections 2.5 and 2.6, 

the two driving applications of this thesis are described in relation to the corresponding 

literature in computer vision. 

2.1 Problem Definition 

The primary goal of this thesis is the detection of curvilinear structures in gray-scale 

images in 2D or 3D space. A curvilinear structure is a curve in an image that may or may 

not have an associated width. In our definition, a curve consists of a set of nodes that are 

interconnected by a set of edges. Granule motion trajectories, for example, are curves in 

space-time that do not have a width association. A space-time curve that represents a 

motion trajectory 
i

T  consists of a set of spatio-temporal nodes or vertices denoted 

{ }1 2, ,...,
i

i i i

p
u u u , where each i

k
u  is attributed with a parameter set { },i i i

k k k
t yβ =  that 

describes the th
k spatio-temporal node on the th

i  curve at time i

k
t  and spatial location i

k
y  

on a one-dimensional path,  and i
p  denotes the number of nodes along the curve. The 

edge connections in the curve are implicit, so the th
k  non-terminal node is connected to 

the ( )1
th

k −  and the ( )1
th

k +  nodes.  
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Vessel networks are branching curves in scale-space, where width (or radius of the 

vessel) is an important property of the curve. Moreover, the branching nature of the 

curves describing a vessel network requires an explicit definition of edge connections. 

Therefore, a trace-graph data structure is proposed to represent a vessel network, where 

each node in the trace-graph is denoted v V∈ , and the associated edges are denoted 

e E∈ . A node 
k

v  is attributed with a set of parameters { }µ ,
k k k

sβ =  that describe its 

position in the 3D image µ , ,
T

x y z
µ µ µ =    and scale s . Likewise, an edge 

kj
e  connecting 

nodes 
k

v  and 
j

v  may be attributed with parameters such as weights
kj

w . Figure 2.1 

illustrates the concept of curvilinear structures in space-time and scale-space. 

 

Figure 2.1 shows (a) a curvilinear structure in space-time; and (b) a curvilinear 

structure in scale-space. 

The problem of detecting curvilinear structures amounts to determining an optimal 

set of parameters for representing the curves in a concise data-structure that facilitates 

information extraction for the biological studies of interest. 

2.2 Orientation Distribution Functions 

An ODF, denoted by ( )βΩ θ , is defined as a function that provides the local directional 

statistics of a curvilinear object. The construction of the ODF depends on the node 

parameter set β , as defined earlier. At each node, the ODF is a function of the 

orientation θ . Depending on the dimensionality of the image, the ODF is a function in 

S  or 2
S . In other words, the ODF is a mapping of the form : Sβ

+Ω → �  for 2D images 

where the 1D orientation is { }θ=θ , and 2: Sβ
+Ω →� for 3D images where the 2D 
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orientation is { , }θ φ=θ . Here, n
S  is the spherical domain of dimension n , and +

�  is 

the domain of positive real numbers. The ODFs are shown schematically in Figure 2.2. 

 

 

Figure 2.2 shows typical orientation distribution functions: (a) in two dimensions; 

and (b) three dimensions. 

Orientation Distribution Functions (ODFs) can be used as low-level image features 

for image processing algorithms to solve various problems involving the directionality of 

points, like fiber-extraction in high angular resolution diffusion imaging [Rathi08], 

image segmentation [Melonakos08], etc. The use of ODFs has also been reported in 

feature matching (like SIFT descriptors [Lowe04]) and in wireless communication 

systems [Rappaport02]. ODFs are preferred over alternative methods for estimating 

directional statistics, such as those using the single-tensor model, especially in regions 

with complex curve patterns, because the alternative methods are inadequate for 

resolving complex curvilinear architectures [Rathi08]. Furthermore, in regions of curve 

intersections or branching points, the interpretation of tensor anisotropy becomes 

complicated. In this thesis, the ODF is presented as a tool to estimate the directional 

features of curvilinear objects.  

Various methods exist for estimation of ODFs depending on the available 

information in the data, and the requirements of the algorithms that use them for further 

analysis. Parametric formulations like those using the von Mises-Fisher (vMF) 

distribution [Banerjee06] and the Watson distribution [Rathi08] provide a compact 

representation of ODFs. However, these methods need an expectation-maximization 

type of approach [Banerjee06], which finds the best fit of the assumed model to the 

given data. Therefore, they may miss finer details of the ODF in their compact 

representation. ODFs can be approximated non-parametrically using directional 

histograms, the Funk-Radon transform [Tuch04], spherical harmonics [Chen04], or 
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radial basis functions. The non-parametric histograms allow a dense representation but 

entail a larger memory requirement than the sparse parametric representations. In this 

thesis, the ODFs are constructed using non-parametric histograms in both the driving 

applications described in the previous chapter. This choice allows us to represent finer 

details that are needed for the novel ODF processing operations proposed in this thesis. 

Another advantage of using histograms is that they provide the means to quickly sample 

the data without assuming an underlying model.  

In a parametric ODF representation, a model with a certain number of principal 

directions (or modes) known a priori is fit to the data using expectation maximization or 

similar optimization schemes. A non-parametric representation, on the other hand, does 

not assume or limit the number of model parameters, and derives the ODF by filtering 

the object's likelihood function with an orientation-sensitive kernel.  In this thesis, the 

generalized non-parametric representation of the ODF at a node with node-parameters 

{ }sβ = µ,  has the form: 

 ( ) ( ) ( )
1

s

X

f I N
C

β
∈

Ω = −∑ x

x

θ θ, x µ  , (2.1) 

where ( )f i  is a function of image intensity I
x  at the location x  that maps the image 

intensity to a likelihood value of x  being located on the curvilinear structure. ( )s
N θ, x  

is a direction-sensitive, non-negative neighborhood function for a node with scale s  and 

is a function of the orientation (θ ), and the radial-distance from the center (µ ) of the 

node. The set ( ){ }0
s

X N= − >x : θ, x µ  represents a collection of pixels in the 

neighborhood of the node at a particular orientation given by θ , and C is a 

normalization constant. The exact form of the function f  and the angular neighborhood 

function ( )s
N θ, x  varies depending upon the application. For the proposed 2D 

application (in kymographs), the neighborhood function is a 1D Gaussian profile that is 

oriented along the direction θ  and is not scale-adaptive, as the nodes do not have an 

associated scale parameter. Thus, the ODF is similar to a localized Radon transform, 

where the intensity integration is weighted using a Gaussian to localize the support 

region. In the proposed 3D vascular tracing application, the estimated nodes are in scale-
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space (
3+ ×� � ). Therefore, the neighborhood function ( )s

N θ, x  is modified to be scale-

adaptive. This approach is described in greater detail in Chapter 5. The modes (or local 

peaks) of the ODF indicate the relative orientation of the local curve in the scene.   

2.2.1 Construction of ODFs 

A few methods from the literature for the construction of ODFs are presented below. 

Parametric forms of ODF 

A few parametric forms of ODFs have been proposed, for example the Watson density 

function and the von Mises-Fisher distribution. Rathi et al. [Rathi08] have proposed a 

parametric model using the Watson density function that has the form 

 ( ) ( ) ( )( )2 1 T
B k d mτ τ −Ω = =θ exp cos ; cos θ , (2.2) 

where B  is a normalization constant; k  is known as a concentration parameter; m  is 

the principal direction that is estimated from the data; and ( )Ω θ  is the response for the 

orientation given by ( )d θ  that is the Cartesian equivalent  of spherical angles θ . The 

above equation assumes a single tensor direction. For multiple tensor directions, mixture 

models are considered, such that each model independently contributes to each 

directional mode of the ODF. 

McGraw [McGraw06] used the von Mises-Fisher (vMF) distribution for estimation 

of ODFs (see Figure 2.3). This can be considered as the spherical equivalent of the 

Gaussian distribution and the vMF models the multivariate data over a sphere of 

arbitrary dimension. For three-dimensional spaces, embedding a sphere in 
2

S , the von 

Mises-Fisher distribution can be written as follows: 

 ( )
( )

( )( )
4

Tk
m k km d

kπ
Ω =θ | , exp θ

sinh
, (2.3) 

where the concentration parameter, k , quantifies how tightly the function is distributed 

around the mean direction m . For 0k = the distribution is uniform over the sphere. The 
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vMF distributions are unimodal and rotationally symmetric around the direction m . A 

mixture of n  vMF distributions has the form:  

 ( ) ( )
1

n

h h h h

h

m kα
=

Ω Λ = Ω∑θ | θ | , , (2.4) 

where, { }1 2 1 2 1 2n n n
m m m k k kα α αΛ = , , ..., , , , ..., , , , ..., , with 

1
1 0,

n

h hh
α α

=
= ≥∑  and where 

( )h h h
m kΩ θ | ,  is a single vMF distribution. Banerjee et al. [Banerjee06] used 

expectation maximization (EM) to recover the parameters of a mixture of vMFs 

(movMFs) in their seminal work. They also showed that movMFs outperform spherical 

k-means algorithms for clustering of text and gene-expression data. 

 

Figure 2.3 shows parametric ODF models using the von Mises-Fisher distribution 

for one (left) and two (right) modal functions.[McGraw06] 

The vMF has also been used in other applications for estimating ODFs. For 

example, Mammasis et al.  [Mammasis08] used movMFs to model the distribution of the 

angles of arrival of multipath components for smart antennas in mobile communication 

systems. However, these parametric ODF models assume that the number of modes of 

the ODFs is known a-priori, which makes them unsuitable for the proposed applications 

in the thesis. 

Funk-Radon Transform 

ODFs are used for Q-ball imaging to obtain fiber directions of brain white matter. Q-Ball 

imaging deals with reconstruction of ODFs from measured high-angular resolution 

diffusion weighted MRI (HARDI-MRI) signals. Tuch [Tuch04] proposed the Funk-

Radon transform (a special case of the spherical Radon transform) to approximate the 

ODFs, where the ODF in a particular direction is computed by integrating the measured 
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diffusion Magnetic Resonance Imaging (MRI) signal along the corresponding equator. 

Given a function on the sphere ( )f w , where w  is a unit direction vector from the center 

of the sphere, the Funk-Radon transform for a direction d  is defined as the sum over the 

corresponding equator, i.e., the set of points on the sphere in the plane perpendicular to 

d . In other words, the Funk-Radon transform is ( ) ( ) ( ) ( )T

w
G f w d f w w d dwδ  =  ∫ . 

Tuch derived an algorithm to approximate the analytic Funk-Radon transform to 

estimate an ODF ( ) ( ) ( )G f w d Ω ≈  θ , where d  is the Cartesian representation of 

spherical angles θ .  The non-parametric form of ODF in this thesis (eqn 2.1) is similar 

to the Funk-Radon Transform in its construction, with the difference being the definition 

of the neighborhood function. Here, the neighborhood function is the corresponding 

equator, i.e., the set of points defined by ( )Tw dδ . This construction is specific to the 

diffusion MRI data used in their application. 

Spherical Harmonics 

Chen et al. [Chen04] used a variational approach to measure the coefficients of spherical 

harmonics to estimate the ODFs in the diffusion MRI data of human brain as shown in 

Figure 2.4. The desired ODF is obtained by computing the coefficients of the spherical 

harmonic basis of order l  that best fit the measured signal. The spherical harmonic 

representation is given by  

 ( ) ( )
0

n l l

n m n m

n m l

a Y
=

= =−

Ω =∑∑ , ,
θ θ , (2.5) 

where 
,n m

Y  are spherical harmonic basis functions indexed by m and n  and { }θ φ=θ , . 

Assuming that there are at most two neuron fibers at any site, Chen et al. used 4l = . In 

general, it requires ( )( )1 2 2/l l+ +  spherical harmonic coefficients to represent an ODF.  

Spherical harmonics facilitate a compact representation of ODFs. However, using a 

truncated spherical harmonic basis is a "lossy" representation of an ODF where the finer 

details are not preserved. While this representation may be fairly accurate, the 

subsequent ODF processing operations proposed in this thesis to exploit the spatial 
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regularity of ODFs along the curvilinear structures need higher resolution histograms to 

begin with.  

  

 

(a) 

 

(b) 

Figure 2.4 shows the ODFs estimated using spherical harmonic coefficients. (a) 

Shows the true ODFs, and (b) shows ODFs estimated from HARD-MRI data using 

spherical harmonics of [Chen04]. Reproduced from [Chen04]. 

Spherical Ridgelets 

Recently, Michailovich and Rathi [Michailovich10] proposed spatial regularization 

of ODFs in Q-Ball imaging. They used a multi-resolution basis of spherical ridgelets to 

represent the ODFs that produced a sparse representation of the data that is robust to 

noise. They also proposed a scheme to regularize the ODFs using spatial dependencies 

between different ODFs, which are related to the same neural fiber tracks. Their method 

first produces a sparse representation of the image using the orthogonal matching pursuit 

(OMP) algorithm on the spherical ridgelet basis functions. Then an iterative shrinkage 

with spatial regularization on the spherical ridgelet coefficients improves the robustness 

of the ODF estimates to noise. Figure 2.5 shows an example of spatial regularization 

applied to ODF estimation. Subplot A shows a phantom with several curve intersections 

(multiple orientations). Subplots B1 and C1 together show the non-regularized ODF 

estimate, and subplots B2 and C2 show the result of spatial regularization applied in a 

3x3x3 voxel spatial neighborhood.  

The spherical ridgelets based approach assumes a fixed neighborhood for spatial 

regularization, which for vessel networks cannot be predetermined. In this thesis, the 

ODF processing operations use higher-level information, such as the known spatial 

continuity of the underlying curves in a scale-adaptive neighborhood to reconstruct 
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vessel networks in the presence of noise and other artifacts. The motion trajectory 

detection, on the other hand, assumes the existence of regularity in a much larger 

neighborhood than used in the work of Michailovich and Rathi, to overcome gaps and 

discontinuities.  

 

Figure 2.5 (A) shows a phantom; (B1) shows non-regularized field of ODFs; (C1) 

shows a non-regularized ODF estimate in the 3x3x3 voxel neighborhood indicated 

in B1; (B2) shows ODF field after regularization; (C2) shows the estimated ODFs 

after regularization showing better representation of the true orientation. 

Reproduced from [Michailovich10]. 

Orientation Histograms 

Orientation histograms have been used by Melonakos et al. [Melonakos08] to 

demonstrate the advantages of the Finsler-metric over the Riemannian-metric. They also 

proposed the Finsler active contours that evolve active contours in a directional domain, 

specified by ODFs at every spatial location. A comparison of the Finsler active contour 

approach to the isotropic and Riemannian geodesic active contour approaches is 

demonstrated in Figure 2.6, which is reproduced from Melonakos, et al. [Melonakos08], 

where an "L" shaped phantom is used for shortest-path computation. Only the Finsler 

active contour was successful in capturing the corner. The Riemannian metric failed due 

to the directional averaging that occurs in the construction of the tensors, by imposing an 

elliptical diffusion profile on the data. 
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In this thesis, the ODF construction uses orientation histograms. This method 

generalizes and extends the single tensor model of direction computation. The 

orientation histograms allow the representation of multiple orientations at intersection 

points of motion trajectories and branch points of vessels, and provide a high degree of 

independence among histogram-bins for handling nonlinearity of the vessel structures.  

 

(a) 

 

(b) 

 

(c) 

Figure 2.6 shows curve evolution using ODFs in a Finsler domain: (a) Shows an L-

shaped phantom with the start and end point; (b) shows the shortest path in 

Euclidean (blue), Riemannian geodesic (green), and Finsler geodesic (red); (c) 

shows a zoomed in view of the directional image for 9 pixels surrounding the 

corner. The red arrows correspond to the underlying curve directions, while the 

green arrows correspond to a direction contrary to the underlying curvilinear 

structure, and the blue arrows are the randomly drawn background directions. The 

smoothing effect of Riemannian ODFs is not present in the Finsler metric. 

Reproduced from [Melonakos08] 

2.2.2 ODF Processing  

The thesis proposes two methods to refine ODF-histograms by using spatial smoothness 

information for extracting the underlying curvilinear structure of interest. The proposed 

common methods are adapted to each application, and they use principles from 

perceptual organization at many levels. They are briefly described as follows: 

• ODF voting operation: The first application on motion trajectory analysis of 

BDNF granule introduces a novel ODF-based voting operation to refine 

kymographs. Note that the orientation of a trajectory in a kymograph 

represents the granule velocity at that point. The voting operation uses the 

spatial similarity of the ODF modes (local peaks) between sites lying on the 

same trajectory to improve the continuity of the underlying curve. This is 

inspired from the Laws of Continuity and Proximity described in the 

perceptual organization literature, and reviewed in the next section. The 

proposed ODF voting technique has several similarities with tensor voting 
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[Medioni00, Mordohai06]. As a result of the voting operation, sections of 

trajectories with near-constant velocities get enhanced, and they can be 

recovered in the subsequent stages of processing. 

• ODF recursion operation: The detection of branching curvilinear structures 

in three-dimensional microscopy images uses a novel concept of ODF 

recursion constructed in scale-space. The algorithm uses the available 

information about the "similarity" of orientations along neighboring points 

on the curve to improve the orientation estimation. The sequential recursion 

is based on approximate Bayesian propagation of ODFs [Arulampalam02].  

2.3 Perceptual Organization in Computer Vision 

Principles from the field of perceptual organization have been used for diverse inference 

problems for over a century [Sarkar02]. Perceptual organization is the process by which 

particular relationships among potentially separate elements (including parts, features, 

and dimensions) are perceived, and the interpretation of those elements in sum is 

generated, relative to the context. In the words of Stephen E. Palmer [Palmer99], 

perceptual organization can be defined as “…the processes by which the bits and pieces 

of visual information that are available in the retinal image are structured into the larger 

units of perceived objects and their interrelations…" 

Perceptual organization combines our experience of the world with our 

subconscious perceptual processing. It deals with the psychophysical mechanisms 

involved in the interpretation of how things look that precede awareness. Perceptual 

organization is difficult to study, because it involves both bottom-up and top-down 

process that occur semi-voluntarily in human perceptual processing. 

Early works on perceptual organization were described using the idea of Gestalt 

psychology, which focused on how people interpret the world. According to Gestalt 

psychology, the whole is greater than the sum of its parts. Based upon this belief, 

Gestalt psychologists developed a set of principles to explain perceptual organization. 

These principles describe how smaller objects are grouped to form larger ones. They are 

often referred to as the "laws of perceptual organization," though they are generally 
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simplifying heuristics that can be used for problem solving. A few examples of these are 

presented below and in Figure 2.7: 

• Law of Similarity: Similar items are grouped together, 

• Law of Simplicity (Law of Pragnanz): Objects are seen in a way that makes 

them appear as simple as possible, 

• Law of Proximity: Object nearer are grouped together, 

• Law of Continuity: Points that are connected by curved lines are seen in a 

way that follows the smoothest path, 

• Law of Closure: Objects that seem to complete some entity are grouped 

together. 

 

(a) 

 

(b) 

 

(c) 

 

(d) 

 

(e) 

 

(f) 

Figure 2.7 (from [Pomerantz01]) shows a few examples of perceptual organization 

principles. (a) Shows an illustration of Law of Similarity, the figure can be 

perceived as vertical columns of squares and circles. (b) Shows an illustration of the 

Law of Proximity, which can be seen as two distinct groups of circles in the figure. 

(c) Shows figure-ground segregation: The figure contains a vase or two human face 

profiles depending on how the visual pattern is perceived. (d) Shows the illusion of 

an apparent white triangle in the foreground. (e) Shows an illustration of the Law 

of Continuity where two curves are perceived to be intersecting. (f) Combines the 

Laws of Continuity and Proximity, so that a broken curve can be perceived. In 

reference to the present thesis, the motion trajectory analysis uses the laws of 

continuity and proximity to recover broken trajectories. 

Similarly, laws of connectedness and symmetry can also be defined. Several 

computational frameworks in the computer vision literature are inspired from perceptual 

organization principles. Tensor voting is one of them, and is reviewed briefly in the next 

section. 
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2.3.1 Tensor Voting 

Tensor voting [Medioni00, Mordohai06] is a computational framework that implements 

a spatial smoothness constraint to generate inferences for various low-level and medium-

level measurements, such as surfaces, curves, depth-maps, labeled-functions, etc. from 

sparse and noisy images. The methodology is composed of two elements: 

1. The estimation of point sites, using tensor calculus for the representation of 

local structural information, and  

2. Linear voting used by each site to communicate its information to its 

neighborhood through a predefined field.  

Based on these underlying principles, several algorithms have been proposed. They 

address a number of early vision problems, including perceptual grouping in 2-D and 3-

D, shape from stereo, motion grouping, and segmentation. For example, establishing 

feature correspondences across images in stereo image processing and reconstructing 

scene-surfaces from the depth measurements, can all be successfully performed using 

the tensor-voting framework. Tensor voting has been successfully applied to address the 

problem of motion flow estimation for a scene with multiple moving objects 

[Medioni00]. In such a case, the input is a sparse and noisy velocity field, which is 

obtained from local matching, and the output is a set of motion boundaries along with a 

dense velocity field within each boundary, and pixels with different velocities in 

overlapping layers. Tensor voting is also used to recover surfaces (in 3D) and curves (in 

2D and 3D) from noisy and sparse images. Another application of tensor voting is the 

detection, extraction, and visualization of shock waves, given a flow field such as a 

velocity field in a viscous medium [Hung85]. 

Data Representation using Tensors 

Tensor calculus is used for representation and extraction of geometric structural 

information related to regions, curves, surfaces, and the intersections between them. 

Input tokens can be points (represented by their coordinates), first-order local 

descriptions of curves (represented by the point coordinates and their associated tangents 

or normals), or second-order descriptions (whose representation would also include the 

associated curvature information and their directions). Each input token is first encoded 
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into a second-order symmetric tensor that captures both the orientation information and 

its confidence value. The shape and pose of the tensor define the type of structural 

information captured (point, curve, or surface element), and the associated size 

represents its saliency. Such a tensor can be visualized as an ellipse in 2-D, or an 

ellipsoid in 3-D (see Figure 2.8). 

Given a second order symmetric tensor S  in 3 3×
� , eigen analysis is performed to 

yield eigenvalues 1 2 3
, ,λ λ λ  ( such that 

1 2 3
λ λ λ≥ ≥ ), and corresponding eigenvectors 

� � �( )1 2 3
, ,e e e . Since S  is positive semi-definite and symmetric, the eigenvalues are real and 

positive (or zero), and the eigenvectors form an orthonormal basis. Therefore, S  can be 

expressed as a linear combination of outer product tensors, as follows. 

 � � �� ��
1 1 1 2 2 2 3 3 3

T T T

S e e e e e eλ λ λ= + +  (2.6) 

A tensor recombination is performed to express S  as a linear combination of 

fundamental structures indicating the notions of point-ness, curve-ness, and surface-ness. 

Figure 2.8 shows tensor recombination approaches with their associated saliencies: 

• Point-ness: No orientation, with saliency 3
λ

 
, and referred to as the ball-tensor. 

• Curve-ness: Orientation is �
3

e  with saliency 2 3
λ λ−  , and referred to as the plate 

tensor.   

• Surface-ness: Orientation is �
1

e  with saliency 1 2
λ λ−  , and referred to as the 

stick-tensor. 

In the 2D case, however, surface-ness is undefined, and curve-ness is expressed by 

�
1

e  as an orientation vector with saliency 1 2
λ λ− .  

Tensor Communication 

After the data is represented using tensor calculus, tensor communication is performed to 

generate inferences. Each input site propagates its information to its neighborhood. The 

information is encoded in a tensor, and is propagated through a predefined voting field. 

The voting field is defined using a voting kernel in the spatial neighborhood over which 

the local information is broadcast. The voting kernel encodes the proximity and the 
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smoothness constraints of perceptual organization, as described in the previous section. 

Note that a direction can be defined by the tangent, or the normal vector depending on 

the application. An example of a stick voting kernel is shown in Figure 2.9. 

 

Figure 2.8 shows tensor decomposition in 3D. A tensor can be decomposed as a 

linear combination of point-ness (ball tensor), curve-ness (place tensor) and 

surface-ness (stick tensor) measures. [Medioni00] 

The sites collect votes and analyze them to build a saliency map for each feature 

type. The receiving site accumulates all votes cast to them by tensor addition. If the 

votes are cast to locations that contain tokens only, then it is termed sparse voting. If the 

votes are cast to all locations within the neighborhood regardless of the presence of 

tokens, then it is termed dense voting. 

Sometimes, the communication is performed in two stages. The first stage performs 

a refinement operation to process initial token orientations. This is followed by an 

extrapolation step that disseminates the inferred information at every location in the 

domain for the purpose of coherent feature extraction [Medioni00]. The result of voting 

creates a tensor value at any given site that is the tensor sum of all the tensor votes cast 

at this location. 

Tensor voting is inspired by Gestalt principles of proximity and good continuation. 

According to this principle, the influence from one token to another should attenuate 

with distance, to minimize interference with unrelated tokens. The influence should also 
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attenuate with increase in curvature to favor straight continuation over curved 

alternatives, when both exist. Medioni et al. proposed a scheme wherein a vote is cast if 

the vote receiver site is at an angle less than 45 degrees with respect to the tangent of the 

osculating circle at the voter [Medioni00]. Their saliency decay function is given by  

 ( )
2 2

2
, , exp

s c
DF s

κ
κ σ

σ

 +
= −  

 
, (2.7)   

where, s  is the arc-length OP (see Figure 2.9 top); κ  is the curvature; c  controls the 

degree of decay with curvature; and σ  is the scale of voting, which determines the 

effective neighborhood size. The parameter c  is a function of the scale and is given by 

( ) ( ) 216 0 1 1log . /c σ π= − × − . The scale controls the range within which tokens can 

influence other tokens. This can be viewed as a measure of smoothness. A large scale 

favors long-range interactions and high degree of noise removal. A small scale makes 

the voting process more local, thus preserving details. 

The 2D second-order stick-vote of Medioni et al.'s scheme for a unit stick voter 

located at the origin and aligned with the y-axis was defined as a function of the distance 

l  between the voter and receiver and the angle θ , which is the angle between the 

tangent of the osculating circle at the voter and the line going through the voter and 

receiver and was given by  

 ( ) ( )
( )

( )
( ) ( )

2
2 2

2

sin
, , , , sin cos

cos
SO

S l DF s
θ

θ σ κ σ θ θ
θ

 −
 = −   

 
, (2.8) 

where,  

 
( )

( )2sin
,

sin

l
s

l

θθ
κ

θ
= = . (2.9) 

For stick tensors of arbitrary size, the magnitude of the vote was given by the size of the 

stick 1 2
λ λ− .   
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Figure 2.9 shows a 2D stick voting kernel. [Medioni00] 

In this thesis, the ODF voting scheme for refining the motion trajectories uses a 

neighborhood function and a vote accumulation method similar to [Medioni00]. In 

particular, the proposed ODF voting scheme advances tensor voting for this application 

by incorporating multimodal distributions, which is not possible with tensors computed 

using eigen-analysis of structure tensors. This issue is explained further below. 

The eigen-analysis assumes a single directionality of the point sites given by the 

stick tensor (in 2D). If the point site contains multiple orientations, their averaging 

causes a smoothing, accompanied by a loss of valuable directional information. This 

requirement is relaxed with the use of ODFs that can accommodate multimodal 

directional distributions easily. Chapters 3 and 4 will demonstrate the use of the 

proposed ODF voting scheme to accommodate high levels of noise and clutter in the 

task of refining the raw kymograph. 

The application on the reconstruction of vessel networks also uses principles of 

perceptual organization in the combining a top-down and bottom-up detection 

approaches [Levin09, Borenstein02, Borenstein05]. 
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2.4 Multiple Object Tracking 

2.4.1 Definition 

Multi-object tracking refers to the task of estimating multiple object trajectories from a 

single image sequence. A trajectory is defined as a sequence of measurements that are 

assumed to originate from the same object or geometric feature. Typical applications of 

multi-object tracking are surveillance, pedestrian or crowd tracking, multiple-robot 

tracking, cell-lineage tracking, etc.  The tracked object may be represented by a 

blob[Comaniciu02], a generalized cylinder [Isard01], an arbitrary contour [Malcolm07], 

etc. The problems of tracking BDNF granules from video and the reconstruction of 

vascular network from 3D microscopy images can be considered as special cases of 

multiple-object tracking. 

2.4.2 Description 

The desired properties of a tracker that has to cope with the multiple challenges inherent 

in this problem are briefly described below: 

• Automated Initialization: The ability to automatically detect the starting points of 

the trajectories. This is difficult to automate when the number of objects is large. 

• Object detection: The ability of the tracker to detect and follow objects for long 

durations with minimally fragmented tracks. 

• Multiple object interaction: The ability to resolve ambiguities that arise in 

associating multiple objects with measurements efficiently. 

• Trajectory identification: The ability to distinguish multiple targets individually 

and recover from mismatches, occlusions, and temporarily lost tracks. 

• Varying number of objects over time in the sequence: Ability to accommodate 

"birth" and "death" events, where objects enter or exit the scene in non-terminal 

frames. 

• The ability to cope with image clutter, background changes, and distractions 

from the background clutter. 

• Uniqueness of solution: Given the complexity of the problem, it remains a 

challenge to obtain a globally unique solution (i.e., independent of initialization).  
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2.4.3 Main Approaches 

The main approaches to multi-object tracking can be classified as follows: 

• Tracking after detection: First the detection is performed at all the frames. Then, 

by using the detected features of the objects and their relative displacements 

between frames, a cost matrix is computed over successive frames. Solving a 

linear assignment problem, inter-frame links are created to assign motion 

trajectories.[Jaquaman08, Cohen10] 

• Tracking with detection: Modeled as a first-order Markov chain, i.e., object 

locations at a time step t  are predicted from those at a previous time step ( )1t − , 

and then refined by comparing the object model to the current image data. Then 

the object models are updated, and the procedure is repeated all over again for 

the next time step.[Malcom07]  

• Tracking with detection with multiple hypotheses: Similar to tracking with 

detection, but considering multi-temporal information.[Cox96] 

• Coupled tracking and detection in a single optimization framework: Improved 

robustness of multi-object tracking by coupling object detection and tracking 

[Leibe07], [Leibe08].  

2.4.4 Related Methods 

A few notable approaches to address the problem of multi-object tracking are reviewed 

here. The objective is to portray the variety of approaches, and prepare the background 

for discussing the specific problem of BDNF granule tracking and vessel tracking in this 

thesis. 

Particle Filters 

A particle filter is a Bayesian sequential importance-weighted sampling technique, 

which recursively approximates the posterior distribution using a finite set of weighted 

samples [Gordon93, Isard98]. It consists of two steps: prediction and update. The 

prediction stage uses a system model to predict the state from one measurement time to 

the next. Since, the state is subject to unknown disturbances, the prediction generally 

translates, deforms, and spreads the state estimate. The update operation uses the latest 
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measurement to modify the state estimate. This is achieved by using an approximate 

Bayesian theorem, which is the mechanism for updating knowledge about the target state 

in light of the recent data. Given all available observations { }1 1 1 1: , ...,t tm m m− −=  up to 

time 1t − , the prediction stage uses the probabilistic system transition model ( )1|t tp x x −  

to predict the state t
x  at time t  as follows: 

 ( ) ( ) ( )1 1 1 1 1 1 1: :| | |t t t t t t tp x m p x x p x m dx− − − − −= ∫ . (2.10) 

At time t  the observation t
m  is available, and therefore, the state can be updated 

using the Bayes' rule as shown below:  

 ( )
( ) ( )

( )

1 1

1

1 1

:

:

:

| |
|

|

t t t t

t t

t t

p m x p x m
p x m

p m m

−

−
= , (2.11) 

where ( )|t tp m x  is described by the observation equation. The posterior 

( )1:|t tp x m  is approximated by a finite set of N  samples { }
1,..,

t

i
i N

x
=

 with importance 

weights t

i
w . The candidate samples �

t

ix  are drawn from an importance distribution 

( )1 1 1: :| ,t t tq x x m− , and the weights of the samples are set as follows: 
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| |

| ,
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t t

i i t
t t

p m x p x x

w w

q x x m

−

−

−
=  . (2.12) 

The particles are resampled to generate an unweighted particle set according to their 

importance weights to avoid degeneracy. One way to use the importance distribution is 

to employ a transition prior, i.e., ( ) ( )1 1 1 1: :| , |t t t t tq x x m p x x− −= , and therefore, the 

weights become observation likelihoods ( )|t tp m x . Using this technique, a sequence of 

state estimates can be obtained from noisy observations, and tracking can be achieved. 

The main advantage of using particle filters, compared to traditional Kalman filters, is 

that it does not make the linearity and Gaussianity assumptions, and it is less sensitive to 



 

     34

initialization [Arulampalam02]. In this thesis, the proposed ODF recursion technique is 

inspired from particle filtering. 

Multiple Hypotheses Tracking 

Multiple hypotheses tracking  is a meta-heuristic (i.e., a higher-level rule that governs 

other heuristic algorithms) that considers several hypotheses together by considering 

information over several time-steps. Instead of making a binary decision of whether or 

not to accept or reject a hypothesed trajectory, it keeps multiple hypotheses alive for 

consideration at later time points [Reid79]. 

Unfortunately, by continuously extending trajectories (while generating new ones) 

the hypothesis set quickly becomes intractable. This makes a typical MHT algorithm 

computationally intractable exponentially in terms of time and memory requirements. 

Therefore, some heuristic intermediate pruning is essential to make the problem 

tractable. A conservative pruning approach is used to control the number of hypotheses 

to be evaluated, and candidates extrapolated through time for too long without finding 

any new evidence are removed [Cox96]. In addition, candidates which have been in the 

hypothesis set for too long without having ever been selected, and therefore considered  

"weaker hypotheses," are discontinued. 

Figure 2.10 outlines the basic operation of the MHT algorithm. An iteration begins 

with the set of current hypotheses 1kH −
 from the previous iteration ( )1k − . Each 

hypothesis represents a different set of assignments of measurements to geometric 

features (e.g. interest points, centers of mass, or points on contours), that form a 

collection of disjoint trajectories. Each hypothesis predicts the location of the set of 

expected geometric features � ( )Z k , and these are compared with actual measurements 

( )Z k  detected in the next frame. The measurements may either be a previously known 

geometric feature from an earlier iteration, the start of a new geometric feature, or a false 

alarm. A set of legal assignments is generated by matching each hypothesis to another. 

Each child hypothesis represents one possible interpretation of the new set of 

measurements, and together with its parent hypothesis, represents one possible 
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interpretation of all past measurements. The last step of the algorithm prunes unlikely 

branches using a set of rules to contain the growth of the tree.  

  

Figure 2.10 shows a flowchart representation of multiple hypotheses tracking 

(Figure reproduced from [Cox96]). 

Multi-Object Tracking using Graph-Cuts 

The method of graph-cuts is a graph-based energy minimization [Boykov99] approach 

that is widely used in image segmentation, denoising, and stereo-vision problems. 

Malcolm, et al. [Malcolm07] used graph-cuts for single and multi-object tracking. The 

algorithm falls in the category of tracking with detection, where the previous frame 

provides the prior location information for the next frame. Their algorithm was based on 

biasing the segmentation by using a pixel penalty. The pixel penalty would form a basin 

of attraction in the object space at the predicted location for the object at successive 

frames, and is implemented as a potential in the graph-cut minimization. The filter to 

predict the location of each object is based on the location of the previous segmentation, 

and a moving average of the object’s velocity over previous time points. The pixel 

penalty is scaled by a factor to compensate for the prediction error. This method can be 

extended to the problem of tracking multiple interacting objects by employing multi-

label graph cuts. An example is shown in Figure 2.11. 
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Malcolm et al.'s method provided robust segmentation and tracking for handling 

problems like weak edges, sudden movement of the object outside the region of interest, 

or presence of nearby objects of similar intensity causing unintended objects to be 

tracked. Both color and gray-scale images could be tracked using this technique. 

However, the requirement for automated initialization of trajectories, and lack of object 

features to distinguish them (due to their small size) makes graph-cuts an unsuitable 

strategy for BDNF granule tracking. 

 

Figure 2.11 (left) shows multiple objects being segmented with ordinary graph cut 

segmentation (without a pixel penalty from the previous frame); (center) schematic 

of the basin of attraction created at the predicted location ; (right) Segmentation by 

using a modified region term that includes a pixel penalty term. Reproduced from 

[Malcolm07] 

Multi-Object Tracking using Kernel Particle filtering 

Chang et al. [Chang05] proposed a kernel particle filtering based approach, where the 

kernels formed a continuous estimate of the posterior density function. Trackers were 

initialized manually. In contrast to [Malcolm07], Chang et al.'s algorithm assumed that 

the tracked objects are indistinguishable from each other in terms of the observation 

model. The algorithm used an iterative mode-seeking procedure based on the mean-shift 

technique [Comaniciu02] to find the modes in the posterior density.  

A data association technique was also proposed to resolve the motion 

correspondence ambiguities that arise when multiple objects are present. The algorithm 

generates multiple hypotheses by enumerating all possible associations for the current 

frame. The authors proposed a hypothesis matrix in which the posterior modes were 

represented by the rows, and the known tracks by the columns. The best correspondence 

was estimated by using the motion coherence between clusters at time t  and 1t −  in a 

Bayesian framework. Although this method is promising for BDNF granule tracking, the 
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image clutter, compounded with the rapid movement of granules requires information 

from multiple time frames to infer their motion paths, which is difficult to incorporate in 

this framework. 

Multi-Object Tracking using Probabilistic Exclusion Principle 

MacCormick et al. [MacCormick99] proposed a probabilistic exclusion principle for 

tracking multiple targets that cannot be distinguished from each other. Sometimes, the 

identities of objects are not preserved for distinguishing them reliably as they move from 

frame to frame. In addition, the objects are sometimes difficult to segment because they 

come "closer" to each other to refute heuristics that rely on a minimum separation. The 

probabilistic exclusion principle addresses these issues by generalizing the idea that 

multiple targets can occupy the same point in configuration space without merging. It 

handles simultaneous reinforcement of mutually exclusive object hypotheses by a single 

piece of evidence. 

MacCormick et al. also introduced partitioned sampling in their sequential detection 

algorithm, which reduced the computational burden associated with the increased 

dimensionality of multi-target spaces, and therefore, enabled the handling of the high 

dimensionality of the joint configuration space. The basic idea was to separate the 

sampling into two steps. First, the object hypotheses in the foreground, i.e. the 

hypotheses of fully visible objects, are sampled and propagated. Then the remaining 

hypotheses, i.e. those of objects partially occluded by objects of the first subset are 

processed. This approach leads to a better approximation of the posterior using fewer 

particles. However, MacCormick et al.'s method does not account for the fact that the  

BDNF granule-tracking problem can be simplified by using the fact that the motion 

trajectories of the granules are restricted to one-dimensional paths defined by the axons. 

Multi-Object Tracking using Bayesian Multiple-Blob Tracker 

Blob trackers are useful for tracking deformable foreground objects having a reliable and 

consistent statistical appearance model. The foreground object is modeled as an ellipse 

in the image plane, that is matched from frame to frame either by correlation or using 
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some statistical properties of the objects (like color histograms), and robust background 

estimation. 

In [Isard01], the authors have proposed a multiple blob tracker that recovered tracks 

for varying numbers of objects in the presence of clutter. Their multi-blob likelihood 

function expressed the likelihood of a configuration of objects that yielded an observed 

image. The individual observations were conditionally independent, and were obtained 

from a bank of filters applied on a grid in the input image sequences. The appearance 

models were learned from training data as a 4-component mixture of Gaussians. The 

object model was a generalized cylinder whose axis is vertical in the world coordinate 

frame and the shape is specified by the radii and heights of four horizontal discs.   

They also used a standard particle filter (CONDENSATION algorithm [Isard98]) to 

yield a posterior distribution over the number and configurations of objects for tracking 

them. The multi-blob likelihood is used in the particle-filtering algorithm. The particle 

filter uses the position, shape, and velocity of individual objects as state variables. 

However, the small size of the BDNF granules makes such an approach impractical. 

Multi-Object Tracking using Coupled Detection and Tracking 

Coupled tracking and detection approaches combine both operations into a single 

optimization process. Leibe et al. [Leibe07] proposed a multi-object tracking approach 

for pedestrian tracking, which considers object detection and space-time trajectory 

estimation as a coupled optimization problem. The algorithm used a model selection 

framework, where an over-complete set of hypothetical models were generated using the 

appearance and the dynamic models of objects that are tracked. The dynamic model 

consisted of two adaptive parameters: velocity and bearing. The appearance model was 

given by a trajectory color histogram. The individual trajectories were modeled using 

extended Kalman filters (EKF).  

The hypothetical trajectories were initialized at any one detection point, and then 

built up iteratively by predicting new locations at adjacent time steps. The hypothetical 

trajectories were updated based on detections found near the predicted locations. Such 

putative trajectories were generated for several starting points, which were then fed into 

a hypothesis selection procedure. The algorithm allowed multiple overlapping trajectory 
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hypotheses to compete for supporting observations in the physical space they occupy 

during their lifetime. The object detection and trajectory estimation operations were 

performed in a non-Markovian hypothesis selection framework, using a combined 

quadratic Boolean programming (QBP) approach. The solution was approximated by 

using an EM-style iterative approximation procedure. 

From the standpoint of generalized multiple object tracking methods, the BDNF 

granule tracking problem has several peculiarities, and it can be considered as a special 

case of the multi-object tracking problem. These are discussed below: 

a) The granules are constrained to move within narrow tubes, whose geometry can 

be determined using a separate process. Incorporating this powerful constraint reduces 

the dimensionality of the problem. This tube is imaged separately (in another fluorescent 

channel) and can be efficiently traced to determine the granule motion path on a 2D 

image plane. This external path determination process allows us to modify our search 

strategy for granule detection.  

b) The granules are difficult to detect in each time frame due to motion blur and low 

values of the signal to noise ratio. Therefore, a multi-object tracking approach that 

detects the objects independently in the first step, and then attempts to link them, will 

perform unreliably.   

c) The small size and variable morphology of the granules implies that many 

features are not available for matching individual granules across frames. In fact, the 

granules are modeled as point objects with peak intensity as the only feature in the 

proposed algorithm.  

d) The motion patterns of the fast-moving granules are mostly linear (due to tube 

geometry and characteristics of molecular motors). Therefore, a linear prediction of 

velocity would be sufficient. In the proposed algorithm, a moving average filter that 

predicts the velocity of granules by considering the past few samples on the trajectory 

was found to be sufficient. 

e) The number of granules entering and leaving the axonal segment of interest 

varies with time. Therefore, multi-object tracking approaches that require knowledge of 

the number of targets, or require manual initialization of targets, are not suitable for this 

application. 
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The second application of interest to this thesis, topological reconstruction of vessel 

networks, also implicitly incorporates some ideas from the multiple object tracking 

literature, as described further in Section 2.6.5. 

2.5 Kymographs 

2.5.1 Definition 

Kymographs can be considered as a special case of spatiotemporal methods for motion 

analysis and detection.  A kymograph provides a distillation of the video sequence into a 

spatio-temporal map that summarizes granule motion along a one-dimensional path. A 

kymograph is generated by sampling spatial points on a predefined one-dimensional path 

for every time frame of the video. The one-dimensional path is referred to as the "central 

axis," and objects moving along this central axis are analyzed using the kymograph. In 

other words, a kymograph K  is a mapping of the form 3 2:K →� � , where 3
�  denotes 

the domain of the two dimensional video frames, t denotes the discrete time, and 2
�  

denotes the domain of the projection of the video on one-dimensional central axis. 

2.5.2 Description 

The typical kymograph representation of a typical video is presented in Figure 2.12(b). 

For the purpose of visualization, a kymograph is rendered using inverted intensities, i.e., 

bright background and dark foreground. The kymograph has time of the video-frame 

along the x-axis and the length of the central axis along the y-axis. In the case of BDNF 

granules, the central axis is obtained by tracing the axonal tube along which BDNF 

transport is analyzed (see Figure 2.12(a)). The intensity of each spatio-temporal pixel in 

the kymograph indicates the likelihood of an organelle being present at a given point in 

time, and the corresponding location on the central axis. Thus, the kymograph mapping 

provides a reduced-dimensional spatio-temporal representation that isolates only the 

relevant portions of the video data.  

The kymograph is displayed according to the following conventions. The horizontal 

axis of the kymograph indicates the sampling time (in seconds) of video frames. The 

vertical axis indicates the arc length along the axon central axis, with the proximal point 

at the bottom and the distal point at the top. With this convention in mind, the motion of 
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the granules as seen on the kymograph can be interpreted as follows. If the granule is 

moving from the proximal point to the distal point, it is said to be engaged in 

anterograde motion, and the corresponding trajectory appears with a positive slope. If 

the granule is moving from the distal point to the proximal point (i.e., retrograde 

motion), then the line appears with a negative slope. Trajectories of faster moving 

granules have larger absolute slopes. The velocity estimates of granules depend on the 

distances traversed by the organelles, and are measured using the length of the central 

axis.  

 

Figure 2.12 (a)shows a section of the axon with the Proximal and Distal Points and 

estimated central axis, (b) Kymograph extracted by projecting the video sequence 

on the central axis. 

The kymograph representation offers multiple advantages:  

a) First, this formulation avoids the need to detect individual granules in individual 

video frames. Instead, it provides a quantitative multi-temporal basis for estimating the 

presence and movement of granules based on multiple video frames. This is particularly 

useful in the case of BDNF granules where the motion can only be ascertained after 

observing a granule over a sufficient number of frames.  
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b) A second advantage of the kymograph is its ability to impose a path constraint for 

the particle trajectories, enabling a far more reliable automated analysis than would be 

possible without such a constraint.  

c) A helpful side effect is to eliminate irrelevant pixels without loss of relevant 

information. It focuses the analysis on the interesting longitudinal component of motion 

of granules rather than the transverse motion that is both negligible and scientifically 

uninteresting.  

d) The central axis also provides a reference path along which the relative velocities 

of the granules can be compared and analyzed. 

2.5.3 Related work 

The idea of using kymographs has been proposed in a few prior works, although they 

were constructed differently. Described below are some of them from the contemporary 

literature. 

Welzel et al. [Welzel09] evaluated axonal transport by cross- and auto-correlation of 

kymograph columns. Velocities were determined using pair-wise cross-correlation of 

kymograph columns as shown in Figure 2.13. Vectors drawn from the cross-correlation 

of kymograph columns show prominent peaks that were automatically detected. Multiple 

peaks implied multiple velocity populations in the histogram. 

Ludington et al.[Ludington09] generated kymographs from total internal reflection 

microscopy (TIRF) images of eGFP tagged proteins. They examined the movement of 

fluorescently-labeled intra-flagellar transport of particles in live cells. In their 

experimental setup, the tagged proteins from aggregate particles were injected onto fixed 

tracks. While on the fixed tracks, the aggregate particles moved at a constant speed. 

These particles travelled at roughly 2 microns per second, and therefore a frame rate of 

roughly 30 frames per second was used to capture their movement. However, due to 

high noise in the data, standard particle tracking algorithms were not suitable in their 

study. Therefore, they used kymographs made by hand-tracing a line segment along the 

fixed tracks. 
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Figure 2.13 is from Welzel et al. [Welzel09]. It shows the determination of transport 

velocities from a kymograph via column-wise cross-correlation (CC) in simulated 

and real data. (a) Shows a simulated particle trajectory kymograph (SNR = 1.1); 

(b) shows its normalized CC profiles (mean given as bold black trace). All CC 

profiles were aligned for the well-defined automatically detectable peak. Inset 

shows the corresponding velocity histogram of analyzed columns. (c) shows a 

kymograph from an image time series (0.5 Hz) of a hippocampal axon. (d) shows 

the histogram of calculated velocities, and (e) is a total kymograph, which shows 

that velocity populations can be clearly defined (arrows). 

In order to determine the dominant speed of moving particles, a Radon transform of 

the input kymograph was computed. Assuming all particles have a single dominant 

speed that remained constant, the "best-fit" rotation angle from the Radon transform was 

used to detect peak velocities of particles.   

Smal et al. [Smal09, Smal10] used a probabilistic method to track plus-ends of 

microtubules using the kymograph representation of differential interference contrast 

(DIC) microscopy video sequences. As shown in Figure 2.14, their kymograph was 

constructed by creating an "observation line" along the microtubule body. Image 

intensity values were then sampled equidistantly along the observation line, yielding a 

vector of measurements. The resulting kymograph is a collection of measurement 

vectors for every time column (See Figure 2.14(b)). 
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(a) 

 

(b) 

Figure 2.14  shows the kymograph construction from Smal [Smal10]; (a) is a DIC 

image with micro-tubules. Also shown is an "observation line" along the body of 

microtubules and a "seed" that initiates microtubule nucleation. (b) is a 

kymograph obtained by projecting the video on the observation line, showing the 

dynamics of both micro-tubule ends (growth and shrinkage). 

Their goal was to track the kinetic properties of the microtubule plus ends by 

estimating motion parameters. These authors used a variable-rate particle filtering and 

multi-scale trend analysis for tracing tracks. A variable-rate particle filter was required 

because the tip-movement (shrinkage and growth) happened at different velocities. The 

shrinkage was observed in 3-10 frames, whereas tube-growth was observed in 30-100 

frames of image data. 

In this thesis, the kymograph representation is used in the motion trajectory analysis 

of BDNF granules, primarily because the motion paths of the BDNF granules are 

restricted to a one-dimensional axonal tube (as shown in Figure 2.12). This makes the 

proposed approach ideal for kymograph based analysis instead of a classical (but higher-

dimensional) multi-object tracking method. 
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2.6 Vessel Tracing from 3-D Microscopy Image Data 

2.6.1 Definition 

Vessel tracing is the process of estimating the centerlines and the widths of the vascular 

networks from intensity images (in 2 →� �  or 3 →� � ) to determine their structure 

and topology for the purpose of biomedical studies. Vessel lumen tracing is the most 

popular among a few other vessel segmentation tasks, which include vessel outer-wall 

segmentation or thrombus segmentation. However, these tasks entail additional 

challenges that are not covered in this thesis. In this thesis, the terms vessel tracing and 

vessel lumen tracing are used interchangeably, indicating the same procedure. The 

topology of the vessel is represented as a trace-graph, where each node of the graph is 

attributed with a set of local properties of the vessel, and the edges of the trace-graph 

encode its connectivity with other nodes. 

2.6.2 Description and Related work 

Vessel tracing is a widely researched topic in the biomedical imaging literature. Over the 

past few decades, numerous algorithms have been proposed to extract the topology of 

the vascular structures. Several literature reviews discussing different approaches were 

published, like [Kirbas04], [Suri02] and [Lesage09]. The vessel extraction problem can 

be approached using the following segmentation objectives:  

(a) contour (or region) extraction methods; and  

(b) centerline (or skeleton) extraction methods.  

Region extraction methods are useful for mapping the anatomical details of the 

vasculature, whereas centerline extraction methods focus on the topology of the vascular 

network. However, these two approaches are interchangeable in principle because the 

result of one can be derived from the other. In order to derive centerlines from region 

extraction methods, thinning or skeletonization algorithms [Bouix05] have been 

proposed. Skeletonization is the process of removing pixels from the object boundaries 

while preserving the homotopy of the objects. Likewise, vascular regions can be derived 

from centerline extraction methods, by using techniques like ray casting on a 2D 

orthogonal plane [O’Donnell98], deformable models [Tyrrell07], or the circular-shortest 
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path technique. This thesis uses centerline extraction methods for estimating the vessel 

topology. 

Another way to categorize vessel extraction approaches is based on the degree of 

automation, and the extent to which the algorithm is "global" or "local". While the more 

global algorithms are insensitive to initialization, the success of local algorithms depends 

on the initialization. These categories are pictorially depicted for comparison in Figure 

2.15. For local approaches, the appearance of nodes of a trace-graph can be modeled 

using Gaussian [Florin04], Cauchy [Wu04], Rician or double sigmoid distributions. For 

vessel and background models, Tyrrell et al. [Tyrrell07] used a piecewise constant 

model with a Laplacian noise distribution. Models based on a mixture of distributions 

were used by Manniesing et al.[Manniesing04]. Models with a combined shape and 

intensity profile were also proposed, such as the parabolic profile [Steger98], and 3D 

Gaussian line profile [Krissian00]. 

 

Extraction schemes 

Markov Point 

Process 

Active 

Contours 

Region 

Growing 

Direct Centerline 

Tracking 

Minimum cost 

path 

Lacoste et al., 05 

Initialization 
Automatic (global) Manual (local) 

None 
Threshold filter response or 

segmented regions 

Points at root or seeds 

inside vessels 

Start and end 

points 

Region / Contour 1D Centerline 

Nain et al., 02 

Frangi et al., 00 

Lorigo et al., 02 

Wesarg et al., 07  

Kirbas et al., 03  

Deschamps et al., 07  

Tyrrell et al., 07  

Aylward et al., 02  

Friman et al., 08 

Meijering et al., 04  

Skeletonization 

Ray casting, 2D orth plane segmentation, 

Deformable models, Constrained active contour 

Bouix et al., 04  

O’Donnell et al.,98  

Gulsun et al., 08  

 

Figure 2.15 shows a broad outline of various approaches in vessel segmentation. 
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The main approaches for vessel extraction are briefly described below in greater 

detail.    

2.6.3 Region Growing Methods 

Region growing methods are initiated from seed points, located inside vessel structures. 

Once initiated, they incrementally segment the vessel structures by adding neighboring 

voxels based on pre-defined inclusion criteria. A typical example is shown in Figure 

2.16. Generally, these schemes are simple, computationally efficient, and belong to a 

class of greedy algorithms that employ ad-hoc inclusion rules. A few sophisticated 

region-growing approaches use ordering schemes, where candidates for inclusion are 

ordered according to fitness criteria, along with local schemes to correct the geometry of 

the growing front of wave propagation [Quek01]. Broadly, the methods based on fast 

marching (see Section 2.6.6) can also be included in this category. 

The main advantage of such approaches is that they explore the data sparsely, and 

are therefore efficient for segmenting large 3D datasets. However, these methods depend 

heavily on the robustness of the underlying features to prevent under- and over-

segmentation. Overall, these methods are simple yet powerful, with a lot of flexibility. 

 

 

Figure 2.16 shows a typical region growing method for vascular segmentation. 

From left to right: starting from a seed point, a region-growing algorithm 

successively adds neighboring voxels fulfilling defined inclusion criteria (e.g., an 

intensity threshold).[Lesage09] 

2.6.4 Active Contour based Methods 

Active contour based methods evolve an interface through interaction of different 

pseudo-forces defined over images. These pseudo-forces include external forces that are 

derived from the image data, and internal or model-based forces that constrain the 

contour geometry and regularity. Classical implementations of active contours are 

usually unfit for vascular structures as they prevent the capture of thin, elongated 
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surfaces. Therefore, several modifications have been suggested to include the 

longitudinal structure of blood vessels.  

Parametric active contours rely on an explicit Lagrangian formulation for 

controlling the contour evolution, which is computationally efficient. For example, 

topology-adaptive snakes (t-snakes) proposed in [McInerney00] were able to control 

automated contour splitting and merging to better capture thin and branching structures. 

The eigen-snakes proposed in Toledo et al. [Toledo00] used the direction of the target 

vessels in their contour evolution. These directions were estimated through a principal 

component analysis on the distribution of gradient vectors. 

Geometric active contours are implemented using level-set techniques. One notable 

contribution in this field include the "Curves" algorithm by Lorigo et al. [Lorigo01] (see 

Figure 2.17). Their algorithm employed a co-dimension-two level-set to evolve a 1D 

curve on a 3D domain. The co-dimension of a manifold is the difference between the 

dimension of the embedding space (i.e. the level-set functional) and the dimension of the 

evolving manifold (i.e. the curve). A typical level-set formulation [Chan01] that has a 

planar curve in 1D represented by an evolving surface in 2D will have a co-dimension 

one. The distance function in this case is positive for the “outside” region and negative 

for the “inside” region. However, a 1D curve that is evolved in a 3D image will have a 

co-dimension two, and the distance function is always positive, with a singular value on 

the curve. In practice however, Lorigo et al. evolved a width-limited surface, called the 

ε-level-set, to constrain the lowest curvature of the level-set surface that aligned with the 

vessel’s principal direction.  

 

Figure 2.17, reproduced from [Lorigo01], shows the comparison of co-dimension 2 

level-set: Curves. Shown from left to right: the original image of CT lung scan of 

bronchi; the results obtained by a classical co-dimension 1 level-set; the results 

using the Curves segmentation; and the super-imposition of the results showing 

extra structures obtained by Curves in light gray. 
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Another notable approach in this category is the ball measure in the level-set 

formulation of Nain et al. [Nain02] that prevented local widening of the contour, by 

using a soft shape prior. Overall, active contour-based techniques have a flexible, 

general framework that allows the integration of various internal and external pseudo-

forces. Potential limitations of these techniques are their convergence to a local 

minimum of the Euler–Lagrange energy functional, and need for initialization. 

Moreover, the control of these algorithms over topology is limited, causing segments to 

merge or disconnect spuriously. These algorithms generally output implicit regions, and 

an explicit detection of vessel topological features (like vessel length and branch-points) 

requires a post-processing stage. 

2.6.5 Vessel Tracking Methods 

Vessel tracking methods estimate vessel centerlines by tracking vessel curves in space 

( 3
� ).These methods achieve robustness by using higher-level topological information, 

such as smoothness of the vessel centerlines, direction, and scale [Wink04]. Vessel 

trackers progress along the vessels using iterative prediction and correction steps. The 

prediction step is performed by estimating the vessel direction. It can be done using the 

following methods. 

a) Model fitting based prediction schemes use the pose of an anisotropic model at 

the previous step [e.g., Tyrrell07] to initialize the fitting process in the present step. 

These methods estimate the local minimum of a robust fitting criterion to estimate the 

vessel orientation at each point. However, in complex vascular regions and bifurcation 

points, the estimated local minimum may be unreliable. 

b) Methods based on principal direction of the Hessian or moments of inertia 

[Aylward02], provide a stable orientation (given the scale estimation is correctly 

known). However, these methods are sensitive to nearby vessel structures, and noise in 

the data. 

c) Filtering of position history is similar to a moving average filter, which smoothes 

the predicted orientation. However, smoothing might be inappropriate at branch-points 

or sudden bends in the vessel directions. 
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d) Gradient vector distribution provides additional robustness by incorporating edge 

information from vessel boundaries[Hassouna09]. However, the gradient vector is not 

strong enough at regions of low contrast or gaps. 

e) A Kalman filter based approach gives a linear estimate of state variables, but may 

perform poorly at branch points and sudden changes in vessel directions. A particle 

filtering based approach [Florin06], handles the non-linearity efficiently, but is 

computationally expensive.  

A correction step usually follows the prediction. The correction is used to re-center 

the tracker model and align it with the vessel segment. This can be accomplished in one 

of several ways: 

a) Fitting a local model such as a sphere, ellipsoid, cylinder [O’Donnell98], or 

superellipsoid [Tyrrell07], can provide accurate centering, if the correct local minimum 

is found; 

b) Local optimization of a medialness feature, like the center of mass of cross-

sectional contour points of 1D rays emanating from the predicted location on an 

orthogonal plane [Fridman03], [Wesarg04]; 

c) Edge locations on the 2D orthogonal plane [Aylward02, Al-Kofahi02] re-center 

the centerline with respect to edges. However, this method is sensitive to morphological 

boundary noise and low-strength edges;  

d) Average outward flux [Bouix03] of gradient vector flow can be used. However, 

this method is sensitive to gaps in the vessel segment and low-contrast edges. 

To improve robustness of the tracking methods, several schemes have been 

proposed. For example, the multiple-hypothesis vessel tracking in [Friman10] uses an 

approach described in [Cox96] (see Section 2.4).  

The following subsections describe two closely related tracking-based approaches 

for vessel detection in greater detail.   

Superellipsoid Based Tracer 

Tyrrell et al., [Tyrrell07] proposed a deformable model-based method for segmenting 

tubular structures in medical images. The algorithm improved upon an earlier approach 

that used a bank of matched filters for the detection of a vascular segment, e.g., 
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[Frangi98], by using a parameterized node model to estimate local vessel shape and 

appearance from the image data, which was followed by a robust likelihood ratio test to 

confirm the presence of vascular elements. The proposed superellipsoid model 

(illustrated in Figure 2.18) used an explicit low-order parameterization of the model to 

estimate the local pose of a vessel segment. Using this local geometric information, the 

entire vascular network was traversed by repeatedly shifting the superellipsoid along the 

vessel direction. In this way, the medial axis of the vasculature was estimated by 

following the traversal path of the localized super-ellipsoid model.   

 

Figure 2.18 shows the boundary of a superellipsoid as the shape parameter ε is 

varied between 1.0 and 0.25. The figure also shows non-uniformity in the mesh 

tessellation as a function of ε using arrows. Green arrows show the region where 

the mesh is rarefied, while the red arrows show the region where the mesh is 

condensed, as the shape parameter ε is varied. 

The algorithm is described here briefly for the purpose of reference, and 

experimental results from this algorithm are presented in Section 6.6. Further details 

about the algorithm are available in [Tyrrell06] and [Tyrrell07]. The super-ellipsoid 

model is expressed implicitly as 

 
( ) ( )

1
2

2 2
,S x y zε εε = + +x ,  (2.13) 

where S : Superellipsoid model, 

  [ ], ,
T

x y z=x : the spatial coordinates, 

  ε : Squareness parameter of the superellipsoid. 

A set of points in the image data denoted  ( ){ }| , 1X S ε= =x x  provides a simple 

shape model that can be subjected to scaling, rotation, and translation through a rigid 

transform (Figure 2.19): 
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( ) ( ) ( )T R D= +x θ σ x µ ,  (2.14) 

where ( ) ( )1 2 3, diag , ,D σ σ σ=σ σ  denotes the scaling of the superellipsoid along  

the three orthogonal axes, with ( )3 1 2max ,σ σ σ>  

  ( )R θ : denotes a rotation in 3D with three degrees of freedom, and 

  { }, ,x y zµ µ µ=µ are the translation parameters. 

 

 

Figure 2.19 shows a vessel segment labeled with the parameters needed to describe 

its local coordinate frame. The dashed line labeled µ denotes an offset from the 

origin to the center of the vessel segment. The principal axes of the localized vessel 

segment are denoted P1, P2, and P3 respectively. The dark ellipse oriented relative to 

the principal axes indicates the local vessel boundary and is labeled with the vessel 

cross-sectional scale values σ1 and σ2. The line labeled σ3 describes the approximate 

length over which the vessel segment is locally cylindroidal. (Figure courtesy 

Tyrrell et al. 2007). 

Denoting the set of parameters of the superellipsoid as { }, , ,β ε= µ θ σ , the 

superellipsoid function ( ), 1S β =x  was used to model the local vessel shape. In order to 

estimate the local anisotropy, the scale 3
σ  of the superellipsoid was constrained to lie in 

the range ( )1 2max ,σ σ
 
and ( )1 21.5 max ,σ σ× , where the factor 1.5 is the maximum aspect 

ratio parameter that limits the maximum length of the major axis of the superellipsoid 

with respect to the minor axes.  

The intensity distributions over the inside and outside regions of the superellipsoid 

were estimated assuming a constant intensity model, where a novel skipped-median 

estimator was used. This estimator helped overcome the effect of a neighboring vessel 
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segment by treating them as pseudo-outliers when they appear in the vicinity of a 

segment that is being traced. Thus, the skipped-median estimator made the background 

estimate more reliable by removing voxels from the background region whose intensity 

is closer to the foreground level. These voxels are more likely to be a part of some other 

(usually neighboring) foreground process. 

Finally, the superellipsoid-based tracer used a maximum likelihood approach to 

recover the superellipsoid parameters by minimizing the log-likelihood function given 

by 

( ) ( )( ) ( )( )
( )( )

, , log logx x x xF B F BL I I f I I d f I I d
β β

β
ℜ ℜ

= − + −∫ ∫ , (2.15) 

where FI  and BI  are the intensity estimates of the regions inside and outside the 

parametric superellipsoid model denoted by ( )βℜ  and ( )βℜ  , respectively. These 

intensity estimates,  F
I  and B

I  were obtained using the skipped median estimator as 

reviewed above. The minimization of equation (2.15) was performed using a gradient 

descent procedure starting from an initial parameter vector 
0β . In the implementation, a 

finite element based-technique employing a triangular mesh of the superellipsoid 

isosurface (Bardinet, et al. 1994) was used to update β . The update equation for 
tβ at 

evolution step t  under this formulation is given by: 

 
1t tβ β α β−= + ∆ , (2.16) 

where α  is the learning rate, which was suitably damped when an oscillation was 

detected, and β∆  is the update to the parameter vector 
tβ  at time t. β∆  is given by  

 

( ) ( ) ( )
( )

ii i i c

C

F c J c c sβ
β

β
∈

∆ ∝ ∆∑
c

n , (2.17) 

where, 

i
c  : denotes each facet of the triangular mesh, 

( )C β : denotes a set of facets of the triangular mesh, 

( )iF c : denotes the "external force" acting on the facet ic  due to image intensities, 

J β
 : denotes the model Jacobian matrix (see [Tyrrell07] for details), 
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( )icn  : denotes the outward normal at 
ic , 

ic
s∆ : area of the facet 

ic . 

 The local frame of reference of the superellipsoid at the step k  is described by an 

orthogonal set ( ) 1 2 3

k k k k
R P P P =  θ , where the subscripts 1, 2 and 3 denote the directions 

of the local orientation vectors having scales { }1 2 3, ,σ σ σ (see Figure 2.20). In order to 

traverse the entire vessel network, the superellipsoid was shifted after each fitting step in 

the direction parallel to 
3

kP , where 
3

kP  is the local axis of the superepllisoid with a scale 

3σ  at the previous iteration. The shift was made proportional to the scales along the 

orthogonal axes i.e., 1 2,σ σ . Shifting was accomplished by constraining the µ  

component of the parameter vector 
tβ  at step k  to lie in the null space of 

3

kP , i.e., the 

space spanned by 1 2

k k
P P   . In other words, any movement in the direction parallel to 

the medial axis was removed during the gradient descent search for parameters µ . 

 

 

Figure 2.20 shows the three steps of traversal of the superellipsoid through the 

vascular structure along with the local frame orientation. (Figure courtesy Tyrrell 

et al. 2007). 

Local vasculature models were initialized at several seed points, and were then 

allowed to traverse the network sequentially, until they passed a generalized likelihood 

ratio test at each step. The generalized likelihood ratio determines whether the vascular 

element in question belongs to the background model or the foreground model, by 

comparing the intensity estimates to a user-defined threshold. The tracing was 
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terminated when either the generalized likelihood ratio test failed, or the trace "hit" an 

already traced segment of the vessel network (“hit-test”). 

Particle Filter based Tracer 

Particle filtering methods are recursive Bayesian estimation schemes that track the 

posterior probability distribution of a dynamic system (see Section 2.4). Vessels are 

characterized by sudden scale variations, direction changes, and the presence of 

bifurcations that are highly non-linear processes. Instead of relying on deterministic 

estimation schemes, particle filters handle non-linear processes by using stochastic 

sampling techniques. Particle filters are usually less sensitive to premature failure than 

single-hypothesis tracking algorithms, and they are more robust to noise and local 

anomalies. The particle population is evolved by predicting new model parameters, 

obtained by sampling posterior distributions. Such distributions typically incorporate 

prior knowledge on the process dynamics (like scale and direction changes). 

Florin, et al. [Florin06] applied particle filtering to vascular segmentation by 

formulating the vessel-tracking task as a recursive estimation problem. Their state-space 

consisted of parameters that modeled vessel location, scale, orientation, and appearance. 

They also used a circular shortest paths based algorithm to estimate cross-section areas. 

The algorithm is illustrated in Figure 2.21. 

The main drawback to the otherwise robust particle filters is their computational 

cost, which is proportional to the number of particles. With potentially very large state-

spaces, a relatively high number of samples have to be maintained.  
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Figure 2.21 shows the results of particle filtering from Florin et al. [Florin06], and 

application to the tracking of coronary arteries from cardiac CTA data. On the top 

row, particle mean states are overlaid on the original image. On the bottom row, 

particle distributions split at bifurcations. Such a situation is handled with 

clustering and repopulation methods, as described in detail in their paper. 

2.6.6 Minimal Path Techniques 

Minimal path approaches are particularly popular for centerline extraction. The minimal 

path-based techniques of Cohen and Kimmel [Cohen97] can be shown to correspond to a 

special case of geodesic active contours [Caselles97]. Efficient dynamic programming 

schemes are known to solve such problems globally [Tsitsiklis95], [Cohen07].  

Given a potential P  that assumes lower values at the vessel center, and two end 

points 0
x  and 1

x , the minimal-cost-path algorithms seek a path along which the integral 

of �P P w= +  is minimum among all paths joining 0
x  and 1

x , and 0w >  represents the 

internal energy of the curve (using its geometric properties). The potential is designed to 

favor centerline locations, which could be the reciprocal of a vessel-dedicated feature, 

like the vesselness measure [Frangi98]. Global optimality is a key motivation for such 

techniques, providing good robustness even in cases of corrupted data or severe 

anomalies. For example, [Lin03] have shown the use of the shortest path technique to 

trace local vessel anomalies (see Figure 2.22 ). 
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Figure 2.22 shows that the shortest path approaches are robust to local anomalies. 

The top row shows the 2D and 3D views of a vessel with an aneurysm and the back-

tracked centerline. The bottom row shows the 2D and 3D views of a severely 

stenotic vessel and the back-tracked centerline. Illustration based on material from 

Lin et al. [Lin03]. 

The fast marching algorithm [Sethian96] is usually at the core of most minimal path 

techniques [Deschamps01], [Cohen07], [Li07]. Another variation is the use of a 

bidirectional front propagation approach wherein the fronts are initiated from start and 

end points simultaneously, similar to an A* heuristic algorithm. 

A few techniques have been proposed to control the front evolution as well. Notable 

among these is the front freezing technique [Cohen07], which prevents paths with 

cumulative costs that are too high from being propagated further. Front propagation has 

been proposed in the anisotropic domain using an anisotropic fast marching algorithm 

[Parker02]. Front propagation in 4D scale-space was proposed by Li and Yezzi [Li07] 

with simple modification to the original fast marching algorithm, which considers the 

radius as an additional dimension. This strategy results in an improvement in the 

centering of the vessel surface and implicitly handles curve smoothness, since the scale-

space curves are non self intersecting (see Figure 2.23). 
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(a) 

 

(b) 

Figure 2.23 (a) A tubular structure is presented as the envelope of a set of spheres. 

[Li07] (b) Deschamps, et al.  [Deschapms07] showed front propagation using fast 

marching and distance based freezing to extract the minimal tree of an image of the 

aorta. From left to right, the images show successive iterations of the segmentation 

process. The propagating front is shown in red, and the frozen fronts are shown in 

white. 

Minimal path techniques allow higher-level heuristics to be employed easily. For 

example, Gulsun [Gulsun07] extracted complex vascular trees, by backtracking multiple 

minimal paths to a single proximal seed a posteriori. A related approach can be found in 

the geodesic voting technique of [Rouchdy09]. This method uses a measure of the 

density of minimal paths running through a given location to identify the main segments 

of the vascular tree. It relies on the observation that minimal paths from different end 

points converge and concentrate in highly anisotropic areas corresponding to true 

vessels. This technique can actually be applied to extract vascular trees from fully 

optimized action maps, without the need for an explicit stopping criterion. Geodesic 

voting then serves as an a posteriori pruning criterion, retaining only locations of high 

path densities. 

Overall, minimal path techniques provide a greater control over vascular 

segmentation. They are able to provide global minima in cases where the start and end 

points are available. Classical issues with minimal path techniques include the extraction 
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of eccentric or even erroneous shortcut paths, due the cumulative nature of the 

optimization. However, this can be controlled by using other topological measurements 

available with this technique. 

The work in this thesis draws inspiration from minimal path techniques. Under this 

framework, Li, et al. [Li07] proposed an approach for vascular segmentation that is 

modeled as a minimum cost path in scale-space. They used the fast marching method 

[Sethian96] in 3 +×� �  (three space dimensions and one scale dimension) to find the 

minimum cost path at discrete pixel levels between a pair of terminal points (the start 

and the end point). Similarly, Cohen and Deschamps [Cohen07] constructed a shortest-

path tree using pixel level connectivity (using the Fast marching method) in their 

minimal tree formulation. They were able to use topological constraints in their "front 

freezing" technique, which uses the cumulative cost of the path of front-traversal to 

freeze (stop) front propagation. The proposed algorithm attempts to use similar “higher 

level” topological information. 

The proposed algorithm also draws its inspiration from the work of Tyrrell, et al. 

[Tyrrell06, Tyrrell07] that used overlapping geometric primitives (superellipsoids) to 

cover a vascular foreground region in an image. The superellipsoids can be thought of as 

forming the local nodes in a trace-graph that models the vessel network. However, the 

algorithm needed a powerful likelihood ratio test in the detection process of each node 

that could be unreliable [Lesage09], and the algorithm had to be restarted from another 

seed point (starting point). 

The proposed method aims at combining the above-described approaches to 

consolidate their strengths, and balance their weaknesses in the following way. The first 

set of ideas was limited by the fact that pixel-based nodes are: (i) sensitive to local noise 

variations; and (ii) computationally expensive for larger datasets. Additionally, the 

algorithm would require user interaction to specify starting points. Nevertheless, the 

advantage of this approach lies in the fact that the front freezing technique was based on 

an aggregate pixel "cost" function defined on the minimal tree, and not the cost of 

tracing individual pixels. On the other hand, vessel-tracking methods have fewer scale-

adaptive nodes that model local vascular regions. These nodes can be used to construct a 

higher-level graph that is both efficient and scalable. Moreover, their detection can be 
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prioritized similar to front propagation in a Fast Marching formulation, and topological 

information can be used to impose additional constraints. Using the combination of these 

two ideas, this thesis proposes a vessel-tracing algorithm that combines the robustness 

and efficiency of tracking based methods, with the higher-level topological information 

available to the minimal path techniques.  

The proposed algorithm has several differences from both the aforesaid techniques. 

The image domain is discretized using a finite set of nodes. Therefore, the resulting 

minimal tree depends on the discrete organization of nodes, and does not necessarily 

result in a global minimum (unlike the minimal tree of Cohen et al. [Cohen97]). Second, 

the proposed algorithm is fully automated, and manual initialization is avoided by 

initializing the node detection process at multiple seed points in the input image using an 

automated procedure. The excess initialization points (if any) are efficiently handled by 

the algorithm design (to be discussed further). Finally, the geometric primitives for 

modeling the local vasculature are also improved to account for bifurcations and the 

propagation of multiple hypotheses. 

The proposed work is built upon the work of [Tyrrell07] as a foundation, and uses 

some of the concepts from the literature on active contours [Chan01], [Xu98], region 

growing [Deschamps07], [Cohen97] and the minimum cost path [Li07], [Meijering04]. 

The goal is to develop a hybrid strategy to construct the topology of vascular structures 

as a trace-graph, by combining ideas from various approaches and eliminating the 

known weaknesses. For example, this work improves the detection of nodes by using 

both region-based and edge-based terms during segmentation, as compared to only 

region-based terms in the work of Tyrrell et al. 
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3. Motion Trajectory Analysis of Brain-derived Neurotrophic Factor 

Granules
1
 

3.1 Introduction  

The motion trajectory estimation problem is addressed using a kymograph representation 

of the video sequence. The kymograph representation offers multiple advantages for 

velocity profiling of BDNF granules. First, this formulation avoids the need to detect the 

granules in the individual video frames. This is particularly useful as the motion of 

BDNF granules can only be ascertained after observing a granule over a sufficient 

number of frames. Additionally, kymograph analysis provides a quantitative approach 

for estimating the presence and movement of granules. 

The proposed approach exploits additional information that is available in the 

current context. Specifically, the transport of BDNF granules is restricted within a 

narrow axonal micro-tube that can be imaged as a separate channel. Axons are one-

dimensional structures and the movement of the granules in the direction parallel to the 

length of the axon is important. In other words, the motion component that is normal to 

the micro-tube is negligible and unimportant from a biological standpoint. This can be 

used to our advantage by collapsing the frames in the video sequence on a one-

dimensional curved axis, so that granule movement along that axis can be studied and 

analyzed in a lower-dimensional space.  

In addition, it is possible to exploit certain regularities that exist in the granule 

movements. Indeed their movements are not completely erratic - they exhibit some 

consistency in velocity when they are in motion. This is because these movements are 

caused by molecular motors attached to granules, whose speed is determined by the 

geometry of the micro-tube and molecular properties of the motor proteins that are 

relatively stable over time. This regularity is a very strong cue for locating and tracking 

these granules in the video.  

                                                 

1
 A part of this work is published in “A. Mukherjee, B. Jenkins, C. Fang, R.J. Radke, G. Banker, B.  

Roysam. Automated kymograph analysis for profiling axonal transport of secretory granules. Medical 

Image Analysis. 2010 Dec 30. PubMed PMID: 21330183.” 
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Using these facts, the problem is addressed as follows. The first step is to transform 

the video corresponding to a section of the axon of interest into a kymograph 

representation. Then, by using the available multi-temporal information, BDNF granule 

trajectories are enhanced. This process is called refinement of the kymograph and is 

accomplished using a novel voting technique using Orientation Distribution functions. 

The ODF voting is a fast and efficient method to generate inference from directional 

data in a neighborhood. 

Then, the refined kymograph is used to estimate granule trajectories using another 

novel algorithm that incrementally recovers multiple curves from images. The multiple 

curve detection algorithm simultaneously starts from multiple points on the kymograph 

that have high confidence of presence of trajectories. The recursive extension of curves 

at each tip is rank-ordered by a cost that discourages the curves from entering low 

confidence regions (regions of ambiguity due to multiple trajectories or low contrast due 

to various imaging artifacts) until enough information is available. The curves are 

allowed to grow and merge (if the tips collide) or jump (over each other) until the entire 

kymograph region is covered. This is followed by a joining algorithm that extracts 

several features from each tip of the fragmented trajectories, and considers longer 

distance merging (greater than the jumping distance). Finally, the extracted trajectories 

are fed into a velocity profiler, which analyses these trajectories to recover statistical 

features of the granule motion. 

This chapter is organized as follows. First an overall description of the algorithm is 

presented, followed by a general description of kymographs and details of its generation 

from video sequences. Then a novel method is presented to enhance the kymograph and 

improve the visual continuity of trajectories using ODF voting. Following this 

description, a section is dedicated to explain another algorithm to automatically extract 

the set of granule trajectories using the enhanced kymograph. Joining techniques for 

fragmented trajectories are presented at the end.  

3.2 Overview of the Motion Trajectory Detection Algorithm 

The problem of analyzing axonal transport is addressed in the following steps as 

illustrated in Figure 3.1. 
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1. Central Axis Tracing: The central axis is traced between a pair of user-defined 

terminal points on the eGFP image delineating the axonal segment of interest where the 

transport is analyzed.  

2. Kymograph Generation: A kymograph is generated from the video sequence by 

projecting the data on the central axis. The central axis provides a reference path along 

which the relative velocities of the granules can be compared and analyzed.  

 

Figure 3.1 shows a flowchart summary of the granule motion trajectory analysis 

method. 

3. Estimation of Orientation Distribution Function (ODF): The ODF computed at 

each pixel on the kymograph is an estimate of the orientation of local ridges passing 

through the pixel. 

4. Neighborhood Voting: The ODF is used to cast votes on neighboring spatio-

temporal points to bridge gaps in the kymograph. The voting neighborhood incorporates 

the knowledge of regularity in the velocity patterns of the granules. Details of ODF 

voting are presented in Section 3.1. A ridge-enhancement algorithm based on the 

Weingarten matrix is then used to enhance faint trajectories.  
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5.  Multiple Curve Detection: To extract the multiple granule trajectories, a novel 

curve extraction approach with path constraints is proposed that is computationally 

efficient, robust to significant levels of noise and clutter, and can be used to capture and 

quantify trends in the transport patterns. 

6. Joining Track Fragments: Candidate trajectories output by the curve detection 

module are joined to yield the final trajectories using a support-vector regression (SVR) 

based joining algorithm. 

3.3 Central Axis Tracing 

The first step of the processing is estimating the central axis of the axonal segment. This 

axis indicates the motion path of the granules on the 2D plane, therefore, accurate 

estimation of the central axis is essential for the subsequent processing steps.  

During the imaging process, the orientation of the axon of interest relative to the cell 

soma is not always obvious from the limited view of axon segment captured by the 

camera. For this reason, we require the investigator to indicate a pair of points on the 

axon segment - one point is closer to the neuronal soma and is termed the “proximal 

point” and the other point is named the “distal point.” The granule transport patterns 

along the specified segment of the neuronal anatomy demarcated by the proximal and 

distal points are then examined. An example central axis is shown in Figure 3.2. 

 

(a) 

 

(b) 

 

(c) 

Figure 3.2(a) shows a section of the eGFP labeled axon with the Start (Proximal) 

and End (Distal) points. (b) Shows the solution to the Eikonal equation. A gradient 

descent is performed on this “Arrival Time” image starting from the End Point in 

order to trace the centerline shown in (c). 

End Pt 

Start Pt 
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The method for estimation of the central axis is similar to that described by 

Meijering et al. [Meijering04]. Denoting the eGFP image of the axon segment ( )J x , 

where [ ],
T

x y=x  refers to the spatial coordinates, a vesselness potential map [Frangi98] 

is first computed. The vesselness potential map uses a kernel function to detect 

longitudinal structures at each pixel of the image using the eigenvalues of the local 

Hessian estimated at scale σ . The scale of the Hessian is selected so that the response of 

the vesselness potential is maximized; typically it is comparable to half the width of the 

axon that is analyzed. The central axis is then estimated by minimizing the integral of 

the vesselness potential over a set of simple, non-intersecting curves connecting the 

proximal and distal points on this potential map. That is, if ( )ξ x  is the vesselness 

potential then the central axis C  is chosen to minimize the function 

( ) ( ) .
s C

E C s dsξ
∈

= ∫ The Eikonal equation with boundary conditions (from the proximal 

and distal points) is solved using the Fast Marching algorithm [Sethian96] for the 

minimization.  

3.4 Kymograph Generation from Video Sequences 

The basic kymograph is generated automatically as follows. As shown in Figure 3.3, 

the central axis C  is parameterized into discrete steps denoted i
s  along the axon length. 

The kymograph, denoted K , will encode the likelihood that a granule is present at 

discrete position i
s  and the video frame whose time index is t . For each time frame, the 

centerline of the axon is dilated by τ , a user defined width. Then, compartmental 

regions ( )i
X s  that form strips along the central axis are computed by selecting all the 

points in the dilated region that are closer to i
s  than any others 

j i
s ≠  (see Figure 3.3). 

Following this step, we select the pixel location 
*

,is tx  from each set ( )iX s  that has the 

highest pixel intensity, i.e.,  
( )

( )*

,
,

argmax ,
i

i

s t
X s t

I t
∈

=
x

x x . 

Finally, a temporal filter is applied on pixel intensities to construct the final 

kymograph as follows, 
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 ( ) ( ) ( ) ( )( )* * *1
2 , , ,, , 1 2 , , 1x x x

i i ii s t s t s tK t s I t I t I t= − − + +  (3.1) 

 

Figure 3.3 shows the kymograph generated by parameterizing the central axis of 

the axonal tube by i
s . The region ( )i

X s  is shown over three consecutive time 

frames. Two representative granules are shown in red: one of them is moving; and 

the other is stationary. The dilation width, τ  for generating the kymograph is 

specified by the user. 

The temporal sharpening filter accentuates the moving granules, while filtering out 

the stationary granules that are generally brighter than the moving ones. This is 

illustrated in Figure 3.4. 

3.5 Kymograph Refining using ODF Voting 

The granule motions, which are revealed in the kymograph as intensity ridges, have a 

systematic velocity pattern due to the characteristics of the molecular motors (kinesins 

and dyneins) that drive them. This regularity in the velocity patterns of the granules 

indicates that the granule location and velocity at any spatiotemporal point can be 

inferred from the location and velocity of the spatio-temporal neighborhood. This 

motivated us to create a voting scheme based on the orientation of neighborhood points 

to refine the ridge-like structures in the kymograph.  

Detecting ridge-like structures on the kymograph is challenging due to the presence 

of gaps, noise and ridge intersections. The original video is typically captured at a slow 

frame rate to achieve sufficient exposure times. As a result, the fast moving granules 
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have little or no overlap between successive frames. This creates gaps in the ridges, 

making it difficult for conventional ridge detection algorithms that rely on eigen-analysis 

[Steger98], or matched filters [Sofka06]. 

 

 

Figure 3.4 (left) shows the kymograph generated without temporal sharpening. (c) 

Kymograph with temporal sharpening. 

The ODF for the kymographs is therefore created to suit the space-time nature of the 

data. The orientations in the kymograph are synonymous with granule velocities, and 

each orientation bin implies a specific velocity. The angles of the discretized ODF are 

uniformly binned for ease of implementation, which implies that the velocity sampling is 

not uniform. However, this rarely affects the final outcome because the sampling is 

sufficiently dense. Figure 3.5 shows the discrete orientations used for generating ODFs. 

Note that the vertical direction is not used because it would imply infinite velocity.  
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Figure 3.5 shows the ODF kernel showing discrete directions of line integration. 

The orientations in the ODF are binned into a discrete number of angles 

( )2 2, ,
i

iπ πθ ∈ − ∈� . The ODF is estimated at each pixel of the kymograph using 

discrete line integrals over orientations as shown in Figure 3.5. The line integrals are 

weighted by a bell-shaped kernel that is given by: 

 ( ) ( )( ) ( )2 2exp / 2u

p l

p l

K r p p l dpβ θθ
=

=−

Ω = + −∫ , (3.2) 

where { }uβ =  is the position on the kymograph K where the ODF is evaluated, θ  is a 

discrete orientation, ( ) [ ]cos sin
T

r p p pθ θ θ= , and  l  is the width of the neighborhood 

used for ODF construction. A ridge passing through u  will create a peak in ( )β θΩ  at 

the angle θ  coinciding with the orientation of the ridge. Importantly, the ODF can 

contain multiple peaks that occur at intersections of multiple ridges (i.e., overlapping 

trajectories). Figure 3.6 shows three example cases of ODF estimation at the kymograph 

locations denoted A, B, and C, such that Location A is situated on a trajectory of the 

kymograph, Location B is situated between two parallel trajectories and Location C is 

situated at the intersection point of two trajectories. Note that the ODF estimated is 

radially symmetric about the center by construction. 

The ODF plot also shows the isotropic magnitudes using a concentric circle. Those 

bins of the ODF where the magnitude exceed the isotropic value contribute to the 

positive isotropy, whereas, the remaining bins contribute to the negative isotropy. These 

are shown in different colors in the ODF plot in Figure 3.6. 
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Figure 3.6 shows ODFs estimated from the kymograph at three example spatio-

temporal points. 

The ODFs are used in a voting scheme to fill in the gaps and inconsistencies in the 

appearance of the motion paths, while preserving ridgelines at the trajectory 

intersections. The basic idea is that each point in the neighborhood of a given point casts 

a "vote" for the refined intensity at that point. The votes are constructed so that points on 

the ridges are amplified, points between the ridges are down-weighted, and gaps in the 

ridges are filled from strong ridges on either side. 

The voting operation can be described as follows. First, the magnitude of the vote is 

computed by comparing the ODF ( )β θΩ  with a uniform distribution over θ that 

represents an isotropic ODF. In particular, we define a quantity ( ),θΨ u , that we call a 

voting function, which is obtained by removing the isotropic part of the distribution from 

( )β θΩ , that is, 

 
( ) ( ) 1,u qβθ θΨ = Ω −  (3.3) 

whereq is the number of bins used to discretize the ODF. The value of ( ),θΨ u is 

positive for peaks in the ODF that indicate ridge directions and is negative for valleys 

between peaks. During the voting process, this results in a positive vote cast by a 

neighboring pixel if there is an agreement among the ridge orientations between the 

voter and the receiver, and a negative is vote cast if there is an orientation mismatch. We 
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also define another quantity ( ),θ+Ψ u  that is equal to ( ),θΨ u  if ( ), 0θΨ >u , and 0  

otherwise.  Intuitively, ( ),θ+Ψ u  consists of only the positive anisotropy that indicates 

the presence of a ridge, but does not penalize its absence. 

Figure 3.7 shows a voter v in the spatial neighborhood of a receiver u. The voting 

depends on the positive anisotropy of the voter ( ),θ+Ψ u , the voting function of the 

voter , ( ),θΨ v  and the spatial neighborhood given by the position vector d v u= − . 

 

Figure 3.7 shows a space-time pixel u  in the kymograph, along with another pixel 

v in its neighborhood. The relative position of v  with respect to u  is indicated by 

the vector d . The voting process uses ODFs at u  and v , along with the 

neighborhood decay function corresponding to d  to generate the votes. 

A neighborhood decay function, denoted ( ),N θu v , is defined to quantify the spatial 

relationship between the voter v and the receiver u, so that the neighborhood points that 

are further away from, or angularly misaligned with u, have less influence on the vote. 

In this work, we use the formula ( ) ( ),

m
N Gσθ = ∠ −

u v
d u v , where = −d u v  and 

( )Gσ i  is a Gaussian with standard deviation  σ  applied on the angular discrepancy 

between θ  and the direction of vector d.  The neighborhood parameters m  and n are set 

by the user based on the desired angular resolution (i.e., velocity resolution for the 

granules) and permissible sizes of gaps or inconsistencies in intensities. In this 

work, 0.1m = − and 15n =  degrees are used. Figure 3.8 shows neighborhood decay 

functions for a few sample orientations. 

( ), ,u u θ+Ψ   

( ), ,v v θΨ  

d 
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Figure 3.8 shows neighborhood decay functions, denoted ( )u,v
N θ  for orientation 

values of { }85 60 30 0 30 60, , , , ,θ = − − −  degrees (in order from left to right, and then 

top to bottom). 

Figure 3.9 presents a schematic of the voting procedure. Here, u denotes a candidate 

spatio-temporal point in the kymograph, and v and w  denote two points in its 

neighborhood. Votes cast from point v for each discrete orientation are accumulated at 

point u. The magnitude of the vote depends on three quantities: the voting functions 

( ),θ+Ψ u  and ( ),θΨ v   and the neighborhood decay function ( ),N θu v . With this 

notation, the vote cast by v on u is denoted ( ),V u v , and given by 

 

( ) ( ) ( ) ( ), , ,V N d
θ

θ θ θ θ+= Ψ Ψ∫ u,vu v u v . (3.4) 

Note that we have used +Ψ  for u and Ψ  for v which means that the receiver point 

u seeks votes only for directions for which positive anisotropy is found (i.e., ridges are 

present), whereas the voters v cast both positive and negative votes to the receiver u. 
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Figure 3.9 shows a space-time pixel u  with two neighbors v and w . The relative 

positions of v and w with respect to u  are indicated by the vectors 
u,v

d and 
u,w

d . 

The voting process compares the ODFs at u  with those of its neighbors, weighted 

by the decay function to generate votes. 

Considering the examples in Figure 3.9, ( ),θ+Ψ u  and ( ),θΨ v  have positive 

anisotropies in the retrograde direction and the corresponding neighborhood decay 

function ( )N θuv  also shows a peak near the angle θ  that matches the positive 

anisotropies of  ( ),u θ+Ψ  and ( ),v θΨ . Thus a positive vote would be cast on u from v. 

On the other hand, while ( ),θΨ w  has a positive anisotropy in the retrograde direction 

similar to u, the peak of the neighborhood function ( ),N θu w  does not match the 

anisotropy direction, making the weights almost negligible at those angles. Therefore a 

near-zero vote is cast from w  to u for an angle θ . However, if a neighboring point has a 

negative anisotropy for any θ  and assuming the neighborhood decay function is nonzero 

for that angle, a negative vote is cast on u. The total vote from all neighbors is obtained 

by accumulating votes over the entire neighborhood as follows: 

 

� ( ) ( )
( )

,
v u

u u v
Nb

K V
∈

= ∑ , (3.5) 

where �K  is the kymograph after the voting process. 
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In this way, θ ’s for all positive anisotropies of u accumulate positive as well as 

negative votes from the neighboring points that have non-negligible weights in the decay 

function. In the end, the receiver point u appears to be a ridge if the sum of positive 

votes exceeds that of the negative votes. In other words, if the neighborhood of u has a 

sufficient number of matching peaks in its anisotropy direction, it receives large number 

of positive votes even if it was not originally a ridge point due to a gap. On the other 

hand, if the receiver point u is a noisy pixel or small "island" that does not belong to any 

trajectory in the kymograph, it receives a large number of negative votes from its 

neighbors and gets suppressed. The results of voting are shown in Figure 3.10. 

 

 

Figure 3.10. (Top row) ODFs obtained from the estimated kymograph shown in 

Figure 3.6; (bottom) The ODFs after the voting operation; note that the peak 

orientation is significantly enhanced due to the ODF voting process. 

The accumulation of votes generates a resultant vote that has a high value only 

when there is a spatial and angular alignment of the underlying ridgeline(s). This ensures 

sharp and narrow peaks at the centers of the ridgelines that robustly indicate the location 

as well as direction of the ridges. For example, in Figure 3.10, the ODF at Point A (to 

the left) has some local anisotropy that is due to the nearby ridges (see Figure 3.6). 

However, Point A does not lie on a ridge-line and, therefore, the peak was suppressed 

after the voting process because the orientation of Point A did not match other ODFs in 
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the direction of peak. Point B (center column in Figure 3.10) on the other hand collected 

enough votes from the neighbors that lie in the direction of its ODF peak, and it survived 

the voting process. Similarly, Point C (right column Figure 3.10) collected votes from 

two ridges passing through it and retained both ridgelines. Since the direction of the 

ridges in the kymograph is an indicator of the speed of granules in the video, we can also 

recover the velocity using this voting technique. 

Figure 3.11 shows the image in Figure 3.6 used for direction estimation using 

conventional tensor voting. Tensor voting uses eigen-analysis of the structure tensor to 

determine the principal directions. In this example, a structure tensor using a Gaussian of 

standard deviation 5 0.
g

σ =  was used. The voting radius of 30σ =  was used and the 

parameter that controls the ratio of distance and curvature decay was set at 0 2.c =  (see 

Section 2.2, [Medioni00]). Note that a low value of c would imply a narrower voting 

field. Comparison of these results with Figure 3.10 indicates that the ODF based voting 

shows superior performance in preserving directions. As observed by Melonakos et al. in 

their Finsler active contour application [Melonakos08], a directional averaging of a 

tensor field during the voting process causes the ridges to lose directions.   

 

Figure 3.11. (Left) Directions computed using eigen-analysis of the structure tensor 

having 5 0.σ = (Right) Directions after tensor voting. It can be seen that directional 

averaging causes the tensors to lose ridge directions. 

The voting operation enhances the curves and, therefore, sets the stage for multiple 

trajectory recovery. ODF voting refines the trajectories by filling gaps and suppressing 

isolated "islands" that do not belong to any trajectory, making it easier to automatically 
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extract ridges. A three-dimensional image is constructed using the ODFs at every pixel 

in a kymograph. The image has space and time as its first and second dimensions (same 

as the kymograph itself), and the third dimension represents the orientation of the motion 

trajectories passing through a given spatio-temporal pixel. One way to represent the third 

dimension is using colors for orientations. Figure 3.12 shows the ODF of a kymograph 

after the voting process with the peaks in the ODF assigned a color from the color-bar.  

 

Figure 3.12. (left) Kymograph; (right) results of the voting operation, shown with a 

color coding to indicate the dominant direction (direction of maxima in the voted 

ODF at each spatio-temporal point). 

As a final step of refinement, the Weingarten equations [Monga95] are used to thin 

the ridgelines and sharpen the results of voting. In our case, the ridgelines are obtained 

using a voting process and their cross-section shows a unique peak with monotonic 

descent on either side. The Weingarten equations extract the peak of the ridgeline using 

available curvature information instead of the height of the ridge, and therefore help 

recover the low-contrast ridgelines. In contrast to Hessian based ridge-operators that use 

the second derivative matrix, the Weingarten equations use first and second derivatives, 

and yield a more faithful indication of ridgelines that are less sensitive to the height 
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(contrast) and cross-sectional width (scale) of the ridge-lines. The Weingarten matrix W , 

is expressed as 

( ) 1

2 1W F F −= ⋅u , where
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where �K  denote the kymograph after voting, 1
F  and 2

F  denote the first and second 

fundamental forms and the subscripts denote derivatives with respect to spatial ( )s  and 

temporal ( )t  axes respectively. The largest magnitude eigen-value of ( )uW   at each 

pixel gives us the refined kymograph 
refined

K  that we use for detection of trajectories as 

explained in the next section. The pixel value of this refined kymograph can be 

interpreted as the likelihood of the presence of a trajectory at a given point. Figure 3.13 

shows all the steps in kymograph refinement. 

3.6 Multiple Curve Detection and Joining 

Extracting motion trajectories of granules corresponds to extracting curves along the 

ridgelines of 
refined

K . The kymograph records multiple motion events simultaneously that 

are shown as intersecting curves. Due to noise and image clutter, some motion events 

appear as fragmented trajectories in the kymograph. With this in mind, the approach to 

multiple trajectory detection is organized into two steps; the first step incrementally 

grows multiple trajectories along ridgeline pixels and the second step joins fragmented 

trajectories using multiple regressions to recover more complete motion trajectories.  

Felzenszwalb et al. [Felzenszwalb06] proposed a framework for detecting multiple 

curves in an image based on principles of minimum set covering that is a simple yet 

powerful approach. Their greedy approximation algorithm ensured that the total cost of 

curve-coverage per unit area of the image remains minimal. The proposed algorithm 

recovers multiple granule trajectories that appear as spatio-temporal curves on the 

refined kymograph based on similar principles. The minimum set cover approach uses a 

best-first search based on a cost function of our curve model (given below) to find 

multiple curves that cover granule trajectories in 
refined

K . The algorithm starts from the 
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most likely points on the kymograph (i.e., local peaks on 
refined

K ) and iteratively extends 

the curves in incremental order until the cost of the worst curve exceeds a background 

cost. 

 

 

Figure 3.13 (left column) shows the original kymograph. (middle column) the 

kymograph after voting. (right column) the kymograph after applying the 

Weingarten ridge enhancement equations. (top row) Full kymograph and (bottom 

row) an enlarged region. 

A curve i
T  is defined as a sequence of vertices denoted { }1 2

, , ...,
i

i i i

p
u u u , where i

p  

denotes the number of vertices in the curve. The tips of each curve are called the “head” 

and the “tail”, respectively, such that the head always points towards the positive time 

axis and the tail points towards the negative time axis. The general approach is to 

evaluate a curve cost at each current tip, and to extend the curve at the tip with the 

lowest cost, until the lowest-cost tip is above a stopping threshold. To initiate the 
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process, we compute a set of seed points, defined as local peaks in 
refined

K  with respect to 

5x5 pixel neighborhoods, that are above the stopping threshold. Each seed point acts as 

the head and tail of an initial curve. At each step, a curve is selected to grow at one of its 

tips, by selecting the tip with overall minimal cost computed using the following formula 

( ) ( ) ( ) ( )1 1 2 1'
last last last

1
cost log , log , logu u u u ut i i t i i i

i j j j j T j

j l j l j li

T C p
p

φ φ+ +
∈ ∈ ∈

 
∝ − − − 

 
∑ ∑ ∑ ,(3.7) 

where { }head,tailh∈  and 
'

i
p  is the minimum of 

i
p  and l . Note that all the sums are 

computed over the last l  vertices, counting from the tip in the backward (for heads) or 

forward (for tails) directions. If l  segments are not available for short curves, all curve 

vertices are used in the sum. The parameter setting of 10l =  was used for the 

experiments in this work. Also, C  is a constant that generally makes shorter curves 

more costly than longer curves. The 1
φ  term models a smoothness constraint that limits 

the bending of the curve between adjacent segments to 45 degrees from a predicted 

direction. This direction 
pred

d  is computed by averaging the last l  directions between 

consecutive segments starting from the tip under consideration. The 
2

hφ  term models a 

feasibility constraint, which prohibits the curve from becoming normal to the time axis 

(this would mean that a granule is located at two positions at the same time). The T
p  

term is a likelihood function for the intensities of pixels on trajectories, computed using 

refined
K . 

In the implementation, 1
φ  and 

2

hφ  are approximated using the forms shown in 

Figure 3.14. The smoothness term, 1
φ , defined as a function of the difference between 

the predicted (
pred

d ) and actual (
1

u u
j j

d += − ) directions, is assumed to be constant for 

values less than 45 degrees, and 0 otherwise. Similarly, 
headφ  and 

tailφ  are assumed to be 

constants for directions moving strictly forward and backward in time, respectively, and 

0 otherwise. In other words, the costs due to these terms remain constant as long as the 

smoothness and feasibility constraints are satisfied, and they become prohibitively large 

upon their violation. The last term associates the cost of the curve with the local value 
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of
refined

K , and dominates the overall cost. Since 
refined

K  is the largest magnitude 

eigenvalue of the Weingarten matrix, it can be considered to be proportional to the 

likelihood that a pixel lies on the trajectory. Therefore, we assume 
T refined

p K∝ , as 

illustrated in Figure 3.14. This formulation ensures that the curves covering many dark 

pixels (
refined

K  low) have a high cost, and vice-versa. 

 

Figure 3.14 illustrates the function 1
φ  for implementing the smoothness constraint. 

(b) The function T
p  that relates the cost to the value of 

refined
K ; (c, d) The functions 

2

headφ  and 
2

tailφ  for implementing the feasibility constraint for curve heads and tails. 

The order of incremental growth of the multiple curves in the kymograph is maintained 

using a priority queue, as described in Algorithm 1. At each step, the priority queue 

selects the best curve tip (head or tail) to extend the curve by a single pixel in the 8-

neighborhood of the chosen tip. The process stops when the cost of the chosen tip 

exceeds a stopping threshold. If two curves intersect, they are merged if the angle 

between the “colliding” head and tail is less than 45 degrees. If the angle is greater, or if 

the tip of one curve intersects another curve in the middle, then the growing tip is 

allowed to jump over the other curve. This is accomplished by extending the search 

radius for the next point to the set of pixels just beyond the other curve, as described in 

Algorithm 1. 
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The final step of multiple trajectory detection involves joining fragmented curves to 

form a more complete granule trajectory. Sometimes, the trajectories become dense and 

multiple candidates are available for joining to a given head (or tail). In order to select 

the best possible candidates for joining, we propose a multiple regression based method. 

As illustrated in Figure 3.15, for each curve-head, we use a search window that is 

directed towards the positive time axis, and covers later time points in that direction. 

Similarly, for each curve-tail the search window is directed towards the negative time 

axis, and covers earlier time points. All curves that lie inside the search window 
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corresponding to a given head (or tail), form a candidate connection for that head (or 

trajectory-tail). 

A feasible connection is denoted 
ij

C  between curves i
T  and 

j
T  such that out of the 

two connecting points lying in i
T  and 

j
T , at least one is a head or tail, and the other 

could be an interior point on the curve. If multiple connections are feasible between a 

pair of curves, then only the nearest one that minimizes the separation between the 

trajectories is retained. 

 

Figure 3.15 (a) illustrates the search window for each curve head (blue) and tail 

(yellow). (b) All possible connections that can be made between the tips and other 

trajectories. Connections shown in red are disallowed by the feasibility constraint. 

The final joining selects a subset of these connections to determine the final 

trajectories. 

A list of features is shown in Table 3-1, corresponding to each feasible connection. 

Figure 3.16 plots two scattergrams showing the distributions of the features given the 

classes of valid connections (positive class), and invalid connections (negative class). 
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Using multiple regressions on the feature list, each connection is mapped to a scalar 

quantity that measures the validity of the connection. We used linear support vector 

regression to learn the weights of regression analysis from a sample training set that was 

manually scored by an expert. The scalar output of the regression analysis is then sorted 

in order of the connection validity, and bad connections are discarded. If there is more 

than one connection possible for a tip, then the one with the higher validity is retained. 

The valid connections result in a merger of the corresponding curves forming complete 

granule trajectories.  

Table 3-1 shows the list of features assigned to each connection in the multiple 

regression analysis. 

 

A support vector machine is trained for regression (SVR) [Smola04]. The SVR 

model has the following configuration: 

Type:ε -Support vector regression 

Kernel Type: Linear (correlation + bias) 
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Given a set of training data {x , }
i i

y  where x N

i
∈ �  (normalized to 0.5 mean and 

0.25 standard deviation) and { }1 1,
i

y ∈ − , a ε -Support vector regression is given as, 

 ( )2
1
2

1

*

w, ,ξ ,ξ*
min w

l

i i
b

i

C ξ ξ
=

+ +∑ ,  (3.8) 

subject to i) w xT

i i i
b y ε ξ+ − ≤ + , ii) *w xT

i i i
y b ε ξ− − ≤ +  and iii) 

0*,
i i

ξ ξ > .where *,
i i

ξ ξ  are slack variables for the corresponding ε -sensitive loss 

function, 1C =  and 0 1.ε = .  Figure 3.17 illustrates the concept. 

.  

 

Figure 3.16 shows the scattergram of the distribution of support vectors in the 

regression analysis for positive (top) and negative (bottom) classes. 
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Figure 3.17 shows the regression analysis using ε -support vectors with a linear 

kernel. 

The weights of the trained SVR reveal the importance of each feature on the result. 

A study on the ranking of the features in the training data is presented in Figure 3.18, 

where the degree of influence of each feature on the result is shown using the height of 

the bar. Note that the height of the bars can be either positive or negative, which imply 

that the feature is positively or negatively correlated with the result. The absolute value 

of the height is used for ranking the features. 

As evident from the bar graph, the cosine of the angle of approach was the most 

dominant feature in the training data. The coefficients of the polynomial and the average 

( )u
refined

K  of trajectory retained were the least dominant features. Interestingly, the 

average ( )u
refined

K  of the trajectory discarded was the second-most dominant feature. 

This means that the value of the discarded portion of the trajectory was more important 

in the classification than that of the retained ones. This is because the value of the 

retained portion of the trajectory is always high in both classes due to the sequential 

nature of the curve detection process. 
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Figure 3.18 shows the weight values of the trained SVR obtained by calculating the 

primal variables from the learned support vectors. The weights show the relative 

importance of the feature vectors in the discrimination task. The order of bars in 

the graph is the same as described in Table 3-1.  It was found that the most 

dominant feature was the angle, whereas the third coefficient of the polynomial 

fitting was the least dominant. 

Last, we apply a minimum trajectory duration criterion of 1 second to filter out 

small fragmented trajectories that were caused by artifacts and noise to obtain the final 

set of trajectories. Figure 3.19 shows the result of motion trajectory detection in a section 

of an axon.  

The next chapter presents validation of the proposed approach as well as 

comparison with competing algorithms. 

1       2       3       4       5       6      7      8       9     10     11     12 
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(a) 

 

(b) 

 

(c) 

 

time time 

sp
a
ce

 

 

Figure 3.19(a) shows a section of the axon; (b) shows the automatically generated 

kymograph between the proximal and distal points shown in panel (a); (c) 

Automatically detected trajectories detected on the kymograph. Each trajectory is 

assigned a random color for visualization. 

 



87 

4. Performance Evaluation of the BDNF Motion Trajectory Analysis 

Algorithm 

This chapter describes the evaluation of the algorithm that is used to profile velocity 

patterns in Brain-derived Neurotrophic Factor (BDNF) granules. First, the data 

acquisition process is explained briefly. 

4.1 Data Acquisition 

The video sequences for the experiments were collected using the protocol described in 

[Kaech06]. Briefly, an expression construct for mCherry-tagged BDNF was transfected 

into mouse cortical neurons, derived from E18 mouse embryos and cultured for 7 days. 

Co-expression of soluble eGFP was used to delineate neuronal morphology and identify 

areas where the orientation of the axon relative to the cell body was clear and the 

direction of transport (anterograde/retrograde) was evident. Cells grown on a cover-slip 

were mounted in a closed and heated chamber and imaged by a Yokogawa CSU-10 

spinning disk confocal microscope on a Nikon TE2000 inverted scope with continuous 

axial-drift compensation. For illumination, an AOTF-controlled laser line selection on a 

Coherent Innova 70
o
C Krypton Argon Ion laser was used. Images were collected at 

~2Hz on a high-resolution Hamamatsu Orca ER CCD camera with resolution of 0.18 

pixels per micron.  

The algorithm was evaluated on a sample dataset containing 12 video sequences. 

Each video sequence was collected from an axon located in the “middle region” that was 

a few hundred microns from the cell body. The granule transport in this region was 

dominated by long range movements. The granule motion was studied using the 

kymographs along with frame-by-frame examination of the video.  

Another set of experiments was used to quantify the effects of reactive oxygen 

species on secretory granule transport.  In this experiment, axonal transport of granules 

was imaged before and at varying times after adding peroxy-nitrite to the culture 

medium. The axonal segment is shown in Figure 4.1. The kymographs generated using 

the proposed algorithm corresponding to the videos collected at 10, 25, 35 and 45 

minutes intervals after the treatment are shown in Figure 4.3, Figure 4.4, Figure 4.5, and 
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Figure 4.6 respectively. Each kymograph spans about 78 seconds from the start of the 

image acquisition. 

 

Figure 4.1 shows a section of the eGFP labeled axon that is selected for BDNF 

granule transport analysis. The proximal and distal points on the axon are shown, 

and the estimated central axis is overlaid on the axonal image. The spatial 

resolution of the image is 0.18µm/pixel. 

4.2 Calibration of Central Axis Tracing 

The central axis for constructing the kymograph is estimated between the proximal and 

distal points using the eGFP image. It should be noted that the velocity estimates on the 

kymograph depend on the center axis, because the distance traversed by the organelles is 

measured using the length of the central axis. The proposed method uses energy 

minimization to ensure accurate centerline (and velocity) estimates. Therefore, 

calibration of the central axis is essential. 

Figure 4.2 shows an example calibration of the central axis tracer, where two 

phantom images were used. The first phantom has a half circle of known radius (radius = 

50 pixels). Therefore, the theoretical length is about 155 pixels (3.14 times the radius). 

The estimated length of the central axis was found to be 149 pixel units, which was 

within acceptable tolerance limits (< 4% error). Similarly, for the straight-line phantom, 

the actual and the measured lengths were 200 pixel units and 197 pixel units 

respectively. 
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Figure 4.2 shows the calibration of the central axis tracer. Given a start point and 

an end point, the estimated length of the traced central axis is compared to the 

theoretical length. 

4.3 Examples of Temporal Sharpening Filtering 

The kymograph generation uses a temporal sharpening filter. However, when the 

temporal sharpening is switched off, the resulting kymograph was difficult to process. 

The following examples show sample kymographs with and without temporal 

sharpening applied to them. Note that commercial software systems like Metamorph do 

not use the temporal sharpening technique.  

It can clearly be seen that the stationary granules have more dominant intensity and 

prominence in the case of the ordinary sampling procedure. On the other hand, the fast 

moving granules, which are biologically more significant, are overshadowed.  The 

application of the temporal sharpening filter enhances the fast-moving granules 

selectively. 

In Figure 4.3 through Figure 4.6, the left panel shows the generated kymograph 

without the temporal sharpening filter applied to it. The right panel shows the result of 

applying the temporal sharpening filter that enhances the fast-moving granules and 

suppresses the bright spots corresponding to the stationary granules. 
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Figure 4.3 shows a kymograph generated from a video sequence collected at 10 

minutes after the start of treatment. The left panel shows the original kymograph, 

while the right panel shows the kymograph after temporal sharpening. 

 

Figure 4.4 shows a kymograph generated from a video sequence collected at 25 

minutes after the start of treatment. The left panel shows the original kymograph, 

while the right panel shows the kymograph after temporal sharpening. 

 

Distal Point 

Proximal Point 
time time 

Distal Point 

Proximal Point 
time time 
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Figure 4.5 shows a kymograph generated from a video sequence collected at 35 

minutes after the start of treatment. The left panel shows the original kymograph, 

while the right panel shows the kymograph after temporal sharpening. 

 

 

Figure 4.6 shows a kymograph generated from a video sequence collected at 45 

minutes after the start of treatment. The left panel shows the original kymograph, 

while the right panel shows the kymograph after temporal sharpening. 

Proximal Point 

time time 

Distal Point 

time time 

Proximal Point 

Distal Point 
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4.4 General Validation of Motion Trajectories 

The performance of the algorithm was validated against the judgment of an expert 

biologist for each of 12 kymographs, who provided the ground truth using edit-based 

validation. The biologist could review the original video to help determine the ground 

truth trajectories. The automated algorithm’s results were compared to the ground truth 

and classified based on the amount by which the trajectories generated by the automated 

algorithm overlapped with the ground truth trajectories. A point on a ground truth 

trajectory is considered “covered” by an automatically detected trajectory if the 

automatically detected trajectory lies within one frame along the time axis and 1µm 

along the spatial axis of the ground truth trajectory on the kymograph. 

The amount by which an automatically detected trajectory covered a ground truth 

trajectory is thus measured by a coverage fraction. At a given coverage fraction, each 

algorithm generated trajectory is classified as a hit or true positive (TP), i.e., a ground 

truth trajectory was covered by the specified fraction, or a false positive (FP), i.e., it did 

not cover any ground truth trajectory by the specified fraction. If a ground truth 

trajectory was covered by no algorithm generated trajectory, it was classified as miss or 

false negative (FN). Biologists can set a coverage fraction to characterize the 

performance of the algorithm; here, in this experiment, the coverage fraction was varied 

from 30% to 90%. 

For a fixed coverage fraction, the performance of the automated algorithm was 

determined by measuring the recall rate and precision. Recall rate is defined as the 

percentage of ground truth trajectories detected, i.e., TP/(TP+ FN). Precision is defined 

as the percentage of algorithm trajectories corresponding to some ground truth 

trajectory, i.e., TP/(TP + FP). 

Figure 4.7 shows the precision vs. recall of the automated detection process 

averaged over the 12 test sequences as the coverage fraction defining TP, FN, and FP 

was varied from 30% to 90%. Note that this is not a standard precision-recall curve in 

the sense of measuring performance as a function of an independent operating 

parameter. Instead, it measures precision and recall in terms of the coverage threshold; 

both measurements naturally decrease as the criterion for being a hit becomes more 

stringent. From the experiments, the recall rates for trajectories are above 89% for 
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coverage fractions below 70% and falls gradually as the coverage fraction exceeds 70%, 

which meets the satisfaction of the biologists. This means that almost all of the ground 

truth trajectories are covered by at least 70% of their apparent length in the kymograph, 

and that there are few misses at this level (around 6% of ground truth). The precision of 

the algorithm drops as the coverage fraction is raised, and the value is between 70% and 

80% for high coverage fractions, indicating false positive rates of 20% to 30%. 

However, the situation is better than it appears at first sight. 

 

Figure 4.7 shows the precision vs. recall of the automated algorithm, averaged over 

twelve video sequences. Each point represents a value of the coverage fraction. 

In Table 4-1, the coverage fraction is set to 70%, which corresponds to good overall 

levels of precision and recall, and analysis of the results is presented in more detail. 

When the durations (i.e., x axis extent in the kymograph) and physical lengths (i.e., y 

axis extent in the kymograph) of the trajectories in each category are taken into account, 

most of the false positives were found due to trajectories of short duration and physical 

length.  Table 4-1 shows that while the average recall and precision at a coverage 

fraction of 70% are 95% and 83% respectively. These statistics improve to 98% and 

89% when measured with respect to duration only. Similarly, the statistics improve to 

97% and 92% when measured with respect to physical length only. Thus, it can be 

concluded that the algorithm misses very few trajectories (high recall) and false positives 

mostly occur as short trajectories that have small extent in length and time. This implies 

that most of the long and prominent trajectories were successfully detected by the 
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algorithm. This also implies that the algorithm’s false positives and misses would have 

less influence on aggregate profiling of parameters that quantify the granule velocities 

within the axon. 

Table 4-1 shows the performance of the algorithm averaged over the twelve video 

sequences for a coverage fraction of 70%. Recall and precision are reported with 

respect to trajectory duration and physical length. 

 

4.5 Oxidative Stress Experiment 

Next, a set of experiments used to quantify the effects of reactive oxygen species on 

secretory granule transport is described. The proposed automatic algorithm is used to 

quantify these observations. 

A few parameters that are used for validation and analysis of granule motion are 

described. First, a "unit trajectory" is defined to obtain instantaneous velocity of granules 

at each frame. A unit trajectory is defined at any pixel of a video frame if the pixel 

satisfies the following two conditions: it lies on the trajectory, and the trajectory extends 

to the previous and subsequent video frames. The instantaneous velocities of unit 

trajectories are computed using the central difference method from the neighboring 

video frames. In addition, several features are computed for each trajectory including the 

duration of the trajectory, net displacement, and median velocity. The duration of the 

trajectory and net displacement are computed by measuring the horizontal and vertical 

extent of the trajectory in the kymograph. The median velocity for a trajectory is 

computed from the instantaneous velocities of the unit trajectories comprising it. By 

convention, anterograde velocity is considered as positive and retrograde velocity as 

negative.  

From Figure 4.8, it can be seen that for the video at 10 minutes of treatment, the 

number, and velocity distribution of granules moving in the anterograde direction is 

almost identical to the number of granules moving the retrograde direction. However, for 
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videos at 25 minutes, 35 minutes and 45 minutes after treatment, the percentage of 

movements in the anterograde direction clearly decreases. The histograms generated by 

the algorithm compare favorably with the results generated by the human expert. Except 

for a few errors due to histogram binning and pixel quantization, the overall trend in the 

velocity distribution is captured correctly by the proposed automated method. However, 

the automated algorithm is immensely faster, computing each histogram in only a few 

minutes. 

 

Figure 4.8 shows histograms of instantaneous trajectories at acquisition times of 10 

minutes, 25 minutes, 35 minutes, and 45 minutes after the treatment, respectively. 

The horizontal axis of each histogram indicates the velocities of the instantaneous 

trajectories, while the vertical axis indicates the percentage count of the 

corresponding number of trajectories. Positive velocity is the same as anterograde 

motion, whereas negative velocity means retrograde motion. The left column shows 

the results of automated analysis, while the right column shows the results of 

analysis by an expert. 

Figure 4.9 reports several parameters including the total length of trajectories, the 

number of motion events and the anterograde-retrograde bias in the time lapse sequences 

in the form of histograms. The total length of each trajectory was computed by summing 

the net displacement of all granules in the movie. Similarly, the number of motion events 

gives a count of the number of granule movements during the movie. The first two 

parameters provide an indication of the overall amount of transport that is occurring in 
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the axon. From the histograms, it can be seen that maximum transport is observed at 10 

minutes, and the amount of transport gradually declined in the videos at 25, 35, and 45 

minutes, which was corroborated by the expert’s analysis. The algorithm also accurately 

detected the change in anterograde - retrograde bias, defined as the ratio of the amount 

of transport in the anterograde direction versus transport in the retrograde direction in the 

axon. 

 

Figure 4.9 shows the trajectory profiling parameters. (Top row) The total length of 

trajectories in microns as found by the automated algorithm (left) and by the 

expert (right). (Middle row) Total number of motion events and (Bottom row) the 

anterograde-retrograde bias. 
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Figure 4.10. Validation of the video sequence at 10 minutes using the proposed 

algorithm against scoring by the expert; (left) - Expert scoring, (center) - Algorithm 

results, (right) - Validation); Color key for the validation: Green: TP, Red: FN, 

Blue: FP. 

 

Figure 4.11. Validation of the video sequence at 25 minutes tracked by the proposed 

algorithm against scoring by the expert; (left) - Expert scoring, (center) - Algorithm 

results, (right) - Validation); Color key for the validation: Green: TP, Red: FN, 

Blue: FP. 
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Figure 4.12. Validation of the video sequence at 35 minutes tracked by the proposed 

algorithm against scoring by the expert; (left) - Expert scoring, (center) - Algorithm 

results, (right) - Validation); Color key for the validation: Green: TP, Red: FN, 

Blue: FP. 

 

Figure 4.13. Validation of the video sequence at 45 minutes tracked by the proposed 

algorithm against scoring by the expert; (left) - Expert scoring, (center) - Algorithm 

results, (right) - Validation); Color key for the validation: Green: TP, Red: FN, 

Blue: FP. 
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4.6 Illustration of a Few Other Approaches to Granule Motion 

Analysis 

This section illustrates a few the other approaches for the same data for velocity 

profiling. First, the results of the Hough transform on the kymograph analysis are shown. 

4.6.1 Kymograph Analysis using the Hough Transform 

The Hough transform is a technique that can be used to isolate features of a particular 

shape within an image. Because it requires that the desired features be specified in some 

parametric form, the classical Hough transform is most commonly used for the detection 

of regular curves such as lines, circles, ellipses, etc. A generalized Hough transform can 

be employed in applications where a simple analytic description of a feature(s) is not 

possible. The main advantage of the Hough transform technique is that it is tolerant of 

gaps in feature boundary descriptions and is relatively unaffected by image noise.   

The Hough technique is particularly useful for computing a global description of a 

feature given noisy local measurements. The motivating idea behind the Hough 

technique for line detection is that each input measurement (e.g. coordinate point) 

indicates its contribution to a globally-consistent solution (e.g. the physical line which 

gave rise to that image point). 

Referring to Figure 4.14, a line segment can be described parametrically as 

 cos sinx y rθ θ+ = , (4.1) 

where r  is the length of the normal from the origin to the line and θ  is the orientation of 

the point with respect to the X-axis. Note that for any point ( ),x y  on the line, the values 

of parameter ,r θ  are constant. Therefore, if all pixels in the image "vote" for all possible 

lines they belong to in the unknown parameter space, then the accumulation of votes in 

the parameter space can be analyzed to infer the presence of lines. In other words, the 

unknown parametric lines can be computed from noisy image data using the voting 

technique. This point-to-curve transformation is the Hough transformation for straight 

lines. 
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Figure 4.14 shows the parametric description of a straight line. 

When viewed in Hough parameter space, points which are collinear in the Cartesian 

image space become readily apparent as they yield curves that intersect at a common  

point, as shown in Figure 4.15. 

   The generation of kymographs is described in Section 2.1. The kymographs have 

a gray scale value that indicate the likelihood of presence of granules at a particular 

location in space and time. For analyzing the kymographs using the Hough transform, 

they were first binarized using the Otsu's thresholding method [Otsu75]. The 

binarization divided the image pixels into two classes - the lines and the background, by 

maximizing their between-class variance. Then the pixels that belonged to the lines class 

were allowed to vote in the parameter space to reconstruct the trajectories. The steps are 

shown in Figure 4.15. 

(a) (b) 
(c) (d) 

Figure 4.15 provides an illustration of various steps in Hough transform based 

analysis of the kymograph. (a) The input kymograph, (b) the kymograph after 

binarization (c) The sinogram generated by the Hough transform. The horizontal 

axis of the sinogram shows the parameter r  and the vertical axis shows the 

parameter θ . (d) The peaks detected on the sinogram. 
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Following the detection of peaks in the parametric space, the selected parametric 

peaks are "deHoughed," that is projected back to the Cartesian space. The detected lines 

are shown in Figure 4.16. It can be seen that an excessive number of lines are detected at 

the center, whereas the detections are missing at other places. Additionally, the lines 

detected by the Hough transform are restricted to be straight, unlike the motion 

trajectories of BDNF granules that follows a curvilinear path. Moreover, the Otsu’s  

method missed the faint lines, showing the difficultly involved with the segmentation. 

  

Figure 4.16 shows the detected lines with two peak thresholds. 

4.6.2 Refining the Kymograph using Coherence Enhancing Diffusion Filtering 

Instead of ODF voting, an alternate variational scheme to detect longitudinal 

structures is presented here. Coherence enhancing diffusion filtering [Weickert99] is an 

extension of the nonlinear anisotropic diffusion filter proposed by Perona and Malik 

[Perona90]. The algorithm is especially suitable for line completion and enhancement of 

flow like structures. This algorithm is briefly described here: 

  Coherence enhancing diffusion filtering uses the structure tensor (second moment 

matrix) of an image u  given by:  

 ( ) ( )T
J u K u uρ σ ρ σ σ∇ = ∗ ∇ ∇ , (4.2)  
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where, σ  is the scale of the Gaussian used for smoothing the image and ρ  is the scale 

of the smoothing kernel applied to each component of the structure tensor. Using 

principles of nonlinear diffusion, the output image is then computed by solving the PDE  

 ( )t
u div D u∂ = ∇ , (4.3) 

with initial condition ( )0,u x  equal to the input image. The matrix D  is computed from 

the eigenanalysis of the structure tensor. The matrix D  has the same eigenvectors as the 

structure tensor, however, the eigenvalues ( )1 2
λ λ≥  are modified as follows: 

 

( )

1

2

 if 0

+ 1- otherwise

;

exp ;
C

λ α

α κ

λ
α α

κ

=

=


= −  
 
 

, (4.4) 

where κ  is the coherence value given by ( )
2

1 2
κ λ λ= −  and C  serves as a threshold 

parameter. Applying this with the value of 10ρ =  and 3σ =  for 200 iterations of PDE 

yields the following result shown in Figure 4.17. 

Clearly, it can be seen that the resolution of the kymograph and the gaps in the 

motion trajectories cause inaccuracy in the estimation of the structure tensor. Therefore, 

the PDE evolution is not very accurate. The resulting image is not usable for the multiple 

curve detection algorithm. 
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Figure 4.17 (left) shows the kymograph before voting; and (right) shows the output 

of the coherence enhancing diffusion filtering operation after 200  iterations. 

4.6.3 Granule Transport Analysis using the Detection / Linking framework 

In this alternate approach, the kymograph was not used. Instead, the granules were 

detected from the video using a robust detection scheme, and then frame-to-frame 

linking was done to determine if the granule motion could be captured. The software and 

source code provided by Jaqaman [Jaqaman08] was used for the linking part of the 

algorithm. 

A robust detection of granules was achieved by first estimating the background 

intensity distribution over space and time. The knowledge of background would make 

the granules look like outliers, and hence can be detected using a hypothesis test. A time 

averaging with a sliding window 3w =  is performed to reduce the background intensity 

standard deviation. A robust estimate of the background mean and standard deviation 

was then obtained using a moving window of 15x15 pixels. The median and the square 

of median absolute deviation (MAD) within the moving window was given by  

 ( )( )i i
MAD median x median x= − , (4.5) 
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The residuals were given by ( )i i i
r x median x= − . The ratio of the residuals to a 

quantity given by 1.4826 MAD×  was used as a test statistic. If the test statistic was 

found greater than a threshold (usually 1.3), a detection is recorded. The scaling factor 

(1.4826) for MAD comes from the assumption that the distribution is normally 

distributed. A local maxima detection on a 3×3 pixel area centered at that pixel is also 

performed on the residual image to discard detections at non-peak pixel locations. The 

detections are illustrated in Figure 4.18. 

 

Figure 4.18 shows the first three frames of the video with the detected granules 

overlaid. 

The final step of detection was fitting Gaussian kernels around every local 

maximum.  First, one Gaussian kernel fitting was attempted around a local maximum. 

Then another attempt to fit two Gaussian kernels was tried. If the residuals from fitting 

two kernels were statistically significantly smaller than the residuals from fitting one 

kernel (determined using an F-test), an evidence for the existence of an additional 

particle that was missed by the initial search for local maxima was established. Figure 

4.18 (a) shows first three frames from a section of a video with the detected granules 

overlaid. Figure 4.19 shows the results of linking the detections using the algorithm 

described in [Jaqaman08].  It can be seen that the algorithm can track the stationary 

granules, however the fast moving granules were missed. Clearly, the detection and 



 

     105

linking method failed in this case because the granule speed was high compared to the 

frame rate of the video.  

 

Figure 4.19 shows the motion trajectories estimated in the entire video by the 

algorithm described in [Jaqaman08] using the above detections. 

4.6.4 BDNF Granule Tracking as a Multi-target Tracking Problem 

In an earlier attempt to address this problem, Cohen and myself [Cohen10] used multi-

temporal assignment to recover multiple interacting trajectories from video sequences. 

The algorithm worked in two steps - 1) detection of granules in the kymograph, followed 

by 2) estimation of links between the detected granules iteratively and performing a 

global joining. 

The detection was accomplished using a modified Otsu threshold algorithm 

[Otsu75] that classified the pixels on the kymograph at each time column into 

foreground and background by maximizing the between class variance. 

The multi-temporal assignment rules used a cost function that encapsulated the 

motion and appearance models. The motion model looked for linearity of the tracks and 

was modeled as 

 ( )
( )

1

1
1 1

2 1

2

*

P

i i
i i i i

i i i

Motion

y y
y t t y

t t
C P

P

−

−
+ +

= −

 −
+ − − 

− 
=

−

∑
, (4.6) 

where P  is a hypothetical trajectory, and ( ),
i i

t y  is a spatio-temporal point on the 

kymograph. The appearance model is computed as  
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 ( )
( )( )
( )( )Intensity

K P
C P

K P

σ

µ
= . (4.7) 

where, K  is the raw kymograph and ( )µ i  and ( )σ i  denote the mean and standard 

deviation operator. The final cost is therefore given as 

 ( ) ( ) ( )Intensity Motion
C P C P C Pα= + , (4.8) 

where α  is empirically selected as 5α = . 

 This cost function was used iteratively to solve the multi-temporal assignment 

problem characterized by:  

 ( )
,,

,
min ,

i j

i j

i P
i j

i j

C x i j
∈Γ ∈Γ

∑∑  (4.9) 

where 
,, i ji P

C  is the cost of the path originating from a detected object at i  (from a 

collection of objects i
Γ ) and continuing for a finite length W  in the future connecting 

detected objects appearing later in time from a finite set of objects 
j

Γ , and x  is a binary 

variable. 

 

Figure 4.20 shows the results obtained using the multi-target tracking approach on 

the same time-lapse video sequence as in Figure 4.10 to Figure 4.13. 
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It can be seen from the results in Figure 4.20 that too many false detections and 

fragmented trajectories were produced compared to the ground truth (shown in Figure 

4.10 through Figure 4.13). These experiments uncovered some interesting facts about the 

problem - like the difficulty in the detection of granules, and the need for temporal 

sharpening and gap filling. These issues were addressed in the proposed algorithm. 

4.7 Conclusions 

In conclusion, the proposed methods have several advantages over the alternate 

methods shown in this section. The voting based scheme outperforms conventional 

partial differential equation evolution. This can be attributed to the fact that voting based 

algorithms seek spatial cues over a larger "range" than partial differential equation based 

solutions, and are able to close gaps easily.  

The primary limitation of the Hough transform and the detection & linking 

framework described above is that they require high accuracy in the first step of granule 

detection (binarization in the case of the Hough transform based approach). This is 

because a false detection or miss in the first step is fed into the second stage (linking) as 

an incorrect input, which can cause the linking algorithm to fail. The proposed algorithm 

bypasses this issue by consolidating these two steps into one unified algorithm. 

 The detection & linking framework has another disadvantage of dependence on the 

initialization. It is necessary to locate the start of trajectories with a high confidence to 

detect them accurately using sequential methods. Typically, these algorithms start 

sequentially from the first frame where the granule is observed, and then track the 

granules in subsequent frames. In contrast, the proposed framework is more effective 

because the proposed multiple curve extraction framework starts from the best time 

location where the granule is visible, and then extends the trajectories in both positive 

and negative time, in order to cover the entire video. 
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5. A Graph-based Method for Topological Reconstruction of Vessel 

Networks in 3D Images 

5.1 Introduction 

This chapter describes a framework for computational reconstruction of the topology of 

branching curvilinear structures in 3D medical images. The goal of this work is to 

estimate a trace-graph data structure (defined below) that represents the topology of the 

vessel network. 

The proposed methodology can be broadly described as a combination of top-down 

and bottom-up approaches to recover the centerlines and scales (widths) of branching 

vessel segments, and represent them in the form of a trace-graph. The bottom-up part of 

the algorithm characterizes the local vasculature using a scale-adaptive spherical node 

model using image-based criteria, such as the intensity profile, edges, and gray-level 

appearance of image regions. The top-down part of the proposed algorithm guides the 

detection process using higher-level information, such as prioritized ordering of the 

node-detection, and topological properties of the node organization in the graph. The 

experimental results demonstrate that the trace graph is appropriate for the representation 

of a variety of vessel structures. It behaves well at branch points (bifurcations), regions 

of high curvature, and across a broad range of scales. This approach enables a user to 

trace a vessel network in a 3-D fluorescence microscope image with minimal human 

intervention. This implies that a minimal number of tuning parameters are exposed to the 

end user, and these parameters are sufficiently intuitive that the user can control the 

sensitivity of the detection process without having an in-depth knowledge about the 

inner workings of the proposed algorithm. 

The rest of the chapter is organized as follows. It starts with a brief overview of the 

tracing algorithm. Then the three main components of the algorithm, i.e.,  tracer node 

detection, branch segmentation, and pruning are described in detail. 

5.2 Overview of the Tracing Algorithm 

The algorithmic steps are depicted in the flowchart of Figure 5.1. The purpose of each 

block in the flowchart is summarized as follows: 
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1. Preprocessing: The preprocessing step uses a combination of widely-used 

techniques that depend on the characteristics of the image data, presence of 

imaging artifacts, and the level of imaging noise. Typically, a denoising step 

is followed by an edge enhancement step. If the background illumination of 

the image is non-uniform, a flat-field correction step is included. The pre-

processing step also includes auxiliary computations that are needed for later 

processing steps, for example, the gradient vector flow field. 

2. Primary and Secondary Node Detection: This step aims at covering the entire 

vascular structure in the image data with a collection of spherical candidate 

nodes. Intuitively, the objective of this step is to account for most of the 

fluorescence in the image data. In these images, the presence of a vessel 

structure is indicated by a fluorescent dye that is added to the blood of the 

animal being imaged. The bright voxels in the image correspond to the 

foreground structures of interest. Each node maps a localized portion of the 

foreground structures, and possesses a set of desirable properties (described 

in greater detail below). A cover is defined as a vessel-ground map that 

marks each region in the image as belonging to vessel foreground, or 

background. The algorithm consists of two sub-steps: First, the entire image 

is scanned to recover a set of nodes that are called primary nodes. Then, 

using a recursive estimation of Orientation Distribution Functions (ODFs), a 

constrained local node fitting is performed to recover another set of nodes, 

termed secondary nodes. A greedy algorithm selects the final set of nodes 

using a proposed trace-quality metric that is designed to help identify the 

best possible set of candidate nodes that cover the entire vascular network.  

3. Spatial Affinity Graph and Minimal Tree Generation: A spatial affinity graph is 

constructed by connecting the detected set of candidate nodes to their spatial 

neighbors (lying within a set distance) . It is then used to create a minimum 

spanning tree (MST) to generate a hierarchical organization of candidate 

nodes such that the nodes with lower saliencies are preferentially placed 

closer to the leaves of the MST, and the nodes with higher saliencies are 

placed closer to the interior branches of the MST. 
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4. Topological Segmentation and Pruning: A topological branch of the MST is a set 

of connected nodes with a leaf-node at one end and a branch-base at the 

other end. A branch-base is a node in the parent branch where a given 

branch is connected in the MST. Topological segmentation is a process of 

obtaining the topological branches and characterizing them to compute 

features. Using the branch features, a pruning operation is carried out to 

discard extraneous candidate nodes. The output of this step is the final trace-

graph.  

5. Post-processing and Statistics: The estimated trace-graph is then analyzed for 

branch points, loops, and other statistical measurements, to yield quantitative 

measurements that can be used for the characterization of vessel networks.  

 

Figure 5.1 is a flow chart describing the main steps of the proposed vessel  tracing 

method. 

It should be noted that the proposed algorithm does not impose a strict quality 

threshold at the candidate node detection step (Step 2). This means that extraneous 

candidate nodes are allowed at this stage. These extraneous candidate nodes are 

discarded eventually in Step 4, using topological information. Also, note that if there are 

multiple unconnected vascular structures in the image, then one MST is created for each 

such structure. Each step of the proposed algorithm is described in detail in the following 

sections. 

5.3 Image Preprocessing 

The goal of the image pre-processing step is to enhance the image quality, and reduce 

the effects of imaging noise and the unavoidable imaging artifacts of fluorescence 
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microscopy of vasculature. The choice of algorithm for preprocessing generally depends 

on the image data. The preprocessing stage is structured as a cascade of three image-

processing algorithms (see Figure 5.2 for illustration): 

• median filtering to suppress impulsive noise in the image data,  

• flat-field correction [Rahman04] to reduce the effect of remnant non-uniformities 

in the  illumination field, and 

• variable-conductance anisotropic diffusion [Whitaker01] to enhance the edges. 

The variable-conductance anisotropic diffusion algorithm is based on a formulation 

that is the level-set equivalent of the widely used anisotropic diffusion smoothing 

algorithm. It reduces the intensity variability between image edges, while increasing the 

contrast across edges. This enhanced intensity profile is required for the node estimation 

process, which assumes a constant intensity for the image foreground and background 

appearance. In addition, as a part of image pre-processing, the gradient vector field 

(GVF) [Xu98] is pre-computed. Given an image edge map f , the GVF field, denoted 

( )v x , is the equilibrium solution to the following vector diffusion equations: 

 

( )2

0

t
v v v

v

g h f

f

= ∇ − − ∇

= ∇
, (5.1) 

where 2∇  is the Laplacian operator, f∇  is the gradient of f , g  is a constant, and 

2
h f f= ∇ . The GVF essentially extends a virtual potential field induced by the edge 

map into the interior regions of the image, thereby improving the "capture range" of the 

active contours. 

 

(a) 

 

(b) 

 

(c) 

Figure 5.2 shows an example of image preprocessing (a) the raw image; (b) the 

image after flat-field correction; (c) the image after anisotropic diffusion filtering. 
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5.4 Detection of Candidate Nodes 

A node in the proposed trace graph occupies a point in scale-space ( 3 +×� � ). A node is 

denoted ( )µ, ,v s Ω , where { }, ,µ
x y z

µ µ µ=  are the spatial coordinates of the center of 

the node, s  denotes the scale, and Ω  denotes the orientation distribution function 

(ODF). The construction of Ω  is described later. Each node in the trace-graph is also 

associated with a saliency value that is proportional to its likelihood of being a part of 

vessel structure.  Table 5-1 lists a list of desirable properties of a node. 

Table 5-1 shows the desirable properties of a node. 

Centeredness The nodes of the trace-graphs should be located centrally with 

respect to the boundaries of the vessel wall, i.e., a single vessel 

segment should not be represented by multiple nodes that are fit at 

parallel locations in the normal plane of the vascular segment. 

Coverage The nodes should maximally cover the vessel foreground region 

representing the fluorescence signal in the image for various local 

shapes (including deviations from the cylindrical shape) 

Robustness to Noise The node parameters should be robust to intensity noise (due to 

photometric factors) as well as morphological noise (due to noisy and 

non-uniform vessel walls). 

Exclusion Principle Each node in the trace-graph should represent a unique (partially 

overlapping) region in the image representing a vascular segment and 

should encode its local attributes. 

 

The proposed spherical nodes provide a low-order parameterization (four 

parameters excluding the orientation histogram) of the local image region, and give an 

accurate center-point estimate for tubular and non-tubular segments of the vessel 

structure.     

5.4.1 Primary Node Detection 

This section describes the method for estimating primary node parameters from the 

image. The node is modeled as a sphere with the node center denoted 

µ
T

x y z
µ µ µ =   , and scale denoted s . The set of parameters { }µ ,T sβ =  is 

estimated from the image data using an energy minimization technique. The method of 
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fitting nodes (contours) uses a combination of region-based and edge-based terms that is 

described in detail in Appendix A. The region-based term assumes a homogeneous 

intensity model to derive the external pseudo-force for updating the contour. The edge-

based term is implemented using a gradient vector flow (GVF) [Xu98]. Since the 

spherical node does not match the shape of the vasculature at all points on its surface, the 

spreading (flowing) of the edge-map using GVF is necessary for this pseudo-force to be 

effective.  

The update terms for the node parameters β  are obtained using energy 

minimization as follows (see Appendix A for details):  

( ) ( ) ( )( ) ( )( )( ) ( )
( )

,

x

x x x v x n x n xF BF u I u I J dε β

β

β δ β γ
∈Γ

 ∆ = − − − +
 ∫ i , (5.2) 

where  

( )u x : the image intensity at location x , 

( )v x : the regularized gradient vector obtained using GVF, 

( )
( )

,

,

x
n

x

F

F

β

β

−∇
=

∇
is the inward normal, 

γ : a factor that balances the influence between region and edge based forces, 

( )βΓ  : denotes the local image region, 

( )xJ β : the Jacobian matrix, 

( ),xFεδ β : is an approximation to the Kronecker delta function applied to ( ),xF β ,  

F
I and B

I  are the intensity estimates in the interior and exterior of the sphere, 

respectively, computed as the arithmetic mean of the denoised pixel intensities of the 

respective image regions inside ( )βΓ . 

These considerations lead to the following iterative update equation for the 

parameters: 

 
1t tβ β α β−= + ∆ ,  (5.3) 
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where α  is the learning rate. In our formulation, the learning rate is allowed to adapt. 

Specifically, the proposed algorithm detects oscillations (changes in sign of the update 

component) and exponentially reduces the learning rate. This acts a damping mechanism 

to ensure convergence to the optimal solution. The fitting iterations terminate when the 

sum of absolute values of all components of β∆  for five consecutive iterations is less 

than a selected threshold. The node saliency value is given by the contrast, i.e., F B
I I−  

between the bright foreground and dark surrounding background.  

With a spherical model being fit to what is primarily a cylindrical shape 

representing a vessel image, the region-based term will tend to drive an over-expansion 

of the sphere, i.e. an over estimate of the sphere radius. The GVF term mitigates this 

tendency. This phenomenon is explained in Figure 5.3. Near the center of the cylindrical 

vessel, it can be seen that the GVF field (shown using green arrows) is orthogonal to the 

outward normal of the sphere (shown using red arrows). This makes the force due to 

GVF in eqn (5.2) almost zero at the center. However, near the vessel boundaries, these 

vectors are parallel, and therefore, the inner product between these vectors is significant 

in eqn (5.2). This balances the region-based forces that are high at the center of the 

vessel and low near the edge. The sphere model expands as long as the GVF is in the 

direction of the sphere's outward normal. However, when the edge is crossed, the 

direction of GVF reverses, causing the sphere-expansion to cease. The region-based term 

keeps the sphere within the vascular-foreground. Without this term, the sphere may be 

fitted to the background region between two adjacent vessels. 

 

Figure 5.3 shows that GVF compensates for the misfit between the spherical model 

and primarily cylindrical data. The GVF field is displayed using green arrows, and 

the outward normal of the model-contour is indicated using red arrows. 
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Figure 5.4 shows three examples of node fitting to synthetic images, where the 

models are initialized near vessel segments, and are eventually aligned to the nearest 

vessel segment.  

 

Figure 5.4 illustrates the iterative procedure for detection of primary nodes; The 

three rows (top to bottom) show three cases of fitting; For each row, the left column 

shows the initial condition; the middle columns show progression of the fitting 

procedure (left to right); and the right most column shows the node at the exit 

iteration. The color of the contour is red if the pixel intensity belongs to the 

background, and green if it belongs to the foreground. 

The candidate nodes detected using the procedure described above are termed the 

"primary" nodes because they can be detected in the image directly (without applying 

constraints from other nodes). The primary nodes in the image are obtained using a 

rectangular grid-based search. The entire image is divided into sub-volumes of the grid 

(typically 20 to 30 pixels wide), and one node is fit for each sub-volume. If the node 

saliency at any point is less than a small positive number ( 0 001.ε = ), then it is likely 

that the sub-volume does not contain any vessel, and therefore those nodes are discarded. 

The search gives a large number of candidate primary nodes distributed over the 
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vascular network. This is used to initialize the remaining steps of the proposed 

algorithm.  

5.4.2 Secondary Node Detection 

The previous section described the detection of primary nodes. The primary nodes 

converge at local minima of the energy hyper-surface. However, the tubular structures of 

vessels cannot be covered entirely by using the primary nodes alone. This is mainly 

because the spherical shape of the kernel does not match the local vessel shape. With 

this consideration in mind, another set of nodes, called the secondary nodes, is used. The 

secondary nodes are identical to the primary nodes in terms of modeling assumptions, 

but with two additional constraints that are described next. The secondary node fitting 

uses another node, termed the “anchor node” that is used to set these constraints. In other 

words, a secondary node is always the child of an anchor node. The anchor node can be 

a primary node, or another previously detected secondary node. 

As shown in Figure 5.5(a), the anchor node uses a vector r  to build a constraint 

plane that is orthogonal to r . The direction of the vector r  represents the direction of 

maximal lines or the underlying vascular structure. The direction is estimated from the 

modes of the ODF at the anchor node. The magnitude of r  is proportional to the scale of 

the anchor node, which is set such that the nodes are partially overlapping. If the 

proportionality constant is less, then it would generate too many overlapping nodes. On 

the other hand, if it is large, the gaps created between the nodes could miss important 

structures. Typically, it is set as 0.75 times the estimated scale of the anchor node. The 

model fitting results for secondary nodes are searched on the constraint plane noted 

above, using an energy minimization procedure similar to eqn(5.2). The added constraint 

updates each secondary node’s center iteratively, guided by the following equation: 

 
2

,  µ I µ
T

i i

new

rr

r

 
∆ =  − ∆

 
 

and 1µ µ µi i i

new new new

−= + ∆ , (5.4) 

where, r  is the vector described above, µi∆  is the iterative update of the node center as 

shown in eqn (5.3), µ i

new
∆  is the modified center due to the additional constraint applied 

to the secondary node, and I  is the identity matrix. 
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From eqn (5.4), it can be stated that the search for secondary nodes is performed in a 

plane that corresponds to the null space of vector r . However, the node may drift away 

infinitely from the projected point on this plane based on the above formulation alone. 

Therefore, another constraint is used such that the maximum distance of the drift d  is 

limited to a set distance from the anchor node, as defined below, 

 ( )µ µi

new anchor anchor
d r s= − − ≤ , (5.5) 

where anchor
s  is the estimated scale of the anchor node. In this way, the search for 

secondary nodes is constrained to a circular plane (disk) in the vicinity of the 

corresponding anchor nodes. When applied recursively, the combination of primary and 

secondary nodes can be used to reach vessel regions that cannot be reached by primary 

nodes alone. 

 

Figure 5.5 (a) shows the anchor nodes and the search directions using arrows. (b) 

shows the constraints applied to the detection of secondary nodes. The circles 

indicate the locations and scales of the nodes, and the arrows indicate the modes of 

the ODFs associated with each node. The nodes with red-colored boundaries are 

the primary nodes, while those with blue boundaries are the secondary nodes.  

5.4.3 ODF Recursion to Estimate Direction of Maximal Lines 

The ODF is estimated for each node in the trace-graph. The modes of the ODF indicate 

the directions of the tangents to the maximal lines (vessel segments in this case) passing 

through the nodes. For a tubular vessel, the modes correspond to a pair of opposing 

directions along the vessel. However, if the node lies on a branch point, then it is likely 

to have more than two modes that correspond to the vessel bifurcation directions. The 
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ODFs for the primary nodes are estimated directly from the data, whereas the ODFs for 

the secondary nodes are obtained using a recursion scheme.  

The ODF for a node in 3D is a scale-adaptive function 2: Sβ
+Ω →� , as indicated 

by eqn 2.1 for generalized ODFs. It is approximated using an angular histogram in 

discretized spherical coordinates ( 2
S ). For each angular bin, the direction-sensitive 

neighborhood function for the ODF is non-zero in the annular region around the node 

spanning from a radius s  to 2s  in the image, as illustrated in Figure 5.6. This region 

gives information about the node anisotropy, and hence it is of interest for estimation of 

node directionality. 
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(b) 

Figure 5.6 shows a scale-adaptive ODF for three-dimensional data. (a) Shows the 

histogram bins at the equatorial plane spanning the region between scale s and 2s . 

(b) Shows another bin of the spherical histogram on the surface. 

The spherical histogram is denoted { }θ , t

i i
w  where { }θ ,

i i i
θ φ=  denotes the unit 

orientation vector at discrete polar angles 0
i

θ π≤ ≤  and i
π φ π− < ≤ , respectively, and 

t

i
w  is the corresponding weight of the bin at the recursion time indexed by t . Note that 

the time variable in this context is an artificial time used in the sequential filtering 

procedure. The Cartesian representation of the unit vector for θ
i
 is given by the triplet 

[ ]sin cos , sin sin ,cos
T

i i i i i
θ φ θ φ θ . The bin interval is chosen empirically such that the bin 

s 

( )θβΩ  

( )θβΩ  

s 
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resolution is finer than the branching structures in the vascular network of interest, and is 

chosen to be dense enough to model the curvature of the vasculature. However, due to 

uniform sampling in 
2

S , the longitudes near the north and the south “poles” of the 

histogram become densely sampled. To avoid this problem, the bins touching these 

locations are merged into two bins (one at the north pole and another at the south pole, 

respectively). 

The method for sequential recursion of ODFs is inspired by the literature on particle 

filters [Arulampalam02]. Particle filters can handle non-Gaussian and non-linear 

dynamics of physical systems, and are less sensitive to initialization compared to other 

linear approaches. Since the orientation is uniformly sampled by θi , an approximate 

grid-based method provides adequate propagation of the filtered density information.  

The refined ODF, denoted ( )θβΩ , obtained as a result of the recursion scheme, 

contains the directionality information of the underlying curve. The modes of the ODF 

are therefore detected using the following strategy. It is known that ( )θβΩ  should have 

at least two peaks in opposing directions, for the typical case of a tubular vessel structure 

passing through the node. A test is conducted to determine if the third peak in the 

histogram, which is separated from the top two peaks by at least a 45 degrees conical 

angle, is significant (i.e., indicative of a bifurcation in the vessel). The significance of the 

third peak is determined by setting a threshold on the height of the third peak relative to 

the heights of the first and second peaks. In the experiments described in this thesis, the 

third peak is considered significant if its magnitude is at least 25% the average of first 

and second peaks. This threshold can be justified because a third peak would indicate a 

possible bifurcation point of the vessel network. The sensitivity of this threshold is 

studied in Section 5.7.2. 

5.4.4 A Top Down Controller for Node Detection 

The proposed method uses a top-down scheduling algorithm whose purpose is to 

schedule the node detection process based on the saliency of the vessels. A secondary 

objective is to maintain a quantitative measure of the quality of the detection, and 
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provide the basis for replacement of inferior nodes with superior ones when they are 

available.  

The top-down controller uses a set of simple sequential tracers, as described in the 

previous section, to reconstruct the topology of the vessel network. Each tracer is 

initiated from a primary node, and uses the ODF recursion method to propagate the node 

detection process. This process competes with all other peer processes (“tracers”) to 

eventually cover the entire image. A quality metric is assigned to each tracer to prioritize 

its order of stepping, such that the tracer with highest quality remains active at each step. 

This would mean that while covering the image at each step, the best trace (in the sense 

defined by the quality metric) would be allowed to propagate. 

For the purposes of this thesis, a “cover” is defined as a vessel-ground map that is a 

record of the detected nodes in the image. This data structure can be used to answer a 

query to determine if a given region is described by a node. This is done by way of a  

“hit-test.” In order to develop some intuition behind the design of the top-down 

controller, consider the case in which no particular ordering is imposed on the tracing 

process (“tracers”). In such a situation, a tracer can be initialized from an arbitrary seed 

point, and continues its vessel traversal until a stopping criterion is met. Now, suppose 

that a tracer is initiated from a location where the quality metric is high. The quality 

metric in this case will most likely fluctuate several times before it falls below the 

chosen stopping threshold. If the user selects a threshold that is too low, then the tracer 

might “wander” falsely into the background region, and then continue its traversal 

(“thinking” that it is a valid vessel segment owing to the low threshold), until it 

eventually connects to another vessel segment. The end result is that the topology of the 

vasculature is represented incorrectly. In a nutshell, these tracing methods depend 

largely on a stopping criteria that is determined using the local image information, and 

they are unaware of the global scenario. 

However, if a global ordering is maintained among the tracers, then vessel segments 

with higher quality metrics (i.e., the salient segments in regions of low uncertainty) are 

traced first before less salient regions, where the uncertainty is higher. Such a strategy 

reduces the risk of two or more tracers “jumping over” to adjacent vascular segments 
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because the tracers will stop upon "hitting" another trace approaching into the uncertain 

region from the opposite direction.  

This scenario can be generalized and viewed another way. In a sequential vessel 

detection process, the present state is conditioned on the past measurements and state 

variables, where the "present" and "past" are perceived using an artificial time variable. 

Naturally, a high value of the quality metric of the past variables leads to a better 

prediction of the present state. Therefore, by manipulating the artificial time variable to 

our advantage, a global ordering of the tracers can be imposed to prioritize tracers that 

are processing more salient segments over less salient ones. This would also schedule 

the pattern of hits among multiple tracers in a favorable manner. Specifically, a tracer 

with a lower quality metric is much more likely to hit a tracer with a higher quality 

metrics rather than the other way around. 

The quality of a trace is formulated to depend on the average saliency values of at 

most k  nodes, starting from the tip of a trace. This means that only the latest values of 

node saliencies in a tracer are used. The value of k  must be chosen such that small gaps 

and inconsistencies in the image intensity can be averaged out during the tracing 

process. Based on our experiments, values in the interval [ ]2 8,k ∈  were found to be 

suitable, and a fixed value of 4k =  was used in all the experiments shown in this thesis.   

Another intuitive measure of quality is the standard deviation of the curvature of a 

sequential trace. Constant curvature lines like straight-lines, circles, and spirals have 

nearly zero standard deviation. These shapes typically resemble a good quality traces, 

whereas traces that change directions randomly after each step are not of good quality. In 

this thesis, the curvature value of a chain of nodes formed by the k  nodes at the tip of a 

trace graph is computed, and its standard deviation is used as a penalty for trace quality. 

Finally, we use a constant term that serves as a prior on the length of a trace. If a 

trace is too long, then the penalty for this term is low, and if the trace is too short, then 

this term imposes a high cost. Using the above ideas, a combined quality measure for the 

trace is formulated as follows: 
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where, Q is the overall quality metric for a trace, ( ) ( )0 1,
i

sal ν ∈  is the normalized 

saliency value of the 
th

i  node in the chain of nodes representing a trace, C  is the cost 

associated with the length of the chain, and cost ( )κ  is the cost due to standard deviation 

of the curvatures, as given by  

cost ( )
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i   (5.7) 

The saliency-based term uses the image intensity (appearance) distribution to 

measure the quality of a trace, whereas the term based on curvature uses the local shape 

of the trace to assign the quality metric. ρ  is a constant that balances the magnitude of 

the above cost term with the remaining terms. It is set to 1ρ =  in this work. 

If the term C  that is based on the length of the curve is very large (i.e., is dominant), 

then the tracer begins from one starting point at a time and then continues the tracing 

until the stopping criteria is met. However, if this term is chosen to be a small value, 

then the ordering is completely guided by the image-based terms (essentially, the node 

saliencies), and all the tracers are active simultaneously. 

A value of 0C =  would imply that all the primary nodes would be used in the 

tracing process (since they are unconstrained minima of the eqn (5.2), and any secondary 

node with constrained fitting in the vicinity would have an equal or lower saliency ). In 

such a situation, the tracing operation reduces to a method of “fill-in-the-gaps,” when 

secondary nodes bridge regions between already detected primary nodes in order to 

cover the gaps. However, this may sometimes be undesirable, because not all primary 

nodes are accurate. In practice, we use a value of 1 0.C =  to enforce a slight bias in favor 

of longer traces.  

Using this measure of quality, and with computational efficiency in mind, we 

approximated the trace-graph extraction problem as a greedy search. A greedy 

approximation to the optimization problem can be attained using an algorithm similar to 

one described in [Cormen01, pages 1035-38], that uses the cost, or cardinality of subsets, 

to rank order them sequentially, while keeping track of the covering of each target set. 

However, in our case, the target set is a vascular region of the image that is unknown at 
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an intermediate step of execution of the algorithm. Therefore, the proposed algorithm 

minimizes the cost of coverage by selecting the best node at each step to cover the 

vascular region incrementally. 
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Algorithm 5.1 and Figure 5.7 provide a pseudo-code description of the top-down 

control algorithm applied to the node detection. It is implemented using a priority queue 

Q that sorts the tracers based on the quality metric described earlier, and it maintains an 

accounting of the best quality traces in the image at all times. It starts with an empty set 

of nodes V and a set of primary nodes ν  that are temporarily pushed into a priority 

queue. The primary nodes are detected using a grid-based exhaustive search in the image 

domain as described earlier.  

At each step, indexed by i  of the algorithm, the node i
ν   with the highest quality is 

popped from the priority queue Q, and subjected to a “Hit-test.” The “Hit-test” 

determines whether or not the image region occupied by the current node i
ν  is already 

mapped by one or more previously detected nodes in V . If i
ν   belongs to an unmapped 

region, then it is appended to the set V . The node is then allowed to generate one (or 

more) secondary node(s) that are pushed back into the priority queue using the same 

logic.   If the node i
ν  fails the Hit-test, then it is deleted from Q, with the assumption 

that the image region is already mapped by more salient nodes. The iterations terminate 
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when Q becomes empty, or when none of the nodes have saliency values greater than τ  

(an estimate of the quality of the background).   

 

 

Figure 5.7 shows the top down control applied to node detection. 

Figure 5.8 illustrates the impact of applying a top-down controller to vessel tracing. 

Specifically, the effect of changing the length term ( )C  is highlighted in this example. 

The upper panels of this figure show the tracing results obtained with a high value of the 

length prior, specifically 3 0.C = , while the lower panels show results obtained with the 

lower value of 0 5.C = . The same set of primary nodes are used for both cases, and all 

the remaining parameters are kept the same. The detection shown by label "A" in Figure 

5.8  indicates isolated fragments due to poorly estimated primary nodes. These nodes are 

likely to be eliminated in the later stages of processing (to be described below).  
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Figure 5.8 illustrates the influence of the length term C   in the quality. The centers 

of the nodes are shown. (top) traces were obtained with  3C = , (bottom) traces were 

obtained with 0 5.C = . The same set of primary nodes was used in both cases. The 

graphs on the right show the saliency values of nodes as the tracing progresses. 

It can be seen, in general, that introduction of the length term causes the traces to be 

"straighter,". For example, at the location shown by label “D”, the centerline for 3C =   

is smoother compared to the centerline for 0 5.C = . This is because a low value of C  

causes all the primary nodes to be active, and the trace closely follows the image data. 
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There are also a few missed vascular segments as indicated by label “B” in the tracer 

with a high value of C , in spite of the fact that the same set of primary nodes were used. 

This could be due to different sets of priors that bear upon the node detection results at 

these locations. Also, the label “C” indicates an example trace that is obtained by the 

tracer with a high C  value, that advances even though there is no apparent vascular 

structure in the image, whereas the tracer with a low C  value stops. The graph on the 

right shows the progression of saliency values of nodes as a function of the iteration 

number (i.e, the sequence of node detections). Overall, this experiment reveals that the 

ordering of multiple tracers influences the final results. 

5.5 Spatial Affinity Graph and Minimum Spanning Tree Generation 

The node detection process generates a set of candidate nodes, with several desirable 

properties (shown in Table 5-1) such that the nodes cover the foreground (vascular) 

regions of the image. The spatial affinity graph and the minimum spanning tree are 

needed to estimate the best possible connection among these nodes for construction of 

the final trace graph. These steps are described in detail in the following subsections: 

5.5.1 Spatial Affinity Graph 

A spatial affinity graph consists of edges that form all possible connections between the 

candidate nodes. The nodes connections are defined using a neighborhood relationship. 

A node is defined as a neighbor of another node if: 

• It is the closest neighboring node within a 45 degree cone; and 

• The spatial distance between the nodes is less than α  times the sum of scales. In 

this thesis, this value is set to 1 0.α = .  

The first condition is designed to keep the graph as planar as possible by preventing 

any edge from passing through a node. The second condition provides the user with a 

mechanism to control the filling of gaps by increasing α  if the image quality is poor, 

and when node fitting proves to be difficult. However, in the experimental data 

presented in this thesis, it was not necessary to increase α  beyond one, which would 

imply that all vascular segments were connected. With these added conditions, the 

implementation of the spatial affinity graph is similar to the hit-test described earlier. 
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Each edge of the affinity graph is assigned a weight that quantifies the affinity ( 

connectivity) of the connecting nodes. These weights are used for generating the 

minimum spanning tree. The weights are formulated as follows:  

 
( ) ( )( )3 3min ,

ij

ij

i i j j
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e

s sal s salν ν
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where, 
ij

g  is the geometric Euclidean distance between node centers, ( ,
i j

s s ) are the 

scales of  i
ν   and 

j
ν , respectively, and ( )sal i  is the node saliency value. The edge 

weight as formulated above is directly proportional to the distance between the nodes, 

which signifies that the nodes located farther apart have higher edge weights. In 

addition, the edge weight is inversely proportional to the minimum of saliency values 

weighted by their scales (i.e., the volumes of the fitted sphere models). Intuitively, this 

implies that if 
i

ν   and  
j

ν  both have large sizes and high saliencies, then the edge weight 

is small. On the other hand, if either one of them is small in size, or has a low saliency, 

then the edge weight is appropriately large. This implies that the edge weight is heavily 

influenced by the “weakest node” in the pair of nodes forming the edge in question.  

The affinity weights may be formulated using other functional forms as well. For 

example, instead of the Euclidean distance; a image intensity weighted geodesic distance 

could be used. Another term that "matches" the anisotropy of the nodes by comparing 

the node ODFs can be added as well. However, for the present work, the above simple 

formulation was found to be sufficient.  

5.5.2 Minimum Spanning Tree 

The minimum spanning tree is needed to eliminate the redundant edges from the spatial 

affinity graph. A minimum spanning tree (MST) is a cycle-free subgraph whose sum of 

edge-weights is less than or equal to the weight of every other tree contained in a given 

graph. In the prior literature on vessel tracing, the idea of MST based reconnection of 

nodes has been proposed in Szymczak et al. ([Szymczak05]),  Jomier et al. ([Jomier05]), 

Yuan et al. ([Yuan09]), and Florin et al. ([Florin04]). The utility of such an approach lies 

in the fact that the parent-child connection formed during tracking is not necessarily the 

best overall global connection of nodes. In other words, a better match in local properties 
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between neighboring nodes (like the shape, appearance, and anisotropy) is more 

important than the order of node traversal. 

This argument has a theoretical basis as well. The minimum spanning tree has a 

fundamental connection with minimal-path techniques for vessel detection. In the 

minimum-path techniques, the vessels are modeled as minimum-cost paths in scale 

space between pairs of known points [Li07]. For the purpose of illustration, consider the 

example graph in Figure 5.9 (a) with node saliencies indicated by the numbers on the 

nodes. Suppose that the edge weights are inversely proportional to the minimum of 

node-saliencies that formed the edge. In such a situation, the edge weight will depend on 

the worst node. For example, an edge created with two high saliency nodes will have a 

low weight, and if one of the saliency values is low, then the edge weight would be high. 

The green line in Figure 5.9 (b) shows the minimum-cost path between the nodes A and 

B. Figure 5.9 (c) shows a minimum spanning tree. It can be seen that the shortest path is 

contained within the MST, even though the MST has a few additional branches. 

The theoretical connection between MSTs and shortest-path trees (SPT) has been 

studied in [Khuller95] where the authors use an edge-relaxation technique to obtain a 

balancing shortest-path tree from a minimum spanning tree. Importantly, they have 

shown that not all edges are mutually exclusive between the two. Figure 5.10 shows that 

MST and SPT do not necessarily include the same subset of edges, particularly if long-

range connections exist. However, in our case, the spatial affinity graph only allows 

connections in a limited range determined by the scale of the nodes, which do not 

qualify as long-range connections.  In addition to this, the terminal points of the shortest 

path can be assumed to lie at shorter intervals. Therefore, the MST can be assumed to 

contain the minimum-cost path. 
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Figure 5.9 is a schematic example showing the relation between the minimum cost 

path and minimum spanning tree. (a) is an arbitrary graph with node saliencies 

indicated by the numbers in the range 0-10. (b) is the minimum-cost path from 

node A to B. (c) is the minimum spanning tree constructed from the graph. Note 

that the edges of the minimum-cost path are included in the minimum spanning 

tree.  

The MST representation has another advantage, because it yields a hierarchical 

organization of the nodes. In this organization, the nodes with higher saliencies exist at 

higher levels (interior levels) of the hierarchy, whereas those with lower saliencies are 

pushed towards the lower levels (leaf-nodes). This construction is helpful for developing 

effective pruning algorithms that discard candidate nodes, starting from the leaf-nodes. 

This is described next. 

 

Figure 5.10 (Reproduced from [Khuller95]) shows the relation between the 

minimum spanning tree and the shortest path tree. 

In this work, Kruskal's algorithm was used to create the MST. This algorithm 

incrementally adds edges to the graph, in a non-decreasing order of weights as long as 

they do not create a cycle. Note that if the image contains more than one disconnected 
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vessel structure, then multiple MSTs are created. In summary, the justification for the 

use of the MST can be summarized by listing the benefits that the MST provides: 

a) The best possible interconnection of the detected candidate nodes. It was also 

shown that the MST construction has similarities to the minimum cost path 

method (provided long-range connections do not exist in the spatial affinity 

graph).  

b) A hierarchical organization of detected candidate nodes that is required for 

pruning heuristics.  

c) An advantage in the future implementation of an algorithm that allows 

replacement (overwriting) of existing nodes, if a higher quality node is available 

at a given location later in time in the sequential tracing process. In that case, a 

travel-order based tracer would find it difficult to reassign the parent-child 

relation of the nodes that are being replaced by new (better) nodes. The MST 

based reconnection method avoids this problem. 

d) An independence of the inter-node connections from the order of detection or 

traversal of the tracer, which may be arbitrary.  

e) A mechanism to add robustness to the interconnection and pruning stages by 

allowing propagation of multiple hypotheses.  

5.6 Topological Segmentation and Pruning 

The topological segmentation is a process of partitioning the minimum spanning tree 

into a hierarchal set of  branches such that each branch is a one-dimensional structure 

with a leaf node on one end and a connection to the parent branch on the other end. The 

process is described in Algorithm 5.2. Prior to starting this algorithm, the nodes of the 

graph are classified into the following types: 

 

Type Number of neighbors 

End Point  One neighbor 

Internal node Two neighbor 

Branch Points More than two neighbors 
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The proposed algorithm starts by assigning labels to all the end-points (leaf-nodes) 

of the tree. Then, the algorithm traverses the tree from the end points and marches up the 

node hierarchy in the tree. While traversing, it propagates the label of the branch (end 

point where the traversal originated) and accumulates the saliency values of each node 

along the path, storing them in an array W  (see Algorithm 5.2). When two branches 

meet at a bifurcation, the branch with the higher cumulative saliency value in W  is 

allowed to propagate its labels, whereas the label-propagation for the other branch is 

terminated. The average node saliency (obtained by dividing the cumulative saliency of 

the branch with the number of nodes in the branch) yields the branch saliency value that 

is used as a threshold. In this way, the topological labeling process segments the 

minimum spanning tree, and yields a set of branches.  

The pruning operation uses the following features to accept or reject any branch (see 

flow chart in Figure 5.11): 

• Number of Branch nodes (
n

τ ): The total number of nodes in the branch. This 

value is expected to be high for true branches and low for false branches. The 

threshold is set at 2 nodes. 
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• Branch Saliency (
s

τ ): The average saliency value for all nodes in the branch. 

This value is expected to be high for true branches and low for false branches. 

The threshold is set at 0.15.  

• Ratio of branch-base weight to average branch saliency weight (
r

τ ): A 

branch-base is a node where a branch is connected to its parent branch. The ratio 

of the branch-base node saliency to the average saliency of the branch provides 

an indication of a spurious branch. The threshold for this is set at 4.0. 

The histograms of the branch features are shown in Figure 5.12 (top) for the training 

data. The histogram shows the frequencies of the feature values of the two classes (false 

branches and true branches) from the MST. An analysis of the thresholds on these 

features is presented in the next sub-section. 

 

Figure 5.11 shows the flowchart of rules for pruning each branch of the MST. 

Branch smoothness test  

The purpose of this test is to analyze the sequence of nodes in a branch of the minimal 

spanning tree, and make a decision on whether or not it should be pruned partially. For 

this, the CUSUM test [Page54] is proposed. Starting from the branch-base, the angle, 

denoted i
x , is sequentially checked while traversing towards the leaf-node of each 

branch, starting from the branch-base. The angle is measured between three successive 

nodes. If the nodes are collinear, then the angle would be 0, whereas if there is a right 

angle turn, then the angle is 90 degrees. The CUSUM has the following form  

 ( )
0

1

0

0max ,
i i i

S

S S x k+

=

= + − , (5.9) 
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where i
S  is the upper control limit, and 30k =  degrees is a parameter that is determined 

empirically. The CUSUM measure detects loss of branch smoothness when i
S  exceeds a 

threshold (set at 90
sm

τ = degrees). The branch is pruned at that point. Figure 5.12 

(bottom row) shows an example where a branch is subjected to pruning using the branch 

smoothness test. The branch of interest (highlighted in red color) is not smooth near the 

tip (leaf-node) where the nodes are connected in a random fashion. The CUSUM 

analysis starts from the base and progresses towards the leaf node. The plots on the 

bottom-right hand portion of Figure 5.12 show that the last two nodes required pruning 

because the angles exceeded 
sm

τ  at those points.  

 

Figure 5.12 shows branch feature analysis on the training set. The top row contains 

histograms showing the distribution of features. The bottom row illustrates the 

CUSUM-based analysis for pruning a part of the branch (shown in red color). The 

child branches of the red-colored branch are colored differently to show the 

labeling process by the topological segmentation step. 
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Note that another necessary condition for branch-smoothness-based pruning is that 

the other branches arising from the given branch should also be pruned using the 

heuristic rules described above. In other words, smoothness based pruning is performed 

only when the operation does not disconnect the MST. 

5.7 Parameter Tuning and Sensitivity Analysis 

This section describes the parameter tuning and the sensitivity analysis of various stages 

of the algorithm. This thesis work was conducted using an unlabeled dataset (no ground 

truth). A training dataset was used to develop the proposed algorithm similar to the work 

of Tyrrell et al. [Tyrrell07]. In the absence of ground truth data, the parameter tuning 

was done with the help of an expert (biologist) in multiple iterations. As there is no strict 

threshold in the algorithm, the training of the algorithm is not a one-time critical process. 

In the application setting, it is even likely to change, based on the subjective evaluation 

of the expert biologist. Hence, the idea of an intuitive tuning parameter set is proposed. 

This is different from other algorithms that use a fixed threshold setting instead of 

providing an adaptable tool for the biologists. The trained algorithm was then presented 

to the biologists who assessed the performance of the algorithm in other unseen datasets, 

which are presented in the next chapter. This section presents the effect of perturbing a 

few parameters to justify their choices and provide information on their sensitivity for 

newer images.   

5.7.1 Tuning the Transition Prior in ODF Recursion 

The ODF recursion process uses a smoothing function that acts as a transition prior for 

the recursive estimation framework. The default shape of the smoothing filter is set 

empirically to a Gaussian in spherical domain ( 2
S ) with a standard deviation of 10 

degrees of solid angle. Figure 5.13 (a-c) shows a set of such Gaussian filters where the 

standard deviation was set to 5 degrees, 10 degrees, and 20 degrees, respectively. Figure 

5.13 (d) and (e) show the effect of changing this parameter in the node detection. 
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Figure 5.13 (a), (b), and (c) show Gaussian filters in the spherical domain (
2

S ) with 

standard deviations 5, 10 and 20 degrees solid angles, respectively. (d) and (e) show 

comparative performances using limited but identical initializations of multiple 

tracers for the three cases (details in the text). The tracers are initialized from a 

reduced set of seed points. 

Figure 5.13 (d) shows a  comparison between the traces obtained using Gaussian 

filters with standard deviation values of 5 degrees and 10 degrees, respectively, in the 

transition prior for the ODF recursion. All other parameters in both tracers are set to 

identical values, and they are initialized with an identical set of primary nodes. The 

detected nodes are colored green if they are common to both tracers. Red nodes indicate 

regions that were detected by the first tracer (with the 5 degree standard deviation in the 

spherical Gaussian filter) and not by the second tracer (with the 10 degree standard 

deviation in the spherical Gaussian filter), and blue nodes indicate regions that were not 

detected by the first tracer, but detected by the second tracer. Figure 5.13 (e) shows a 

similar comparison where the first and the second tracers use smoothing filters with 

standard deviations of 5 degrees and 20 degrees, respectively. 
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Overall, most vessel foreground regions are covered by the tracers (shown in green 

colored nodes). With a smaller value of the standard deviation, the influence of the prior 

is stronger, and therefore the ODF at the previous time-point in the recursion has a 

greater influence. This is seen at locations marked by “A” in Figure 5.13 (d) and (e), 

where the tracer (shown by red colored nodes) continues its traversal for smaller values 

of the standard deviation, but stops for the larger values. The location marked “B” with 

blue colored nodes is an example where the tracer with a larger value of standard 

deviation continues, while the one with the smaller value stops. These two cases are 

discussed further in detail below. Overall, the results are presented in Table 5-2 where 

the tracer with a standard deviation of 5 degrees in the Gaussian smoothing filter is 

considered as the reference and other two tracers are compared against it. 

Analysis of Table 5-2 shows that there is a trade-off between finding new nodes and 

missing existing nodes as the standard deviation of the Gaussian smoothing filter is 

changed. To make an effective tradeoff, the decision on setting this parameter is taken 

by analyzing the quality of the results that are presented in Figure 5.14. Figure 5.14 (a) 

and (b) show details of tracers with standard deviation settings of 20 degrees and 10 

degrees in the Gaussian smoothing filter, respectively. The tracer with the 10 degrees 

standard deviation successfully avoids a “wrong turn” made by the tracer with 20 

degrees standard deviation setting. This implies that 20 degrees standard deviation is not 

a suitable setting. Figure 5.14 (c) shows the location (using an arrow) where the tracer 

with the larger value of standard deviation stops due to a slight change in the intensity of 

the vessel. However, the tracer with the smaller value of standard deviation overcomes 

this discontinuity due to the greater influence of its prior. The decision to use 10 degrees 

as the standard deviation setting can therefore be justified because it provides the desired 

balance between avoiding “wrong turns” and degree of influence of the prior 

information. Moreover, the 10 degrees matches the grid-spacing of the discretized 2
S  

domain, and therefore, proved to be the correct choice. 
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Table 5-2 shows a performance comparison of the tracers by varying the standard 

deviation of the Gaussian smoothing filter that serves as a transition prior in the 

ODF recursion. The comparisons are performed against a reference that has a 

standard deviation setting of 5 degrees. 

 Number of nodes of base-tracer 

missed by the given tracer (colored 

red in Figure 5.13) 

Number of nodes found in region 

not covered by the base-tracer 

(colored blue in Figure 5.13) 

Comparison with tracer having a 

standard deviation of 10 degrees in 

the Gaussian smoothing filter 

133 (3.59 %) 61 (1.65 %) 

Comparison with tracer having a 

standard deviation of 20 degrees in 

the Gaussian smoothing filter 

172 (4.65 %) 243 (6.31 %) 

 

 

 

Figure 5.14 shows a few cases illustrating the influence of changing the standard 

deviation setting of the Gaussian filter in the transition prior term of the ODF 

recursion. The tracers are initialized from a reduced set of seed points. 
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5.7.2 Tuning the Branching Threshold in the ODF 

The branching threshold determines the decision to generate one or two secondary nodes 

from a given anchor node using the heights of the ODF-modes at the anchor node. This 

threshold is imposed on the height of the third highest peak or mode (if present) as a 

fraction of the average heights of the first and second highest peaks or modes. The 

default value of this threshold is set at 0.25. Table 5-3 demonstrates the effect of 

changing this threshold over a range of choices in terms of the percentage of new nodes 

detected in the region that are not covered by the default settings, and percentage of 

nodes in the default settings that were missed in the new settings. 

Table 5-3 shows the effect of varying the branching threshold parameter in the 

ODF. 

 0.5 0.25 0.125 0.1 0.05 

Percentage of nodes gained by 

the new threshold value 

compared to default value 

0.21% 0 4.4% 4.7% 6.16% 

Percentage of nodes in the 

default settings that were 

missed by the new threshold 

value. 

2.0% 0 0 0 0.12% 

 

From Table 5-3, it can be concluded that the branching threshold can be set to a 

range of values between 0.25 to 0.1 without any missed detection compared to the 

default value. The value of 0.1 results in a 4.7% increase in the number of nodes in the 

region that were not previously covered by the default value. Therefore, this value might 

be suitable for these images. However, the current experiment is performed using a 

reduced subset of seed points, and it is likely that the additional seed-points may cover 

these regions without affecting the final results. Therefore, the default threshold setting 

at 0.25 is justified, although a slight reduction in the value to about 0.125 may be 

recommended for some images.  

If the threshold value is increased to 0.5%, then a large number of nodes in the 

default setting are missed without much gain in the number of new nodes. If the 

threshold value is reduced below 0.1, then a few additional misses can be seen.  
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5.7.3 Tuning the Pruning Thresholds 

In order to tune the pruning thresholds, a training dataset is created consisting of 679 

branches classified as being either True or False, based on a visual evaluation of the 

ground truth. Of these, 157 branches were labeled as True, and 522 as False. The 

pruning parameters used are Length, Branch Saliency, and Branch-base ratio. These 

parameters are used in the cascade procedure illustrated in Figure 5.11. However, the 

classification results presented here are based on the output of the MST, and not on the 

input data. Therefore, these performance measures reflect the discriminating ability of 

the pruning module alone, and not the entire system. 

The threshold for the length of a branch is set to 2
n

τ =  for true branches, because 

the branches of length 1 usually represent the incorrect hypothesis of the tracer that 

failed to get any further image evidence for the growing a branch. They are primarily 

caused by the presence of imaging noise near vessel boundaries.  

The remaining branches are pruned based on the Branch Saliency and the Branch-

base ratio. In order to provide the biologist user with a guideline for tuning these 

parameters for optimal performance, an analysis of the operating range of parameter 

values based on Receiver Operating Characteristic (ROC) curves is presented next. This 

analysis serves two purposes:  

1. It identifies the best combination of the two parameters for achieving a specified 

degree of accuracy. 

2. It provides information on the range of possible configurations achievable by 

adjusting the tunable parameters for a given dataset. Thus, the ROC curves may 

be used to determine whether some parameters have a greater influence on the 

performance of the complete system compared to the others. 

Receiver Operating Characteristics (ROC) 

For a binary classifier, the ROC curve is obtained by plotting the sensitivity or the true 

positive rate, vs. the false positive rate (1 − the specificity or 1 - the true negative rate) as 

its discrimination threshold is varied. The ROC can also be represented by plotting the 

fraction of true positives out of the positives (TPR = true positive rate) vs. the fraction of 

false positives out of the negatives (FPR = false positive rate).  



 

     140

The outcomes are labeled as positive (p) or negative (n). There are four possible 

outcomes from a binary classifier. If the outcome from a prediction is p and the actual 

value is also p, then it is called a true positive (TP); however if the actual value is n, then 

it is said to be a false positive (FP). Conversely, a true negative (TN) occurs when both 

the prediction and the actual value are n, and a false negative (FN) occurs when the 

prediction is n while the actual value is p. This may be represented succinctly in what is 

known as the Contingency Table or the Confusion Matrix, shown below. 

Classifier Outcome Actual Value = Positive Actual Value = Negative 

Positive True Positive (TP) False Positive (FP) 

Negative False Negative (FN) True Negative (TN) 

The Sensitivity or TPR is then defined as: 

TPR = TP / (TP + FN), 

and, the false positive rate (FPR) is given by: 

FPR = FP / (FP + TN) = 1 - Specificity. 

Tuning Parameters Using ROC 

The pruning algorithm has two thresholds (the tunable parameters) which are cascaded 

as shown in Figure 5.11. In this type of system, the optimal performance at the output 

may be obtained by tuning one parameter while keeping the other constant. Multiple 

combinations of parameters may yield similar performances and these are easily 

identified using the ROC curves. For this study, two complementary sets of ROC curves 

were obtained.  In one set, a single ROC curve is obtained when the Branch Saliency 

threshold (BST) is varied over the range of values (0.01 -0.64) while keeping the Branch 

Base Ratio threshold (BBRT) fixed at a particular value. Choosing different values to fix 

the Branch Base Ratio threshold then generates a family of curves. Each ROC in this 

family of curves is indicated by markers of different shapes in Figure 5.15.  In the 

second set, the BBRT is varied over the full range (1.0-18.0) for each ROC keeping BST 

fixed at a particular value. Again, a family of curves is generated by choosing different 

fixed values of the Branch Saliency threshold. These are indicated by markers of 

different shapes (one type for each ROC) in Figure 5.16. As seen from the figures, the 

ROC curves for all combinations lie well above the diagonal line, indicating good 

discriminating power of the system. The operating points near the upper-left corner of 
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the ROC plots offer the optimum trade-off between TPR and FPR, i.e., high sensitivity 

and specificity. The selected BST and BBRT values in this thesis are 0.15 and 4.0 

respectively. As seen from Figure 5.16, this operating point offers 94% sensitivity and 

~80% specificity.  
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Figure 5.15 shows the ROC curves for different fixed values of  the Branch to Base 

Ratio threshold (BBRT), as the branch saliency is varied. A unique marker shape is 

used to represent the points from a single ROC, as shown in the legend. The points 

correspond to different Branch saliency values, with the lowest sensitivity at BST = 

0.15 for each curve. The ROC for the selected BBRT value of 4.0 is indicated by the 

red star-shaped markers. This curve lies almost completely near the upper-left 

corner of the plot, indicating that all possible values of BST and BBRT=4.0, yield 

high sensitivity. The bounded rectangle indicates the operating points for 10% 

FPR. 
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Figure 5.16 shows the ROC curves for several fixed values of the Branch Saliency 

threshold (BST), while the Branch-Base Ratio threshold is varied. A unique marker 

shape is used to represent points from a single ROC, as shown in the legend. The 

points correspond to different Branch-Base Ratio values, with the lowest sensitivity 

at BBRT = 1.0 for each curve. The ROC for the selected BST value of 0.15 is shown 

using red star-shaped markers. For this curve, the selected operating point of 

BBRT=4.0, offers high sensitivity (>90%). The bounded rectangle indicates 

operating points for 10% FPR. 

From both the ROC curves, it is evident that the chosen tuning parameters allow the 

Sensitivity (TPR) and the False Positive Rate (FPR) to be varied within a limited range. 

Specifically, the TPR can be varied by adjusting the parameters in the range of 50 % to 

100%. The corresponding FPR will vary between 5% and 20%. The FPR cannot be 

increased to 100%, by varying BST or BBRT as most false branches are rejected by the 

Length parameter that is held fixed, and not made available for user tuning. Also, the 

minimum value of TPR is restricted to 45% by all combinations of BST and BBRT. This 

can be explained from the cascade process in Figure 5.11. The TPR is determined by the 
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branches accepted by Stage A or Stage B (as shown). The branches rejected by BST are 

reconsidered for classification in the next stage using BBRT. Thus if BST is set very 

high (a highly selective setting), then more branches enter into the next stage with higher 

saliency values, and these mostly have a low Base Ratio (<<4), so they are automatically 

accepted into the next stage. This algorithm behavior is justified by the fact that these 

two features are partially correlated. When BST is high, the base ratio with the parent 

branch would be naturally low, because both the given branch and the parent branch 

have high saliencies. From  Figure 5.15, such branches (Saliency > 0.15 and low Base 

Ratio ≤ 1.0) constitute ~45% of the true branches. Thus it is expected that the BST 

values greater than 0.15 don't change the TPR and FPR at all. Likewise, the BBRT 

values greater than 8.0 do not change TPR and FPR very much as the branches that are 

already accepted. Therefore, the effective range of these tunable parameters is for BST: 

(0.03-0.15) and for BBRT: (1.0-8.0). 

Also note that the lowest TPR and FPR for each ROC curve increase the fixed value 

of BBRT in Figure 5.15, and decrease the fixed value of BST in Figure 5.16. This is 

expected, since both changes imply that more branches are accepted. For example, in 

Figure 5.15, the lowest TPR for BBRT = 3.0 is approximately 85% , whereas the 

corresponding FPR is 15% . If a lower FPR is desired, say 10% (Specificity = 90%), this 

cannot be achieved without selecting a different ROC curve with BBRT either 1.0 or 2.0. 

The parameter combinations required to achieve a 10% FPR are indicated by the grey 

colored rectangle in Figure 5.15 and Figure 5.16. The selection of an operating point for 

10% FPR and maximum-possible sensitivity can be obtained as follows: 

1) From  Figure 5.15, the operating points in the grey rectangle indicate that a 

BBRT of either 1.0 or 2.0. BBRT of 2.0 (pink right-oriented triangle) offers more 

operating points at higher sensitivity, and is thus selected. 

2) From Figure 5.16, the bounded grey rectangle encloses operating points for 

BBRT =2.0, and BST: a) 0.15 (red star marker), b) 0.13 (green right-oriented triangle) 

and c) 0.11 (pink triangle). Of these points, the highest sensitivity is obtained by 

selecting BST = 0.11. Thus, with BST = 0.11 and BBRT = 2.0, an operating point with 

sensitivity ~77% and specificity ~90% is obtained. 
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In order to tune the complete system, Table 5-4 provides a list of tunable parameters 

along with their default value and typical range.  

Table 5-4 shows the list of tunable parameters and their range 

Parameter Range Default Value 

Grid spacing of Primary node 

detection (see Section 5.4.1) 

20 to 40 pixels 20 pixels 

Standard deviation of spherical 

Gaussian in the transition prior of 

ODF recursion (see equation A.10) 

5 degrees solid angle to 20 degrees 

solid angle 

10 degrees solid angle 

Branching Threshold of ODF 0.1 to 0.5 0.125 

Factor  in spatial affinity graph for 

filling gaps (see Section 5.5.1) 

1 to 3 1 

BST 0.03 to 0.15 0.15 

Branch-base ratio  1 to 8 4 

5.8 Post Processing Operations 

A few post processing operations are necessary to complete the tracing operation. These 

include 1) Branch point detection, 2) Loop closing and detection, and 3) Node envelope 

computation,  

5.8.1 Branch Point Detection 

The branch point detection operation is trivial. Any node that has more than two 

neighbors is tagged as a branch point. The branch-points are a by-product of the 

algorithm, and their accuracy depend on the accuracy of the traces obtained from the 

algorithm. The performance of the branch-point detection on the test data is presented in 

the next chapter. 

5.8.2 Loop Closing and Detection 

Loops can exist in a vascular network. However, the tree structure of the MST prohibits 

the completion of loops. Although, the loops are completely traced in the spatial affinity 

graph, the weakest link in the loop gets disconnected during the minimum spanning tree 

creation. This is illustrated in Figure 5.17. However, such situations can be detected and 

closed easily.   
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Figure 5.17 shows the loop closing. (a) is an example of a loop that remains open at 

the weakest link due to the tree constraint. (b) shows the loop is closed, and (c) 

shows the loop detection process. 

Loop detection uses the edges from the spatial affinity graph that are not a part of 

the MST. These edges are rank-ordered based on their weights, and a breadth-first search 

is conducted through the MST to find the shortest path connecting the two nodes. If the 

shortest path length exceeds a threshold, then the loop is detected. In this thesis, the 

threshold is set at five levels in the level-order (breadth first) search, because a loop that 

is less than five levels deep is usually an artifact of the spatial affinity tree. 

5.8.3 Node Envelope Computation 

The purpose of this post-processing step is to generate a voxel label image of the 

vascular network. The label image is useful for visualization and rendering. A trace-

graph obtained from the proposed algorithm is used to compute the envelope as 

described in this section. 

 Each node in the trace-graph is characterized by its local position and scale. The 

scale estimate is an approximation of the local vessel width (average distance from the 

opposite boundaries).  At branch-points, the sphere model is sufficient to model the local 

vasculature and the envelope given by the inside-outside function. In non-branching 

regions, a local segment of the vessel is defined as the region delineated by cylinders as 
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illustrated in Figure 5.18(a). Specifically, the dashed red cylinder in Figure 5.18(a), 

extends half-way along the line connecting adjacent nodes to either side of the central 

node.  For creating the envelope, this segment is assigned a cross-sectional radius equal 

to the scale of the central node, and a length defined as above (refer to Figure 5.18(a)). 

Using the parameters of the vessel segment, a set of constraints are defined as follows.  

 An infinite cylinder is specified using an axis denoted by a unit vector d  at the 

center point µi  and cross sectional radius i
s  as shown in Figure 5.18. The direction 

vector d  is computed using finite differences with respect to the adjacent nodes. 

Two unit-length vectors e and f   may be defined so that the set of vectors { }, ,d e f  

represents a right-handed orthonormal set. In such a setup, all the vectors are of unit 

length and are mutually perpendicular with d e f× =  , e f d× =  and f d e× = . 

 

d  

0
µ  

1
µ  

2
µ  

0
s  1

s  2
s  

a  b  

 

(a) 

 

(b) 

Figure 5.18 (a) shows a localized oriented cylinder used to construct the vascular 

model as an envelope of localized nodes. (b) shows the orthonormal frame set for an 

arbitrary point x . 

Any point x  in the image may be written uniquely as  

 1 2 3
x µ µ y

i i
y d y e y f R= + + + = + , (5.10) 

where R  is the rotation matrix whose columns are d , e and f  and the vector 

[ ]1 2 3
y

T
y y y=  contains the coordinates of the point with respect to the local frame 

of reference. In this coordinate system, a point x  on the cylinder must satisfy the 

following conditions: 

d  b  a  

T
I dd−  x  
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 (5.11) 

where I  is the identity matrix and 
i

r s= . A finite cylinder has a center point µ  which is 

bounded by lengths a  and b  on either side. This can be implemented using another set 

of constraints as follows: 

 
( ) ( ) and x µ x µT Td a d b⋅ − < − ⋅ − <

 (5.12) 

where a  and b  are half the distances to the neighboring nodes (see Figure 5.18). Using 

this approximation of local cylinders, the entire vessel-structure can be segmented using 

an envelope of local nodes. 

The next task is to assign each pixel with a node model, such that its label can be 

determined using the local cylinder corresponding to its node parameters. In order to 

accomplish this task, the following steps are performed. First, all pixels that lie inside the 

region occupied by a node (i.e., with distance from the center of the node being less than 

the scale of the node), are assigned to that node. Then the remaining pixels that lie 

outside all nodes are assigned to the nearest node. In this way, all pixels in the image are 

assigned to its nearest node.  

After assigning nodes to each pixel, the criteria described in equations (5.21) and 

(5.22) are used to determine if the pixel lies inside or outside the envelope. If the pixel 

(or a voxel in 3D images) lies inside the envelope, then it is labeled as a foreground 

pixel, otherwise it is labeled as a background pixel. An example of a labeled image is 

shown in Figure 5.19. 
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Figure 5.19 shows a labeled image (right) of the vascular network (shown in  left) 

illustrating pixel labeling using the envelope of local nodes. Pixels lying inside the 

envelope are labeled in white, while those outside are labeled in black. 

5.9 Illustration of Algorithm Steps 

This section provides a pictorial description of stages in the algorithm. Figure 5.20 to 

Figure 5.24 show the progression of multiple tracers on a vessel data.  
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Figure 5.20 shows the progression of the tracer with parent-child connections. The 

parent-child relations are shown along with the traces, and a few interesting cases 

are discussed. The label “A” shows a primary node location (note that child-nodes 

on either side of primary nodes point in opposite directions); the label “B” 

illustrates the complex travel patterns due to non-uniform intensity and shape of 

the vasculature; the label “C” shows the location of a branch-point where traces 

emanate in multiple directions; the label “D” shows the location of two parallel 

traces (one on top of the other); and the label “E” shows false branches. 
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Figure 5.21 shows the spatial affinity graph constructed from the nodes shown in 

Figure 5.20. The edges shown in red do not form a part of the MST in the next 

stage. The remaining edges that are a part of the MST are shown in green.  
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Figure 5.22 shows the MST constructed from the spatial affinity graph in Figure 

5.21; The label “A” shows locations where the loops in the vasculature become 

disconnected due to the tree-constraint imposed by the MST; the label “B” shows 

offshoot from a main branch that is likely to get pruned in the next step; the label 

“C” shows extraneous branches having low saliencies that form leaf-nodes. 
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Figure 5.23 shows the results of topological segmentation and pruning applied to 

the MST shown in Figure 5.22. The label “A” shows the locations where extraneous 

branches are removed as a result of the pruning heuristics. 
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Figure 5.24 shows the result of post-processing for loop-reconnection. The label 

“A” shows the locations where loops are reconnected. This is the final tracing result 

that is presented to the user. 
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5.10 Conclusion 

This chapter presented details of the methodology for the topological reconstruction of 

vessel networks from 3D images. The chapter also presented illustrative examples of the 

working steps of the algorithm, as well as examples of parameter tuning to help the user 

adapt the algorithm to a particular dataset. The next chapter will describe the behavior of 

the tracer for a wide range of phantom and real world images, and evaluate its 

performance with respect to other state-of-the-art tracers.  



155 

6. Evaluation of the Proposed Tracing Algorithm 

This chapter presents an evaluation of the performance of the proposed vessel tracing 

algorithm on phantom and real images. After a brief description of the imaging 

protocols, a few properties of the algorithm are evaluated on carefully designed 

phantoms. Then, a few illustrative examples are shown on multiple real image datasets. 

Following this, a performance comparison is done with the superellipsoid-based 

algorithm proposed by [Tyrrell07]. 

6.1 Imaging Protocols 

The three-dimensional (3D) image stacks used in this study were acquired in vivo using 

a multi-photon laser scanning confocal microscope (MPLSM). In the biological 

experiments, mice with Severe Combined Immuno-deficiency Disease (SCID) were 

prepared with dorsal skin fold chambers. A murine mammary adenocarcinoma (MCaIV) 

was implanted in the center of the dorsal skin fold chamber. Under anesthesia, blood 

vessels were labeled by injecting fluorescently labeled dextrans intravenously (0.2mL of 

10mg/mL FITC-2M Dextran. Molecular Probes, Eugene, OR). The resulting 3D images 

typically consisted of 22-141 optical slices of size 768x512 pixels each. The typical 

intra-slice resolution was 0.72 microns, and the typical inter-slice resolution was 5 

microns per voxel.  

A second dataset for this study was acquired using a Leica SP5 confocal microscope 

equipped for spectral and multi-photon imaging (Mai Tai laser, Spectra Physics) was 

used in the experiments. The multi-photon laser was tuned to 820 nm to image the FITC 

dextran and 810 nm to image expressed GFP. The image stacks contained 512x512 

pixels in each slice, sampled at a lateral resolution of 0.6 microns, whereas the axial 

stacks were spaced at 1.2 microns. The corresponding 2-D images presented here are 

obtained by maximum intensity projection of the optical slice data, followed by an 

intensity inversion for improved visualization. 

One image from each dataset was used for training. The testing data for observer 

validation was selected from the second dataset. It contained 10 vessel images 

handpicked by the biologist that were considered to represent the range of easy, medium, 

and difficult data.  



 

     156

6.2 Evaluation using Phantoms 

Figure 6.1 shows three phantom images that serve to verify some of the properties 

of the proposed tracer. The extracted primary and secondary spherical nodes are 

superimposed on the maximum intensity projections of the phantom images along the 

orthogonal axes to reveal their structure and scale. The tracing is performed using a 

reduced one-dimensional (1D) version of the proposed tracer, without the branching 

capability. The 1D tracer selects a direction of advance along the mode of the 

Orientation Distribution Function (ODF) that is farthest from the anchor node.   

 

(a)  

(b) 

 

(c) 

Figure 6.1 (a) shows the tracer negotiating a right-angle turn for a T-shaped 

phantom image. (b) Shows the tracer following a donut-shaped path. (c) Shows the 

tracer following a tortuous trajectory. The red arrow in each case shows the point 

where the tracers were initialized. 

Figure 6.1 (a) demonstrates the ability of the tracer to negotiate a right-angle turn. 

This is the maximum amount that the tracer is allowed to bend for finding secondary 

x-y 

x-z 

x-y 

x-z 

x-y y-z 

x-z 



 

     157

nodes, because bending any further would cause the tracer to trace backwards along the 

already visited path.  It can be seen that the 1D tracer negotiates the turn and follows the 

phantom vasculature correctly. This experiment demonstrates the ability of the tracer to 

adapt to abrupt non-linear changes in the direction of the vasculature. 

The second phantom shown in Figure 6.1(b) illustrates the ability of the tracer to 

follow a donut-shaped path, and Figure 6.1(c) shows the tracer following a tortuous path. 

These experiments demonstrate the ability of the tracer to turn in all directions without 

the weights in the ODF becoming degenerate (i.e. the height of the bins of the histogram 

becoming zero). The weight degeneracy is prevented by smoothing the ODF after every 

step of the traversal.  

Figure 6.2(a) shows another phantom demonstrating the ability of the tracer to adapt 

to changes in scale. The width of the vascular cross-section in the phantom is altered to 

simulate changes in vessel width. The results of tracing are shown in Figure 6.2(b). The 

arrow shows the location where the tracer was initiated. 

 

(a) 

 

(b) 

Figure 6.2 (a) shows the tracer adapting correctly to scale variation. The red arrow 

shows the location where the tracer was initialized. 
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Figure 6.3 shows the same phantom as in Figure 6.1(c), and this experiment is 

intended to demonstrate two design considerations in the tracer. The design of the tracer 

is presented in Chapter 5. The first case illustrates the necessity of the smoothing 

function. The update in the ODF recursion is followed by a smoothing operation that 

acts as a transition prior in the recursive formulation. The smoothing is performed using 

a small Gaussian kernel among the (angularly) adjacent bins of the ODF. The smoothing 

function prevents the tracer from stopping as a result of all the weights in the ODF 

becoming zero. If the smoothing was not present, the weights that have once become 

zero, can never revive (become non-zero) again. This experiment shows the necessity of 

the smoothing operation. Empirical tuning of this parameter is presented in Section 5.7.1 

in detail. 

 

(a) 

 

(b) 

Figure 6.3 two examples of premature trace failures (a) due to weight degeneracy of 

ODFs, and (b) without the radial constraints in place. 
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Similarly, the radial constraint imposed on the secondary nodes prevent the tracer 

from drifting along the plane that is orthogonal to the anchor direction. An example of 

tracing failure when this constraint is not applied is demonstrated in Figure 6.3(b). 

Next, the performance of the tracer is evaluated for a few challenging cases related 

to the distribution of image intensity values. In each case, as shown in Figure 6.4, the 

tracer is initialized at a given point on the vasculature, and then allowed to traverse along 

the vessel segment. The branching ability is turned off and the tracer follows the 

direction of the mode in the ODF that is farthest away from the anchor. From the traces 

shown in Figure 6.4, it can be observed that the tracer is able to capture the subtle 

boundary variations occurring along the vessels. Importantly, the tracer is able to track 

the vessels in the face of variations in scale, shape, appearance, and image clutter. The 

robustness of the tracer allows it to overcome small gaps and low-contrast regions in the 

vascular images that was studied.  
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Figure 6.4 shows the performance of the tracer in vascular segments that vary in 

shape, scale, appearance, and background clutter; (top) and (bottom) show the 

same image with different vessels being traced, therefore the untraced vasculature 

(without the overlay) in the top panel can be seen in the bottom panel, and vice 

versa. 

In order to evaluate the branching performance of the tracer, the phantom shown in 

Figure 6.5 is used. The ODF can model multiple directions as explained in the previous 
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chapter, which allows the tracer to bifurcate at branch points. This property is useful 

because the vascular shapes are inherently branching in nature. The branching kernel has 

the ability to cover smaller and less conspicuous branches that are usually difficult to 

find in the seed detection process. The tracer starts from the single primary node as 

indicated by the arrow in the figure, and advances based on node priority. It successfully 

detects most of the branches that are comparable in scale with the parent branch. 

However, it fails to detect a branch if the difference in scale between the parent and the 

child branch is considerable (a study of the branching is presented in the next section). 

 

Figure 6.5 demonstrates the branching ability of the tracer on a phantom image. 

The tracer is initialized at the location indicated by the arrow in the x-y view. The 

tracer successfully bifurcates at branches that have comparable thickness, with the  

anchor node in the parent branch. 

The two branches are expected to have a similar intensity profile with respect to the 

background intensity distribution. In other words, the saliency values of the child nodes 

at the bifurcation are expected to be in the same range. However, if the intensity profiles 

of the child nodes differ substantially, then the tracer fails to bifurcate, and misses the 
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child node with the lower contrast. The next set of experiments investigates the 

performance of the tracer at branch points as a function of differences in the intensity 

profiles between the child nodes.  

 A phantom image with a single branch point is shown in Figure 6.6. The ratio of 

intensity values of the child-branches were varied with respect to the intensity of the 

parent branch. It was found that the tracer successfully bifurcated for intensity ratios of 

100% to 70% between the parent and child branch. When the intensity ratio was reduced 

below 70%, the branching behavior became unpredictable. The experiment was 

conducted by adding 10% Gaussian noise to the phantom and conducting 10 trials at 

each intensity level. The number of times the branch point was successfully detected is 

shown in Figure 6.6(d). It should be noted that the branching behavior depends on 

several other factors including the branching threshold (discussed in Section 5.7), the 

placement of the nodes with respect to the branching point, and the morphology of the 

local vasculature. 

The next experiment investigated the performance of the tracer in the presence of 

another vessel segment located in close proximity. The phantom in Figure 6.7 shows two 

vessels crossing each other where the separation between them is varied systematically 

in this experiment. Figure 6.7(a-b) shows a set of vessels that are separated by three 

pixels at the closest point on their boundaries. The resulting traces remain unaffected due 

to the adjacent vascular structures. Figure 6.7 (c-d) shows the same phantom with the 

vascular structures touching each other (zero pixel separation). The resulting traces show 

only a slight perturbation. 
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(a) 

 

(b) 

 

(c) 

 

 

(d) 

Figure 6.6 shows branching performance on a phantom image. The trace is 

initialized at the location indicated by the arrow. The tracer successfully detects 

branches that have comparable scale to that of the anchor node. 
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(a) 

 

(b) 

 

(c) 

 

(d) 

Figure 6.7 shows the influence of adjacent vessels on the tracing performance of the 

one-dimensional tracer. 

The experiments presented in this section were designed using image phantoms and 

selected images to isolate individual components of the tracer, one at a time, and 

investigate their relative importance. In the next section, the overall performance of the 

tracer is investigated over real-world images. 

6.3 Performance in Real World Images 

The focus of this section is to demonstrate the effectiveness of the proposed 

methodologies on real-world images that are of significant interest in the fields of 

x-y y-z 

x-y y-z 



 

     165

biology and medicine. The results will serve to highlight the ability of the proposed 

framework to adapt to vasculature of various shapes and appearances.  

Figure 6.8 shows primary nodes for vessel images that have a contrast of at least 

0.01% of the intensity range. The primary nodes are searched on a grid whose spacing is 

specified by the user. These nodes are like interest points that form stable anchors for the 

trace-graph to initialize the tracing algorithm. It should be noted in Figure 6.8 that all the 

primary nodes are not needed, and only a fraction of these nodes are automatically 

selected during the tracing process. The remaining primary nodes are preempted by more 

salienct secondary nodes (See Algorithm 5.1 for details). 

In fact, the choice of C  in the quality metric decides which primary nodes should be 

used. The final traces obtained from the nodes using the cases in Figure 5.8  are 

reproduced in Figure 6.8. This figure also shows the primary nodes used in the trace 

graph for the two cases corresponding to 0 5.C = and 3 0.C = . As described earlier, a 

lower value of the length term causes the trace-graph to be "closer" to the image based 

information, and hence more primary nodes are used in the tracing process. The primary 

nodes used by both tracers are shown as overlaid red dots in Figure 6.9. 
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(a) (b) 

 

(c) 

Figure 6.8 shows the primary nodes with a grid spacing (a) 20 pixels, (b) 30 pixels 

and (c) 40 pixels. 
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(a) 

 

(b) 

Figure 6.9 shows the primary nodes in the traces for the two cases in Figure 5.8 that  

are shown using red dots (a) Primary nodes used for the case 3 0.C = ; and (b) 

Primary nodes used for the case 0 5.C = . 
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6.3.1 Illustration on Multi-photon Vascular Images from Dataset 1 

Figure 6.10 shows sample images of vascular networks collected using multi-photon 

microscopy. The trace-graphs extracted from these images are overlaid on the images for 

contextual visualization. 

 

 

Figure 6.10 shows sample images obtained using multi-photon microscopy of 

micro-vascular networks, and the reconstructed trace-graph. 

6.3.2 Illustration on Multi-photon Vascular Network Images from Dataset 2 

Figure 6.11 shows a few images from the second dataset and the extracted trace-

graph overlaid on the maximum intensity projections. The results meet the expectation 

of the biologists for their intended biological study. 
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Figure 6.11 shows training images obtained using multi-photon microscopy of 

micro-vascular networks, and the reconstructed trace-graphs. 

6.3.3 Branch Point Detection using the Proposed Method 

The results obtained using the proposed algorithm produced an accurate 

representation of the location and the orientation of branch points, which can be 

confirmed by a visual inspection. Branch points are one of the most important  features 

for characterizing a vessel network. The count and the density of branch points reveal 

important biological information about the vessel growth. A branch point also serves as 

an anchor or reference point for matching or registering vascular segments [Can02]. A 
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node belonging to a branch point contains more than two nodes as neighbors. Since the 

proposed trace-graph captures the topology of the vasculature accurately, a simple check 

for the number of neighbors reveals the nodes corresponding to branch points. Figure 

6.12 shows the detected locations and orientations of branch points for this sample 

image. 

 

Figure 6.12 shows the extracted branch points with their orientation from sample 

images from the testing data set. 

In order to validate the performance, the detected branch points are compared 

against the ground truth (Table 6-1). This comparison reveals quantitative information 

that can be expressed as precision and recall of the branch point detector.  The precision 

of a detector is given by the ratio of the total number of correctly detected branch points 

to the total number of detections. The recall of a detector is given by the ratio of total 

number of correctly detected branch points to the number of branch points that are 

present in the data according to an expert human observer. The number of false alarms is 

given by the total number of detections that were incorrectly classified as branches, 

according to the expert. 

  From Table 6-1, it can be seen that the recall is satisfactorily high for the detector, 

which indicates that most of the branch points are correctly detected. A slightly low 

value of precision indicates the presence of false branch points. This usually happens 

when the trace bifurcates incorrectly due to boundary and morphological noise. 
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Table 6-1 shows the evaluation of the performance of the algorithm in branch point 

detection. 

 True Positives 

(hits) 

(# branch points) 

False Negatives 

(misses) 

(# branch points) 

False Positives 

(false alarms) 

(# branch points) 

Precision Recall 

Image A  82 17 19 81.19 82.83 

Image B  75 14 8 90.36 84.27 

Image C  53 3 31 63.10 94.64 

Image D  58 6 30 65.91 90.63 

Image E  37 7 25 59.68 84.09 

Image F  94 11 24 79.66 89.52 

Image G  67 7 19 77.91 90.54 

Image H  70 11 6 92.11 86.42 

Image I  120 6 26 82.19 95.24 

Image J  80 4 30 72.73 95.24 

Total    76.48% 89.34% 

6.3.4 Edit Based Validation 

The edit based validation is a framework in which the results generated by the 

automated algorithm are inspected by the human observers (biologists) and they use 

their judgment to edit those results. The performance of the algorithm is then assessed by 

the number and type of editing operations needed, which indicates of the closeness of the 

results to the ground truth. Specifically, for the purpose of length measurements of the 

traces, the biologists perform two kinds of edit operations,  

a) Adding vascular segments that were missed by the algorithm (i.e. false negatives 

or misses), and  

b) Removing segments that were detected by the algorithm (i.e., false positives).  

The remaining detections are assumed as being true positives. Centerline estimates 

are shown in Figure 6.13 after editing by the biologist, where the misses are shown in 

red, and false detections are shown in blue, and the true detections are shown in green. It 

should be noted that the biologist was able to view the image in 3D but indicated 

corrections on 2D maximum intensity projection images. However, this does not affect 
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these experiments because only the count of the number of edits was recorded in this 

evaluation. 

Figure 6.13 and  Table 6-2 show that the number of edit operations are minimal, 

indicating that the proposed algorithm could be put into pre-clinical use with no human 

intervention.  

 

 

 

Figure 6.13 shows the results of edit-based validation on a few representative 

images. A green colored trace indicates that the vessel is correctly detected by the 

automated algorithm, a red colored trace is a missed trace, and a blue colored trace 

indicates a false detection. 
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Table 6-2 shows the results of the edit based validation method. 

Image Data Edit based validation 

Edits on False Positives Edits on False Negatives 

 (a) 7 2 

 (b) 19 12 

 (c) 4 8 

6.4 Vascular Network Length Measurement in the Quantitation of 

Angiogenesis 

The experiment described in this section and the dataset are drawn from a larger 

research study of in vivo angiogenesis [Herron09]. Angiogenesis is the process of 

formation of new blood vessels from existing ones. It is essential for normal embryonic 

development, wound healing, and post-ischemic tissue repair.  It is also associated with a 

few pathological conditions like cancer, diabetes, and psoriasis.  

In the following experiment, assays were developed to measure vessel growth in 

small-animals (mice) at multiple time points. The study is conducted on a large dataset 

so that the artifacts induced due to experimental variations were minimized by ensemble 

averaging. The mice were injected with varied dosages of vascular endothelial growth 

factor (VEGF), and were imaged on day 0 and day 4 post-injection to obtain three 

dimensional images of vascular networks. A montage of images from the experiment 

containing about 150 images is shown in Figure 6.14 with an intension of providing a 

bird’s eye view of the scope of this study to the reader. This experiment was used to 

determine the optimum dosage of VEGF as a function of vascular growth. 

A preliminary set of results is shown in Figure 6.15,  where the change in the total 

length of vessels is monitored. From the graph it can be concluded that the error in the 

length estimates remained within the limits acceptable to the biologist. The vessel 

growth remained low for the set of images where VEGF was not injected. However, for 

the remaining images, the growth in vessel length was significant. It was also found that 

the maximum growth was attained between 10 and 20 ng of VEGF dosage. Using the 

data from this experiment, the biologist concluded that a VEGF dosage of 15 ng would 

be suitable.   
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Figure 6.14 shows the results of automated centerline extraction and length 

measurement from a dataset containing about 150 images of mice from Day 0 and 

Day 4. The lengths of the trace-graphs were used in the subsequent analysis. 

 

Figure 6.15 shows a plot of vessel length as a function of dosage for Day 0 and Day 

4 post injection. The maximum growth is recorded for a dose between 10 and 20 ng. 

6.5 Analysis using Phantom Images 

This section presents several analyses on phantom images to determine the 

performance of the tracer when subject to imaging noise and varying shapes of the 

vascular elements. The following criteria are tested in particular: 

a) Centerline detection performance (i.e., how much of the true centerline is 

successfully detected and covered by the algorithm ?) 

b)  Centerline localization (i.e., the amount by which the detected centerline 

deviates from the true centerline) 
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c) Width estimation accuracy (i.e., the error in estimation of the width of the vessel 

compared to the actual width) 

d) Detection and localization of branch points. 

These experiments are divided into two parts: First, a few manually generated 

phantoms are tested for performance over complex vascular shapes in the presence of 

measured levels of noise contamination. Then, in the second set of experiments, a 

stochastic vessel model is developed, and the performance evaluation is done on those 

randomly generated phantom images. 

Figure 6.16 shows a set of seven manually generated phantom images. These 

images are binary, with the pixels lying on the vessel having intensity value of one, and 

those lying on the background having an intensity value of zero. A pre-determined 

amount of additive Gaussian noise (AGN) is added to the image to simulate real imaging 

conditions. An example slice from one of the phantoms after noise addition is shown in 

Figure 6.17. 

 

Figure 6.16 shows a set of manually generated phantoms used for the tracer 

evaluation. 
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Figure 6.17 shows the results of adding noise to the phantoms. The central z-slice of 

Phantom G from Figure 6.16 is shown here; the level of noise from left to right is 

set at 10%, 30%, 60% and 90%, respectively. 

Figure 6.18 shows the measured maximum and mean deviations of centerlines 

generated by these tracer on the phantom images. The maximum deviation remained less 

than 3 pixels, which indicates the robustness of the tracer to high levels of noise. The 

mean deviation of the tracer is generally between 0.2 and 0.5 pixels.  

The next experiment demonstrates the performance of the tracer with respect to 

width estimation. The mean and maximum width estimation error as a function of 

additive noise ranging from 10% to 90% is shown in Figure 6.19. The width estimation 

error is defined as the absolute value of the difference between the estimated and the 

actual width of the vessel at the location where centerlines are closest between the 

estimated vessel and the ground truth. From the graph, it can be seen that the mean 

estimation error gradually increased from 0.05 to 0.35 pixels with the increase in the 

noise level. The maximum value of error is about 1 pixel for low values of noise (less 

than 50%) and 1.5 pixels for high values of noise (greater than 50%), which is within the 

limits acceptable to the biologists. Thus, it can be concluded from the graph that the 

tracer is acceptably robust to width deviation errors.   

The following experiment demonstrates the coverage of the tracer, i.e., the 

percentage of the total centerline that the tracer covers using a single seed point per 

unconnected structure. After the tracer is initialized, it recursively propagates in all 

directions. The tracer stops tracing when it egresses out of the vessel due to noise, and 

the quality metric crosses a predetermined threshold. Coverage is computed by 

computing the ratio of the number of pixels in the foreground region estimated by the 

tracer to the total number of pixels on the true centerline of the phantom. Figure 6.20 

displays the coverage of the tracer as a function of the additive noise level. It can be seen 
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that the coverage is more than 90% for traces up to noise levels as high as 50%.  The 

coverage never falls below 75%. 

 

 

Figure 6.18 demonstrates the effect of noise addition to the phantoms on the 

tracer’s performance as measured by the centerline deviation. The top panel shows 

the maximum deviation of the centerlines, and the bottom panel shows the mean 

deviation of the centerlines. 
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Figure 6.19 demonstrates the effect of noise addition to the phantoms on the 

tracer’s performance as measured by the width estimation accuracy. The top panel 

shows the mean error, and the bottom panel shows the maximum error in width 

estimation. 

 

Figure 6.20 demonstrates the effect of noise addition to the phantoms on the 

tracer’s performance with respect to coverage of the fluorescence signal. 

Next, the generation of stochastic phantoms is explained. These phantoms are 

generated based on a vessel model that imitates the real data closely. The vessel model 

comprises of three sub-models – a vessel appearance model, a vessel local shape model, 

Noise standard deviation% 

Noise standard deviation% 
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and a vessel heading model, along with a noise model for the background. Each vessel 

also contains a bifurcation point located roughly mid-way along the main branch.  Each 

of these models is described below. 

a) Appearance model for the pixel intensities (parameterized by mean, standard 

deviation and rate of change in mean and standard deviation) 

The appearance model for pixel intensities lying on the vessel is modeled as a 

Gaussian distribution that is parameterized by the mean and the standard deviation. The 

appearance model also accounts for changes in the vessel intensity as a function of the 

vessel length (e.g. in fading vessels that are out of focus). This is modeled by two 

parameters - the rate of change in the mean intensity, and the change in its standard 

deviation. In addition, the appearance model has a “reset-parameter” that triggers 

randomly with a preset probability to reinitialize all the model parameters. This 

parameter models the non-linearity, and abrupt changes in the vessel intensity profile. 

b) Local shape model (parameterized by the radius and the rate of change of 

radius) 

The cross-sectional profile of the vessel is assumed to be circular, and whose radius 

is allowed to vary as a function of the vessel length. Therefore, the local shape model 

has two parameters - the radius and its first derivative. Additionally, the model also has a 

“reset-parameter” that functions similar to the reset parameter in the appearance model. 

The reset parameter models random changes in the vessel cross-section.  

c) Heading model for the centerline (parameterized by the curvature,the torsion 

and a Frenet-Serret frame.) 

The Frenet-Serret formulas describe the kinematic properties of a particle that 

moves along a continuous and differentiable curve in three-dimensional Euclidean space. 

The formula is based on the Frenet-Serret frames that use a set of mutually orthogonal 

unit vectors (the tangent T , the normal N , and the binormal B ). The tangent T  points 

towards the direction of the centerline, the normal N  is the derivative of T  with respect 

to the curve-length parameter, and the binormal B  is a cross product of T  and N . The 

derivatives of the Frenet-Serret vectors are expressed in terms of each other as shown 

below: 
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where κ is the curvature and τ  is the torsion parameter. Therefore, given the initial frame 

and the curvature and torsion parameters, the corresponding space curve can be 

extrapolated using a first-order Taylor series approximation to the above equation. For 

the vessel model, the curvature (κ), torsion (τ) and the initial frame { }, ,T N B  are chosen 

randomly.  Similar to the previous two models, this model also contains a random “reset- 

parameter” that captures abrupt changes in the centerline direction. The phantom vessels 

are allowed to branch at the center at an arbitrary angle. However, if the branch overlaps 

with the main vessel, the phantom is discarded and a new phantom is generated. Some of 

the phantoms generated using this model are shown in Figure 6.21. 

The phantoms generated using the stochastic vessel model are used for analysis as 

described previously. Figure 6.22 shows the centerline plot overlaid on the stochastic 

phantoms. Statistics on the centerline deviation, error in the width estimate, and 

percentage coverage obtained using a single seed point are shown in the subsequent 

figures. The noise amplitude in these images was varied from 0 to 50% of the magnitude 

of the image’s intensity range. 

Table 6-3 summarizes the parameters used for generating stochastic phantoms. 

Appearance model – Gaussian  

• Mean ~ U(0.2,1)  

• Standard deviation ~ U(0, 0.2) 

• Rate of change of mean ~U(-0.1,0.1) 

• Rate of change of Standard deviation ~U(-0.1,0.1) 

• Reset Probability   = 0.1 

Shape model –  Sphere 

• Radius ~ U(2, 10) 

• Tapering (rate of change of radius) ~ U(-0.2, 0.2) 

• Reset Probability = 0.1 

Heading model – Frenet-Serret formulas 

• Curvature ~ U(-0.2, 0.2) 

• Tortuosity ~ U(-0.2, 0.2) 



 

     181

• F = random frame 3x3 ortho-normal matrix. 

• Reset Probability = 0.1 

Noise model – Additive Gaussian noise  

• Standard deviation  0.1 to 0.5 

 

 

Figure 6.21 shows the phantoms generated using the stochastic model for vessels. 
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Figure 6.22 shows phantoms generated using the stochastic model of vessels, with 

the centerline estimates overlaid. 
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Figure 6.23 plots the mean deviation of the centerline estimates, and Figure 6.24 

plots the maximum deviation of the centerline estimates. In most cases, the mean 

centerline deviation was less than 1.5 pixels, whereas the maximum centerline deviation 

was less than 3.5 pixels as the noise level was varied. This level of error is within 

acceptable limits for the intended biological investigations [Tyrrell07]. 

Given a single seed point, the coverage of the tracer is shown in Figure 6.25. The 

coverage is between 75-90 % for the majority of the cases. In the worst case, for noise 

levels greater than 20%, the coverage drops to about 60% for a few phantoms. This is 

primarily due to the missing branch point that leaves a section of the phantom vessel 

untraced. Figure 6.26 shows the error in width estimation. The mean error in width 

estimation is less than one pixel for most of the cases.  Both these performances are 

within acceptable limits of tolerance. 

 

% noise added to the phantom 

Figure 6.23 shows the mean deviation of the centerline estimates when compared to 

the ground truth as a function of noise added to the phantoms. 
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% noise added to the phantom 

Figure 6.24 shows the maximum deviation of the centerline estimates when 

compared to the ground truth as a function of the noise added to the phantoms. 

 

 

% noise added to the phantom 

Figure 6.25 shows the coverage of the traces as a function of added noise. 

 

% noise added to the phantom 

Figure 6.26 shows the mean error in width estimation of the traces. 
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6.6 Comparison of the Proposed Tracer to the Superellipsoid based 

Tracer 

This section provides a comparative analysis of the proposed tracer with the 

superellipsoid-based tracing algorithm described by Tyrrell et al. [Tyrrell07]. It also 

describes how the proposed tracer advances and improves upon Tyrrell et al.’s 

algorithm. Notwithstanding the elegance and purpose of Tyrrell et al.’s algorithm for the 

intended application, the following general ideas to improve and extend Tyrrell et al.’s 

tracing algorithm are explored first. They are as follows:  

• Addition of top-down control: The superellipsoid-based algorithm is purely 

a bottom-up approach to vascular network detection where each node of the 

trace graph is detected locally using the estimation/detection framework.  

The entire network is then created by taking the union of all the individual 

detections. An obvious improvement to this approach is an additional top-

down control mechanism over the detection process that would guide the 

individual tracers based on some merit function.  

• Handling of branch points:  The superellipsoid model performs a one-

dimensional representation of the curvilinear structures. Therefore, it finds 

only one path while traversing through a branch point. A natural extension 

and improvement in the tracer model is to add the ability to bifurcate at 

branch points. 

• Allow replacement of bad nodes: The superellipsoid based tracer does not 

allow replacement of “bad nodes” if a better node exists at a nearby location. 

Bad nodes are generated if the minimization is caught in an undesirable local 

minimum in the parameter space. A natural extension to the tracer is to 

maintain a temporary buffer that would reject nodes of lower salience. 

• Intuitive parameter settings: The user-specified threshold in the 

superellipsoid based tracer is unintuitive because it was observed that 

changing this threshold causes unpredictable changes in false detections and 

misses. An improvement in such an approach is a detection framework 

where thresholds are applied to higher-level objects like branches (or sub-
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branches) of the trace-graph instead of individual nodes to make the choice 

of threshold more intuitive and general. 

With these general ideas in mind, specific areas of improvement to the 

superellipsoid based tracing algorithm are discussed in detail. The proposed algorithm is 

built upon the superellipsoid-based tracer as its foundation. However, the algorithms 

differ in their basic objectives for approaching the problem. While the superellipsoid-

based tracer aimed at fitting a deformable template to each vascular segment, the 

proposed algorithm is motivated by the objective of finding a minimum cost path in 

scale space. The superellipsoid-based algorithm was a bottom-up approach, where the 

final solution was the resultant of several independent local solutions that were 

combined together. The proposed algorithm uses a top-down control mechanism to 

guide multiple tracers to act on the entire image simultaneously in addition to the 

bottom-up approach similar to the superellipsoid based tracer. In fact, a novel quality 

measure proposed in this thesis provides the user with a control mechanism to trade-off 

between the amount of image based information and length of individual traces. For 

example, if the input image is very noisy, then the length term can be made high so that 

falsely-detected primary nodes would not affect the tracers. On the other hand, if the 

input image is very complex in morphology, then the user can set the length term low so 

that the tracer follows the data more accurately. One advantage of using top-down 

control is that the stopping criterion has a lesser influence on the proposed tracer, 

compared to that in the case of superellipsoid based tracer. In the latter case, the stopping 

criterion had to be carefully designed using a robust likelihood ratio test to find a 

stopping point. However, in the proposed tracer, all the traces evolve simultaneously, 

and ordered “hits” between tracers plays a major role in trace termination.  

The proposed algorithm also improves the estimation of orientation at individual 

nodes. The orientation in the case of superellipsoid-based tracer is determined using a 

model fitting process, which is sometimes incorrect or ambiguous due to local minima in 

the solution. The proposed tracer adopts a more direct approach to finding the 

orientation by sampling the image intensities, and creating a recursive estimation of 

ODFs. The directions estimated using ODFs is capable of guiding the tracer through 

image clutter, taking sharp turns, and bifurcating at branch points. In fact, the ability of 
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the proposed tracer to bifurcate makes it less dependent on the seed points for 

initialization, compared to the superellipsoid-based tracer. An example comparison of 

the centerlines obtained by the superellipsoid-based tracer using its default values to the 

proposed tracer is presented in Figure 6.27.  

 

Figure 6.27 shows a visual comparison of centerlines obtained using the 

superellipsoid-based tracer, and the proposed tracer, for selected images. The top-

left panel shows the output of the superellipsoid algorithm using the default 

parameter settings on the raw image. The top-right panel shows the output of the 

algorithm on the same image after contrast enhancement. The bottom-left panel 

shows the results after the image was pre-processed using the steps described in this 

thesis, and the superellipsoid-based tracer was used on the preprocessed image. The 

bottom-right panel shows the same image traced using the proposed tracer. 

Figure 6.27 shows an example trace using the superellipsoid-based tracer on a raw 

image in the top-left panel. The traces terminate prematurely due to low contrast and the 

high level of noise in the image. The top-right panel in Figure 6.27 shows another 
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attempt at tracing after the image intensities were scaled linearly to cover the intensity 

range of 0-255. The tracer failed completely as a result of the noise amplification due to 

linear scaling. This reveals that the superellipsoid-based tracer is sensitive to the image 

contrast. The image in the bottom-left panel uses the same algorithm to operate on a 

preprocessed image. The preprocessing algorithms include median filtering followed by 

anisotropic diffusion filtering (see Appendix A). Due to the preprocessing step, the 

structural features in the image are enhanced, and the tracer’s output is improved as seen 

in the bottom-left panel of Figure 6.27. However, the default-stopping threshold in the 

superellipsoid-based algorithm allowed several obvious extra traces on the background, 

as well as some obvious misses. The bottom-right panel shows the output of the 

proposed algorithm on the preprocessed image (using default settings). Visual evaluation 

indicates that the number of false detections as well as misses are reduced.   

The proposed tracer has the ability to bifurcate at branch points, which is not 

possible in the superellipsoid-based tracer (see Figure 6.28). 

 

(a) 

 

(b) 

Figure 6.28 compares the superellipsoid-based tracer with the proposed tracer 

initialized from a single seed point. (a) Shows that the superellipsoid based tracer 

selects one out of the two branches while traversing through a branch point. (b) 

The proposed tracer traverses both branches. 
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 The next set of experiments show a quantitative comparison between the 

superellipsoid-based tracer and the proposed tracer. The following tests are proposed for 

the purpose of evaluation: 

a) Qualitative Comparison; 

b) Foreground variance test; 

c) Grid-shifting precision test; 

d) Comparison of Branch Point detections; 

e) Observer-blinded validation Test - 1 (General Observers); and 

f) Observer-blinded validation Test - 2 (Expert Observers). 

6.6.1 Qualitative Comparison 

A set of three images that are representatives of easy, medium, and difficult cases for 

both tracers were used for qualitative comparison of the two tracers. The images are 

traced using both algorithms - using the default parameter settings of the proposed tracer 

and multiple parameter settings of the superellipsoid-based tracer (see Figure 6.29).   

 

Figure 6.29 describes the threshold parameter in Tyrrell et al.’s algorithm. τ  is the 

default threshold in [Tyrrell07] which gives too many false positives in the training 

data. An alternate threshold 
2

τ , which is likely to reduce the number of false 

positives, is considered. 

First, the easy case is considered where both tracers perform satisfactorily. Figure 

6.30 shows the traces overlaid on the maximum intensity projection (MIP) of the 3D 

images. The top-left panel shows the MIP, the top-right panel shows the output of the 

proposed tracer overlaid on the MIP, and the bottom panels show the traces produced by 

the superellipsoid tracer overlaid on MIPs. The superellipsoid tracer is operated with two 

sets of parameters corresponding to the likelihood thresholds τ and τ2. The likelihood 

threshold compares the pixel intensities inside the superellipsoid model with the 
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background intensity estimates (the expected value of background intensity and its 

median absolute deviation (MAD)). If the pixel intensities inside the superellipsoid 

model are "closer" to the background estimate, then the tracing stops. The likelihood 

threshold τ compares the closeness of the traces to the background. By default, the 

superellipsoid algorithm uses τ = 0.5, and the corresponding results are shown in the 

bottom-right panel. However, for this dataset, this setting produces too many false 

positives. Therefore, tracing results with another value of τ2 = 1.0, which is expected to 

reduce false-positives, is shown in the bottom-left panel.  

 

Figure 6.30 shows the (top left) MIP of an 3D vascular image; (top-right) output of 

the proposed tracer overlaid on the MIP; (bottom-left) output of the superellipsoid 

based tracer that was run with τ2 = 1.0,  overlaid on the MIP; (bottom-right) output 

of the superellipsoid-based tracer with τ = 0.5.  The misses are indicated by the red 

arrows. 
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In Figure 6.30, the missed traces are marked by the red arrows. It can be seen that 

there are very few misses in the proposed tracer, and the superellipsoid-based tracer with 

τ = 0.5 (default settings). The missed traces look very similar to the detected traces at 

other locations, implying that the misses were caused by the lack of seed points. The 

super-ellipsoid tracer with τ = 1.0 produced too many misses. 

Next, a moderately difficult case is shown in Figure 6.31. Similar to Figure 6.30, the 

four panels show the results of the proposed and the superellipsoid based tracer. It can be 

seen that in both cases, the superellipsoid based tracer outputs more false positives. The 

trace at the center is caused by background artifacts in the superellipsoid-based tracer 

results, but not in the proposed tracer. Moreover, a considerable number of misses and 

false alarms are seen under both the settings of the superellipsoid-based tracer when 

compared with the proposed tracer. Note that misses in the superellipsoid tracer cannot 

be attributed only to lack of seed points because both the algorithms were initialized 

with identically spaced grids.     
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Figure 6.31 shows (top left) the MIP of a 3D vascular image. (top-right) The output 

of the proposed tracer overlaid on the MIP. (bottom-left) the output of the 

superellipsoid-based tracer that was run with τ2 = 1.0  overlaid on the MIP. 

(bottom-right) the output of the superellipsoid based tracer with τ = 0.5.  The 

misses are shown using red arrows; false positives are shown with blue arrows. 

Figure 6.32 shows a difficult case where the proposed tracer performed far more 

satisfactorily than the superellipsoid-based tracer according to the biologists. The 

superellipsoid-based tracer with both threshold settings produced too many false 

positives and misses. The false positives and misses due to the proposed tracer were 

lower. In this image, the superellipsoid-based tracer incorrectly estimated the widths of 

the thick vessels. For this reason, there were a large number of parallel traces, where the 

same vessel is traversed more than once without being detected in the "hit-test." Overall, 
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these examples illustrated some of the typical cases where the proposed tracer 

outperformed the superellipsoid-based tracer. The rest of this section examines a few 

tests that quantify these qualitative improvements. 

 

Figure 6.32 shows (top left) the MIP of a 3D vascular image; (top-right) output of 

the proposed tracer overlaid on the MIP; (bottom-left) the output of the 

superellipsoid based tracer that was run with τ2 = 1.0  overlaid on the MIP; 

(bottom-right) the output of the superellipsoid-based tracer with τ = 0.5.  The 

misses are indicated using red arrows; false positives are indicated with blue 

arrows. 

6.6.2 Foreground Variance Test 

The test images were preprocessed using the algorithms proposed in this thesis and 

then traced using the superellipsoid based tracer and the proposed tracer with their 
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respective default settings. The set of nodes obtained for both algorithms were used for 

node envelope computation, as described in Section 5.8.3. The node envelope 

computation algorithm assigns every foreground pixel in the image to a node is that is 

nearest to it and assigns every background pixel to zero.  

Ideally, the F-test is suitable for comparing the performance of model-fitting to the 

data by the two algorithms. The F-test assumes that the residuals of the fitting process 

follow a Gaussian distribution. Therefore, the sum of the squares of Gaussian 

distributions would follow a chi-squared distribution with a degree of freedom given by 

the difference of the number of independent observations (given by the total number of 

pixels in this case) and the number of parameters (given by the total number of nodes 

multiplied by the number of parameter of each node). However, in this case, it is 

assumed that the number of independent observations are in the form of pixels, and they 

are too many (typically in millions). Moreover, the number of parameters computed as 

above is much greater than the minimum number of parameters because the nodes have 

a considerable overlap. Therefore, a simplified test is performed that compares the ratio 

of variances of the residuals of the two models on the foreground pixels (determined by 

each model). Specifically, for each model, we find the foreground values given by the 

models, and then compute the residuals by taking the squared difference between the 

estimated foreground intensity and the actual pixel intensity. The variances computed on 

the residuals for both models are shown in Table 6-4.  

Table 6-4 shows the variance of the residuals in the pixels classified as foreground 

using the superellipsoid based tracer and the proposed tracer. The input image is 

scaled in the range 0-1 by the preprocessing operation.  

Image Variance of residuals in 

the foreground using 

proposed algorithm 

(intensity-square) 

Variance of residuals in 

the foreground using 

superellipsoid algorithm  

(intensity-square) 

Ratio 

1 0.004920 0.008706 0.56 

2 0.001167 0.001625 0.72 

3 0.003795 0.004477 0.84 

 

In all the three cases, Table 6-4 shows that the ratio is less than one, indicating that 

the variance of the residuals is higher in the case of superellipsoid-based tracer. This 

implies that the pixels that are classified as foreground by the superellipsoid-based tracer 
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are more dispersed around the intensity estimate. In order to explore the cause of this 

observation, the following analysis was performed. In this analysis, every pixel in the 

original image was classified into the following four categories:  

a) Pixels classified as foreground using both superellipsoid based tracer and 

the proposed tracer; 

b) Pixels classified as foreground only by the proposed tracer; 

c) Pixels classified as foreground only by the superellipsoid based tracer; and 

d) Pixels classified as background by both. 

Figure 6.33 shows the pixel labeling in the categories (a), (b) and (c) listed above. 

The images used in these experiments are shown in Figure 6.11. It can be seen that both 

the superellipsoid-based tracer and the proposed tracer cover vessels almost consistently, 

with a minor amount of misses and false detection by both the algorithms. These data are 

is listed in the first column of Figure 6.33 that shows the pixels that are common to both 

the algorithms. However, the second and the third columns reveal an interesting fact. 

The pixels that are classified as foreground by the superellipsoid and not by the proposed 

tracer form a covering around most of the vessels. On the other hand, the pixels that are 

classified as foreground by the proposed tracer and not by the superellipsoid-based tracer 

are isolated fragments. The additional pixels that the superellipsoid-based tracer 

classifies as foreground increase the variance of the estimator in Table 6-4. Hence, it can 

be deduced that the additional pixels are likely to be a part of the background and the 

superellipsoid-based tracer overestimated the vessel width. This observed trend can be 

attributed to the use of gradient vector field in the node-fitting step that estimates the 

width of the vessel with a higher accuracy. In addition, the use of parameterized 

geometric active contours instead of parametric active contours used in the 

superellipsoid tracer makes it independent of surface mesh parameterization and non-

uniformity in the mesh tessellation. Overall, it can be concluded that the proposed tracer 

makes a superior fit to the vessel intensities than the superellipsoid based tracer. 

However, since it is difficult to verify the actual width of the vessel in the image data 

without tediously marking the images manually by an expert-observer, this observation 

remains unverified with the ground truth. 
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Figure 6.33 shows three categories of pixel classifications for the images shown in 

Figure 6.11. The first column shows the category that includes pixels that are 

classified as foreground by the superellipsoid based tracer and the proposed tracer; 

the second column shows the pixels that only the proposed tracer chose as 

foreground; the third column shows the pixels that only the superellipsoid based 

tracer classified as foreground. 

Grid Shifting Precision Test 

The next experiment compares the precision of the superellipsoid tracer with that of 

the proposed tracer using a grid shifting precision test. A grid shifting precision test 

compares the repeatability of the tracers by applying a perturbation to the initial 

conditions. Both tracers require selection of a grid in the image domain for initialization 

of seed points. Typically, a rectangular grid with a spacing of 25 pixels is used. This test 

is performed by shifting the grid by 3 pixels each time, and then tracing the image 

repeatedly with a slightly perturbed initial condition. For each algorithm, the results of 

multiple runs are compared to check for consistency and the degree of independence to 

the initial grid location. For doing this analysis, a counter is maintained for each pixel of 

the image. The counter is incremented if the pixel is classified as foreground by a tracer 
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at each iteration. The reproducibility in the performance of a tracer is given by a 

histogram made using these counts. This procedure is repeated for both algorithms and 

the histograms produced by the two algorithms are compared.  

Shown in Figure 6.34 are the two histograms obtained on a dataset composed of 10 

images. The histogram on the left is obtained from the proposed tracer. The histogram 

on the right is obtained from the superellipsoid based tracer on the same images. With a 

grid spacing of 25 pixels and a shift of 3 pixels, 9 independent tracing results in each 

case were obtained. The foreground pixels in the image were counted for reproducibility. 

It was seen that the majority of the foreground pixels were labeled 9 times in both cases. 

This implied that both algorithms have a high precision.  

  

 

 

Figure 6.34 shows histograms for the proposed algorithm (left) and superellipsoid 

algorithm (right) showing the reproducibility in the performance as a function of 

an induced shift in the initial seed detection grid. From the histograms, it can be 

concluded that the proposed method has marginally higher reproducibility than the 

superellipsoid based tracer. 

A closer inspection of the heights of the bar-graph corresponding to a count equal to 

9 however reveals that the proposed tracer has marginally better precision (61%) 

compared to the superellipsoid based tracer (48%). This improvement can be attributed 

to the combination of all the improvements proposed in the thesis.  

6.6.3 Comparison on Branch Point Detections 

Another way to compare the performance of the proposed tracer with that of the 

superellipsoid-based tracer is by analyzing the detection performance at branch points. 
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Branch points are a by-product of tracing, and their accuracy depends upon the accuracy 

of centerlines of all branches that constitute the branch point. In other words, for 

detecting a branch of order 2 (like bifurcation), three vessel segments that constitute the 

branch should be detected correctly.  

Branch point performance of the proposed tracer is presented in Table 6-1. The 

performance shows a precision of 76.5% and a recall rate of 89.3%. For determining the 

branch-point detection performance of the superellipsoid tracer, the following strategy is 

adopted. According to [Tyrrell07], the branch-points can be obtained implicitly by 

noting hit-points between the traces in the superellipsoid tracer. However, it was 

observed that the traces hit “head-on” on several occasions at non branch-point regions. 

There, a subset of hit-locations are determined in the following way (after consultation 

with Dr. J. A. Tyrrell). A hit-point having a half-width, with a gap no longer than a full 

width and an angle between the hitting pair greater than 30 degrees is considered as a 

branch point. With this definition, we determined the branch point performance of the 

superellipsoid-based tracer. The results are presented in Table 6-5. It can be seen that the 

superellipsoid based tracer has an average precision of 73.1% and an average recall rate 

of 82.3%. Clearly, the proposed tracer outperforms the superellipsoid-based tracer in the 

context of branch point detections. 

Table 6-5 shows the evaluation of performance of the superellipsoid-based tracer 

on branch point detection. 

 True Positives 

(hits) 

(# branch points) 

False Negatives 

(misses) 

(# branch points) 

False Positives 

(false alarms) 

(# branch points) 

Precision 

(%) 

Recall 

(%) 

Image A  13 14 86 86 86.87 

Image B  4 17 85 83.33 95.51 

Image C  11 21 45 68.18 80.36 

Image D  3 46 61 57.01 95.31 

Image E  19 25 25 50.00 56.82 

Image F  21 23 84 78.50 80.00 

Image G  15 10 59 85.51 79.73 

Image H  13 21 68 76.40 83.95 

Image I  15 50 111 68.94 88.10 

Image J  4 50 80 61.54 95.24 

    
73.1% 82.3% 

6.6.4 Observer-blinded Validation Test - 1 (General Observers) 

Two observer studies were conducted to determine the relative performance of the 

tracers by human observers. Blinded observer studies are useful for determining certain 
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qualitative characteristics of algorithms that are difficult to quantify. In the blinded 

studies, multiple observers are presented with the same image data and results produced 

by the two algorithms. However, the observer remains unaware about which result 

corresponds to which algorithm. With this information withheld, the observer is asked to 

compare the qualitative performance of the competing algorithms. If multiple 

independent observers are able to capture common trends in the algorithms, then the 

inter-observer variability becomes low and the observation can be trusted. On the other 

hand, if there is a lack of consensus between observers, then the inter-observer 

variability becomes high and those observations cannot be trusted. 

The first observer-blinded validation experiment used 7 independent observers. The 

questionnaire for this test is shown in Table 6-6.  

Table 6-6 shows the questionnaire for the multiple observer-blinded validation test 

1 

Hi XYZ, 

 

I am writing because you have some prior experience in working with 

vessel tracing (centerline detection) algorithms. I would be grateful 

if you can spare a few minutes of your time towards an experiment for 

validation of vessel networks tracing  results. This is an observer 

blinded study 

that compares the performance of two competing algorithms performed on 

datasets containing easy, medium and hard images. Upon observing the 

results of centerline detection that are overlaid on (inverted) 

maximum intensity projection images, the observer can answer three 

questions. The answers to the questions are binary in nature, however 

the observer can append comments if he/she wishes following the binary 

answer. 

 

DATA: Two Datasets each containing 5 images that were acquired using a 

Leica SP5 confocal microscope equipped for spectral and multi-photon 

imaging (Mai Tai laser, Spectral Physics). The multi-photon laser was 

tuned to 820 nm to image the FITC dextran and 810 nm to image 

expressed GFP. The image stacks contained 512x512 pixels in each slice 

sampled at a resolution of 0.6 microns, where as the Z stacks 

containing  80 to 120 slices were spaced at 1.2 microns depth. 

 

 

TEST: Two links are provided, one for each Dataset. Each link opens an 

array of images. Top row of the array shows (inverted) maximum 

intensity projection images in that set. Two rows at the bottom 

(Named: Row A and Row B) show the results of two algorithms. It is not 

disclosed, which row has results of which algorithm. The observer can 

view each Dataset, and use his / her judgment to identify rows (Row A 

or Row B) associated with the questions below. 

 

The link for Dataset 1 is : 

http://www.rpi.edu/~mukhea/Validation/Dataset1_labeled.png 

The link for Dataset 2 is : 

http://www.rpi.edu/~mukhea/Validation/Dataset2_labeled.png 
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QUESTION AND ANSWER (please respond by typing Row A or Row B which 

ever you think is appropriate): 

 

Question 1: Which row has results that show more number of False 

Positives ? False Positives are excess detections that the algorithm 

outputs when the image does not have any blood vessels in that region. 

 

Answer 1: Dataset 1: 

         Dataset 2: 

 

 

 

Question 2: Which row has results that show more number of Misses ? 

Misses are defined as missed detections, when the algorithm fails to 

output even though the image contains blood vessels. 

 

Answer 2: Dataset 1: 

         Dataset 2: 

 

 

Question 3: Which row has results that is more satisfactory ? 

 

Answer 3: Dataset 1: 

         Dataset 2: 

 

 

You can reply to this email with your answers. 

 

RESULTS: 

The row identification with the details of algorithm is provided in 

the following file 

(http://www.rpi.edu/~mukhea/Validation/Results.rar), It is password 

encrypted, and password would be sent after 7 days or after receiving 

your response (which ever happens later).  

 

The test was aimed at determining if multiple observers could find a common trend 

in the outputs of the algorithms. The scoring was done as follows - for every answer by 

the observer, an algorithm scores 1 point is the observer believes his answer is 

definitively true, 0.5 points if the observer is unsure, and 0 otherwise. The outcome of 

the test is shown in Figure 6.35. The outcome clearly shows that there was a complete 

agreement among the observers on two of the three questions asked. Thus, it can be 

stated with high certainty that the superellipsoid based tracer (in its default settings) 

produced more false positives, and gave less satisfactory performance than the proposed 

tracer (in its default settings). However, there was a mixed observation on the question 

on misses, and about 60% of the observations were in favor of proposed tracer. 



 

     201

 

Figure 6.35 shows the outcome of the multiple observer blinded validation test. 

6.6.5 Observer-blinded Validation Test - 2 (Expert Observers) 

Another observer-blinded validation test was performed with the biological experts 

as observers. This test is more detailed than the previous observer-blinded test. In this 

case, the observations are performed by two separate biologists (experts) and their 

independent opinions are used in the evaluation process.  The superellipsoid based tracer 

was run twice (with two settings of τ = {0.5, 1}) and the proposed tracer was run using 

its default settings. The three results were presented to the observers simultaneously with 

the identity of the algorithms withheld. The observers could spend as much time as they 

wished for inspecting and comparing the results. In the end, they were allowed to 

comment on the tracing results using one or more of the three phrases - "Observed a high 

number of misses,” "Observed a high number of False Positives" and "Observed the 

most satisfactory performance." An example image is shown in Figure 6.36. 
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Figure 6.36 shows an example of three tracing results presented to the two 

biologists without disclosing the identity of the tracers. The observers were 

requested to comment on each of the tracing results using pre-specified phrases. 

The outcome of the validation test is presented in Table 6-7, and an analysis of the 

results is presented in Figure 6.37. It can be seen that the results show a high degree of 

consensus between the two observers. This implies that the observation and inferences 

have a high fidelity, and can be used to derive conclusions on the relative performance 

of the algorithms. From Figure 6.37, it can also be observed that the proposed algorithm 

performed more satisfactorily than both settings of the superellipsoid based tracer. The 

superellipsoid based tracer with τ = 1.0 gave the greatest number of misses, whereas the 

superellipsoid based tracer with τ = 0.5 gave the greatest number of false positives. 

Table 6-7 shows the sample response of an observer in the second blinded 

validation test. 

 
Observer 1 

 
Observer 2 

 
Left image Center image Right image 

 
Left image Center image Right image 

Image A Misses FP Satisfactory 
 

Misses, FP FP Satisfactory 

Image B Satisfactory Misses FP 
 

Satisfactory Misses FP 

Image C Satisfactory Misses FP 
 

Satisfactory Misses FP 

Image D Misses (difficult) FP Satisfactory 
 

Misses FP Satisfactory 

Image E Misses FP Satisfactory 
 

Misses Satisfactory none 

Image F Satisfactory Misses FP, Misses 
 

Satisfactory Misses FP 
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Image G Misses Satisfactory FP (difficult) 
 

Misses Satisfactory FP 

Image H Misses Satisfactory FP 
 

Misses Satisfactory FP 

Image I Misses, FP Satisfactory FP 
 

FP Satisfactory FP 

Image J FP Misses, FP Satisfactory 
 

FP FP Satisfactory 

 

 

 

Figure 6.37 shows the outcome of the Observer-Blinded validation experiments. 

Analysis of results from Observers 1 and 2, respectively. 
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6.7 Detailed Component-by-Component Comparison with the 

Superellipsoid-based Tracer 

The proposed tracing algorithm achieves the same goal as Tyrrell et al.'s algorithm 

[Tyrrell07]. In fact, the proposed algorithm is inspired from that work, but has several 

improvements to the original algorithm. The main improvements are listed below.  

6.7.1 Top-Down Control in Node Detection 

One of the main improvements in the proposed algorithm is the addition of a top-

down control along with the bottom-up node detection process. The algorithm by Tyrrell 

et al. was only limited to a bottom-up approach.  

The top-down control mechanism coordinates the sequence of tracers based on a 

quality metric. The quality metric Q  is defined on a chain of k  adjacent nodes, and it 

depends on the node saliencies and their geometrical configuration. It is given as   

 
( ) ( )

1
costlog

i

i k

Q sal N C
k

κ
∈

 
= − + + 

 
∑ , 

where ( )i
sal N  denotes the saliency of the i th node, ( )cost κ  denotes the cost due to 

curvature of the sequence of nodes and C  is a constant. Also, note that the quality 

metric improves (the value decreases) with an increase in k . Note that a low value of Q  

indicates a high quality, and vice versa. 

Figure 6.38 shows a few example cases of node configurations that have high and 

low quality values depending on node saliencies and the standard deviation of curvatures 

of internal nodes. The curvature cost assumes that a constant curvature segment has a 

low cost, and a segment where the curvature changes frequently has a high cost.   
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Figure 6.38 shows different node configurations for illustrating the quality metric 

(a) has a high quality (low value of Q ) because all nodes have high saliencies; (b) 

has a low quality (high value of Q ) because the curvature term adds a high cost due 

to the high standard deviation in curvatures of the internal nodes; (c) has a high 

quality due to high node saliencies and constant curvatures of internal nodes (d) 

has a low quality because the average saliency of all nodes is low. 

 The node detection process uses the quality Q  in a min-priority queue to prioritize 

nodes with a high quality value, and delays nodes with a low quality. By the exclusion 

principle, a given region in the image volume can be occupied by a single node (with a 

limited overlap allowed). Therefore, delaying the low quality traces gives the high 

quality traces a chance to occupy more regions in the image. In other words, if a detected 

node has a low quality, it is delayed by being pushed down in the min-priority queue. 

 This can be explained further with reference to Figure 5.7 as follows: All primary 

nodes are first stored in a temporary buffer. Then, using the quality metric, the best node 

in the temporary buffer is selected, and a "hit-test" is applied. If the region in the image 

is not already occupied by another node, the hit-test allows the node to move to the final 

buffer. The qualified node is also used to create one (or two, if it is branching) secondary 

nodes, that are pushed back into the temporary buffer. This process is repeated until the 

temporary buffer becomes empty.     

Tyrrell et al.'s sequential tracer picked one seed point at a time and traced vessels 

until the stopping criterion was met. The algorithm handled trace-trace interaction issues 

based on the first-come-first-served basis. The progression of the tracer was stopped 

when the trace intersected an existing trace. Trace intersection depended on the sequence 

of seeds used. This can be seen in the illustration in Figure 6.39. This example shows 

that, as the threshold is lowered to make the tracer more sensitive, both false detections 
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and misses increase due to the above issue. The proposed tracer overcomes this 

limitation by the top-down control mechanism that manages the sequence of 

intersections so that only a low quality trace hits a high quality trace, but not vice-versa. 

 

Figure 6.39 shows the output trace from Tyrrell et al.’s algorithm with a low 

threshold to allow excess detections. However, a prominent region in the image is 

missed because a "good" trace hits a falsely detected segment and stops progression 

(as shown by the red arrows). Note that the same vessel is traced correctly in Figure 

6.42 with a tighter threshold. If the hit would not have occurred, then even a faint 

vessel is traced correctly as shown by the blue arrows. 

6.7.2 Orientation Estimation 

The orientation of nodes is estimated differently by the two algorithms. Tyrrell et al. 

achieved parametric node fitting with the directional superellipsoid model using the 

ordinary least-squares minimization method. The major axis of the super-ellipsoid 

yielded the orientation of the vessel segment, as well as the direction for predicting the 

next node location along the trace. It should be noted that the algorithm searches for a 

local minimum near the previous location. In the present algorithm, the orientation 

estimation does not involve fitting directly. Instead, a non-parametric density estimate 

(ODF histogram) is propagated recursively in a first-order Markovian framework. Then, 

the modes of the ODF are used to estimate the direction for predicting the next node 

location. Moreover, the proposed algorithm detects if the ODF is bimodal, and if so, 

allows the model to split into two branches. In summary, the proposed method allows 
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vessel bifurcation and propagation of multiple hypotheses, which is not possible in 

Tyrrell et al.’s method.  

Figure 6.40 and Figure 6.41 illustrate the result of comparison of the two orientation 

estimation methods. In Figure 6.40, a section of a vessel is traced using Tyrrell et al.'s 

tracer from three different initialization points. It can be seen that the orientation 

estimation of the superellipsoids (and therefore successful tracing) depends on the point 

where the tracer was initialized. Out of the three initializations, the tracer failed twice 

while making a turn, and accomplished the turn in the third attempt. In Figure 6.41, the 

ODF recursion technique proposed in the thesis was used to trace the same image using 

a distant starting point. The tracer consistently traced the entire vessel segment in the 

very first attempt. 

 

Figure 6.40 shows three examples of tracing using the superellipsoid based tracer of 

Tyrrell et al. [Tyrrell07]. The red arrows indicate the locations of trace 

initialization. (left) The tracer goes out of the vessel; (middle) The tracer is unable 

to negotiate a turn (right) the tracer negotiates the same turn and does not go out of 

the vessel in the same location. 

 

Figure 6.41 shows ODF recursion in the same 3D image as in Figure 6.40. The 

arrow indicates the location of the initialization. The sequence is capable of forming 

branches and following the vascular topology with varying scale on the very first 

attempt. 
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6.7.3 Noise in Image Intensity 

Figure 6.42 compares typical results obtained using the superellipsoid-based tracer 

and the proposed tracer.  

 

Figure 6.42: (top) shows a few comparative cases. a) The single green arrow shows 

locations where the super-ellipsoid tracer flipped its axis because one of the minor 

axes was estimated higher than the major axis (and consequently the direction of 

propagation flipped by 90 degrees) b) The single blue arrow shows a location where 

the trace stopped prematurely because the likelihood ratio test failed. c) The double 

blue arrow shows a false positive d) The double green arrows indicate a location 

where the tracer continues to progress through clutter. (bottom) The same region 

traced by the proposed tracer. 
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Imaging noise is addressed differently in the two algorithms. The superellipsoid-

based tracer of Tyrrell et al. used a skipped-median estimator, which was based on pixel 

intensity histograms. However, a measure that is based on histograms does not take into 

account the spatial organization (neighborhood relations) of the pixels in the image. The 

proposed tracer uses anisotropic diffusion filtering for denoising, which uses both 

intensity and spatial organization of pixels. 

6.7.4 Node fitting 

Both algorithms use least-squares based parametric model fitting approaches for 

estimating the shape parameters of the nodes. However, there are several differences, 

e.g., the proposed algorithm uses spherical nodes instead of superellipsoids. A few other 

differences are 

a) Tyrrell et al. used region-based pseudo-forces in the fitting process. Use of region-

based forces sometimes fits the outer envelope of vessels ignoring the edge-details 

as exemplified in Figure 6.43, and in Figure 6.44. The proposed tracer uses both 

region and edge based terms for fitting.  

 

Figure 6.43 An example of a complex vessel fit with superellipsoid. 

b) Tapering, bending, and junction points are sometimes difficult to model using the 

limited deformation allowed by the superellipsoid. The spherical kernel is 

symmetric in all directions and, is therefore a more universal centering primitive, 

even in non-cylindrical regions of the vasculature. The edge-based forces derived 

from GVF spread the vector field in the interior (homogeneous regions without 
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edges), and therefore compensate for any shape mismatch between the kernel and 

vessel. 

 

Figure 6.44 shows six examples of node fitting. In each case, one superellipsoid 

(from Tyrrell et al.) and one spherical node (from the proposed algorithm) from a 

nearby region are selected at random. 

c) Tyrrell et al. used a parametric mesh to fit the superellipsoid. The mesh ideally 

requires re-parameterization of the surface, but it was not implemented in their 

algorithm because of added computation cost. In addition, the parametric mesh 

tessellation became non-uniform at the surface after superellipsoid deformation, 

which is undesirable. This issue had to addressed by reweighting each facet of the 

mesh by its area. In the proposed tracer, these two issues are by-passed by using 

parameterized geometric active contours.   
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d) The number of shape parameters per node in the superellipsoid-based tracer is 10 (3 

position, 3 rotation, 3 scale, 1 shape), whereas the proposed tracer has only 4 

parameters (3 position, 1 scale). Hence, the fitting process is computationally 

efficient, and has fewer local minima. Note that the direction estimation using the 

ODF histogram employs a direct sampling of the data (hence not a part of fitting). 

The ODF histogram is deleted after the recursion to save memory space. 

e) In the implementation, the proposed fitting algorithm uses an automated exit 

criterion, which detects the completion of fitting iterations. The superellipsoid 

fitting implementation had parameter updates for a fixed number of iterations 

without any check for an exit criterion. 

6.8 System Evaluation by Replacing Components of the Algorithm 

In this evaluation, the presented system is modified by replacing components of the 

algorithm with alternatives. The evaluation test would reveal the utility of the 

component. 

The first test replaces the node detection step of the system with superellipsoids 

from the superellipsoid-based tracer of Tyrrell et al. (see Figure 6.45). The remaining 

parts of the system are kept as they were shown in Figure 5.1.  

 

Figure 6.45 An alternate system where the superellipsoid based tracer replaces the 

node detection in Figure 5.1. 

The superellipsoid-based tracer did not provide saliency values for nodes, as 

required by the algorithm. Therefore, node saliency was computed for each node using 
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the difference between the foreground and background intensity estimates computed by 

the superellipsoid-based tracer. Figure 6.46 shows the output of the superellipsoid-based 

tracer and the suggested alternate system. It can be seen that spatial affinity graph and 

MST improves the continuity of the trace-graph by reconnection.  

 

Figure 6.46 (top) Output of the superellipsoid based tracer. (bottom) Output of the 

proposed alternate system. It can be seen that the branch connections have 

improved (shown by the red arrows). Also, the false positives of the superellipsoid-

based method are seen to cluster together forming a separate tree (shown by the 

red box) in the MST that can be pruned easily by appropriate pruning rules. 
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A zoomed view reveals an important aspect of the MST based reconnection as 

shown in Figure 6.47. 

 

 

Figure 6.47 (left) The superellipsoid-based tracer overshoots near a bifurcation 

point (shown by red arrow). (right) After the MST based reconnection, the 

overshoot part of the trace forms an off-shoot that can be pruned away. This image 

shows the trace-graph before the pruning step. 

 The second test replaces the MST in the system in Figure 5.1 and forms an alternate 

system that connects the output of node detection directly into the pruning heuristics, as 

shown in Figure 6.48. 

 

Figure 6.48 shows an alternate system where the MST computation is removed. 
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The output of the system with such a configuration fails to produce a reliable trace-

graph because the node connections are not optimum compared to the connections given 

by the MST (shown in Figure 6.49).  

 

Figure 6.49 shows two examples of trace-order links in the trace-graph. 

The top-down control of the proposed algorithm allows several tracers to compete 

for filling the image region simultaneously. Moreover, due to the priority queue, the 

advance of each tracer is not entirely sequential, i.e. multiple tracers advance 

simultaneously. Moreover, the tracers are allowed to branch thus creating additional 

"heads" for the trace propagation. These heads create complex trace-order links, 

especially near vessel bifurcations where branches meet. The MST based reconnection 

reassigns the node-connection such that the leaf-nodes are formed using the least salient 

nodes. Therefore, if pruning is directly applied to trace-order links, it fails to find a set of 

suitable leaf-nodes to start the pruning operation(see Figure 6.50). 
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Figure 6.50 shows the results of applying pruning heuristics to the vessel section in 

Figure 6.49. It can be seen that the pruning system fails to provide a true 

topological representation of the vessel. 
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7. Conclusions and Future Work 

7.1 Conclusions 

The experiments proposed in the thesis, namely (a) transport analysis of BDNF granules, 

and (b) topological reconstruction of branching vascular networks, demonstrated the use 

of Orientation Distribution Functions for the analysis of curvilinear objects in two very 

different types of medical images. 

The motion analysis of BDNF granules revealed the velocity patterns of  moving 

objects that were imaged using a video captured at a slow frame rate. Several important 

problems related to multi-object tracking along a one-dimensional axis were addressed. 

Due to a limitation in the imaging equipment, the videos were acquired at a rate that was 

slower compared to the velocity of the moving granules. This created "gaps" in the 

motion trajectories on the kymograph representation, which made the data association 

between adjacent time-frames difficult to accomplish. This problem was resolved using 

the proposed ODF voting technique that is an inference generating technique inspired by 

the perceptual organization literature. The ODF voting method uses the regularity in the 

motion patterns of the granules from multiple time frames of the video to aid the 

detection of granule trajectories, and configurations at each frame of the video. 

The intensity of stationary granules was always higher than that of the biologically 

more interesting moving granules due to the blur caused by motion. Although this 

difficulty was partly addressed by the temporal sharpening idea, it still remains a 

challenge to detect all the granules in the data. Moreover, some of the slower granules 

moved erratically, and lacked regularity in velocity during motion. These granules were 

difficult to track, and were at times detected as fragments of trajectories. 

Another challenge was to handle the interaction between multiple trajectories. To 

address this problem, the proposed algorithm defined a cost for each trajectory. Then, 

beginning from multiple locations in the video, where the observed quality of the track 

was high, the algorithm incrementally extended the trajectories in the regions of clutter 

and uncertainty. This strategy enabled better usage of prior information in the moving 

average filter that the tracker used for predicting the next trajectory location.  
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The use of kymographs mirrors the practice in manual analysis of biological images, 

and provides important advantages for automated analysis. It is also a convenient static 

approach for visualization. The proposed work is an important first step to applying 

advances in image processing algorithms to kymograph analysis, a process that is 

extremely time consuming for humans.  

The method proposed in this thesis not only extracted motion trajectories, but also 

allowed editing and validation for more ambitious tasks. The automated algorithm 

produced very few missed trajectories, but there were a few false positives due to noise 

and imaging artifacts. Some of these false detections can be filtered out using the 

attributes of the trajectories, the remaining ones are edited using the graphical user 

interface (GUI) developed for this application. 

The second part of the thesis described a broadly-applicable framework for 

automated and large-scale centerline extraction, and analysis of curvilinear structures in 

medical imagery. The proposed methodology reconstructs branching vessel structures 

using a scale-adaptive orientation distribution function. The method is fully automatic, 

requiring no user input, to achieve high quality tracing results for the testing dataset used 

in the experiments. The results presented in this thesis illustrate the progress made by the 

proposed methodologies over the prior state of the art.  

The proposed algorithm uses a top-down control mechanism, in addition to the 

traditional bottom-up control approach, to guide multiple tracers to act on the entire 

image simultaneously. In fact, the novel tracer-quality measure proposed in the thesis 

provides the user with a parameter to trade-off the image-based information and length 

information for individual traces. One advantage of using the top-down control is that 

the stopping criterion has a lesser influence on the final results. 

The proposed tracer also improved the orientation estimation at individual nodes. 

The orientation is recursively estimated by sampling the image intensities, which proved 

superior to the orientation estimation by the superellipsoid-based tracer of Tyrrell et al. 

The ODF is capable of guiding the tracer through image clutter, taking sharp turns, and 

bifurcating correctly at branch points. In fact, the ability of the proposed tracer to 

bifurcate makes it propagate multiple hypotheses, and depend less on initial seed points. 
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7.2 Future work 

As demonstrated in the thesis, ODF based techniques have several applications in 

inference generation from noisy observations. For the kymograph analysis, the following 

future work is proposed. 

• Finding the "pausing-times" of the granules would be a challenging next 

step. The proposed algorithm only detects the granules in motion. When the 

granules pause for a short duration before starting to move again, the event is 

recorded as two separate motion instances. Therefore, it would be 

challenging to capture the complete event by noting the pause times. 

• The kymograph representation assumes a one-dimensional path for the 

motion trajectories. However, the axon tube has a non-zero width. This 

information was not used in the present algorithm. Therefore, exploring the 

use of this information for further improvement of the algorithm could be an 

important item for future work.   

• The present algorithm requires the user to input the proximal and distal 

points on the axon. This makes the algorithm semi-automated. A useful 

future extension of this algorithm would be an automatic identification of the 

region in the neuron where transport analysis has to be done. Biologists 

typically select the "middle" regions of the axon, which were about 100 

microns from the cell body and were contiguous without branches. This 

would be useful future work in the spirit of complete, and more extensive 

automation of granule transport analysis. 

• Finally, this technique can be extended to other applications where the 

motion paths of the objects are known. Typical applications would be traffic 

pattern analysis on roads, assembly lines in factories, or circulating tumor 

cells (CTC) within the blood streams inside the human body.  

The work on three-dimensional vessel tracking also has several potential extensions. 

For example, the topology of the vessel networks can form the basis for biological 

studies that include angiogenesis, tumor detection, and stenosis-aneurysm analysis. In 

addition to blood vessels, the work has been extended to three-dimensional neuronal 

arbor reconstruction, as well as reconstruction of the morphologies of astrocytes and 
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microglia. Future work on the algorithm presented can proceed along the following 

lines: 

• The proposed ODF uses a fixed grid to discretize the 3D orientation 

space. Using a sampling importance resampling (SIR) [Arulampalam02] 

scheme could provide more accurate orientation estimates. 

• Along with the bearing parameters (i.e. the orientations), if the shape and 

the appearance parameters are also recursively estimated, the algorithm 

could provide a complete state-space representation of vascular node 

attributes. A similar idea has been proposed by Florin et al. [Florin06] 

for a single vessel track starting from a single seed point. This can easily 

be extended with the proposed top-down control of node detection, at the 

expense of additional computational cost.  

• The reconstructed vascular structure can be used for several additional 

measurements. The thesis has used only the length as a measured 

parameter from the topology that was used in the biological studies. 

Although several parameters like branch points, the number of loops, 

average circumference of the loops, average distance between branch 

points, length of the vessels as a function of scale, were measured, they 

are yet to be used in biological studies. Applications similar to Doukas et 

al. [Doukas08] may be easily developed for computer aided 

quantification of angiogenesis. 

• The proposed measurements provide a high-level description of the 

biological processes. The next step is to correlate specific structures 

across a spatial-temporal window using joint segmentation/registration 

techniques. Recent developments in microscopy have also made possible 

the imaging the dynamics of multiple structural and functional markers 

in relation to the vasculature. Correlating the dynamics of other 

biological markers in relation to the vasculature network represents the 

next generation of clinical tools. The proposed work is ideal for this 

need.  
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Appendix A 

Variable Conductance Anisotropic Diffusion 

Variable Conductance Anisotropic Diffusion [Whitaker01] is an image denoising 

method that assumes a piece-wise constant intensity model for the image. It smoothes 

out small scale structures while retaining important structures like edges using its 

nonlinear anisotropic diffusion process. The method relies on an equation that is the 

level-set equivalent of the anisotropic diffusion equation proposed by Perona-Malik 

diffusion [Perona90], with a conductance term that is reduced at edges. If the image is 

modeled as  

 
( )t

f c f f= ∇ ∇ ∇i , (A.1) 

where ( ), , ,f f x y z t=  and ( ) ( ), , ,0 , ,f x y z I x y z= , the input image and ( )c i  is the 

conductance function that is a monotonically decreasing function of gradient magnitude. 

The modified curvature diffusion equation is given by:  

 

( )t

f
f f c f

f

∇
= ∇ ∇ ∇

∇
i

, (A.2) 

that is equal to t cf f κ= ∇ , where c
κ  is the curvature that is computed in the 2 3×  

discrete grid, using an upwind scheme proposed in Osher and Sethian [Osher88]. This 

numerical scheme regularizes the proposed PDE by enforcing monotonicity along the 

gradient directions. However, the solutions can form “shocks” as edges become 

enhanced, which is appropriate for piecewise-constant images. 

Retinex Image Enhancement and Flat Field Correction 

The Retinex Image Enhancement Algorithm [Rahman04] is an automatic image 

enhancement method that enhances a digital image in terms of dynamic range 

compression, color independence from the spectral distribution of the scene illuminant, 

and color/lightness rendition. The digital image enhanced by the Retinex Image 

Enhancement Algorithm is much closer to the scene perceived by the human visual 

system, under wide ranges and levels of lighting variations. 
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The single-scale retinex image ( ), ,R x y z is given by 

 
( ) ( ) ( ) ( ), , log , , log , , , ,R x y z I x y z F x y z I x y z= − ∗    (A.3) 

where, I  is the input image, F  is a Gaussian filter with a suitable standard deviation, 

and * denote the spatial convolution operation. A multi-scale version of retinex uses a 

bank of Gaussian filters with varying scales, thus the final output retinex image is given 

as 

 

( )
( )

( ) ( )1

, ,1
, , log

, , * , ,

n

k

I x y z
R x y z

n I x y z F x y z=

 
=   

 
∑

,  (A.4) 

The Update Equation for Node Parameters 

The contour C  for a spherical node v  in the local spatial domain Γ , is parameterized by 

, , ,
T

x y z
sβ µ µ µ =   . In order to derive an update equation to learn the parameters from 

the image data, consider minimization of an energy functional, ( )E C , defined on the 

contour. The iterative update of the node parameters, 
t

β∂
∂

 for an artificial time variable 

t  is proportional to the evolution of the energy functional with respect to the parameters, 

i.e.,    

 
E

t

β

β
Γ

∂ ∂
∝

∂ ∂∫
. (A.5) 

The energy functional considered in this thesis has the following form,  

 ( ) ( ) ( )region GVF
E C E C E Cγ= + , (A.6) 

where 
region

E  is the region-based term, 
GVF

E  is the edge-based term and γ  is a constant 

the balances the contributions of the region and the edge based terms. 
region

E  is modeled 

as a piecewise-constant model 
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( ) ( ) ( )

( ) ( )

,

x x x x,

region inside outside

F B

inside outside

E C E C E C

u I d u I d
Γ Γ

= +

= − + −∫ ∫
 (A.7) 

where 
F

I  and 
B

I  are the mean image intensities in the inside and outside regions of the 

closed contour and ( )xu  is the intensity at x . Given the values of  
F

I  and 
B

I , the 

parameter updates for the contour evolution using this energy functional has the form 

 ( ) ( )n ,T

F B

C

J dq C q I C q I
t

β

β∂
= Α Α = − − −

∂ ∫ , (A.8) 

where n  is the unit normal directed inwards, q  is used to parameterize the contour, and 

Jβ  is the Jacobian matrix of size 3 4×  to capture the change of the parameters with 

respect to the coordinate of contour given by µ r , ,
T

x x y y z z
s sr sr srµ µ µ + = + + +  , 

where r  is a unit position vector of the point on the contour with respect to the center. 

The Jacobian matrix is given by:  

 
1 0 0

0 1 0

0 0 1

x y z

x

y

z

s

x r
J

y r

z r

β

µ µ µ∂ ∂ ∂ ∂

 ∂
=  

∂  
 ∂  

. (A.9) 

In order to derive the GVF term in (A.6) consider the geodesic active contours 

[Caselles97], where a curve C  is evolved by minimizing the energy formulation,  

 ( )( )( ) ( )
1

2

0

'( )E C g u C q C q dq= ∇∫   (A.10) 

where ( )2E C  is the energy of the curve, ( ).g  is the edge detecting function that takes a 

low value near edges, and a high value away from the edge, ( )xu∇  is the gradient 

magnitude at the location x . Minimization of this term is equivalent to driving the 

contour to lie on the edges. Note that the term ( )'C q  is the Euclidean length of the 

curve parameterized by q  that enforces the smoothness constraint. The following result 
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is obtained by computing the Euler-Lagrange equation for energy minimization 

[Caselles97], 

 ( ) ( )( )( )n n
C

g C g C
t

κ
∂

= − ∇
∂

i , (A.11) 

where κ  is the Euclidean curvature, n  is the inward normal of the contour, and g∇  

indicate the gradient of the edge indicating function. The first term within the outer 

parenthesis contribute to curve motion in the normal direction that is proportional to the 

curvature times the strength of the edge indicator function. For a sphere surface, this 

term is uninteresting because the curvature on the surface of a sphere remains constant.  

The second term is a convection term in the direction of the gradient of the edges, 

and it drives the contour towards the nearest edge. In the proposed formulation, only this 

term is used, and thus, the model parameter update due to this term is given as 

 ( )( )n , nT

C

J dq g C
t

β

β∂
= Β Β = ∇

∂ ∫ i  (A.12) 

Combining equations (A.8) and (A.12), the update equation in terms of the 

parameterized contour ( )C q  can be written as 

 ( ) ( ) ( )( )n n .T

F B

C

C q I C q I g C J dq
t

β

β
γ

∂
 = − − − + ∇ ∂ ∫ i    (A.13) 

However, the above formulation depends on parameterization q  of the contour. In 

order to make it independent of parameterization, consider an implicit equation 

:F Γ → �  representing the spherical node that has the form 

 ( ) ( ) ( ) ( )
22 2 2,x

x y z
F x y z sβ µ µ µ= − + − + − − . (A.14) 

The contour C  of the sphere is given by the parametric function  

 ( ) 0x,F β = . (A.15) 

In order to obtain the iterative updates for the node parameters, the function F  is 

used, such that its zero level-set tracks the evolving contour C . In practice a function 
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( )zεδ  is considered that is non-zero in a narrow interval near 0z =  [Chan01].
 
The 

inward normal n  in eqn (A.13) can be written in terms of the gradient of F , as 

 n
F

F

∇
= −

∇
. (A.16) 

This relation can be established by using the fact that the normal to any level-set, 

constantF = , is given by the gradient of F  [Zhao96]. The g∇  in the second term of 

eqn (A.13) can be substituted with vector field v  given by the gradient vector flow 

(GVF) (see eqn (5.1)), which has a larger capture range. With these changes, eqn (A.13) 

can be written as  

 

( ) ( ) ( )( ) ( )( )( )x x v x n nT
F BF u I u I J

t
ε β

β
δ γ

Γ

∂  = − − − +
 ∂

∑ i . (A.17) 

In the implementation, the update can be accomplished very fast in only one scan of 

Γ  per iteration. During the scan to estimate the intensity parameters (
F

I  and 
B

I ), the 

locations corresponding to the non-zero values of ( )Fεδ  and the corresponding 

gradients ( )F∇  are stored in a temporary list. Then, this list is quickly scanned to 

estimate the parameter updates. This process is repeated until convergence. 
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Appendix B 

KymoAnalysis Software: A Graphical User Interface For Visualization, 

Tracking, Analysis and Editing Velocity Patterns Of BDNF Granules 

Movie 

Release Version 5.0 

Date of release: March 8, 2009. 

Author: Amit Mukherjee, 

This document describes the operational instructions for KymoAnalysis software 

developed at Rensselaer Polytechnic Institute. New features that are added to the 

software include 

• This version includes a single software interface instead of three separate pieces 

of codes that were released in Version 4. In other words, various steps of the 

generation, organelle tracking and editing of kymographs can be done using one 

software. 

• The speed of processing is increased. 

• The tracking has been improved and few important parameters are opened to the 

user for a better control of detection of tracks.  

Installation Instructions 

• Obtain a copy of the software that should include KymoAnalysis.exe, 

KymoAnalysis.ctf, KymoAnalysis.model, ParaFile.xml, svmpredict.exe, xkymo 

and KymoAnalysis_scale.mat files. 

• Obtain a copy of MATLAB Component Runtime version 7.7 (MCRInstaller.exe) 

and install it.  

• Add the MCR directory to the path specified by the target system's environment 

variable. (Windows  PATH). 

• Run KymoAnalysis.exe. It extracts and installs all the components necessary 

during its first execution (causes little delay in responding). Second run onwards 

it should be fast. 

 

General Notes 

When KymoAnalysis software starts, two window will open. One of the windows is the 

application window. The second window is a console window that contains all of the 

programs diagnostic outputs.  Any time the program does not work as expected the 

solution is to check the console window. 
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The KymoAnalysis software has six panels as shown in Error! Reference source not 

found..  

 

 

Figure A2.1. Six panels of the KymoAnalysis software and the menu bar. 

 

Panel A: Shows the movie view. 

Panel B: Shows the axon GFP image. 

Panel C: Shows the Kymograph. 

Panel D: Shows the intensity histogram of kymograph. 

Panel E: Shows results overlaid on kymograph. 

Panel F: Shows a) Velocity histograms 

    b) Track features in table. 

 

Loading Axon image and BDNF movie 

Click on Menu “Start New Project” and it will open a dialogue that prompts for selecting 

an “Axon file”. Select the Axon image file and press “Open”. Upon selecting the axon 

file (*.tif file), it asks for a BDNF movie file (Multipage TIFF). Select the corresponding 

menu 
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movie file and then press “Open”. Note that the software assumes that the Axon image 

and the Movie image sequences are of the same size (horizontal and vertical dimensions) 

and registered.   

 

Figure A2.2. Shows the dialog boxes for selecting and opening an axon image and a 

BDNF movie, respectively. 

Viewing Axon Image and BDNF movie 

Once the axon and BDNF movie files are selected, the software displays these files in 

Panel B (Axon Image) and Panel A (BDNF movie). The horizontal slider below Panel A 

allows the user to scroll back and forth in time along the movie sequence. Keyboard left 

and right arrow keys can also be used for scrolling.  

Movie image can be Zoomed IN by Left clicking on Panel A and Zoomed OUT by right 

clicking on the Panel A. The center of the Zoom is given by the point of click on the 

movie image.  

While the Movie is in zoomed mode, a Yellow box appears on the Axon image to 

showing the zoom location. 
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Figure A2.3. Shows Panels A and B of the KymoAnalysis software. Panel A shows 

the BDNF movie and Panel B shows the Axon Image.  Left clicking on Panel A 

zooms in the movie and right clicking zooms it out. While in zoom in mode, the 

yellow box in Panel B shows the zoomed in area. Time slices in the movie can be 

scrolled using the slider below Panel A. 

 

Kymograph generation 

 

Figure A2.4. Panel B showing the axon image. The red ( + ) indicate the proximal 

point and green ( + ) indicate the distal point specified by the user. The Bule line 

gives the automatically traced centerline, The green dotted line (parallel to the blue 

centerline) gives the offset from the central axis used for kymograph generation. 

User interface for kymograph generation parameters are also shown. 

Kymograph can be generated by selecting the Proximal and Distal point on the axon 

image by the user. The user can Left click on the location of Proximal Point on the 

neuron and a red ( + ) appears. In the same way, the user can Right click on the location 

of Distal Point and a green ( + ) appears. The kymograph generation process uses these 

points to start and end the tracing.  
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The user can then select Pixel Spacing, Neuron width, and Trace width based on the 

Axon image type. These parameters are used by the tracer to automatically generate the 

centerline between the Proximal and Distal points. Pixel Spacing (microns) is decided by 

the magnification of the microscope. Neuron width (microns) is the approximate width 

of the neuron  cross-section where the centerline needs to be generated. Trace width is 

the offset from the center axis where the user wants the scanning to take place. 

Typically, the trace width is 10 to 20 times the axon width. After the input parameters 

are selected, the user clicks “Build Kymograph”, and the kymograph is generated.  

The total curve length of trace is shown on top of Panel B. If the tracing fails, the 

software requests the user to select different set of points. The generated kymograph is 

displayed in Panel C and Panel D. 

 

Figure A2.5. Shows two modes of Kymograph generation – with frame subtraction 

(left) and without frame subtraction (right). 

 

The generated kymograph is displayed in Panel C. Two checkboxes are located at the 

top of Panel C. The checkbox with label “Use FrameSubtraction” can be used to select 

one of the two modes of kymograph. When the Frame Subtraction mode is switched 

OFF, the kymograph is generated using the original movie. When the frame subtraction 

mode is switched ON a temporal sharpening filter is applied to the kymograph that 

enhances the moving objects in the movie. As a result of frame subtraction, the fast 

moving organelles becomes more prominent and the stationary organelles (which are 

brighter in intensity in the original movie) become less prominent. However, one of the 
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drawbacks of applying frame subtraction is the introduction of more noise, due to the 

temporal variation of intensity from one frame to the next.  

 

Figure A2.6. Response of Orientation distribution function and voting. 

In order to reduce the effect of noise, and to regularize the spatial intensities of the line 

structures, we a novel Orientation Distribution Function (ODF) based voting scheme. 

The response of this voting scheme can be viewed by checking the checkbox “View gap-

filled Kymo”.  Various stages of computation are shown using progress bar. 

 

 

 

 

Controlling kymograph Intensity parameters 

 The generated kymograph needs intensity correction. The controls for intensity 

correction are displayed in Panel D. The user can use two horizontal sliders provided at 

the bottom of Panel D to control the “gamma” and “range” of the kymograph.  

Gamma is a nonlinear scaling of the histogram while range provides the clipping lower 

and upper limits for the histogram of the kymograph. 

 



 

     231

The graph in Panel D shows a blue curve and a green & red line. The blue curve shows 

the intensity histogram of the kymograph. The green & red line shows the limits and the 

center of the clipping range. The first slider labeled “gamma” modifies the blue curve by 

changing the gamma of the kymograph generated. The second slider changes the center 

of the clipping range.  

 

A rule of thumb for setting gamma and range value can be set as follows. First, increase 

the gamma slider to a point such that the “background” or non-track pixels do not 

become dark or gray. Then increase the range slider such that most of the “fore ground” 

or track pixels are dark without making the “background” dark. In this process, the user 

has to decide which pixels he would consider as “background” and which pixels he 

would consider as “foreground”. This might cause some ambiguity or confusion in 

deciding a good value. In order to overcome this, following strategy is adopted. 

 

The effect of changing the sliders can be seen in Panel E that shows the kymograph 

alond with detected foreground pixels overlaid on it (using red dot). This reference can 

be used to set the “good” value of gamma and range. Using these detections as reference, 

the rule of thumb for setting the gamma and range can be stated as follows : 

“Increase gamma until red dots don’t appear on the background or non-track pixels, then 

increase range to darken the faint tracks”. 

 Some example results of changing gamma and range is shown below. 
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Figure A2.7. Shows few sample setting of the gamma and range. Top left shows a 

low value of gamma, both the foreground and background intensities are faint. Top 

right shows a medium value of gamma. Bottom left shows a high value of gamma.  

Bottom right shows a low gamma with range modified. Note how the detection 

changes in all four cases. 

Automatic Tracking 

Once the user generates a kymograph, he can click on AutoTrack button near Panel F to 

do automated tracking. Various steps in tracking is shown using a progress bar as below. 

 

 

The output of the tracking is shown in Panel E, with the tracks superimposed on the 

kymograph. Each track is assigned a random color and an ID. The IDs are displayed near 

both terminal points of the track. 

 

Panel F shows the estimated velocity profile in the kymograph. 
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The user may also click the checkbox on top of Panel F labeled “See Table” to view the 

statistics of each individual tracks.  

The automated tracking also generates a quantity called “track saliency” to threshold 

unwanted tracks. “Track saliency” can roughly be defied as average pixel intensity as 

one travels along the track. The horizontal slider provided at the bottom can be used to 

threshold the tracks.  

 

 

Figure A2.8. Shows an example where the track saliency is made very low, and 

hence lots of false tracks get detected. 

Manual Editing 

After the user has generated automated tracks, it can be edited using the Edit mode of the 

software. In order to enter the Edit mode, the user needs to click on “Edit button” in 

Panel F. The software prompts the user to enter his/her initials  
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The software records edit operation from the user. If the user does not want the edit 

operations to be recorded, he can press cancel. Once the initials are entered, the 

histogram changes colors from green to red indicating that the user is in edit mode.  

 

The edit sequence can be shown using the following state diagram, 

 

Figure A2.9. The state diagram shows various stages of editing. The blue circles are 

the “click events” , blue letters are the “Key Strokes”, red circle denotes processing 

and the arrows denote transition. If an arrow is not labeled with a letter, then the 

transition occurs automatically after the process if complete. 

The editing steps can be explained using the following state diagram. The user starts 

editing by selecting a track (center circle). Once a track is selected, the user presses a 

key on the keyboard depending on what he wants to do with the track. Possible choices 

are: 

D – for deleting the track 

S – Splitting the track at the point it is clicked. 
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J – Joining the track with another track.  

C- Cancel selection.  

If the user wants to Join tracks, then the software requests selecting another track. If the 

second selection is good, the user presses “A” for accepting and joining, or “C” for 

cancelling and redoing the second track selection again. If the user is not happy with the 

joining he can press any other key to come back to zeroth state. 

 

The editing also provides option of undo and redo after each steps for a maximum of 10 

consecutive operations. 

 

Saving and Report Generation 

The generated kymograph can be saved and a text file containing all the details can be 

generated using the menu buttons as follows. The software also allows an option for 

capturing the screen image using capture screen shot command.  
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Revision Version 5.1 

In this update we have tried to address several of the recommendations that I gathered 

from my visit to Banker Lab earlier this month. The main idea is to keep the fast 

execution model that we had proposed and add more facilities for the user. I have also 

added more interlocks and error checking so that the software does not crash while 

execution. 

Highlights of this addition are as follows 

• Provision to add new tracks – to incorporate for the misses in addition to Delete, Join 

and Split operations in the Editor. 

• Show the coordinates of the clicks in the axon image. 

• Provision for modifying the intensity of the axon image.  

• Adding ZOOM feature in the kymograph for closer inspection and editing.  

• Facility to change “Gamma” and “Range” values after the tracking is done (See “Lock 

kymograph for tracking” feature.  This helps in inspection and editing. 

• Track search feature to relate the tracks in the table (Panel F) with display (Panel E). 

• Adding interlocks and error checking. 

• Increase the number of bins in histogram, and space them uniformly based on velocity. 

Also the concept of “Track Coverage” is added which is defined as the area of 

kymograph covered by tracks and gives an estimate of total organelle population. 

• Adding more feature and flexibility in kymograph generation (Kymograph Setting 

button).   

Due to these updates, the front end for KymoAnalysis version 5.1 has few changes. The 

current GUI looks as follows 
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Figure A2.10. Figure shows six panels in the KymoAnalysis GUI (A through F). 

New features added to the GUI are shown using red markings.  1) Shows changes 

controls for kymo generation. 2) Shows the provision to “lock” (save) a generated 

kymograph for tracking, and then manipulate the Frame subtraction, Gamma and 

Range settings without changing the locked kymograph. This might be useful for 

inspection during editing. 3) Shows a GUI button to search tracks in the Panel 5 

and correspond it to the table. 

The changes are explained as below: 

 

New Editor (with Add track feature) 

The manual editing module has been completely redesigned so that new track addition is 

possible. In the new module, track selection is performed using mouse cursor and 

operation the selected tracks can be done using keyboard keys. While in Edit mode 

following are the commands that is available to the user 

 

Mouse commands 

3 
1 

2 
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Click – Select a track  -the selected track is highlighted and the track ID is displayed 

next to the point of click.Note that editor locates the nearest track from the point of click 

within  a radius of 10 pixels. The nearest point on the track is displayed by a red ‘x’. 

Ctrl-Click   -Select multiple tracks-  this is useful for joining and group deleting 

operation. 

Shift-Click – Start a new track addition-  If the user has selected at a location where 

there aren’t any existing tracks, then a new track is created. The user can click multiple 

times along the trajectory to create the track. The new track is shown as ‘yellow’ dotted 

line. After the new track is created, the user should  press ‘a’ to complete the track 

addition. The added track behaves just like the generated tracks, and can be Split, 

merged, or deleted.  

 

Keyboard commands 

‘A’ or ‘a’ – Add – Create a new track from the user specified points. User should start 

entering new track location using shift click and end by pressing ‘a’. 

‘D’  or‘d’– delete -  the seleted track(s) are deleted.  

‘J’ or ‘j’ – join – if two tracks are selected, then they are joined at the closest point. Note 

that software can resolve do a ‘T-joint” by selecting a portion on the track where the user 

has clicked. Currently, it cannot resolve “X-joint”.  

‘S’or ‘s’ – split  - the tracks at the location of click.  

‘C’ or ‘c’ – cancel – cancels the last selection. 

Any other key – cancels all selections. 

 

Display coordinates of clicked points 

The coordinates of the clicked points are shown at the top as the user clicks on the axon 

image. 
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Figure A2.11. Coordinates of the clicks are displayed as shown. 

Axon image intensity control 

The button labeled “Axon Contrast” in Panel B lets the user choose a contrast level. The 

contrast changes in a cyclic fashion as the user clicks on this button. 

In addition to this, a “Restart” button is provided that can be used to reset all the fields at 

any time during the experiment.  

 

Kymograph settings 

We have added more controls to the kymograph generation. These can be accessed by 

clicking the “Kymo Settings” button. On clicking this button, a dialogue box opens up 

that can be used by the user to change parameters like Pixel spacing, Frame spacing, 

Time interpolation, as well as set the values of (approximate ) width of the neuron, and 

the sweeping offset from the central axis. These parameters are saved internally in XML 

files and saved for multiple sessions.  

 

 

 

 

Figure A2.12. The kymograph settings dialogue. 
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ZOOM feature in the kymograph 

We have added a zoom feature in the kymograph, that help the user to inspect the 

kymograph while editing. Left clicking Panel C at any time zooms in Panel E (centered 

around the clicked point). Right clicking Panel C zooms out.  

 

 

Figure A2.13. The top panel shows zoom-in feature, and the bottom panel shows 

the zoom-out feature of the kymograph in panel E, when the user clicks on Panel C. 

The zoomed area is shown by a red square outline in Panel C. 

 

Provision to change the gamma and range after the tracking is done for inspection.  

Facility to change “Gamma” and “Range” values after the tracking is done for inspection 

during editing. This can be operated using the checkbox labeled “Lock for Tracking”. 

When the checkbox is ON, the “Gamma” and “Range” changes in the kymo are not used 

in tracking. Unchecking this box allows the user to restart tracking with new values of 

“Gamma” and “Range”. 

 

Track search feature to relate tracks in the table (Panel F) with display (Panel E). 
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The table view displays the track IDs with their attributes in Panel F. Tracks are shown 

in Panel E. In order to find the track using the ID, find track feature can be used. The 

user can enter any track ID and the corresponding track gets highlighted in Panel E. 

 

Changes in Histogram 

We have made the number of bins and the bin ranges as variables (to be chosen by user) 

in the histogram. These can be set using “Histogram setting” from the top menu that 

open the following dialogue box. 

 

 

 

Find track utility 

The user can find a track from the table using the FIND Track utility. Upon pressing this 

button, a dialogue opens that prompts the user to enter track ID from the table. On 

entering the trackID, the corresponding track is highlighted for 1 sec enabling the user to 

find the track location in the image. 
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Figure A2.14. Demonstration of the FIND Track Utility. 

Revision Version 5.2 

Date: May 17
th

 2009. 

Summary of changes: 

• Method to compute instantaneous velocity and tracklet. 

• Fix the TimeAxisInterpolation bug. 

• Update in histogram settings for minimum velocity. 

• “Clear all” option and option to switch between Auto Tracking and Manual Tracking 

anytime. 

• Fixing other software issues and enhancements in the table and histogram. 

• Analysis and calibration of Editing (Test 1-4).  

• Report generation also generates tracks for further analysis. 
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Method to compute instantaneous velocity 

 

 

Figure A2.15. Method to find instantaneous velocities in the kymograph. The 

location where the track (shown in green) intersects with each frame in the video is 

computed (shown as red dots). The velocity of the track is then computed using the 

given formula. 

Tracklet 

We define a Tracklet as a “unit track”. A tracklet is a part of track that is detected at a 

given time instant (video frame) such that a) The track exists in the previous and the next 

video frame and b) The velocity can be estimated using the equation given above. 

[Please see the section on Tracklet step size weighting in the end] 

 

Fix the TimeAxisInterpolation bug 

This was a difficult bug, because changing this would involve many changes in 

computation (including detection down the line). So I have removed the option for 

changing TimeAxisInterpolation fixing its value to 2 (constant). 
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dt dt dt 
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Figure A2.16. Shows the panel to change the kymograph generation settings in 

version 5.2 of the software. 

This means that the kymograph would be stretched twice in the time axis (i.e. for 120 

frames in the movie, there would be 240 pixels in the kymograph time axis). 

 

Update in histogram settings for minimum velocity 

The computation of histogram is completely changed. In this version we compute the 

tracklets first (along with instantaneous velocity estimate at each tracklet) and then 

compute the histogram of the tracklet velocities.   

The histogram settings now has options for selecting the minimum, and the maximum 

velocities in the histogram as well as the total number of bins. 

 

Figure A2.17. Shows the panel to change the histogram settings in version 5.2 of the 

software. 

 

“Clear all” option and option to switch between Auto Tracking and Manual 

Tracking anytime 

This is another major software change for usage convenience.  Under the Edit menu, the 

user can select “clear all” option to remove all the tracks while in edit mode. This not a 

mandatory option, and should be used for convenience if the user wishes to delete the 

Automated results completely and redo the tracking manually. Note that this feature is 

not covered with “undo option” i.e., user cannot do an undo after the “clear all” to get 

back the deleted tracks. 
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Figure A2.18. Shows the location of the “clear all” function in version 5.2 of the 

software. 

The software now provides option to “see” both the automated and manual tracking 

results at any point in time while editing. Clicking the Edit / Stop Edit button any time 

during editing switched the display to see the Automated or Manual results.  

 

Fixing other software issues and enhancements in the table and histogram 

Some interlocks are added to enhance the stability and usability of the software.  Please 

see the video tutorial for all the features. This includes fast switching between the table 

and the histogram. Also, some other features like “locking the kymograph” have been 

enhanced. 

 

Calibration of software 

For the purpose of calibration and analysis of computation of the algorithm, we conduct 

the following set of tests: 

 

Test 1 : Test to verify the accuracy of the velocity computation. 

A movie with 120 frames (650 ms frame interval) is taken for analysis as shown in 

Figure. The length of axon in this case is 70.54 microns. The software is taken to “Edit 

mode” and using the “clear all” command all the automatic tracks are deleted. Then 

using the “add track” feature (Shift click on the Panel E) we add two diagonal tracks as 

shown. 
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Figure A2.19. Shows Panels E and F during test 1. 

From the table and histogram, we can verify different quantities that the software 

computes. 

a. The length of track should be equal to the length of Axon Trace in this case. The 

length of track 1 and track 2 is 69.29 and 69.47 microns, that is almost equal to the 

length of Axon trace (70.54 microns). 

b. The median velocities of the tracks shown in the table are 0.91 and -0.91 microns 

per second respectively. This is equal to the theoretical value of velocity for 

covering 70 microns in 0.650 seconds (frame rate) x120 (number of frames) that is 

0.90 microns per sec. 

c. The standard deviation of the velocity is 0.08 microns per second. This should be of 

the order of magnitude of the pixel spacing (that is 0.18 microns) and frame spacing 

(0.65 sec).  

d. Tracklet count of 236 refers to 118 tracklets in each of Track 1 and Track 2. The 

tracklet count of 118 is equal to the number of frames in the movie (except the 

terminal frames).  

e. The histogram generated shows two sharp peaks at the corresponding bins. 

Test 2: Test to perform step length computation 

 

Figure A2.20. Shows Panels E and F during test 2. 
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Similar to Test 1, a movie with 120 frames (650 ms frame interval) is taken for analysis 

as shown in Figure. The length of axon in this case is 70.54 microns. The software is 

taken to “Edit mode” and using the “clear all” command all the automatic tracks are 

deleted. Then 2 tracks are added as follows: Track 1 starts from beginning to the end of 

the movie, covering 70 microns in 78 seconds. Track 2 starts after 20 secs in the movie, 

and ends at 57 secs, thus covering 70 microns in 37 seconds. The velocity of Track 2 is 

twice than that of Track 1.  

a. The median velocity estimate of Track 2 is about twice than that of Track 1 (1.88 

microns per second as compared to 0.91 microns per second).  

b. Total number of tracklet for Track 1 and 2 combined are 175. The number of tracklets 

for Track 1 is 118; however, the number of tracklets for track 2 is 57. This is because 

tracklets are estimated at each frame of the video, and Track 2 is observed in fewer 

frames than Track 1. 

Test 3: Step length weighted histogram 

Since tracklets are measured at each video time, the length of the tracklets, i.e., the 

distance covered by the organelles between video frames, are proportional to the 

velocity. 

 

 

1v  

 

2v  

L2 

L1 

�1 > �2 �� | 	1| > |	2| 

 

 

Figure A2.21. Shows how the lengths of tracklets change with the absolute value of 

velocity. 

In the Error! Reference source not found., two tracklets are shown for the frame I with 

different velocity. It can be seen that the distance covered by tracklets is proportional to 

the velocity of the tracklet. 

 (i-1)            (i)               (i+1)           (i+2)           
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Therefore, if we weight the bins of the Histogram with the “step length” of the tracklets, 

we get a histogram of the total distance covered at a specific velocity. This is illustrated 

in the following test. If we weight each bin of the histogram with its average step-length 

then the height of the weighted histograms are same in spite of fewer number of tracklets 

in “high velocity” bins. 

 

Figure A2.22. Shows Panels E and F during test 2. Note that the step-length 

weighted histogram has the same height even though the number of tracklets in 

Track 1(ID=1) is 118 and number of tracklets in Track 2(ID=5) is 57. 

Test 4: Test for resolution of velocity. 

I don’t have a test for this but from the design of the algorithm, it can be said that it can 

be concluded that the minimum velocity it can resolve is of the order of 2 pixels. In this 

case, given the pixel spacing of 0.18 microns and the frame rate of about 2Hz, the 

velocity resolution is about 0.36 to 0.54 microns/sec. The bin width of the histogram 

should be greater than this value. 

 

Report generation also generates tracks for further analysis. 

The report generation module is also updated. It now gives out three files  

1) A filename_REPORT.txt file containing  

a. The axon image and movie file (data) used. 

b. The setting parameters used for kymograph generation.  

The trace on the axon image. 

c. Summary of the tracks (including histogram of tracklets and other statistics ) for 

both automated and manual tracking. 

2) A filename_REPORT_AUTOTRACS.txt file containing  
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Tracklets computed from the Automated tracking  in the format : 

 [trackID  ,  time  ,   position  ,   instantaneous velocity estimate] 

3) A filename_REPORT_MANTRACS.txt file containing  

 Tracklets computed from the Automated tracking  in the format : 

 [trackID  ,  time  ,   position  ,   instantaneous velocity estimate] 

These files can be imported into excel for analysis. 

 

Figure A2.23. Shows a snapshot of the main file in the generated report. It shows all 

the data and the settings used for the kymograph generation. 

 

 

Figure A2.24. Shows different sections of the main file in the generated report. The 

top figure shows the histogram, while the bottom figure shows a track-wise 

summary of the automated and manual tracks. 
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Figure A2.25. Shows a snapshot of the tracks in the following format: [Track ID , 

time (sec), Location from Proximal point (microns), estimated tracklet velocity in 

microns per second]. 
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