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ABSTRACT 

Gathering and analyzing data is becoming increasingly 

pertinent and complex in both research and enterprise. The 

increase in data collection suggests that Cox processes 

(Poisson processes with nondeterministic mean) may be more 

noticeable than in the past. Decisions in enterprise and 

financial transactions are often automated and executed on 

the order of milliseconds. It follows methods are needed to 

effectively grapple with large masses of data and to do so 

in a reasonable time frame. Current methods used in the 

analysis of the Cox process, such as principal component 

analysis, Markov chain Monte Carlo methods and maximum 

likelihood estimation are limited in that the problems must 

be reasonably small to solve (because of the memory storage 

requirements) and computation of the estimates may take 

hours or weeks. 

This thesis is concerned with developing and 

demonstrating algorithms to improve the accuracy and speed 

of estimating the parameters of a Cox process.  Estimating 

the intensity function of the doubly stochastic Poisson 

(Cox) process is not trivial and has plagued researchers 

for decades. In this thesis, piecewise approximation of the 

intensity and empirical algorithms based on exponential 

smoothing are used in order to estimate and forecast a Cox 

process with stochastic intensity function given by a class 

of time series models. 

The underlying distribution of the intensity process 

will be generally modeled as an Autoregressive Integrated 

Moving Average process of type ARIMA(1,0,0). A modified 

reversed exponential smoothing method is proposed as a way 

to approximate the intensity process. This thesis develops 
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a model for forecasting processes by developing a method to 

estimate the parameters of the underlying process as an 

AR(1) model. This model is chosen because it is reasonable 

in the case of time series applications with sparse counts 

to suspect that an AR model is driving a Cox process. Also, 

for series where data is lacking, the estimation of models 

more complex than ARIMA(1,0,0) may be inappropriate. 

 This thesis examines the accuracy of the estimators 

for lead time demand distribution forecasting and 

backcasting using synthetic data in a factorial 

computational experiment. The estimators are also assessed 

by forecasting 3 corporate datasets with 1000 items, 1 

corporate dataset with 772 items, and 1 corporate dataset 

with 35 items. On the actual data, the estimation methods 

were found to increase forecast accuracy up to 40% relative 

to a benchmark method given by a simple Poisson model. 



 
 

 
 

1. Introduction 
 

1.1 Problem Statement 

The simplest possible model of a point process is the 

Poisson process. The resulting model is given by: 

where: 

N is the observed count 

T represents time  

λ 𝑡𝑡 represents the rate parameter at time t. 

In practice, the rate of the Poisson process can change. 

The model is then represented as follows for a predefined 

interval of time starting at time 0 terminating at t: 

 𝑃𝑃𝑃𝑃((𝑁𝑁(𝜆𝜆𝑡𝑡) −𝑁𝑁(𝜆𝜆𝑜𝑜 )) = 𝑘𝑘) = 𝑒𝑒−𝜆𝜆0,𝑡𝑡 (𝜆𝜆𝑜𝑜,𝑡𝑡 )𝑘𝑘

𝑘𝑘 !
 for k=0,1,2….              (1) 

In order to predict well, an accurate estimate of λt is 

needed for each time period. If we view this λt as a 

separate stochastic process with its own properties (an 

intensity process), we have the Cox process. 

 The Cox process is a generalization of the Poisson 

process in which the intensity or rate of the overall 

process is a latent process. This particular characteristic 

is uniquely what differentiates the Cox process from other 

point processes which are deterministically time dependent 

or given by a stochastic function. An example of the former 

would be a Cox process with a deterministic mean, which is 

simply a Poisson process. The functional form of the Cox 

process is composed parametrically about its mean, which is 

nonnegative by definition. The entire form however is 

difficult to estimate due to the impossibility of making 

formal assumption without a priori knowledge of the 

intensity process. 

1 
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 In forecasting, the estimation of the intensity 

function of a doubly stochastic Poisson (Cox) process needs 

to be accurate in the most recent period in order to 

provide predictive value. A poor estimate of the final 

intensity will impede forecasting. As another application, 

many practitioners ‘backcast’ so to speak, where past 

values 𝜆𝜆𝑡𝑡   are estimated to better understand the nature of 

some phenomenon or event, such as earthquake severity or 

hurricane frequency. 

The AR(1) model is chosen to model the intensity since 

series with a high proportion of zeros may not have enough 

data to sustain the parameters of more complex stochastic 

models; overfitting series could lead to more noise in the 

assessment of the method.  Also, in terms of simple models, 

the AR(1) allows for more inference into the future than 

the MA(1) since the effects of the MA(1) die off after only 

one period. Also, little research has been done to model 

the intensity as an ARIMA process with unknown parameters 

and this thesis endeavors to develop a framework for 

modeling the Intensity of the Cox Process with ARIMA. 

There has been much research about the estimation of 

the underlying intensity process, both empirical and 

analytical; however, this paper intends to take this 

literature a step forward by algorithmic estimation of 

intensity parameters when the intensity is a stochastic 

process (modeled here as AR(1)). Also, the methods will be 

applied on actual data and compared to the “state of the 

art” in such a way that this thesis will demonstrate 

accuracy and value in terms of the computational resources 

required. Specifically, it will be shown that on synthetic 

data, this method generates very good estimates of the 

underlying process as an AR(1) model. As a result a 
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posteriori, backcasting is a natural extension. The more 

interesting question, though, is whether or not this method 

will produce accurate forecasts; this thesis will also 

address that question. 

 
1.2 Description of Reversed Exponential Method (REX) 

REX is the foundation which all methods in this thesis 

depend upon. REX is a computationally efficient and 

accurate way to estimate an intensity process based purely 

upon count data. The REX curve assumes that the underlying 

intensity can be modeled by a stochastic function which is 

not piecewise linear; in the piecewise linear case, REX is 

not needed. In order to obtain a REX curve, an exponential 

smooth given by: 

                                                                       𝑆𝑆1 = Xinit                         (2) 

                                                        𝑋𝑋𝑡𝑡 = 𝛼𝛼𝑋𝑋𝑡𝑡−1 + 𝑆𝑆𝑡𝑡−1(1− 𝛼𝛼)                  (3)   

is fit to the observed values moving forward and backward.  

The α (smoothing) parameters for both exponential curves 

are constrained to be equal, and the curves are averaged 

for the estimate of λ. These smooths are initialized (Xinit  ) 

by averaging the first n points such that n is greater than 

or equal to two and the average is not equal to zero. The 

smoothing parameters are chosen to minimize the squared 

one-step ahead prediction error. 

 The forward and backward curves are used because when 

smoothing forward, the smooth will respond to the spikes in 

the series slightly after the spike; similarly the backward 

smooth will respond slightly before (see Figure 1), the 

averaging of the two curves centers the estimate on the 

observations. For example: 
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Figure 1: Forward and Backward Exponential Smoothing with 

α=.6. 

The dotted line and the solid line represent the forward 

and backward exponential smoothing curves respectively.  

 
Figure 2: Resulting REX Intensity.  

In Figure 2, the REX curve was computed as the forward 

exponential smooth averaged with the backward exponential 

smooth from Figure 1.            
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1.3 Description of Chapters Following 

 In the ensuing chapters, this thesis will show that 

the REX method and a parsing algorithm are capable and 

competitive for use in analysis of the Cox process. Also, 

it will be demonstrated that, in order to add value to the 

field, this technique is computationally tractable and can 

meet the increasing demand for real-time data analysis. 

Many other methods fail to meet this criterion due to their 

design and computational complexity. Chapter two reviews 

the relevant literature, and chapter three will explore 

this thesis’ description of the Cox process: one which is 

defined by the AR(1) model. Chapter four will demonstrate 

the REX and estimation and parsing algorithms. Chapter five 

will use a factorial experimental design to assess the 

accuracy of the estimates of the AR(1) intensity parameters 

using synthetic data. Chapter six will describe the 

extension of the method to backcasting, and chapter seven 

will assess the performance against a simple benchmark 

using corporate datasets of spare parts demand. Lastly, 

chapter eight will provide conclusions and suggest avenues 

of future research. 
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2. Literature Review 

 The purpose of the following literature review is to 

discuss the nature of the doubly stochastic Poisson process 

as it has been defined and evolved in the literature. 

Secondly, this review will explore the broad range of 

subject areas where Cox process estimation has been 

instrumental. Lastly, previous methods of process 

estimation will be reviewed as they are presented in both 

applications and synthetic data scenarios. 

 

2.1 General Discussion of the Cox Process and its 

Definitions 

 The Cox process is a form of the Poisson process which 

is otherwise known as the doubly stochastic Poisson 

process. The intensity process is influenced by a secondary 

stochastic process and thus presents a challenge to the 

statistician in the estimation of the form of the intensity 

processes as well as its parameters. Cox processes are of 

two types, deterministic and stochastic intensity. The 

estimation of the intensity parameters is not trivial, and 

it has been generally accepted that classical inference 

tends to be computationally demanding and very difficult in 

practice. In general, the derivations which are developed 

for inhomogeneous Cox processes assume known first and 

second order properties, for example a Log Gaussian process 

where the intensity function is known in closed form. An 

example of this can be found in Log Gaussian Cox Processes: 

Given by: 

                                                  𝑃𝑃𝑃𝑃((𝑁𝑁(𝑇𝑇+ 𝑡𝑡) −𝑁𝑁(𝑇𝑇)) = 𝑘𝑘) = 𝑒𝑒−𝜆𝜆𝑡𝑡 (𝜆𝜆𝑡𝑡 )𝑘𝑘

𝑘𝑘 !
.          (4)        

Where  𝜆𝜆𝑡𝑡  is a sampling from 
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                                                       𝑓𝑓(𝜆𝜆) = 1
�(2𝜋𝜋𝜎𝜎2 )

𝑒𝑒
−(𝜆𝜆−𝜇𝜇 )2

2𝜎𝜎2 .                                                (5) 

 Before discussion, we should accept that maximum 

likelihood and method of moments become intractable with 

the stochastic layer which defines the Cox Process. 

“Likelihood-based inference in this [the Cox] model is 

generally intractable, due to the need to integrate an 

infinite-dimensional random function.” (Adams, et al. 2009) 

In order to computationally evaluate estimators, an 

empirical distribution has to be generated for every point 

in the space which the intensity could occupy and 

conditionally compared to the observed counts with the 

added layer of Poisson noise. This problem also is 

computationally intractable.  

As an instance of this intractability, one author 

(Waagepeterson, 2007) uses likelihood based inference in 

order to analyze the spatial density of whales and 

Beilschmiedia pendula Lauraceae trees. Notably, he uses Cox 

processes with closed form intensity and uses properties of 

the observed datasets to aid in the maximum likelihood 

inference because analysis in the absence of closed form 

assumptions was estimated to take many hours of computation 

time. 

 The literature available on the Cox process also 

generally falls into one of two categories: backcasting and 

forecasting. Specialists often use the Cox process to 

understand the nature of a past event, or to gain inference 

about naturally occurring phenomena by analyzing historical 

intensity patterns. Other types of typical applications 

include forecasting in finance markets or predicting spare 

parts demand. Because the range of applications in the 

literature is large, there are many approaches used which 
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are not necessarily useful for the applications here since 

they make use of closed-form intensities or work only with 

larger amounts of data. 

 Much of the literature imposes unrealistic 

restrictions upon the intensity process. Since the 

mathematics of intensity estimation require much 

computational time, many authors have reduced these 

equations by linearly constraining them, although it is 

well accepted that the linearly constrained estimators are 

simply not accurate enough (Bouzas et al, 2010). The 

current scope of computation is unable to make maximum 

likelihood inference possible for more than several points; 

this thesis attempts to demonstrate that inference is 

possible for time series of realistic length. It is clear 

that computational power was an issue in the evaluation of 

the MLE estimators (Simar, 1976). 

 There have been several empirical approximations which 

have made computation more manageable, though suboptimal. 

For example, one author uses the Rosenblatt kernel (Diggle, 

1985) in such a way as to minimize the mean squared error 

in each time period to rebuild a likelihood distribution of 

the intensity process. The value in this particular 

technique is that it demonstrates a healthy amount of 

perspective: the author creates a series of point estimates 

by treating “local intensity” as a stationary Cox process, 

and furthers this by using the Rosenblatt kernel to smooth 

differences between local intensities in such a way as to 

best reconstruct the intensity's path. This method 

demonstrates good computational results on synthetic data; 

however, it only estimates the variance and autocorrelation 

of the intensity process. 
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Another author develops a competing empirical method 

wherein the sample paths of the data are reconstructed 

using Functional Principal Component Analysis (Bouzas et 

al, 2010). The FPCA approach uses point estimators as an 

anchor throughout the time series and seems to yield high 

accuracy in short run data. Unfortunately, the nature of 

FPCA makes the application very abstract and 

computationally demanding for long sequences of data. 

Regardless of these drawbacks, however, the FPCA approach 

is unique in that it demonstrates good accuracy without 

making any assumptions on the theoretical structure of the 

moments of the intensity process. 

In yet another empirical approach, a blockwise 

estimator is developed by shifting a time window over the 

data. This estimator has been determined (Wu and Cao, 2010) 

to be asymptotically normal as well as consistent and holds 

the advantages of computational amenability and robustness 

due to its nonparametric nature. Simulation studies 

indicate the performance of this estimator is greatly 

improved by larger sample sizes, and as a result it falls 

within our category of methods which are not necessarily 

optimal for forecasting with sparse data. This method is 

applied to a study of polio cases in the USA and non-

accidental deaths in Canada with promising results.   

In another approach, the author uses the cumulative 

distribution of the observed counts to estimate the 

intensity function and confidence intervals (Leemis 1991), 

(Leemis 2000). This approach assumes piecewise linear or 

piecewise quadratic intensity functions and has not been 

extended to forecasting. Therefore, this method would not 

be conducive to series with stochastic intensities or high 

proportions of zero values.    



10 
 

 There have been attempts which endeavor to capture 

structure within the data to increase the predictive power 

of the Cox process and reduce the need for closed form 

intensities. For example, many autoregressive techniques 

have been developed (see Rydberg and Shephard (2000) and 

Ferland et al., (2006)) which are computationally viable, 

however the majority of them use mathematics which fail to 

hold when there is negative autocorrelation. The best among 

these methods is the Log-Linear Poisson Autoregression 

technique; this is because the properties of its estimator 

of the intensity are consistent, and also takes advantage 

of the linearity of the estimator to be computationally 

tractable. Unfortunately, in this application a closed form 

representation of the autocorrelation and covariance 

functions are difficult if not impossible to derive due to 

the lack of a recursive relationship; in other words, 

assumptions must be made about the autocorrelation. An 

exhaustive simulation is used to demonstrate a range of 

possible values for the autocorrelation and covariance 

functions. The Log Linear Autoregression Technique 

(Fokianos, 2011) is then demonstrated on the total number 

of transactions per minute over a twenty day interval for 

the stock price of Ericsson. The method demonstrates good 

performance and also has the advantage of compatibility 

with time dependent covariates. As an autoregression 

technique within the Cox family, it is a promising 

technique to provide useful information when there is a 

glut of data. However this thesis will be looking at the 

case where count data is sparse and may possess negative 

autocorrelation. 

Linear intensity models have been successful in some 

applications and have been vetted primarily in fields of 
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science where analyzing historical intensity is useful for 

inference. An example of this would be the modeling of 

earthquakes as self-exciting point processes or Cox 

processes.  Ogata and Akaike (1982) derived a model with 

intent to meaningfully understand causal relationships 

between geophysical phenomena by making use of historical 

earthquake counts. The model derived depends on a 

parameterized function of the Cox process family. This 

research makes use of the Akaike Information Criterion to 

select from a subset of models which are of the basic 

Poisson variety as an underlying process. The paper 

represents an interesting application area however does not 

assist with the estimation of intensity or computational 

difficulty in any meaningful way (Ogata, 1982). 

In contrast to the above methods, this thesis 

endeavors to estimate the parameters of the Cox Process 

(mean, standard deviation and autocorrelation in the AR(1) 

case) simultaneously, and to do so in a reasonable amount 

of computing time. 
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3. Mathematical Description 

 

3.1 Problem Statement 

The doubly stochastic Poisson process can be represented 

by:  

                                                                        N(t)|λ(t)                        (6) 

where N(t) is the number of events up to a certain time t 

conditional on an intensity function λ(t), which is itself 

a stochastic process.  

The expectation of counts over a given interval of the Cox 

process can be expressed as follows: 

                 E[Nt1,t2]=E [E [Nt1,t2|λt,t1≤t<t2:(t1≤t<t2)]]          (7) 
where E[Nt1,t2] is the expected number of counts over t1≤t<t2 

and λt is a non-negative intensity process (which implies 

that the intensity cannot be Gaussian or zero-mean). 

 𝛬𝛬𝑡𝑡1𝑡𝑡2  represents the integrated intensity 

                          ∫ 𝜆𝜆(𝛼𝛼)𝑑𝑑𝛼𝛼𝑡𝑡2
𝑡𝑡1                                                        (8) 

                                                               = 𝐸𝐸[𝛬𝛬𝑡𝑡1𝑡𝑡2 ]                                                          (9) 

with second order moments given by: 

             𝐸𝐸[𝑁𝑁(𝐵𝐵)] = 𝐸𝐸(𝐸𝐸(𝑁𝑁(𝐵𝐵) ∣ 𝛬𝛬(𝐵𝐵))) = 𝐸𝐸𝛬𝛬(𝐵𝐵) = 𝛭𝛭(𝐵𝐵)        (10) 

                            𝑉𝑉𝑉𝑉𝑃𝑃𝑁𝑁(𝐵𝐵) = 𝐸𝐸(𝑉𝑉𝑉𝑉𝑃𝑃(𝑁𝑁(𝐵𝐵) ∣ 𝛬𝛬(𝐵𝐵))) + 𝑉𝑉𝑉𝑉𝑃𝑃(𝐸𝐸(𝑁𝑁(𝐵𝐵) ∣ 𝛬𝛬(𝐵𝐵)))    (11)      

                       =𝐸𝐸𝛬𝛬(𝐵𝐵) + 𝑉𝑉𝑉𝑉𝑃𝑃𝛬𝛬(𝐵𝐵)                   (12) 

                     𝐸𝐸�𝑁𝑁𝑡𝑡1,𝑡𝑡2� = 𝐸𝐸[𝛬𝛬 𝑡𝑡1
𝑡𝑡2 ] + 𝐸𝐸[𝜆𝜆𝑡𝑡1𝑡𝑡2 ]                (13) 

                                                      𝜎𝜎(𝑁𝑁𝑡𝑡1,𝑡𝑡2)2 = 𝐸𝐸[𝛬𝛬𝑡𝑡1𝑡𝑡2 ] + 𝜎𝜎[𝛬𝛬𝑡𝑡1𝑡𝑡2 ]2               (14) 

The ARIMA(p,0,0) process is given by: 

                                                          𝑋𝑋𝑡𝑡 = 𝐾𝐾 +∑ 𝜙𝜙𝑖𝑖𝑋𝑋𝑡𝑡−𝑖𝑖 + 𝜖𝜖𝑡𝑡
𝑝𝑝
𝑖𝑖=1                                        (15)          

where p represents the maximum lag, 𝑋𝑋𝑡𝑡  represents the value 

at time t, and 𝜖𝜖𝑡𝑡  represents an independent, identically 

distributed normal error term at time t. (𝜖𝜖𝑡𝑡~N(0,𝜎𝜎2)) 
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In the AR(1) case, we find that: 

                                                𝐸𝐸[𝑋𝑋𝑡𝑡] = 𝐸𝐸[𝐾𝐾] + 𝐸𝐸[𝜙𝜙𝑖𝑖𝑋𝑋𝑡𝑡− 𝑖𝑖 ] + 𝐸𝐸[𝜖𝜖𝑡𝑡]              (16) 

                                                                        𝐾𝐾 + 𝜙𝜙𝜇𝜇 + 0.                     (17) 

Therefore: 

                                                                        𝜇𝜇 = 𝐾𝐾
1−𝜙𝜙

                       (18) 

Also: 

                     𝑉𝑉𝑉𝑉𝑃𝑃(𝑋𝑋𝑡𝑡) = 𝐸𝐸[𝑋𝑋𝑡𝑡 ]− 𝜇𝜇2 = 𝜎𝜎2

1−𝜙𝜙2              (19) 

Where K is a constant, 𝜎𝜎 is the standard deviation and 𝜙𝜙 is 

the autoregressive coefficient at lag p, and p = 1. 

As a result our Cox Process with AR(1) intensity is: 

                                               Pr [Nt1,t2 = n|∀λt,t1≤t<t2:(t1≤t<t2)]                                    (20) 

                           =
𝜂𝜂𝑛𝑛

𝑛𝑛 !
𝑒𝑒 −𝜂𝜂                       (21) 

𝑤𝑤ℎ𝑒𝑒𝑃𝑃𝑒𝑒: 𝜂𝜂 = 𝛬𝛬𝑡𝑡1𝑡𝑡2 

                                =
[� [𝐾𝐾+� 𝜙𝜙𝑖𝑖𝑋𝑋  𝑡𝑡−𝑖𝑖+𝜖𝜖𝑡𝑡

𝑝𝑝
𝑖𝑖 ]

𝑡𝑡2

𝑡𝑡1
𝑑𝑑𝑡𝑡]𝑛𝑛

𝑛𝑛 !
𝑒𝑒
� [𝐾𝐾+� 𝜙𝜙𝑖𝑖𝑋𝑋𝑡𝑡  − 𝑖𝑖+𝜖𝜖𝑡𝑡

𝑝𝑝
𝑖𝑖=1 ]

𝑡𝑡2

𝑡𝑡1
𝑑𝑑𝑡𝑡
.         (22) 
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4. Algorithms 

 This chapter will provide an approach to estimating 

parameters using the REX estimator when the intensity is 

both independent and when the intensity is autocorrelated. 

A method is proposed to estimate changes in the mean level 

of the intensity in order to provide a better estimate of 

the mean in the nonstationary case. The parameters 

estimated in these algorithms can also be used for 

backcasting.  

 
4.1 Correction for Standard Deviation of the Intensity 

 The estimate of the variance of the counts will be 

larger than the variance of the intensity by definition. A 

correction factor for the variance can be computed as 

follows:  

                                                        𝑉𝑉𝑉𝑉𝑃𝑃 𝜆𝜆0,𝑡𝑡 = 𝑉𝑉𝑉𝑉𝑃𝑃 𝑁𝑁0,𝑡𝑡 − 𝜇𝜇0,𝑡𝑡 .                                        (23) 

Proof:  

                                𝐸𝐸[𝑁𝑁(𝐵𝐵)] = 𝐸𝐸(𝐸𝐸(𝑁𝑁(𝐵𝐵) ∣ 𝛬𝛬(𝐵𝐵))) = 𝐸𝐸𝛬𝛬(𝐵𝐵) = 𝛭𝛭(𝐵𝐵)         (24) 

                           𝑉𝑉𝑉𝑉𝑃𝑃𝑁𝑁(𝐵𝐵) = 𝐸𝐸(𝑉𝑉𝑉𝑉𝑃𝑃(𝑁𝑁(𝐵𝐵) ∣ 𝛬𝛬(𝐵𝐵))) + 𝑉𝑉𝑉𝑉𝑃𝑃(𝐸𝐸(𝑁𝑁(𝐵𝐵) ∣ 𝛬𝛬(𝐵𝐵)))    (25) 

                                                              = 𝐸𝐸𝛬𝛬(𝐵𝐵) + 𝑉𝑉𝑉𝑉𝑃𝑃𝛬𝛬(𝐵𝐵)                  (26) 

                                                               = 𝑀𝑀(𝐵𝐵) +  𝑉𝑉𝑉𝑉𝑃𝑃𝛬𝛬(𝐵𝐵)                  (27) 

 

4.2 Independent 𝛌𝛌𝐭𝐭: The ‘Naïve’ Method 

Before delving into the AR case, below is an example 

algorithm which does not take autocorrelation or 

nonstationarity into account. This 'naïve' example would be 

well suited for Log Gaussian Cox Process analysis where the 

log-Intensity values are independent. In other words the 

intensity is: 

                                        𝜆𝜆𝑡𝑡~𝑙𝑙𝑜𝑜𝑙𝑙𝑁𝑁𝑜𝑜𝑃𝑃𝑙𝑙𝑉𝑉𝑙𝑙 (𝜇𝜇 ,𝜎𝜎)= 𝑃𝑃[𝑁𝑁𝑡𝑡 = 𝑛𝑛|𝜆𝜆𝑡𝑡 ] = 𝑒𝑒
−𝜆𝜆 𝑡𝑡 𝜆𝜆𝑡𝑡

𝑛𝑛

𝑛𝑛!
            (28) 
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                                                   𝑃𝑃[𝑁𝑁𝑡𝑡 = 𝑛𝑛] = ∫ (𝑃𝑃[𝑁𝑁𝑡𝑡 = 𝑛𝑛|𝜆𝜆𝑡𝑡]  𝑓𝑓(𝜆𝜆𝑡𝑡  
∞

0 ) 𝑑𝑑𝑡𝑡.                     (29) 

4.2.1 Example Algorithm Using REX for the ‘Naïve’ Method 

1. Initialize 

2. Fit REX to Model by grid-search for α. 

3. Estimate μ’,σ’,φ’ from the REX method for Log(λ) 

in periods =1…n-1 

  4. Do: 

While rep < desired reps 

5. Generate random AR(1) series of length 

Lead Time with µ=μ’,σ=σ’, and φ=φ’ 

6. Store Distribution of Log(λ) from above. 

7. Transform sample using 𝑒𝑒𝑙𝑙𝑜𝑜𝑙𝑙 (𝜆𝜆) 

8. Generate Random Poisson Counts with λ 

from step 7. 

8. Calculate Sum of Generated Lead Time 

Demand  

9. Store Sum 

10. Calculate desired quantile of distribution 

 

Discussion 

 The above method implementing REX may disappoint when 

a long forecast horizon forms the basis for analysis 

because good estimates will require many replications. In a 

practical sense, if one could compute the mean and standard 

deviation of intensity reliably, and was willing to assume 

independence and white noise errors, this would be the 

method to use in analysis of the Cox Process. 

We suspect it is unlikely that successive observations 

of the intensity of an observed Cox Process are 

independent, and should not be content with this method. 

This method will not perform well forecasting the 
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autocorrelated problem because there is no guarantee that 

the final period’s estimate of intensity is accurate. 

Similarly, in backcasting we are unlikely to track the 

intensity well if there is actually autocorrelation 

present. Granting the hypothesis that REX is a very good 

estimator of the intensity, there is a reasonable 

uncertainty still as to the level of the intensity in the 

last period with autocorrelation introduced. In 

forecasting, this is one of the most important estimates 

from the historical data. 

 

4.3 Description of ‘Lambda Parsing’ 

Figure 3: Example Cox Process, with Piecewise Linear 

Intensity. (n=100) 
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Figure 4: Series Estimates under Benchmark. 

 

 Given the series in Figure 3 we can see stationarity 

and independence are not viable assumptions. The benchmark 

method assumes that the mean is a good estimate, as shown 

in Figure 4. 
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Figure 5: Observed Series with First Pass of Lambda Parsing 

Applied. 

 
Figure 6: Observed Series with Second and Final Pass of 

Lambda Parsing Applied. 

  

 We demonstrate a method to approximate the intensity 

as piecewise linear functions; which we call “lambda 
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parsing.” The series is partitioned sequentially in half, 

and Poisson significance tests are derived by one of the 

two empirical tests below. In Figure 6, the series was 

parsed twice. 

 The simulation to derive the significance tests for 

parsing can be carried out in two ways: 

1. Generate Poisson distributions with the observed 

parameters and calculate “overlap,” i.e., the same area the 

distributions share. This is a method developed for use in 

this thesis: 

                                      Overlap(a, b) = �
𝑐𝑐𝑜𝑜𝑐𝑐𝑛𝑛𝑡𝑡 (𝑉𝑉 :𝑉𝑉=𝑖𝑖)

𝑐𝑐𝑉𝑉𝑃𝑃𝑑𝑑 (𝑉𝑉)
𝑐𝑐𝑜𝑜𝑐𝑐𝑛𝑛𝑡𝑡 (𝑏𝑏 :𝑏𝑏=𝑖𝑖)

𝑐𝑐𝑉𝑉𝑃𝑃𝑑𝑑 (𝑏𝑏 ) +𝐾𝐾

𝑛𝑛𝑙𝑙𝑉𝑉𝑛𝑛

𝑖𝑖

 .                                 (30) 

Where nmax is the largest count in both sets, and K is a 

small constant to prevent division by zero; if the 

statistic is greater than a certain chosen threshold, .05 

for instance: the distributions are considered different 

and Lambda Parsing is applied.  

2. A chi-square test derived by simulation. 

 The parsing methodology was developed to make the 

estimation of the mean more robust to intermittent spikes 

and longer time periods. For example, if we have a long 

lead time with several spikes in the beginning of the 

series and few towards the end, it may not be in our best 

interest to forecast with a mean that has been affected by 

the spikes, but rather to identify when the mean is 

changing and attempt to fit our model to the current mean. 

Additionally, in practical terms the parsing methodology 

provides the analyst with knowledge that would not have 

been available by typical forms of inference; an output of 

this method is a summary of when the mean level of the 

intensity process changes. This interval may correlate with 
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something known to the practitioner, such as a particular 

market event or the sale of a related product. 

 It is possible to forecast based only upon Lambda 

Parsing, but building the distributions within each 

partition empirically is computationally expensive. 

Further, forecasting with the partitions is not advised 

because there is information lost in setting the mean to be 

constant over an interval; this information could be 

valuable in estimating the autocorrelation or standard 

deviation of the count data. In view of computation time 

and maximizing the value of the backcast estimates, the 

hybrid method (integrating REX and lambda parsing) is 

preferred. 

 

4.3.1 Lambda Parsing Algorithm 

1. Initialize 

 2. Do: 

Let s = 2 

While p < n/2 

3. Parse data into s equal partitions of size p each, 

where p is n/s 

4. For all p in set P compare with Poisson test 

5. If not significantly different: break; 

Increment s by 2. 

6. Use REX to fit a Cox process to the data subset by p. 

7. Average values from REX in each partition p for Cox 

process level. 

8. Build distribution of intensity within each partition P 

empirically (If Necessary) 

9. If forecasting 

 If lead time occurs within final partition p. 

Set level throughout P. 
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Else if lead time is longer than p 

 Assume equality in mean with P. 

Discussion 

 The above is a minor improvement on the benchmark 

algorithm for forecasting where we assume the mean is 

constant; with parsing, we are more confident in our 

estimate of the intensity in the final period. Even if we 

do not feel altogether confident with this method, we can 

build an empirical distribution for the intensity process 

within the final period. As a result, we have greater 

confidence in the range of values which the intensity could 

encompass. These two methods lead us to our final position 

on how best to grapple with the Cox process. 

 In parsing the series and comparing partitions, often 

the sample size within each partition is sometimes very 

small, so in order to perform significance tests for 

accepting the partition choice, Monte Carlo simulation is 

used as opposed to conservative Poisson rate tests (Ng, 

2005). 

 

4.4 Hybrid Method Integrating Lambda Parsing and REX 

 The following algorithm integrates REX and Lambda 

Parsing and is the primary method used in this thesis to 

estimate the parameters of the underlying AR(1) intensity 

process. 

1. Initialize 

 2. Do: 

Let s = 2 

While p < n/2 

3. Parse data into s partitions of p size each, where 

 p is n/s 
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4. For all p in set P calculate Poisson likelihood 

 ratio (or chosen test statistic) 

5. If not significantly different: break; 

Increment s by 2. 

6. Use REX to fit a Cox process to the data as subset by 

best p. 

7. Average values from REX in each partition p for Cox 

process level. 

8. Build distribution within each partition P empirically 

(If Necessary) 

9. If forecasting 

 If lead time occurs within final partition p. 

10. Set level throughout P. 

Else if lead time is longer than p 

11. Estimate μ’,σ’,φ’ from the REX method for log(λ) 

in periods =1…n-1 

   Do: 

While rep < desired reps 

12. Generate random AR(1) Series of length 

lead time with µ=μ’,σ=σ’, and φ=φ’ given 

estimated λ in period n. 

13. Store distribution of log(λ) from above. 

14. Transform sample using 𝑒𝑒𝑙𝑙𝑜𝑜𝑙𝑙 (𝜆𝜆) 

15. Generate random Poisson counts with 

λfrom step 7. 

16. Calculate sum of hypothetical lead time 

demand counts 

17. Store sum 

18. Calculate desired quantile of lead time distribution 
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4.4.1 Computational Benefits 

 This method requires little storage (because the 

series is summarized by the REX estimates and the means of 

the partitions.) The user can choose to build the 

distribution of the intensity empirically by partition, or 

estimate with REX. The user can also choose to backcast 

based on the estimates of the AR(1) parameters provided by 

REX. Computationally, less space is needed to store the 

summary of the partitions as opposed to their distributions 

when forecasting. The disadvantage of such a summary is 

that lambda parsing cannot supply estimates of the 

autocorrelation and standard deviation of the process. In 

contrast, the naïve method simply assumes that the last 

period’s intensity is approximately the mean of all counts. 

We know this may not be correct, and thus the revised 

estimate is a better foundation for forecasting.   

 The lambda parsing method is more robust to changes of 

parameters over a certain locale. We know that the parsing 

method does not allow for a computation of autocorrelation 

or standard deviation because it only produces piecewise 

linear estimates, but nonetheless provides a more robust 

starting point in cases where the intensity is not 

stationary or independent. In this way, this method allows 

the user to make a claim as to whether or not the 

underlying intensity is stationary. The estimates of the 

partition levels may also provide inferential value to the 

practitioner familiar with the data. 
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5. Synthetic Assessment: Full Factorial Experiment  

 

5.1 Goal of Experiment 

It is crucial that the method be given a rigorous test 

through a set of parameter ranges in order to investigate 

whether or not it fails under certain conditions. In using 

synthetic data the parameter values are known and can be 

compared to estimates. Also, further study of synthetic 

data will provide the foundations for analysis when the 

assumptions made herein are not altogether viable. Further, 

we can directly analyze a posteriori how well the method 

backcasts simply by examining the parameter estimates on 

the original data. If the parameter estimates are accurate, 

it bodes well for the use of this method for backcasting. 

If backcasts are accurate but forecasts are bad, we know 

that the estimate of the intensity in the final period may 

be amiss. 

 

5.1.1 Test Set Generation: Levels 

Where: 

T is the length of the series 

μ is the mean of the log of the Intensity function 

ϕ is the autocorrelation coefficient of the log of the 

Intensity function 

σ is the standard deviation of the log of the Intensity 

Function 
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Table 1: Factor Levels for Full Factorial Analysis. 

T 50 100 200 

μ -1 0 1 

ϕ -0.9 0 .9 

σ 0.1 0.5 .75 

Lead Time 1 5 10 

 

 
5.2 Parameter Ranges 

The parameter levels were chosen to capture a practical 

domain. Because we are working in the log domain the above 

representations of the variability are large enough to 

justify a larger than practical range and are a convincing 

test for the REX method. The minimum series length was set 

at 50 to minimize the chance that a sample dataset would 

have no nonzero values. 

 

5.3 Description of Response for Experiment 

 For forecasting, as compared to backcasting, it is 

less relevant to make statements simply about the 

correctness of the parameter estimates in order to assess 

forecast accuracy. As a result, the forecasted lead time 

demand distribution (the distribution of demand over a time 

interval, such as time until replenishment) will be 

compared to the actual lead time demand distribution using 

the Kullback-Liebler Divergence (Kullback et al, 1951) 

given by: 

                                                     𝐷𝐷𝐾𝐾𝐾𝐾(𝑃𝑃,𝑄𝑄) = � 𝑃𝑃(𝑖𝑖)𝑙𝑙𝑜𝑜𝑙𝑙 𝑃𝑃(𝑖𝑖)
𝑄𝑄(𝑖𝑖)

𝑛𝑛

𝑖𝑖
.                                    (31) 
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Where 

 P is the actual distribution and Q is the forecast. 

The more different the distributions, the larger this 

statistic will become, providing an objective measure of 

whether or not we accurately estimate the whole lead time 

distribution well. 

 

5.4 The Experimental Results 

 

5.4.1 Estimation of the Mean 

  

Figure 7: Actual Vs. Estimated Values for Mean. 
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Figure 8: Percent Error in Estimated Mean. 

 

Discussion 

 As we know from the theoretical properties of the Cox 

process, the task of correctly estimating the intensity in 

the final period is crucial to forecasting. Moreover, we 

know that in order to backcast successfully, accurately 

estimating the overall mean is necessary for further 

inference. Figure 7 is a demonstration that when the ARIMA 

simulator produced a random mean, the method was capable of 

detecting its level; these results are very promising. 

   Unfortunately, there were outliers which 

underestimated the mean level and skewed the error 

distribution. Likely this was due to a combination of short 

samples and a 'spike train' effect where the process 

generally was level other than at a few extreme points, and 

the optimization could not justify loosening the REX 

smoothing parameter to reach upwards toward a singular 
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spike in intensity. This is an important phenomenon which 

emphasizes the importance of this method being founded on 

exponential smoothing methods. Since we are estimating the 

mean of the intensity from the counts themselves, it is 

difficult to overestimate the mean because of the 

smoothing. 

 Similarly, from the histogram in Figure 8, we can make 

the statement that the mean level of the intensity was 

overestimated less frequently. Also, we can say that 

generally there was close to zero error in the estimation 

of the mean. The relationship between the intensity's mean 

value and forecast accuracy will be discussed further 

below. 
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5.5 Estimates of the Standard Deviation of Log(𝝀𝝀𝒕𝒕) 

 
Figure 9: Actual Vs. Estimated Values for Standard 

Deviation. 
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Figure 10: Percent Error in Standard Deviation. 

 

Discussion 

 The results above are extremely promising. A large 

barrier to accurately applying this method to the Cox 

process is that we are guaranteed that the estimated 

standard deviation from the REX method will be smaller than 

the actual estimates, since the standard deviation of the 

counts is less than the standard deviation of the 

intensity. The results suggest the correction has 

overcompensated: from Figure 10 the standard deviation of 

the intensity process was overestimated over 75% of the 

time. However, the reader can infer from the above violin 

plot and inlaid box plot that the estimates were very 

accurate the majority of the time (with the exception of 

one severe outlier where the standard deviation was 

underestimated by about sixty percent). As a summarizing 
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statement: it was a rare event to see more than five 

percent error in the estimate. 

 

5.6 Estimation of Autocorrelation 

 
Figure 11: Actual Vs. Estimated Values of Autocorrelation 

coded by Series Length. 
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Figure 12: Percent Error in Autocorrelation Estimation. 

 

Discussion 

 The estimation of the autocorrelation coefficient was 

an interesting challenge for REX in that it was unknown 

whether negative correlation would be detected. It turns 

out that the autocorrelation coefficient is estimated well 

when it is positive. From Figure 12, it seems that the 

error is clustered around zero and both underestimates and 

overestimates the actual estimate, but does so 

asymmetrically. 

 It is important here that we bring to light the 

reasons for this error. Suppose the practitioner was 

analyzing a Cox Process, and willing to assume independence 

and white noise error; that is to say the intensity is a 

Log-Gaussian process. Although this is an insufficient 

model of reality, we know that the Hybrid method can take 
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us this far without much complication, since we can 

adequately estimate the mean and the standard deviation. 

Suppose observations are drawn from a Log-Gaussian Process: 

a smooth would appear like so: 

                           𝑆𝑆1 = 𝑋𝑋𝑜𝑜                       (32) 

                    𝑋𝑋𝑡𝑡 = 𝛼𝛼𝑋𝑋𝑡𝑡−1 + 𝑆𝑆𝑡𝑡− 1(1 − 𝛼𝛼).                (33) 

Recall the General AR(1) Model which we use for 𝑋𝑋𝑡𝑡=log(𝜆𝜆𝑡𝑡): 

                                              𝐴𝐴𝐴𝐴(1) = 𝑋𝑋𝑡𝑡 = 𝐾𝐾 +∑ 𝜙𝜙𝑖𝑖𝑋𝑋𝑡𝑡−𝑖𝑖 + 𝜖𝜖𝑡𝑡
𝑝𝑝
𝑖𝑖=1 .                               (34) 

 Notice that the introduction of the smoothing 

parameter alpha assumes that the smoothed estimate for any 

period is a linear combination of the previous period's 

value and the current smooth (which is a combination of all 

previous values.) Thus, smoothing creates positive 

autocorrelation. With this realization, we would assume 

that positive autocorrelation would be estimated well. We 

would also assume that if there were strong negative 

correlation, we would detect the negative correlation in 

longer series, but the estimated value would be less 

negative than the actual value. We would expect estimates 

when there was no autocorrelation present to demonstrate 

asymmetric estimates biased above zero. Further analysis 

demonstrates that this is true. 
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Figure 13: Absolute Error by Autocorrelation Level. 

  

 From the Figure 13, we see that the error was worse 

when the autocorrelation was negative. 

 

5.7 Analysis of Forecast Error 

 Generally, to accompany the factorial experiment an 

Analysis of Variance would be performed to assess the main 

level effects and interactions. However, this is not 

practical in this case. In order to have faith in the 

inferences produced by the ANOVA we would have to assume 

that the response for the experiment is Gaussian. 

 From Figure 14, we can see this is not the case. Also, 

the response cannot be transformed to normal. The Box-Cox 

ladder of powers transformation with an interval of .001 

was unable to make the response normal enough to justify 

ANOVA inference. In general it is possible to carry out 

nonparametric ANOVA for a one-way or two-way case with no 
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interaction, but nonparametric N-Way ANOVA does not exist 

at the time of writing this thesis. 

Figure 14: Plot of Theoretical vs. Actual Quantiles of 

Response Assuming Normality.  

 

 In the case of this experiment, an ANOVA design would 

not yield much new information about factor significance. 

Prior knowledge suggests that all factors and all 

interactions will be significant. In truth, the error in 

the forecast will worsen with each parameter increase. For 

example, if one were to increase the mean or standard 

deviation, the dispersion of the forecast distribution 
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would increase. This increase would make estimation more 

difficult and less accurate. 

 Because of this, the analysis here will perform one-

way nonparametric (Kruskal-Wallis) ANOVA. Despite the loss 

of statistical power, the main purpose of the analysis is 

detecting which parameter combinations and levels would 

imply poor success for this method. In general, we should 

define characteristics of the process which are most 

conducive to estimating the series parameters for 

backcasting, which is the equivalent to estimating the 

parameters well for forecasting. It should be noted that 

there were other methods which could be used to approach 

this analysis, most notably bootstrap or Permutation tests. 

They were not used here because the preliminary Kruskal 

Wallis analysis of the K-L Divergence was sufficient to 

convey the points below. 

 

Table 2: Kruskal Wallis Rank Sum Test Results of Kullback-

Liebler Divergence for Forecast Distribution against Actual 

Lead Time Demand Distributions. 

Factor Level Kruskal-Wallis 

Chi Squared 

Degrees of 

Freedom 

p-value 

μ 27.627 2 1.003e-6 

σ 15.1704 2 5.079e-4 

ϕ 46.5014 2 7.986e-11 

Lead Time 124.4127 2 2.2e-16 
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Figure 15: K-L Divergence by Factor Level for each Factor. 

 

 We can see that all factors included affect the 

forecast error. Mean and standard deviation matter to an 

approximately equal amount, which makes sense because, 

barring the presence of autocorrelation, we can approximate 

the proportion of zero values in the series as follows: 

                                                                        Po = e −λ                                            (35) 

                                                                    𝐸𝐸[Po ] ≈ 𝑒𝑒−𝐸𝐸[𝜆𝜆]                                                  (36) 

                                                                  log(𝜆𝜆) ~𝑁𝑁(𝜇𝜇, 𝜎𝜎2)                                              (37) 

                                                                𝜆𝜆 = 𝑒𝑒log (𝜆𝜆)                                                   (38) 

                                                             𝐸𝐸[𝜆𝜆] = 𝑒𝑒𝜇𝜇+𝜎𝜎
 2

2                                                  (39) 

                                                                   E[Po ] ≈ e−eμ+𝜎𝜎  2
2 .                                              (40) 

 From this we can infer that the variance and the mean 

both have an approximately equal effect on the response. 

Because the estimates are in the log domain of the true 

parameters, an increase in the mean or standard deviation 

represents an increase in the intensity domain. We also 

know from the above equation that the mean and standard 
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deviation are a summary representation of the intensity 

level. The intensity by definition acts as the rate 

parameter for the Poisson distribution driving the forecast 

distribution. The dispersion of the Poisson distribution 

increases with the rate parameter, and thus increases with 

the mean and standard deviation. 

 With the introduction of autocorrelation, there would 

be variability in this approximation because with high 

variance and high autocorrelation the distribution will be 

more dispersed due to the process wandering at the fringes 

of the standard deviation. The autocorrelation was more 

significant in determining the accuracy of the forecast 

than the other parameters, but this is simply because when 

estimated poorly, the response varies more. 

 Naturally, accuracy at a lead time of 10 periods for a 

series of length 50 will be different than for a series of 

length 200. We do know that forecasting over a period ten 

times as large will make it much more than ten times as 

difficult for REX to accurately estimate the forecast 

distribution. The realization that this is the most 

significant factor is not surprising.   
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6. Backcasting 

 

In order to effectively backcast, it is clear that the 

parameters of the AR(1) model of intensity must be 

estimated well. The distance between the estimated 

intensity and the actual intensity should be small. In the 

case of forecasting, there would be slightly more leeway 

with regards to the estimation of the parameters throughout 

the historical series, because the estimate in the last 

period is the objective. Given that the method can estimate 

parameters well, the method should also be able to backcast 

effectively. Consider a replication from the experiment 

with mid-range mean and standard deviation and high 

autocorrelation: 

 

            
Figure 16: Distribution of Counts for Example Backcast       

Series. 
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 Consistent with the characteristics of intermittent 

demand, this series has a large proportion of zeros, and 

the non-zero observations can vary widely. 

Figure 17: The Estimation of Log(λ) from the Counts. 

 

 Figure 17 demonstrates the log-intensity as it is 

estimated from the counts; the solid line represents the 

actual log-intensity, and the dotted line represents the 

estimated log-intensity. Discrepancies in estimation will 

be more exaggerated in this than in the non-log domain; see 

Figure 18. 
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Figure 18: The Estimation of λ with Counts Imposed. 

 

 We can see here that the estimated intensity tracks 

the actual intensity successfully. It is easy to see why in 

some cases a spike in the counts implied a spike in 

intensity. The practice of backcasting is to do exactly as 

is shown above, where a series of observations exist and 

the challenge presented to the practitioner is to track the 

intensity. 

 Fortunately, backcasting is less difficult than its 

forecasting counterpart. In general, there is data in both 

directions for the analysis to make use of. Additionally, 

the backcaster may be concerned with particular features of 

the intensity function which make for easier analysis. For 

example, backcasting earthquakes may only require 

predicting the largest spikes in intensity, whereas 
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forecasting depends on accurately estimating all values 

including the large spikes. Therefore in backcasting, less 

sensitive techniques can be employed. In the case of 

forecasting, there is data only in one direction, and 

distributional accuracy is always preferable. There are 

many arguments as to why backcasting presents itself as a 

lesser technical challenge than forecasting. This implies 

that good forecast performance requires good backcast 

performance. 

  

 
Figure 19: Scatterplot of True vs. Estimated Log(λ) with 45 

Degree line Superimposed. 

  

 Figure 19 demonstrates the estimated intensity versus 

the actual intensity, with a 45 degree line superimposed. 

The points appear to lie on the 45 degree line. 
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Figure 20: The Example Forecasted Lead Time Distribution as 

Estimated by the Hybrid Method for the Example Series. 
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Figure 21: The Example Actual Lead Time Distribution. 
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Figure 22: Butterfly Plot of Actual vs. Forecasted with 

Counts Superimposed. 

 

 Figure 22 shows the actual and forecasted 

distributions, overlaid on one another with counts 

superimposed. The lines on each side respectively represent 

the counts. The kernel used for smoothing in the butterfly 

plot was Gaussian. We can see that the right distribution 

(the forecasted) has a greater density of counts in the 

upper tail, so customarily the autocorrelation was 

overestimated and generated error in the forecast. We will 

examine forecast accuracy more systematically in the next 

chapter. 
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7. Forecasting Corporate Data                                                              

                                                         

7.1 Description of Study 

 In this study, weekly and monthly corporate data will 

be used to evaluate the effectiveness of the REX 

forecasting method. The data are intermittent parts demand 

from five anonymous companies. The REX method will be 

compared to the benchmark method. A sample of intermittent 

items will be taken from the company data, and a forecast 

distribution will be estimated. The actual sum of the 

demand over the lead time will be used to calculate 

respective quantiles in both the actual and forecasted 

distributions. With consistently perfect knowledge of the 

distribution, the quantiles will distribute uniformly after 

all items are analyzed. Thus, if we consistently have a 

good estimate of the lead time distribution, we will 

consistently estimate the lead time demand as if it were 

drawn from perfect knowledge, which would mean an equal 

chance for every quantile. This alternative method is used 

in place of the K-L divergence because the true lead time 

demand distribution is not known. 

 

7.2 The Benchmark Method 

 The competing benchmark method is formidable for this 

type of problem in its own right, but falters on some 

assumptions we hope to have improved upon with the REX 

method; the basic principle is similar. The competing 

method assumes that an adequate estimate of the intensity 

is the mean of the historic data. Since the sum of Poisson 

distributions is Poisson, given a lead time L we can 

represent the sum of lead time demand as follows: 
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                                              𝑃𝑃𝑃𝑃�� (𝐾𝐾𝑇𝑇𝐷𝐷)𝑇𝑇+𝐾𝐾
𝑇𝑇 = 𝑘𝑘� = 𝑒𝑒−𝐾𝐾𝜆𝜆 (Lλ)𝑘𝑘

𝑘𝑘 !
 .                                    (41) 

Thus, we can calculate the quantile theoretically given the 

estimate of λ and the Lead Time. This is important since 

for the REX method the quantile will be calculated 

empirically by Monte Carlo simulation. 

 This specific benchmark was used for several reasons. 

First, it is used commonly in industry for this type of 

problem, which gives it merit as a contender. Also, it 

provides a good lower bound on the accuracy of the proposed 

method. In other words, if the method herein did not 

outperform this simplistic benchmark, the method would not 

be realistic for use in industry.  

 

7.2.1 Accuracy Metric 

 In Figure 23 uniformity of predicting the actual 

quantiles implies accuracy. In order to measure this, the 

estimated quantiles are binned into five percent intervals, 

and the expected number of counts within each bin is 

calculated under the assumption of uniformity. Because the 

quantiles themselves are discrete, we uniformly draw 

percentiles between the forecasted quantile of the observed 

demand and demand – 1. The sum squared error will be 

computed as follows: 

                                                                ∑𝑛𝑛1 (𝑂𝑂 − 𝐸𝐸)2.                                                  (42) 

Where n is the number of bins, the observed counts are the 

binned counts, and the expected counts are computed by 

n/number of bins. The bin size will vary since numbers of 

items vary across datasets, but will be provided in Table 

3. 
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Figure 23: Example of Accuracy Metric Applied to Benchmark 

when 1000 Items were Drawn from the Random Poisson 

Distribution. 

 

 Figure 23 demonstrates an example of uniformity when 

the percentiles are estimated well. The part of the 

distribution which was estimated well should be immediately 

interpretable by the plots. For example, if the plot is 

bowl-shaped, then the forecast distribution was over-

estimated in the tails. In contrast, if the plot is convex, 

the tails were under-estimated. To interpret a graph, the 

percentiles read from left to right, high values 

demonstrate over-estimation and low values represent under-

estimation.   
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Table 3: Brief Summary of Companies A,B,C,D,E. 

Company Industry Number 

of 

Items 

Series 

Length 

Bins Percent 

Zero 

Values 

Lead 

Time 

A Chemicals 1000 32 20 76% 

 

3 

B Electric 

Utility 

772 29 20 38% 3 

C Electronics  1000 26 20 76% 

 

3 

D Commuter 

Rail 

1000 31 20 75% 

 

3 

E Electric 

Power 

Equipment 

35 30 5 45% 3 

 

  

 The above table represents several key characteristics 

of the anonymous corporate datasets which were used in the 

study. Note the small length of the series and high 

proportion of zero values. These traits are characteristic 

of this type of demand process and make forecasting a 

challenge. Figures 24-38 give a more detailed description 

of the counts as well as show the performance of the 

benchmark and REX by uniformity plots similar to Figure 23.  
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7.3 Company Data Figures 

 

 
Figure 24: Aggregate Observed Counts of Company A across 

all Series. 
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Figure 25: Percentile Distribution Company A REX. 

 
Figure 26: Percentile Distribution Company A Benchmark. 
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Figure 27: Aggregate Observed Counts of Company B across 

all Series, Note the Extremely High Variance. 
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Figure 28: Percentile Distribution Company B REX. 

 
Figure 29: Percentile Distribution Company B Benchmark. 
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Figure 30: Aggregate Observed Counts of Company C across 

all Series. 

 

 
Figure 31: Percentile Distribution Company C REX. 
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Figure 32: Percentile Distribution Company C Benchmark. 
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Figure 33: Aggregate Observed Counts of Company D across 

all Series. 

 

 
Figure 34: Percentile Distribution Company D REX. 
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Figure 35: Percentile Distribution Company D Benchmark. 
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Figure 36: Aggregate Observed Counts of Company E across 

all Series. 

 
Figure 37: Percentile Distribution Company E REX. 
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Figure 38: Percentile Distribution Company E Benchmark. 
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Table 4: Forecast Distribution Accuracy for the REX and 

Lambda Parsing Method as compared to the Poisson Benchmark 

Method. 

Company Benchmark 

SSE 

Rex SSE Improvement 

A 5786114 

 

5581504 

 

3.5% 

B 166918.8 

 

136040.8 

 

18.5% 

C 109129.3 

 

83097.25 

 

23.8% 

D 487898.1 

 

477930.1 

 

2% 

E 210.4 132 37.2% 

 

Table 4 summarizes the performance of the REX method 

against the benchmark, by computing the SSE from the 

assumption of uniformity exemplified in Figure 23. 
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7.4 Factors Affecting Smoothing Parameters 

 In general, one may suspect that a high ratio of 

variance to mean would imply that α would need to increase 

for the smooth to follow the counts; from Figure 39 we can 

see that this was not the case. When the ratio was close to 

zero (i.e. a high proportion of zero values placed the 

variance towards zero, while huge spikes in demand lifted 

the mean away from zero) the estimated α was approximately 

equal to the case where the variance was much larger than 

the mean. Interestingly, there were also cases where error 

was minimized with no smooth applied (α=1).

 
Figure 39: Estimated Smoothing Parameter of each Series by 

Variance/Mean of Series with Regression Line Imposed. 

 

In summary, Figure 39 shows that the Variance/Mean did not 

have a drastic effect on the smoothing parameters. 
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Figure 40: Estimated Smoothing Parameters of Series by 

Estimated Autocorrelation of Series. 

 

Figure 40 suggests that autocorrelation and smoothing 

parameter are positively correlated. Further, low smoothing 

parameter in the case of negative autocorrelation indicates 

that the smooth will track the center of the series and 

reduce accuracy. We can see an example of this behavior in 

Figure 41. Also, there is an interesting and unexplained 

“water-spout” feature in the smoothing parameter scatter 

plots encouraging further research.  
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Figure 41: Example of Estimated Log(Intensity) and Actual 

Log(Intensity) with Autocorrelation=-.9. 

  

7.5 Summary of Results 

 From Table 4, REX demonstrates an improvement in 

performance, although from Figures 23-37 both methods 

overestimate the upper and lower tails of the lead time 

distribution.  

 

7.6 Extension to AR(P) 

 Given that the REX estimate tracks the intensity 

closely, it is reasonable to believe and likely that 

estimation of higher order AR coefficients is possible. 
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8. Conclusions 

 This thesis has demonstrated that the REX method can 

grapple with the Cox Process driven by the AR(1) intensity 

model and produce accurate estimates of the mean and 

standard deviation parameters. Also, on corporate data the 

REX method demonstrated improvement relative to a benchmark 

Poisson method. Autocorrelation estimates are viable, but 

the exponential smoothing framework of REX introduces 

positive bias in the autocorrelation estimates. It is not 

advisable to use the REX method on negatively correlated 

series of short length. 

 The computational improvements realized by REX are 

drastic; in that estimating the parameters and forecasting 

of a single series of up to 365 observations can be 

computed in a fraction of a second on a 1.6 GHZ Atom 

processor. 

 

8.1 Future Research 

 Several problems have not been solved in this thesis 

and require further research. Confidence Interval 

experimentation should be used to assess the method to 

determine if, when an interval of confidence α is derived, 

the estimated intensity does indeed have a 1- α probability 

of lying within the interval; an example of this is given 

in Figure 42. Figure 42 shows two generated series of 

lengths 50 and 100 and the approximate confidence intervals 

from the intensity estimates. The accuracy of estimation of 

AR parameters of order greater than one can be checked by 

simulation. Additional levels of autocorrelation in the 

experiment may be helpful to determine how sensitive the 

autocorrelation estimates are. This research could also 

empirically derive unbiasing constants for the 
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autocorrelation coefficients. Classification and Regression 

Trees might provide a powerful alternative to investigate 

the lambda parsing. Similarly, computing better partition 

breaks in lambda parsing could also be explored, but would 

entail much greater computational cost. The new heuristic 

used in Lambda Parsing should be analyzed in order to 

obtain the power curve and should be compared to the log-

likelihood ratio test. Performance of the forecasts should 

be analyzed using only the forward exponential smooth. 

Lastly, the method could be applied to observed data to 

assess backcasting as an application area.   

 
Figure 42: An Example of Confidence Interval Analysis for 
Future Research, the Plots represent different values of T 
for the Series.  
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