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ABSTRACT 

This thesis reports the results of a pilot experiment aimed at learning how to assess 

and improve students' competence in data analysis. The premise of the research is that, 

while most engineering statistics courses emphasize technique, students also need to 

develop judgment about how to apply techniques, and further need to develop "analytic 

imagination" so that they can see and exploit the potential in datasets.   These skills 

distinguish experts from novices.   

This pilot study assesses twenty-seven volunteers in two statistics classes on their 

overall working style and behaviors and attempts to relate those factors to a successful 

analysis.  Ultimately, these experiments should lead to methods and materials that 

transform classical technique-oriented statistics courses into courses that will better 

prepare engineers to be effective data analysts.   Analysis of the pilot experiment 

concluded that there are major differences across individual students in terms of their 

behaviors and the quality of their responses. However, these descriptors were not 

predictable from which class they were taking or from any of their personal attributes.  I 

introduce new methods describing student problem-solving behavior, volume and 

variety.  There were marginally significant differences of volume and variety of steps in 

the more advanced course as well as significant differences between younger and older 

students.  Nevertheless, valuable lessons were learned regarding methods for insuring 

data quality, quantifying student behavior, and assessing the quality of performance. 

These lessons should be applied to additional experiments describing and contrasting the 

performance on open-ended problems with larger numbers of students in classes 

featuring greater differences in statistical background. 
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1. Introduction and Research Objectives
1
 

1.1 Statement of the problem    

 The purpose of this experiment and ongoing research is to understand the steps 

taken to develop from a novice data analyst to an expert.  There are three critical skills 

one needs to acquire when learning how to be a data analyst.  The first skill is the 

technical skill – this means that an individual knows how to perform the proper 

programming or calculations to analyze the data.  Students learn basic technical skills, 

and subsequent classes continue to teach them skills that are more elaborate.  However, 

becoming a successful analyst means more than just having technical skills – one must 

learn additional skills to find hidden information in the data and learn how to make 

decisions, or perhaps recommendations for decisions, based on that information.   

This research will address the development of the additional skills required for 

proficiency in data analysis, which we will call "analytical imagination" and "analytical 

judgment". Analytical imagination allows an analyst to examine a dataset and begin 

imagining what kinds of questions the data might answer. Analytical judgment allows 

the analyst to choose an effective sequence of decisions to extract value from the data.   

Typical statistics classes focus more on the required background knowledge and less 

on the additional skills of creativity and judgment.  Data analysis is a process learned 

over time and requires background knowledge in all facets of statistics (summary 

statistics, statistical graphics, estimation, and inference).   Combining these three skills 

will result in a certain set of generic steps that analysts will go through when assessing 

data, which are exploratory analysis steps, confirmatory analysis steps, and data 

manipulation steps. 

As educators, we are preparing students for all the complications that come with the 

use of their skills in advanced applications.  These students are the future, and the faster 

they can master technical, creative, and sound judgment skills the better they will be able 

to contribute positively to other significant problems in national security, the 

pharmaceutical industry, or the economy.  Data analysis is a unique skill set required in 

                                                 
Portions of this chapter to be published in Layton, J.A. & Willemain, T.R., 2013. Experimental assessment 

of higher-level data analysis skills. In 120th ASEE Conference and Exhibition. Atlanta, GA: American 

Society for Engineering Education. 
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nearly every field of study, from supply chain management and quality control to 

physics experiments, strength of materials, and medicine.  One must collect and be able 

to identify problems or trends within the data to make forward progress in research or 

avoid recurring mistakes.  These additional skills allow burgeoning analysts to evolve 

from passively following along with someone else's data analysis to effectively 

conducting their own analytical experiments.   

The first step to solving this problem is to find out how novices analyze data by 

presenting them with a properly designed exercise in data analysis.  The second step is to 

observe the behavior each subject takes and try to find behavior correlations based on 

factors such as the number of statistics courses taken, final exam grades, year group, 

gender, or course level.  The next goal is to identify distinct types of behaviors.  The 

methods used to analyze this data are analysis of variance, Markov chains, chi-squared 

analysis to compare two Markov chains, and clustering.     

The second portion of this thesis will connect the quantitative analysis of each 

subject’s behavior with a qualitative analysis of his or her submission.  This portion of 

the analysis will show which participants were successful or unsuccessful in their 

analysis and how their transitions from the three different phases of data analysis:  

exploratory analysis, data manipulation, and advanced statistical methods. 

 

1.2 Significance and motivation   

As educators, we try to help prepare the students and future work force on the art of 

data analysis.  The aim is to teach the different statistical methods, but also how to 

understand and interpret those results into useful information.  Many novice analysts will 

just go through the motions step-by-step, producing charts and displaying the output of 

whatever program they are using, but do not know how to make sense of what they are 

seeing. 
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1.3 Contributions of this thesis  

There are three goals of this thesis.  The first is exposing methodologies for 

analyzing data that examine behavior and overall style when given an open-ended 

problem.  The methods covered include typical procedures, such as comparison of 

descriptive statistics and analysis of variance.  Some more complex procedures include 

comparisons of Markov chains using a chi-squared test, as well as comparisons using 

hierarchical clustering and random forests.  The second goal is to use this pilot study to 

expose shortcomings and make recommendations for an improved design of experiment 

that ensures both internal and external validity.  The third goal of this thesis is to make 

recommendations based on observations for improved instruction - ensuring our students 

are ready for all the complications that arise when they are no longer secure in an 

academic environment. 
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2. Theoretical Framework and Background
1
 

2.1 Need for Analytics 

“Companies are increasingly turning to analytics to gain a competitive 

edge. As they do, they must resolve unique demands on their information 

technology, their structure, their processes, and their culture. Most 

critical, however, is the challenge posed by analytical talent, the people 

at all levels who help turn data into better decisions and better business 

results.” (Harris, et al., 2010) 

The above quote is from a publication by Accenture, a global consulting firm, about 

the importance of recruiting analytic talent for businesses.  Several colleges have even 

developed graduate programs in Analytics, one of the first being North Carolina State 

University’s Institute of Advanced Analytics, with job placement rate of 100% (Rappa, 

2013).   Several other articles echo the need for trained data analysts in the information 

age where large amounts of data are being collected with a growing need for those that 

can make “data-driven decisions” (LaBarr, 2012).   McKinsey Global Institute, a 

business and economic research firm, claims that with the growth of digital data, the 

United States is going to be short 140,000 to 190,000 analysts and will need more than 

1.5 million managers capable of performing data analysis (Manyika, et al., 2011).  

Additional calls have been made for the growing need of statisticians in the federal 

system, working in places such as the Bureau of Labor Statistics or the United States 

Census Bureau (Little & Wright, 2012).  

These pleas are not new, however; even in the early 1980’s authors were writing 

about having the field of statistics as a separate discipline (Minton, 1983) and of the 

growing need to develop undergraduate and graduate programs to help develop 

professional statisticians who are ready to contribute to research and industry (Bradley, 

1982).  This is especially important with, not just the emergence of big data, but also for 

the development and analysis of experiments. 

                                                 
Portions of this chapter to be published in Layton, J.A. & Willemain, T.R., 2013. Experimental assessment 

of higher-level data analysis skills. In 120th ASEE Conference and Exhibition. Atlanta, GA: American 

Society for Engineering Education. 
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2.2 What makes a good analyst 

There are several opinions about what really makes a good analyst, but one common 

trait is mastery of the methodologies of statistics.  Willemain goes beyond just the 

technical skills, and emphasizes the importance of analytical creativity and analytical 

decision-making (Willemain, 1994).   These creative and decision-making skills foster 

the use of the technical skills and allow the individual to move through the different 

phases of data analysis (summarized in section 2.4) while making quality assessments 

that are useful to the client or stakeholder.   Labarr (2012) writes that these decision-

making skills are echoed by employers who do not want an analyst who “…blindly 

believes the output of a piece of software.  A true analyst understands how the output 

was calculated, assumptions behind the output, and the inferences that can be made from 

it.”   

Creative thinking is what improves the quality and effectiveness of decision-making 

and the entire analysis (Evans, 1991).  Evans defines creativity as finding new 

relationships that were previously unknown and a key step in the decision-making and 

management sciences.   This creativity also fosters the different phases of data analysis 

especially when facing open-ended problems that are ill-structured.  Employers desire 

analysts who do not strictly think statistically, but also have a business sense that will 

allow the analyst to use creativity to find relationships that will solve the business 

problem, instead of just blindly doing analysis with no application for the client (LaBarr, 

2012). 

Once an analysis is complete, the information must be presented either in writing or 

in person to a client.  Even more important than these, according to some, is the ability 

to communicate the results of an analysis in a way that can influence people, or your 

client, to make decisions based on the analysts’ recommendations.    However, this is the 

portion of training that some analysts, like LaBarr (LaBarr, 2012) and Starbuck 

(Starbuck, 2012), think needs additional attention and training for young statisticians.   

Nonetheless, the best communication in the world will not help if these novices do not 

understand the basic theories and methodology behind the analysis; therefore, all skills 

should be developed and practiced throughout the entire learning process.     
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2.3 Similar experiments:  results and methods 

To my knowledge, there has been no experiment that observes and tests the 

behaviors of novice or expert data analysts.  There have been some similar experiments 

in the Operations Research, Mathematics, and Management Science field studying both 

novices and experts as each subject went through the process of trying to model an ill-

structured problem. 

2.3.1 Experiments with novices 

The two-part paper by Powell and Willemain studied qualitatively and 

quantitatively how twenty-eight novices from a MBA program at Dartmouth’s Tuck 

School of Business responded to modeling three ill-structured problems.  All but two of 

these students were in a course called The Art of Modeling (Powell & Willemain, 2006).   

The first article written by this duo assesses the quality of the responses of each 

individual to decide if each subject’s response was constructive or non-constructive.  

Additionally, the investigators wanted to find out if the elective MBA course, The Art of 

Modeling, helped the individuals with the exercises.  These articles also cite several 

other examples where experiments were conducted comparing and differentiating the 

processes that novices and experts use for problem solving in different fields.  The most 

notable of which was an experiment to assess if explicitly teaching problem-solving 

heuristics to novices would improve each participant’s problem solving abilities 

(Schoenfeld, 1985).  Schoenfeld’s study found the novice subjects had problems with 

self-regulation and attention to their progress of solving the problem as well as deciding 

on a one way to solve the problem and using that method the full length of the 

experiment.  The experts, on the other hand, would try a variety of methods and self-

regulate so they knew when one method was not working out, they would move on to a 

new method.  Finally, Schoenfeld concluded that there was improvements in students 

who took a class that was directly teach heuristic problem-solving skills (Schoenfeld, 

1985).    
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The results from the qualitative analysis of the Powell and Willemain had similar 

results with novices unable to think abstractly.  A large amount of subjects were over-

reliant on the data without forming the model first as well as the same problems of self-

regulation when it came to monitoring the progress they had made in their work (Powell 

& Willemain, 2006).  The second part of the study that assessed the novices’ 

performance quantitatively with two-way analysis of variances found the novices spent 

far more time on the “Context” and “Structuring” phases of the problem solving process 

as opposed to little to no attention to the phases of “Assessment”, “Realization”, and 

“Implementation”.  Comparing this to the previous experiment suggested that novices 

are misusing their times, especially when compared to the experts in the previous 

experiment by Willemain (Willemain & Powell, 2007).   This article also lists several 

more fields that had novice versus expert experiments in the fields of physics, chemistry, 

mechanics, and science education, however, none from the field in data analysis or 

statistics.  The important point to take away from this experiment, as well as the previous 

expert experiments, is the analysis of how each subject moved through the five steps of 

the problem solving process which are context, structure, realization, assessment, and 

implementation.  I will use this method to analyze how subject transition through the 

data analysis process of exploratory analysis, advanced or confirmatory analysis, and 

data manipulation.   The second methodology I will use from this study is the use of 

ANOVA to compare the different categories of subjects that participated in this pilot 

study.   

2.3.2 Experiments with experts 

Some of the experiments with experts that are similar to the experiment conducted 

at Rensselaer Polytechnic Institute were conducted by Willemain in the early 1990s.  

Twelve expert modelers completed either one or two of four different ill-structured 

problems over a sixty-minute period and were recorded as they were talking through 

their problem-solving approach (Willemain, 1995).  This paper analyzed the amount of 

time spent on the author’s five steps of problem solving and the order in which they 

occurred.  The author used ANOVA and multi-dimensional scaling to assess how each 

modeler confronted each problem.  One of these problems was used in a similar 
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experiment with novices outlined in section 2.3.1.  This study showed the experts 

frequently moved between the different modeling steps with less time spent on the 

structuring portions of the problem-solving process while still maintaining the ability to 

assess their individual progress with the problem and maintain awareness of a “client” 

that is requesting the analysis (Willemain, 1995).    

The modelers assessed their methods after conducting the experiments with a 

survey.   The results of these surveys lead to some preliminary conclusions to apply to 

modeling and operations research methods education such as the ability to communicate 

and the ability to combine technical, creative, and decision making skills to 

constructively solve problems. Two other important points learned from this experiment 

are modeler ability to assess their own models and maintaining focus on meeting client 

needs and constraints (Willemain, 1994).  These papers also express the need for a 

similar experiment in the field of statistics (Willemain, 1995).   Another study also cited 

Willemain and used the modeling process to simulate the conceptual process of experts 

and novices (Wang & Brooks, 2007). 

 

2.3.3 Experiments with experts and novices  

A different experiment conducted at RPI analyzed the impact of visualizations on 

the modeling process using a Balanced Incomplete Block Design of experiment that 

tested how well visualizations affect the decision-making process, modeling, and 

problem solving.  The author, Waisel, seeks to show differences in the process of 

modeling between novice and expert engineers.  Although the goal of this research was 

to illuminate the importance of visualization during the modeling and decision-making 

process, the results are not conclusive that the visualizations had any impact on the 

success of the model, but does provide a theoretical framework for future work in the 

area of cognitive sciences.   The three sub-goals include assessing the theory of the role 

of visualization in model formulation, developing new methods for visualizing a 

modeling task, and developing a way to integrate subjective and objective data. 

The experiment consisted of twelve subjects, six who were experts and six who 

were novice engineers.  Each participant completed two trials of the experiment.  Video 
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cameras were set up to record the subjects in front of a computer as each person went 

through their problem solving process out loud, so that the reviewer of the video could 

classify each action by a letter (A through D) denoting each action as part of the decision 

making process.  For this experiment, A corresponds to seeing the problem, B 

corresponds to thinking about what was seen, C corresponds to making a decision to act, 

and D corresponds to the final mouse click, which would be the final action in that 

particular decision.  The hypothesis is that each subject would go through the sequence 

ABCD, however, that was not always the case.   

The problem that each participant had to solve was a groundwater modeling 

problem.  They used a software program called Modeler’s Assistant that would give 

them information from which the participant had to decide if they should drill for water 

in a specific area.  The author chose the groundwater problem for this research for two 

overarching reasons.  The first reason is that the groundwater-drilling problem is already 

established and has a well agreed upon answer.  Additionally, this was a problem in the 

physical domain, as opposed to an abstract, theoretical problem.  This allowed the focus 

to be on the experiment as opposed to stirring controversy about the subject that was 

being modeled.   

The second factor for the experimental design (skill level was the first factor) was 

the visualization level.  This factor had three levels of None, Partial, or Full.  With no 

visualizations, the participant received everything in a word problem form.   Partial 

visualization allowed the participant to see just one heuristic of the groundwater problem 

at a time, while the full visualization allowed the user to see all combinations of the 

heuristics.  Each user did the experiment twice with two different levels of visualization.  

The combinations could be NF, NP, or PF for None/Full, None/Partial, or Partial/Full 

visualization levels.   

Once the experiment was complete, there were three coders, including the author, 

who filled in the correct letter for each step the participant took during the exercise.   

Coding is subjective since the letter of the step used can be based on both the individual 

coder and the language that the subject used during the exercise.  However, after 

conducting an inter-coder reliability test to see if multiple coders could agree on the 

actual decision-making steps each participant took, the author found the coding to be 
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reliable.   After agreeing upon the coding, the next step was to find the sequence of steps 

and analyze not only the different combinations, but also the transition probabilities 

using Markov chains from one-step to the next and radial graphs to model the 

probabilities from each subject’s two trials.    The results were that 75% of the subjects 

had different modeling techniques with the two different levels of visualization.  The 

three that did not included one expert and two novices.  Additionally, the author used a 

two-way fixed effect ANOVA to try to find any significance in the change of 

visualization level (Waisel, 1998).   

 To measure the performance of each trial, each participant was given a score 

based on the amount of time it took to complete the exercises as well as any errors that 

the subject made (i.e., choosing the wrong spot to drill).  Of the trial scores, the only 

significant effect was that the learning rate increased, that is to say, each participant had 

a lower error score on the second trial than the first, with no discernible differences 

between the skill or visualization level.   With this correlation, the implication may be 

that the data is not independent, since the second trial showed significant progress from 

the first trial, despite the visualization level.    Although the experiment did not yield any 

groundbreaking, significant results, it does provide a benchmark for others to continue 

research in this area.   Other positive aspects of this dissertation are that it includes 

several different techniques to analyze the data, to include ANOVAs, Markov chains, 

and transition probabilities (Waisel, 1998). 

2.4 Steps for data analysis 

When looking in the front of most statistics texts books, there is usually a generic 

set of phases that the book covers.  The three phases that this thesis covers are the 

exploratory analysis phase, using advanced methods for confirmatory analysis, and using 

data manipulation.  This list is non-inclusive but serves as the basis for the analysis of 

sequential decision-making using Markov transitions and was the way that we judged to 

be most useful with the data obtained in the experiment.  Hoaglin, Mosteller and Tukey 

wrote that there are two basic phases to data analysis:  the exploratory phase and the 

confirmatory phase (Hoaglin, et al., 1983).  This research looks at those two phases as 

well as the additional phase of data manipulation.   
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2.4.1 Exploratory analysis 

The exploratory analysis in general should be the first phase of any data analysis.  

This phase allows the analyst to visualize what the data looks like.  In this pilot study, 

the exploratory analysis phase is when the participant takes any rudimentary descriptive 

statistics or creates any plots. John Tukey, known for his influence in the field of 

exploratory analysis (in fact it is difficult to find any article or book about exploratory 

data analysis that does not mention him), wrote about the importance of the exploratory 

analysis phase and thought it was the most difficult portion of data analysis to 

understand.   Tukey thought that while both exploratory and confirmatory methods were 

important to teach, that exploratory should always be taught first stating that students 

that learn the exploratory portion first find the confirmatory analysis easier to understand 

(Tukey, 1980).  One book lists methods such as the stem-and-leaf display, boxplots, and 

scatter plots as some of the methods of exploratory data analysis (EDA) that will allow 

the analyst to uncover concealed information within the data (Velleman & Hoaglin, 

1981).    

Another author, Chatfield, called this phase the Initial Data Analysis IDA.  He felt 

sometimes people don’t fully understand the importance of this phase and either do it 

incorrectly or skip straight to the model formulation.  In his words, “The idea is that one 

should begin an analysis with an informal, exploratory look at the given data in order to 

get a “feel” for them.  The aim is to clarify the general structure of the data, obtain 

simple descriptive summaries, and perhaps get ideas for a more sophisticated analysis 

(Chatfield, 1985).”    

With the software available today, such as R statistical computing software, 

Minitab, or Microsoft Excel, exploratory analysis has become easier than ever.  In a 

recent conference, one statistician, George Runger, stressed that when the number of 

observations is very large (n>100,000), p-values are no longer relevant (Runger, 2012).  

However, mastery of exploratory techniques allows the individual to see the information 

and make inferences based on the EDA.  Shelly also stressed the importance of EDA so 

the analyst can see complex relationships within data, but stresses the importance of not 

relying too much on either exploratory or confirmatory methods (Shelly, 1996).     
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These exploratory techniques are not just useful for the initial phases of data 

analysis though.  Methods such as probability plots or histograms can give indications 

that the data used meets the criteria for some statistical tests or analysis.  One example 

would be the requirement for normality in an analysis of variance or regression analysis. 

Beyond that, exploratory techniques can be used after the analysis to assess residuals.  

Plotting residuals against fitted values or making a quantile-to-quantile plot of residuals 

can show if the preceding assessment met the criterion of the statistical test. In summary, 

exploratory methods are vital and should be used to start an analysis, but overuse can 

miss important inferences that can be made by more advanced techniques in a 

confirmatory analysis.  

These exploratory analyses serve more than just helping the analysts understand the 

information though.  Graphical displays are often much more powerful than reiterating 

p-values and statistical inferences that come from confirmatory data analysis.  These can 

be more powerful to convey important information since not every client is adept to all 

the nuances and jargon of professional (or even amateur) statisticians.    This is a key 

point to the ability to communicate effectively and influence people. 

2.4.2 Advanced methods (confirmatory analysis) 

“Advanced methods” is the name of the phase that includes confirmatory analysis 

and other more sophisticated techniques like classification.  Confirmatory data analysis 

(CDA) is a way to “test the strength of the evidence (Hoaglin, 2003).”   Some of the 

methods included in these confirmatory methods are statistical inference tests, like a t-

test, normality test, test for equal variance, or a chi-squared test.  Additional advanced 

techniques such as regression and analysis of variances, for example are techniques used 

to analyze pre-planned experiments, but can be useful in observational studies as well.  

Instead of relying solely on the visual aspect of the exploratory analysis, the 

confirmatory analysis contains a null hypothesis and returns p-values, confidence 

intervals, or even prediction intervals.  Many statisticians believe that an EDA must be 

supplemented with a CDA, to check significance of the results, and to remain skeptical 

of differences until there is validation (Shelly, 1996).   These skills usually require that 

the data meet certain assumptions.  If it does not, the next option is to try to transform 
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the data to make a variable that meets the assumptions or try a nonparametric method to 

continue any analysis.  

2.4.3 Data manipulation 

Data manipulation is the phase where the individual is changing the data set or 

format in some manner.   In general, it should usually follow an exploratory or 

confirmatory analysis, and precede another exploratory or confirmatory analysis.  Either 

the individual creates subsets of the data to analyze smaller groups, transforms a 

variable, or creates a new variable based on two given variables.  Subsets can work well 

when based on the exploratory and/or confirmatory analysis; there is a factor of interest.  

Looking at these factors separately from the other data may show even more trends.   For 

example, if there is time series data on the visitors to a supermarket throughout the week, 

there might be spikes on certain days like the weekends.  Breaking the data into 

subgroups can allow an individual to analyze just the number of visitors on a particular 

day, like Sunday, and make predictions based on the day of the week.   

Although the methods of transformations may vary, the reasons for creating a 

transformation happen when data is asymmetrical, has several outliers, different ranges 

for different batches, or large residuals that do not fit a selected model (Hoaglin, et al., 

1983).  Transformations become necessary when there is a response variable that does 

not meet the assumptions of the selected model.  One example would be the ANOVA or 

regression analysis, which requires equal variances and normality.  If the post-hoc 

exploratory and confirmatory analysis of the residuals suggests that the data does not 

have the regulatory normality or equal variances, the next best option is to transform the 

data.  These transformations can be as simple as squaring or taking the square root of the 

response variable or can extend to logarithmic functions or a more formal Box-Cox 

transformation.  Failure to do a transformation of skewed data can lead to missing 

differences within groups of the data with an unreliable p-value (Shelly, 1996).     

There can, however be disadvantages to a transformed variable.  Since there will be 

a new scale, the transformation can lead to a diminished understanding of the data and 

the ability to make interpretations (Hoaglin, et al., 1983).  Additionally, predictions must 

all be “re-transformed” to their original scale to ensure that intervals and estimates are 
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correct.  Others argue that a transformation can take away the influence of outliers that 

should not be ignored (Buxton, 1991).    

These three phases of data analysis are all equally important, but all have their own 

pitfalls.  Reliance on one method too heavily can result in “tortured” data that loses 

significance and value of the results.   

2.5 Summary 

Further research and experimentation was needed to find what styles and behaviors 

result in a successful analysis.   The skills necessary to be a successful analyst, which are 

technical, creativity, decision-making, and communication skills, will drive the analysts 

through the different phases of data analysis.     
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3. Statistical Techniques to Analyze Behavior of Groups and 

Individuals
1
 

3.1 Introduction to analysis of variance 

One of the most simplistic ways to compare if two variables are similar is to look at 

the descriptive statistics and charts such as box plots, histograms, or scatter plots.  These 

are, however, just the first steps to conducting an exploratory data analysis.  Looking at 

this information will allow an individual to get an initial look at the information in a set 

of data.  The descriptive statistics and visual representations of the data will show the 

distributions of the data as well as a mean and a standard deviation.  From this point, one 

common hypothesis test to use is a two-sample Student’s t-test or a paired-t test.   

The two-sample t-test will test if there is a statistically significant difference 

between the means of two samples of data.  One example could be trying to find if there 

is a statistically significance difference between test scores in males and test scores in 

females.  The null hypothesis for this test is that there is no difference between the mean 

score of the males and females taking the test.   The possible alternative hypothesis 

could be the mean scores are not equal, the mean female score is greater than the mean 

male test score, or that the mean female score is less than the mean male score.  If there 

is a statistically significant difference between the two groups taking the test, then you 

will receive a p-value less than your significance value.  The p-value is the smallest level 

of significance that would lead to rejection of the null hypothesis with the given data 

(Montgomery & Runger, 2003).  The significance level, denoted by α, is known as the 

Type I error rate, or the false positive rate.  Therefore, it is the highest probability an 

individual is willing to accept that you fail to reject your null hypothesis when your null 

hypothesis is true.  Common significance levels to use are 0.001, 0.01, 0.05, or 0.1.   

Although this is just a brief introduction to statistical tests, the figure below is a flow 

chart of which type of statistical tests to perform if you have one or two samples with 

different types of data (i.e. normal or non-normal data, equal variances, etc.) 

 

                                                 
Portions of this chapter to be published in Layton, J.A. & Willemain, T.R., 2013. Experimental assessment 

of higher-level data analysis skills. In 120th ASEE Conference and Exhibition. Atlanta, GA: American 

Society for Engineering Education. 
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Figure 1.  Flow chart showing which statistical test to use based on characteristics 

of your data 

Although the initial exploratory analysis and the t-test are great ways to compare 

two sample means, there are better tests to use when there are more than two samples of 

data.  The Analysis of Variance test (ANOVA) tests if there is a difference among 

multiple means.  ANOVA is commonly used to analyze results of experiments when 

there are more than two levels of a factor and/or there are more than two factors.  The 

requirement to perform this test is that the data is independent and identically distributed 

(i.i.d.), has a normal distribution, and equal variances.  ANOVAs are used to test a 

continuous response variable with categorical factors.  For example, suppose you want 

to test how far you can hit a softball with different bats.  The response variable would be 

the distance that you hit the ball, which is a continuous number, while the different bats 

would be the categorical factor.  The different levels of the bat type could be a wood, 

aluminum, and composite.  This experiment could also be extended to have a second 

factor, such as environment.  The levels of the environment factor could be indoor and 

outdoor.   

 The null hypothesis for an ANOVA is that there is not a difference among the 

means of the different levels of the factor(s).  The alternative hypothesis for this test is 

that there is a difference in at least one mean that is due to reasons other than 

randomization.   The test statistic for the ANOVA is the F-statistic, which is the ratio of 

two estimates of the variance.  The denominator estimate is based on the variability 
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within each treatment level and is the benchmark, while the numerator estimate is based 

on the variability across treatment levels.  Under the null hypothesis, the numerator has 

the same expected value as the denominator, so F is approximately one.  Under the 

alternative hypothesis, the numerator exceeds the denominator and F is greater than one.  

When the data satisfies the assumptions of normality and equal variance, we can 

compute p-values for any observed values of F.  The p-value is the smallest level of 

significance that would lead to rejection of the null hypothesis with the given data 

(Crawley, 2007).  Common significance levels to use are 0.001, 0.01, 0.05, or 0.1.    

The linear model for the ANOVA is as follows: 

              {
           

           
 

 

 

  

Table 1 shows how data from an ANOVA experiment might look (Crawley, 2007). 

Table 1.  Table showing the typical data for a one-factor experiment with α levels 

Treatment Observations Totals Averages 

1 𝑦   𝑦   … 𝑦   𝑦   ӯ   

2 𝑦   𝑦   … 𝑦   𝑦   ӯ   

… … … … … … … 

   𝑦   𝑦   … 𝑦   𝑦   ӯ   

     𝑦   ӯ   

 

The statistics that need to be calculated to analyze an ANOVA are the Sum of 

Squares for the treatments (             , the Sum of Squares of the error (    , and the 

Sum of Squares total (                       .  The next calculation to make is the 

Yij = random variable denoting the ij
th

 

observation 

µ = overall mean 

τi = i
th

 treatment effect 

εij = random error 

α = factor levels 

n= observations for each factor level 
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degrees of freedom for the error, the treatments, and the total.  Degrees of freedom (df) 

are the number of independent comparisons that can be made among the elements of a 

sample (Montgomery & Runger, 2003).  From the Sum of Squares and the degrees of 

freedom, the Mean Square for the error (     and the treatments (              are 

calculated.  The ratio of the Mean Square Error to the Mean Square Treatments is equal 

to the test statistic, which is denoted by   .  The table below adapted from Applied 

Statistics and Probability for Engineers (pp. 475), shows the formulas for the statistics 

(Montgomery & Runger, 2003). 

Table 2. Calculations for the statistics of interest when performing a one-factor 

ANOVA (Montgomery & Runger, 2003) 

Source of 

Variation 

Sum of Squares 

(SS) 

Degrees 

of 

Freedom 

(df) 

Mean Square 

(MS) 
   

Treatments ∑∑
𝑦 

 

 
 

𝑦  
 

 

 

   

 

   

     
            

     
 

            

   
 

Error 
   

               
       

   

      
  

Total ∑∑𝑦  
  

𝑦  
 

 

 

   

 

   

        

 

 

3.2 Introduction to Markov chains 

Markov chains are a way to capture the number of transitions a person or thing 

might make from one activity to the next.  Using a very simple technique, a Markov 

chain can show the probability of each sequence of events.  Markov chains are 

memoryless, meaning they only look ahead by one event, so are independent of past 

events and model the probability of how the sequence of events evolves over time 

(Hillier & Lieberman, 2010).    One useful application of these Markov models is for 

inventory management, that can model day-to-day inventory based on demand of a 

certain object and when reordering should occur based on the amount of a certain 

product that is on hand.  Some other uses include modeling weather, gambling, or 
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stocks.   Hillier and Lieberman (2010) write that mathematically, a process is Markovian 

if there is a “conditional probability of any future event happening given any past event 

and the present state is independent of past events and depends only on the current 

state.”  

3.2.1 Example of a Markov process 

One common example of a simple Markov process is to look at the weather with 

sunny and rainy days.  First, the assumption is that the sunny days are independent and 

identically distributed of the rainy days.  Table 3 shows what an individual might see 

while doing an observational study.   

Table 3.  Data from a fictional observational study of sunny and rainy days 

 Sunny Rainy 

Sunny 20 10 

Rainy 15 5 

 

In this study there were twenty times that there was a sunny day followed by 

another sunny day, but ten times that a rainy day followed.  To find the probability that 

there was a sunny day given that the first day was a sunny day, first you must add 

together both the number of sunny days and rainy days given the first day was sunny, 

then divide the number of sunny days by that total.  This will give a .67 probability of 

having a sunny day tomorrow if it is sunny today.  Likewise, the probability of a rainy 

day tomorrow given there was a sunny day today is .33.  A full matrix of the 

probabilities is in Table 4.  Notice that the probabilities for each line sum to 1; if the 

probabilities do not sum to one, there is an error in the work.  This table of probabilities 

governs the behavior of the Markov process. 

Table 4.  Table of probabilities of sunny and rainy days 

 Sunny Rainy Sum 

Sunny 0.67 0.33 1.00 

Rainy 0.75 0.25 1.00 
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 A Markov process will have two or more different states.  A recurrent state is a 

state that if once entered, the process will definitely return to that particular state.  A 

state is a transient state if upon entering that state, the process may never return to that 

state.  The last important state type is an absorbing state, where upon entering a state, the 

process will never leave that particular state (Hillier & Lieberman, 2010).  For example, 

if I am starting a process then I can go to one of three different other states, then the state 

of “starting” is transient since I can leave that state but never go back into it.  Once I get 

to one of those next three states, I can either stay in that state, move to one of the other 

two states, or end the process; these three states are recurrent.  However, when I go to 

the end state, I will never be able to leave this state again, so it is an absorbing state.   

This will become clearer in Chapter 5 when applied to the data from the pilot study to 

assess the behavior of individuals and groups of participants.    

  

3.2.2 Chi-squared analysis to compare two Markov chains 

To determine if there is a statistically significant difference between two transition 

probability matrices, we used the Chi-Squared Test for association.  The following 

formula utilizes a statistical test to compare two Markov Chains of an s-by-s matrix, 

where s is the number of different steps (there are five in this analysis)
 
(Billingsley, 

1961). 

𝜒  ∑

[      
       

   𝑔 
]

 

  
    𝑔  

   𝑔 
  

 ∑

[𝑔   𝑔 

       

   𝑔 
]

 

𝑔 

    𝑔  

   𝑔 

  ∑
  𝑔 

    𝑔  
(
   

  
 

𝑔  

𝑔 
)

 

    

 

Let fij and gij be the transition counts of two samples, independent of each other, 

from Markov chains with transition matrices pij and qij.  The null hypothesis is that the 

probability matrices are equal, with the alternative hypothesis that the matrices are not 

equal.  The degrees of freedom, denoted by  , are equal to       .  For the particular 

problems in this pilot study, there are twenty degrees of freedom.  Degrees of freedom 

are “The number of independent comparisons that can be made among the elements of a 

sample.” (Montgomery & Runger, 2003)  This approach to analyze differences in 
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Markov chains works because the sum of multiple chi-squared distributions is a chi-

squared.  This approach is different from the method used by Waisel where the 

comparison of two Markov chains was done using each matrix as a single vector as 

opposed to doing a line-by-line comparison (Waisel, 1998). 

∑𝜒    
  

 

   

𝜒 ∑   
  

 

3.3 Introduction to classification and clustering 

Clustering is a way to try to find natural groups within sets of data.  One technique 

for clustering comes from the use of Random Forests and Multi-Dimensional Scaling 

plots.  Random Forests can perform classification or regression, however, application in 

this thesis is strictly classification. A random forest works similarly to a Classification 

and Regression Tree (CART), or decision tree, except that it will “grow” many of these 

trees, each one casting a vote on what the classification of each node should be.  My 

personal preference is to start with about 1000 trees, and look at a plot to see when the 

error rate levels out.   Using a bootstrap sample of the data, the tree will use a certain 

number of variables, but not all the variables, to make a decision tree for a sample and a 

prediction of the classification.  After each tree has its own vote, the majority vote for 

each node will “win”.  The out-of-bag (OOB) error rate is an unbiased estimator of the 

number of samples not used in the bootstrap resampling process – this will be a low 

percentage if it is a good model (Friedman, et al., 2009).    

Some of the reasons why random forests can be effective are because they can 

handle a large number of input variables, they estimate the importance of each variable 

based on the Gini Index, and they update the error rate as the model progresses.  

Random forests are also good with large data sets, can balance the error in unbalanced 

data sets, are resistant to non-normal data as well as data sets with missing information, 

calculate proximities that can be used in clustering, and it is quick at learning (Gao, et 

al., 2009).  Using R statistical computing software to calculate the results of a random 

forest produces an OOB error rate and a confusion matrix.  A confusion matrix shows 

the number of times the random forest correctly or incorrectly classified each class.  
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Table 5 shows an example of a confusion matrix where the classifications are success 

and failure.  In this example there are thirty samples.  Of the fifteen cases that were 

actually failures, three were misclassified as successes.   

Table 5.  Example of a confusion matrix 

  
Prediction 

  
Failure Success 

A
ct

u
a
l Failure 12 3 

Success 2 13 

  

The Gini Index is the measure of the importance of each variable when the random 

forest calculated the model.  Every time a split of a node is made on variable m, the Gini 

impurity criterion for the two descendent nodes is less than that of the parent node. 

Adding up the Gini decreases for each individual variable over all trees in the forest 

gives a variable importance measure.  Using the varImpPlot() function from the 

randomForest()  library in R will create a variable importance plot, showing, in order the 

most important variables to the least important variables.  A technique to find out which 

factors are creating noise and which factors are important is to include a random variable 

as one of the attributes of the random forest.  Those variables with a mean decrease Gini 

less than the random variable add “noise” to the problem and additional variation 

(Breiman, 2001).   

Finally, a multi-dimensional scaling (MDS) is a type of visual clustering that plots 

similar cases based on the distances between cases; the distance is calculated by 

subtracting the proximity to another case from one.  The proximities are a similarity 

measure to other nodes - or what cases look like other cases – that come from the 

random forest model.  The MDS plot will then plot the proximities in two or more 

dimensions, which allows individuals to visualize if there are any clusters of data that 

look similar to each other.    
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In hierarchical clustering, a rough division of groups based on similarities gets 

recursively divided down until each person is its own group.   The trees that are created 

by the division of groups is called a dendrogram (Witten, et al., 2011). While this top 

down method is call a Divisive Analysis, the bottom up method that uses the distance 

matrix is Agglomerative Nesting.  The agglomerative analysis will be used in this 

research with the R statistical computing software under the command hclust().   Several 

different methods are available for use for this clustering technique that includes single-

linkage, complete-linkage, average-linkage, and Ward’s method to name a few.  The 

first step is to calculate the distance between two clusters, which can be done by using 

the dist() command in R that computes a dissimilarity matrix.  The next step is to decide 

which measurement technique to use when looking for differences between clusters.  

The single-linkage algorithm uses only the two closest points of each cluster, while the 

complete-linkage algorithm takes into account the similarity, distance of the farthest 

points in two clusters.  The downside of both of these methods is that they are very 

sensitive to outliers.   The average-linkage algorithm calculates the average distance 

between every pair of points plotted in two clusters (Witten, et al., 2011).   

Another method used is Ward’s method.  Ward’s method calculates the sum of 

squares of the Euclidean distance between the centroid point of the clusters before and 

after fusing two clusters, with a final goal of minimizing the squared distance of each 

clustering step (Witten, et al., 2011).  Figure 2 shows how different these four types of 

algorithms can look when graphically displayed in a dendrogram.  The height of each 

cluster is computed using each one of the methods. 
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Figure 2.  Different algorithms will cluster the same data very different ways 
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4. Description of Experiment
1
 

4.1 Experimental task 

The experiment tested the abilities of twenty-seven students in two statistics classes 

at Rensselaer Polytechnic Institute on the ability to analyze an open-ended problem 

wherein students received a dataset and had to find as many interesting details as they 

could in thirty minutes.  The experiment took place on the last day of classes prior to the 

final exam.  The professor asked everyone in both classes to fill out a form with some 

basic information, such as gender, year group (freshman, sophomore, etc.), major, and 

number of statistics courses taken.  The experiment took place on the morning of 

Tuesday, May 8, 2012. The significance of the date is that this was the final class of the 

semester, listed in the syllabus as a review day. As a result, substantial numbers of 

students in each class chose not to attend class. Furthermore, since participation in the 

experiments was voluntary and end-of-term pressures were building, substantial 

numbers of students who came to class elected to skip the experiment and leave class 

early. A possible result of these self-selections was a bias that created a subject pool 

different from the overall population of engineering undergraduates. In addition to the 

information submitted, the teacher was later able to add in final exam grades.  After the 

subjects submitted their work electronically, each record was de-identified and given a 

random identification number base on the student’s current course (e.g., MAU04 or 

QC12).   

 

4.1.1 Courses involved    

Modeling and Analysis in Uncertainty (MAU) is a required course for all 

engineering majors except Electrical and Computer Systems Engineering. For most 

enrolled students, it is their first (and last) course in probability and statistics. It places a 

heavy emphasis on being able to execute data analysis using the Minitab 14 Student 

                                                 
Portions of this chapter to be published in Layton, J.A. & Willemain, T.R., 2013. Experimental assessment 

of higher-level data analysis skills. In 120th ASEE Conference and Exhibition. Atlanta, GA: American 

Society for Engineering Education. 
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Edition, Minitab® Statistical Software.
1
   Students in MAU come from all four classes, 

from freshmen to seniors.  The possible participants came from nine different majors, 

shown in Figure 3. 
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Figure 3. Majors of students in MAU 

During this semester long course, the goal is for the students to gain an appreciation 

and understanding of uncertainties and the conditions under which they occur, within the 

context of the engineering problem-solving pedagogy of measurements, models, 

validation, and analysis.  The learning objectives of this course are as follows: 

1. Summarize data both numerically and graphically 

2. Compute the probability of elementary and compound events 

3. Fit and use common discrete and continuous probability models 

4. Design, program and analyze Monte Carlo simulations of complex stochastic 

systems 

5. Make statistical inference about means in the form of confidence intervals and 

hypothesis tests 

6. Use control charts to test the stability of manufacturing and service processes  

                                                 
1
 MINITAB

®
 and all other trademarks and logos for the Company's products and services are the exclusive 

property of Minitab Inc. All other marks referenced remain the property of their respective owners. See 

minitab.com for more information. 
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7. Use regression analysis to detect and exploit associations between variables 

 

The syllabus for a previous semester of MAU is in Table 6.  

Table 6.  Syllabus for Modeling and Analysis in Uncertainty at Rensselaer 

Polytechnic Institute 

Class# Topic 

1 Overview. Data display and summary. Minitab. 

2 Basics of probability theory. 

3 Conditional probability and Bayes rule 

4 Applications of probability. System reliability. 

5 Discrete random variables. PMF and CDF. Expectation. 

6 Models for discrete random variables. Binomial. Poisson. 

7 Exam #1 

8 Continuous random variables. PDF and CDF. Expectation. 

9 Models for continuous random variables. Exponential. Normal. 

10 Application of probability models. 

11 Joint distributions, independence and correlation. 

12 Sampling distributions and Central Limit Theorem. 

13 Monte Carlo simulation 

14 Monte Carlo simulation 

15 Exam #2 

16 Point estimation. Standard error. 

17 Confidence interval for a mean. Sample size. 

18 Hypothesis tests for a mean. Power and sample size. 

19 p-values. Statistical and practical significance. 

20 Inference for two sample means. Randomized comparisons. 

21 Applications of inference for means. 

22 Exam #3 

23 Quality control methods. Control charts for process location. 

24 Quality control methods. Control charts for process variation. 

25 Simple linear regression. 

26 Inference in regression. 

27 Transformations and applications of regression. 

28 Open/Review 

29 Comprehensive final exam 

 

Quality Control (QC) is an elective course for Industrial and Systems Engineers, 

with occasional enrollees from other engineering departments. For this particular class, 
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thirty-eight out of thirty-nine possible participants had a major within the Industrial and 

Systems Engineering Department, with only one being a Mechanical Engineer.  

Additionally, two of the students were graduate level students pursuing their Master’s 

degree, and one student was an exchange student.  Most students in QC are juniors and 

seniors with more than one prior course in statistics. The goals of this course include 

gaining the ability to design a system, component or process to meet desired needs 

within realistic constraints such as economic, environmental social, political, ethical, 

health and safety, manufacturability, and sustainability. Additionally, by the end of this 

course students should have the ability to identify, formulate and solve engineering 

problems and to model the stochastic nature of management systems and engineering 

relationships to the planning, organization, evaluation and control of human centered 

systems.  The course places a heavy emphasis on control charting using Minitab 16.   

The syllabus for Quality Control is in Table 7. 
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Table 7.  Syllabus for Quality Control at Rensselaer Polytechnic Institute in Troy, 

New York 

Class# Topic 

1 Overview 

2 The DMAIC process 

3 Modeling process quality 

4 Inferences about process quality 

5 Methods & philosophy of SPC 

6 Methods & philosophy of SPC 

7 Exam 1 

8 Control charts for variables 

9 Control charts for variables 

10 Control charts for attributes 

11 Control charts for attributes 

12 Process capability 

13 Measurement capability 

14 Measurement capability 

15 Measurement capability; review 

16 Exam 2 

17 CUSUM charts 

18 EWMA charts 

19 Charts for short production runs 

20 Charts for auto-correlated data 

21 The multivariate quality control problem 

22 Hotelling's T
2 

chart 

23 Applications; review 

24 Exam 3 

25 Engineering process control 

26 Engineering process control 

27 Open 

28 Review 

29 Comprehensive final exam 

 

Since the experiments were embedded within a normal course format, student 

subjects are unlikely to have perceived an extraordinary stress, which in any case should 

be less than that of a conventional course requirement (e.g., class assignments), 

particularly since performance on these exercises were not used in a calculation of their 

course grade. The experimental stimulus selected was the Web Visitors exercise. It was 
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chosen because of its relative simplicity, open-endedness, and compatibility with the 

data size limitation in the Minitab 14 Student Edition software used in MAU. The 

prompt given to the subjects is in Figure 4 with a snapshot of the data in Table 8. 

  

 

Figure 4.  Prompt for the Web Visitors Exercise explains the variables and requests 

subjects submit their findings 

  

Web Visitors 

The dataset WebVisitors.MTW contains information provided by Google Analytics on daily visits to a 
company's web site over a period of one year. The variables are: 

TotalVisits: The daily count of visits to the web site 

TotalPageViews: The daily count of all web pages viewed by visitors 

AvgTime: The average time (in seconds) spent by a visitor on the web site. (Note that a visit to a single 
page, followed by an exit from the web site, is unfortunately counted as 0 seconds.) 

BounceRate: The proportion of single-page visits, i.e., visits in which the visitor left the site directly from 
the entrance (landing) page without looking at any other pages. 

The company is interested in assessing the performance of its web site as a marketing tool. Examine 
these data and report what you have found that would be interesting to the company. Please number 
your findings. 

------------------------------------------------ Enter your report below -------------------------------------------------------- 
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Table 8.  Snapshot of the data from the Web Visitor’s exercise 

DayOfWeek Date TotalVisits TotalPageViews AvgTime BounceRate 

Friday 

January 

14,2011 40 79 91 0.7 

Saturday 

January 

15,2011 22 44 35 0.591 

Sunday 

January 

16,2011 20 32 49 0.65 

Monday 

January 

17,2011 58 194 213 0.466 

Tuesday 

January 

18,2011 52 118 62 0.558 

Wednesday 

January 

19,2011 47 120 117 0.553 

Thursday 

January 

20,2011 59 225 246 0.525 

Friday 

January 

21,2011 54 105 65 0.611 

Saturday 

January 

22,2011 26 47 19 0.731 

Sunday 

January 

23,2011 23 61 222 0.609 

Monday 

January 

24,2011 61 188 130 0.525 

Tuesday 

January 

25,2011 60 154 138 0.633 

Wednesday 

January 

26,2011 58 139 114 0.621 

Thursday 

January 

27,2011 46 98 60 0.544 

Friday 

January 

28,2011 49 110 56 0.653 

Saturday 

January 

29,2011 38 58 28 0.79 

Sunday 

January 

30,2011 28 113 211 0.607 

Monday 

January 

31,2011 59 219 125 0.492 

Tuesday 

February 

1,2011 50 138 131 0.46 

Wednesday 

February 

2,2011 50 145 112 0.48 
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One unfortunate complication was that both classes had previous exposure to the 

dataset.  In MAU, the first of five term projects, handed in 95 days before the 

experiment, asked students to make boxplots of the data by day of the week, a time 

series plot, histograms, and to calculate of a new variable.  The same data had been used 

in the QC class to illustrate the use of control charts on "seasonal" (day-of-week) data by 

splitting the data by day of week and analyzing counts of non-bounce visits.  This prior 

exposure occurred 74 days before the experiment.  Although the experimental protocols 

forbid use of other materials, subjects might have remembered something of the previous 

analysis of the same data. 

 

4.1.2 Limitations of experiment 

Of the 89 possible participants, only 29 chose to participate in the data analysis 

study, of which ten were QC students and nineteen were MAU students.    This served as 

the basis to see if there were differences among those who participated, those who chose 

not to participate, and those who were absent.  The major attributes assessed were 

gender, class year, number of previous statistics courses, and the student’s final exam 

grade.  Looking at this initial data allowed us to see if there were any significant 

differences among the three groups, but more importantly, between those who 

participated and those who chose not to participate.   

Table 9. Number of participants in each class 

  QC MAU Total 

Participated Count Percent Count Percent Count Percent 

absent 11 28.95% 10 19.61% 21 23.60% 

no 17 44.74% 22 43.14% 39 43.82% 

yes 10 26.32% 19 37.25% 29 32.58% 

 

Just by visual inspection of the numbers, there is about the same percentage of those 

who chose not to participate.  However, there is a much higher percentage of absent 

students in the QC class.  Since this class was a review class prior to the final exam, 

those excused from the final exam were unlikely to attend.  Unfortunately, this also 
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means that there is no data for those students on number of previous statistics courses.   

However, based on a chi-squared test for independence (p-value = 0.75), there is no 

difference between the classes for those who participated, those who chose not to 

participate, and those who were absent between the two classes and they are 

independent.  

The next attribute was participation by gender.  This attribute shows the distribution 

of males and females by the three classifications of absent, yes, or no for each class 

(MAU and QC).  Out of eighty-nine possible participants, those who chose to participate 

(“yes” classification) were approximately 12% females and approximately 20% males.  

Of all females, that is approximately 35% participation as opposed to males who had 

about 31% participation.   The counts for each classification are in Table 10. 

Table 10. Counts of participants and nonparticipants in experiment by gender and 

class 

 
MAU QC Total 

 
F M F M F M 

absent 2 8 4 7 6 15 

no 10 12 4 13 14 25 

yes 8 11 3 7 11 18 

Total 20 31 11 27 31 58 

 

The modal year group within each class was juniors.  Of these 36% of MAU juniors 

decided to participate, and 23% of QC juniors decided to participate.  Additionally, 

juniors who participated in the study make up 18% of the entire population considered 

for the experiment.  The junior category also has the highest number of absent students.  

This may be from the timing of the experiment and participants chose to either skip the 

class or not participate due to other end of semester pressures.   The other two highest 

participation rates were sophomores and graduate students; however, there were no 

sophomores in QC and no graduate students in MAU.    

The average scores for final exams turned out similar across the three classifications 

of participation.  To see if there is a statistically significant difference in the final exam 

grades of each class, I used a One-Way Analysis of Variance (ANOVA) to look at each 

subset of participation by class.   Since both studies had p-values greater 0.10, and 
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passed tests for equal variances and normality, the null hypothesis that the final exam 

grade was not a significant factor to the participation is retained. 

 The last attribute analyzed was the number of statistics courses each participation 

classification in MAU and in QC.   Since absent students were not in the class, we do not 

have their information about number of statistics courses taken.  One problem that 

makes this particularly difficult is that there were some students in MAU who, when 

asked how many statistics courses they had taken, wrote “zero”.  This is a problem since 

they were in the final day of class of MAU, which is in fact a probability and statistics 

course.  Anyone who had written a zero in MAU was then changed to a one, however, 

there is no way to know if the students who wrote “one” were only counting an AP or 

high school statistics course and not including MAU in their course count.  The 

confusion could possibly have been that the students were only counting previous 

courses and not including MAU, since they had not officially completed the class at that 

point.  Table 11 shows the descriptive statistics for the number of courses each 

participation class had taken. 

Table 11.  Descriptive statistics of number of statistics courses each student has 

taken 

 
MAU QC 

Participated N Mean StDev 

SE 

Mean N Mean StDev 

SE 

Mean 

no 21 1.429 0.507 0.11 17 2.824 0.728 0.18 

yes 19 1.368 0.597 0.14 10 3.6 1.17 0.37 

 

To check if there is difference at the 0.05 significance level between those who 

participated and those who did not, I used a chi-squared test for association.  The p-value 

for MAU was 0.735 and the P-value for QC was 0.08.    Additional testing using the 

Mann-Whitney rank-sum test and MAU and QC had p-values of 0.57 and 0.064 

respectively, so the null hypothesis that there is no statistically significant difference in 

the number of statistics courses taken based on whether or not the student participated.   

The summary of the above in-depth analysis in Table 12 shows the statistics for 

each group tracked in the study.  Generalization of results can be limited by volunteer 

bias, but the key point is the similarities in the means and standard deviations of the 
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exam final scores, as well as the mean number of statistics courses, are reasonably 

similar between all the groups of participants, non-participants, and absent students 

without a huge distortion.  Thus, I concluded that there were no differences in the 

students who participated and those who did not participate. 

Table 12.  Summary chart of the participants and non-participants in the pilot 

study 

 
Yes No Absent 

Level 2 Course (QC) 10 17 11 

Level 1 Course (MAU) 19 22 10 

Male 18 25 15 

Female 11 14 6 

Freshman 2 3 0 

Sophomores 7 7 3 

Juniors 16 24 14 

Seniors 2 5 4 

Graduate 2 0 0 

Mean Final Exam Score 0.69 0.64 0.61 

St. Dev. Final Exam Score 0.21 0.21 0.19 

Mean Number of Statistics Courses 2.14 2.05 unknown 

St. Dev. Number of Statistics Courses 1.36 0.93 unknown 

Max Number of Statistics Courses 4 6 unknown 

 

4.2 Data generated in experiment   

This section outlines the steps we followed to collect data from the Minitab project 

submissions.  Minitab allows users to analyze data based on generalization about the 

data (like means and variances) or analyze data entered in a spreadsheet.  Minitab 

records every command as a line of code in a history file. After counting all the lines of 

code, there were forty-five different commands used by the participants in the study.  A 

list of definitions of each command is in Appendix A.    

The two factors of interest were the volume of steps taken and the variety of steps 

taken by each participant.  The definition of a step for this research is every time a 

participant used a command in Minitab during the individual’s analysis.  For example if 

a participant used twelve total commands during the exercise, that individual would have 
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a count of twelve steps.  The hypothesis was that there were be a distinct difference in 

the count of steps between the more advanced students and the novices.  Table 13 shows 

the volume of commands used by each participant, listed by each subject’s identification 

number.  There were 412 commands used by 28 participants that had usable Minitab 

Project files.   

Table 13.  Tables of volume of steps taken by each participant in descending order 

by class 

ID Volume 

 
ID Volume 

MAU21 29 

 

QC07 22 

MAU08 23 

 

QC20 20 

MAU36 23 

 

QC15 19 

MAU17 22 

 

QC19 16 

MAU10 20 

 

QC11 14 

MAU07 18 

 

QC29 14 

MAU49 17 

 

QC31 13 

MAU20 15 

 

QC28 11 

MAU48 15 

 

QC33 10 

MAU23 14 

 

QC36 6 

MAU32 13 

   
MAU01 12 

   
MAU02 12 

   
MAU45 9 

   
MAU51 9 

   
MAU14 6 

   
MAU15 6 

   
MAU29 3 

    

The mean count of commands used for MAU and QC were 14.8 and 14.5 

respectively, which has no practical significance. Although both courses appear to have 

a large variation in the number of steps, a Mann-Whitney rank-sum test resulted in a p-
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value of 0.76, therefore suggesting that there was no difference in the total steps taken by 

each course.   

The counts follow a Poisson distribution, verified with a Chi-Squared Goodness of 

Fit test for a Poisson distribution (p-value = 0.11).  This count is transformed into a new 

variable called Volume using the following Freeman and Tukey transformation 

(Velleman & Hoaglin, 1981): 

 

       √      √        

 

The next variable of interest was the variety.  The hypothesis was that there would 

be more variety with the more advanced QC students.  To find the variety of steps that 

each participant took, the forty-five different commands were then broken into eight 

different classifications shown in Table 14 below.   

Table 14.  Groups of commands used by participants in the experiment 

Group Minitab Commands 

Descriptive Statistics Describe, Mean, Statistics, St. Dev, Results 

Quality Control Method 

Cchart, Dcapa, Pareto, IMR Chart, MargPlot, XBarChart, 

XRChart 

Visual Depiction 

Boxplot, Chart, Dotplot, Histogram, Indplot, Lplot, 

Matrixplot, Plot 

Statistical Inference 

ANOVA, Correlation, Onet, Two Sample, TwoWay, Pplot, 

Gsummary 

Regression  Fitline, GReg, Ologistic Regress 

Time Series Analysis ACF, Trend, TSPlot 

Codes/Calculations Code, Let, Name, Notem, Numeric, Random 

Subsetting Sort, Split, Stack, Subset, Unstack 

 

Each student had a raw count for each group.  When analyzed with a chi-squared 

test for independence, there was a significant different in the raw counts between the 

classes of MAU and QC with a p-value of 0.001, however since there was a different 

number of participants in each class, the variety should be measured in a different way.  

Table 15 shows both the raw counts and the average rate per student for each course. 
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Table 15.  Raw counts and rates per student for each group classification for the 

measure of variety 

 
MAU QC 

Group 

Raw 

Count Rate/Student 

Raw 

Count Rate/Student 

Descriptive Statistics 38 2.0 17 1.7 

Quality Control Method 2 0.1 9 0.9 

Visual Depiction 104 5.5 38 3.8 

Statistical Inference 22 1.2 11 1.1 

Regression  25 1.3 9 0.9 

Time Series Analysis 21 1.1 24 2.4 

Codes/Calculations 30 1.6 23 2.3 

Subsetting 26 1.4 13 1.3 

 

To calculate the variety of steps used by each participant we used a method called 

normalized entropy.  This metric quantifies the diversity of the choice of commands.  It 

has been used in several fields, with one example from a study the genetics causing 

rheumatoid arthritis (Jawaheer, et al., 2002).  The equation to calculate Normalized 

entropy is: 

 

                  𝑦   
 ∑      𝑔      

  𝑔  
 

 

Where    is the probability of each group and   is the total number of groups, 

which for this scenario is eight.  For example, a participant who has the breakdown of 

commands shown in Table 16 would have a probability of using a visual depiction of 

 

     
= 0.333.  

 

Table 16.  Example of the number of commands a particular subject could use 

Descriptive 

Statistics 

Quality 

Control 

Method 

Visual 

Depiction 

Statistical 

Inference Regression 

Time 

Series 

Analysis 

Codes

/ Calc Subsets 

0 0 4 0 0 5 3 0 
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 A Logit transformation of the normalized entropy helped to linearize the problem.  

The name of this new variable from here forward is Logit8 with the calculation shown 

below: 

 

  𝑔        (
      𝑦

        𝑦
) 

 

After the Logit transformation the data is normal, confirmed with a Shapiro-Wilk 

test for normality p-value of 0.77.  Data collected on participants from each submission 

includes class, gender, year group (i.e., freshman, sophomore), number of previous 

statistics courses, final exam grade, volume of steps, and variety of steps.  The 

description of each factor is below. 

1) Class level – Categorical variable that is MAU (Level 1 course) or QC (Level 2 

course) 

2) Year Group – Categorical variable that includes freshman, sophomores, junior, 

senior and graduate student.  This group is further grouped so that Freshmen and 

Sophomores are one group, Juniors are one group, and Seniors and Grad 

Students form a third group 

3) Final Exam Grade– This is a continuous variable that is changed into a 

categorical variable by classifying each score as High (above the mean score) or 

Low (below the mean score) 

4) Gender – Categorical variable of Male or Female 

5) Number of previous statistics courses taken (Courses) – This is a count that 

varies from a minimum of one previous statistics course to a maximum of six 

courses.   This factor is changed into categories by dividing into groups of those 

with only one course, those with two courses, and those with three or more 

courses. 

4.3 Summary 

The analysis in this in this chapter confirming that there were no differences 

between those who participated and those who did not participate in the experiment 
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suggests that there was no bias in the volunteers and that generalizations about the data 

could apply to the entire population of students in both MAU and QC.    Furthermore, 

the data has now been broken into different levels for the groups of Class Level, Year 

Group, Final Exam Grade, Gender, and Courses with the new variables of Volume and 

Variety (Logit8) generated from the data.  The following chapters will analyze these 

groups quantitatively and qualitatively using ANOVA, Markov transitions, and 

clustering. 
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5. Results and Analysis
1
 

5.1 Analysis of overall style 

The purpose of this is to hopefully find correlates in the students’ attributes  with 

problem solving style which was quantified with the variables Volume and Variety. The 

analysis of overall style uses the method of analysis of variance (ANOVA).  The 

ANOVA could prove as a useful macro descriptor of overall style behavior.  However, 

during the analysis of this pilot study the attributes that we thought would matter, did 

not.  Particularly, there was not a clear difference between the two levels of classes as 

we thought there would be.  There were no significant main effects, and both variety and 

volume each had one significant interaction.   

5.1.1 Impacts on variety 

Consider the analysis of Logit8, the transformed normalized entropy of the Minitab 

command choices. To check that the response variable was normal, I created a normal 

quantile-to-quantile plot, and created a histogram.  

Figure 5. The normal Q-Q plot and the histogram shows that the response variable 

of Logit8 is approximately normally distributed 

                                                 
Portions of this chapter to be published in Layton, J.A. & Willemain, T.R., 2013. Experimental assessment 

of higher-level data analysis skills. In 120th ASEE Conference and Exhibition. Atlanta, GA: American 

Society for Engineering Education. 
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Since the plots show a distribution reasonable close to normal, this data is 

acceptable to use.  The next step was to see if there were any differences in the variety 

across the different levels of the various factors identified in Chapter 4.  Boxplots for 

each factor are in Figure 6. 

 

Figure 6.  Boxplots of the Variety of Steps taken by each participant (Logit8) for 

each factor of interest 

Based on the boxplots, most factors have approximately the same median, however, 

there is a larger variation in the factor level of Class Level, Year Group 3 (Seniors and 

Grad Students), as well as students who have taken three or more statistics courses.  For 

the factor of Gender, both males and females have relatively the same median and range 

of variety.  Additionally, the final exam (denoted by Exam2) appears to have similar 

medians, but different ranges.    Table 17 shows the count, mean, standard deviation, 

minimum, median, and maximum for variety by the students’ attributes. 
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Table 17.  Statistics for variety by student attributes 

 

By Class By Year Group 

By 

Gender By Courses 

By Final 

Exam 

 

MAU QC 

FR/ 

SO JR 

SR/  

GR F M 1 2 ≥3 High Low 

N 17 10 7 16 4 10 17 11 7 9 11 16 

Mean 0.2 0.5 0.2 0.4 0.1 0.3 0.4 0.3 0.2 0.4 0.1 0.4 

StDev 0.6 0.9 0.6 0.7 1.2 0.8 0.7 0.5 0.8 0.9 0.8 0.7 

Min -1.0 -1.3 -0.7 -1.0 -1.3 -1.0 -1.3 -0.7 -1.0 -1.3 -1.3 -1.0 

Med 0.2 0.7 0.3 0.5 0.2 0.5 0.2 0.2 -0.1 0.6 0.1 0.4 

Max 1.1 1.5 1.1 1.4 1.5 1.5 1.4 1.1 1.3 1.5 1.1 1.5 

 

What is also interesting is to see if there is any difference in variation when an 

individual fits in two of the groups.  Interaction Plots below show if there are any 

interactions based on each factor and Class. Interaction plots plot the means of each 

factor against each other at different levels, and thereby show interactions that might 

exist between the two factors. 

 

Figure 7.  Interaction plots of Year Group, Gender, Courses, and Exam Grade by 

Class by Logit8 
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There appears to be an interaction in the variety of steps based on high and low 

exam grades when interacting with Level 2 and Level 1.  The plot that does not make 

sense is the Year Group (top left), since there were no seniors or graduate students in 

Level 1 and zero freshmen or sophomores in Level 2.  Since this factor is not balanced, a 

two-factor ANOVA would not work for Year Group and Class.  This will also be the 

case for Courses, since there is no one in Level 2 with fewer than two courses.  These 

assessments, which are part of my exploratory analysis, are subjective and arguable.  

This is why the advanced methods of ANOVAs and Student’s t-test can be so important.   

To see if there were any statistically significant differences in the mean, an 

assortment of steps were taken to account for the factors of Gender, Exam Grade, and 

Class.  These were the only factors analyzed using the t-test since they were the only 

factors with just two levels.  For each factor, the hypothesis is that there is no difference 

in the means of the levels of each factor.  As suspected, based on the visual analysis of 

the boxplots, there are no significant differences in any factor and we fail to reject the 

null hypothesis with p-values of 0.79, 0.33, and 0.40 respectively.  Results of each t-test 

are below in Figure 8. 
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Figure 8.  Results from two-sample Student’s t-test to test if the true difference in 

means is not equal to zero for response variable Logit8 

After performing the t-test, I moved on to using an ANOVA, to analyze only main 

effects for the factors at all levels.  This analysis also, shown in Figure 9, also had no 

significant effects for the factors.
1
   

                                                 
1
 Unless otherwise state, all ANOVAs met the assumptions of normality and equal variances by testing the 

residuals using the Shapiro-Wilk test for normality and the Bartlett test for homogeneity of variances. 
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Figure 9.  ANOVA tables model the Variety (called variable Logit8) against each 

factor 

To create the initial model, I analyzed the effects of the interaction of all the factors.  

Our initial hypothesis was that there would be a clear difference between the participants 

in the MAU course and the participants in the QC courses, since in general the students 

in the QC course are older with more statistics classes and most likely more experienced.  

However, when using the two-way ANOVA with each factor blocked by class (see 

Figure 10), the only significance was the interaction between the final exam grade - 

which is either above or below the mean - and class, with no significant main effects.   

Analysis of Variance Table – Variety~Class 
 
Response: Logit8 
          Df  Sum Sq Mean Sq F value Pr(>F) 
Class      1  0.5119 0.51185  0.9584  0.337 
Residuals 25 13.3512 0.53405 
                
Analysis of Variance Table – Variety~Final Exam 
 
Response: Logit8 
          Df  Sum Sq Mean Sq F value Pr(>F) 
Exam2      1  0.5899 0.58989  1.1111 0.3019 
Residuals 25 13.2732 0.53093  
               
Analysis of Variance Table – Variety~Year Group 
 
Response: Logit8 
          Df  Sum Sq Mean Sq F value Pr(>F) 
YrGrp      2  0.4021 0.20106  0.3585 0.7024 
Residuals 24 13.4609 0.56087  
               
Analysis of Variance Table - – Variety~Courses 
 
Response: Logit8 
          Df  Sum Sq Mean Sq F value Pr(>F) 
Courses    2  0.1014 0.05069  0.0884 0.9157 
Residuals 24 13.7617 0.57340 
                
Analysis of Variance Table – Variety~Gender 
 
Response: Logit8 
          Df  Sum Sq Mean Sq F value Pr(>F) 
Gender     1  0.0402 0.04024  0.0728 0.7895 
Residuals 25 13.8228 0.55291        
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Figure 10. Two-factor ANOVA tables shows the interaction between the Final 

Exam, Gender, and Courses for the response variable Variety (Logit8) 

 

This interaction makes this a complicated model and is only significant with a 

significance level of 0.10, since the p-value is 0.054.  The Adjusted R-squared value for 

this model was only 0.11.  The only two factors not blocked by class were the factors of 

the year group and the number of previous statistics courses, since it was far too 

unbalanced; these two one-way ANOVAs did not produce any significant main or 

interaction effects.  The linear model showing both the main and interaction effects of 

the class and the final exam grade, has and adjusted R-Squared of -0.042.  This means 

that this is not a very good model, and cannot account for any percentage of the variation 

in the model.  The null hypothesis that is being tested with the ANOVA is that there is 

no variation in the means of each treatment.  The alternative hypothesis is that there is at 

least one treatment mean that is different.  The ANOVA model did have one marginally 

significant effect:  the interaction between the Exam Grade and the Class with a p-value 

equal to 0.09.   After several iterations of testing different combinations of factors, I used 

Analysis of Variance Table 
 
Response: Logit8 
            Df  Sum Sq Mean Sq F value  Pr(>F)   
Exam2        1  0.5899 0.58989  1.2526 0.27460   
Class        1  0.4993 0.49929  1.0602 0.31387   
Exam2:Class  1  1.9428 1.94277  4.1255 0.05395 . 
Residuals   23 10.8311 0.47092                   
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
  
Analysis of Variance Table 
 
Response: Logit8 
              Df  Sum Sq Mean Sq F value Pr(>F) 
Courses        2  0.1014 0.05069  0.0937 0.9109 
Class          1  1.0336 1.03357  1.9103 0.1808 
Courses:Class  1  0.8251 0.82510  1.5250 0.2299 
Residuals     22 11.9030 0.54105                
Analysis of Variance Table 
 
Response: Logit8 
             Df  Sum Sq Mean Sq F value Pr(>F) 
Gender        1  0.0402 0.04024  0.0774 0.7833 
Class         1  0.4863 0.48635  0.9357 0.3434 
Gender:Class  1  1.3824 1.38238  2.6597 0.1165 
Residuals    23 11.9541 0.51974     
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the step() function in R, which is a model search function, to try to find the best model 

possible ( See Figure 11). 

 

Figure 11. Results of ANOVA on the optimized model of the Logit8 response 

variable 

One important detail from the model created is that the optimized model does not 

have anything more than a two-factor interaction.  This will be important when creating 

a new experiment based on the pilot study outlined below.  The first statistic we looked 

at was the Adjusted R-squared that has a value of 0.39.  This model is significantly 

better than the first model since it is accounting for approximately 39% of the variation.  
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The ANOVA table shows two significant interactions with the final exam grades 

(Exam2) and Class as well as a statistically significant difference in the interaction of 

number of courses taken (Courses) and Gender with p-values of 0.06 and 0.007 

respectively.  The summary of the linear model goes further into detail of each treatment 

level, showing significant results with the main effect of QC participants and interaction 

effects QC students and Year Group (YrGrp), Low Exam scores and three or more 

courses and males with three or more courses.  The problem with this model is that it 

changes drastically when just one term is deleted from the model, which is a sign of 

multicollinearity.  Section 5.1.3 discusses this problem in more detail.   

Although the initial hypothesis for this research was that we were going to see a 

clear difference between the QC students and the MAU students, a far more complicated 

interaction of several effects is affecting the variety since main effects are not 

significant, but interaction effects are significant.    So far, the data is suggesting that the 

class may not be the difference, but there may be high-level thinkers and low-level 

thinkers in each class that cannot clearly be defined by a certain attribute. 

5.1.2 Impacts on volume 

The second response variable of Volume takes on a normal distribution as shown 

below in the quantile-to-quantile plot and the histogram in Figure 5, and is validated 

with a Shapiro-Wilk test for normality (p-value = 0.67).  Again, this is part of the 

exploratory analysis to get an initial look at what the data looks like to see if there are 

trends visible just by looking at charts and elementary descriptive statistics such as 

means, medians, and standard deviations.  The boxplots for the Volume by each factor is 

in Figure 13. 
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Figure 12.  Q-Q plot and histogram of the Volume for visual test of normality 

 

 

Figure 13.  Boxplots of Volume of Steps taken by each factor of interest collected 

during the pilot study 

Based on the visual analysis of the boxplots, the median values appear to be very 

similar.  The biggest differences in variance are in the number of previous statistics 
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courses taken MAU and QC.   The statistics for volume by each student attribute is in 

Table 18.   

Table 18.  Statistics for volume by student attribute 

 

By Class By Year Group 

By 

Gender By Courses 

By Final 

Exam 

 

MAU QC 

FR/ 

SO JR 

SR/ 

GR F M 1 2 ≥3 High Low 

N 17 10 7 16 4 10 17 11 7 9 11 16 

Mean 7.8 7.6 7.3 8.1 7.1 7.3 8.0 7.7 8.0 7.6 7.5 8.0 

StDev 1.6 1.3 1.5 1.4 1.7 1.6 1.4 1.7 1.5 1.4 1.6 1.4 

Min 5.1 5.1 5.1 5.1 5.1 5.1 5.1 5.1 5.1 5.1 5.1 5.1 

Med 7.9 7.6 7.6 8.0 7.0 7.6 7.9 7.6 8.4 7.6 7.3 7.9 

Max 10.9 9.5 9.5 10.9 9.1 9.5 10.9 10.9 9.7 9.5 9.7 10.9 

 

The interaction plots based on Class (MAU or QC), shown in Figure 14, shows that 

there may be a significant interaction in the final exam grade and class as well as the 

gender and the class. 

 

Figure 14.  Interaction Plot of Volume by Class (MAU and QC) 

  The factors with only two levels can be assessed by looking at the Student’s t-test 

first.  The levels of gender, final exam grades, and class all have p-values greater than 
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0.1, so the null hypothesis that there is no significant difference in the mean volume of 

steps taken is not rejected for any of these factors (See Figure 15).   Additionally, the  

ANOVA assessing each variable at a time had no significant effects ( See Figure 16).  

From these two analyses, there is not a significant main effect when modeled 

individually; however, the interaction plots show that there is a possible significant 

interaction effect.  The initial analysis had only Volume as the response factor; however, 

a post-hoc test of the assumptions showed that the residuals were not normally 

distributed.  After changing the response variable by taking the natural logarithm of the 

Volume, the residuals met the assumptions needed for the model for both normality and 

equal variances using the Shapiro-Wilk test for Normality and the Bartlett test for 

homogeneity of variances.   

 

Figure 15.  Two-sample t-tests for Gender, Exam Grade (Exam2), and Class shows 

no significant factors for the response variable of Volume 

 

 Welch Two Sample t-test 
 
data:  Volume by Gender  
t = -1.1245, df = 17.303, p-value = 0.2761 
alternative hypothesis: true difference in means is not equal to 0  
95 percent confidence interval: 
 -1.9890690  0.6047215  
sample estimates: 
mean in group F mean in group M  
       7.325256        8.017430  
 
 
 Welch Two Sample t-test 
 
data:  Volume by Exam2  
t = -0.7861, df = 19.661, p-value = 0.4412 
alternative hypothesis: true difference in means is not equal to 0  
95 percent confidence interval: 
 -1.7543328  0.7947779  
sample estimates: 
mean in group High  mean in group Low  
          7.476757           7.956534  
 
 
 Welch Two Sample t-test 
 
data:  Volume by Class  
t = 0.3257, df = 22.404, p-value = 0.7477 
alternative hypothesis: true difference in means is not equal to 0  
95 percent confidence interval: 
 -1.008359  1.384528  
sample estimates: 
mean in group MAU  mean in group QC  
         7.830730          7.642646  
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Figure 16.  ANOVA tables model the Volume against each factor 

Since the interaction plots show that there may be some significant interactions, and 

the initial hypothesis was that there would be a significant difference in the overall style 

between MAU and QC, the ANOVAs in Figure 17 show the interaction between Class 

and the Final Exam grade, Courses, and Gender.  The interaction between the Gender 

and Class is marginally significant at a p-value of 0.08, however the Adjusted R-squared 

value for this model is only 0.09, and does not have very strong predictive power.    

Assessing the ANOVA that looked at all main effects and all interaction effects of 

all the variables yielded significant interactions for the year group and number of courses 

taken (p-value = 0.03) and the interaction of class and gender (p-value = 0.01).  

However, the linear model used for this analysis had an adjusted R-squared value of 

0.40, which is better than the results for the variety of steps taken.  After using the step() 

function to create a new model, the new ANOVA and summary of the linear model has 

Analysis of Variance Table  - Volume~Class 
 
Response: log(Volume) 
          Df  Sum Sq  Mean Sq F value Pr(>F) 
Class      1 0.00181 0.001814  0.0421 0.8391 
Residuals 25 1.07666 0.043066  
 
               
Analysis of Variance Table- Volume~Exam Grade 
 
Response: log(Volume) 
          Df  Sum Sq  Mean Sq F value Pr(>F) 
Exam2      1 0.03122 0.031224  0.7454 0.3961 
Residuals 25 1.04725 0.041890  
               
Analysis of Variance Table- Volume~Year Group 
 
Response: log(Volume) 
          Df  Sum Sq  Mean Sq F value Pr(>F) 
YrGrp      2 0.11041 0.055207  1.3687 0.2736 
Residuals 24 0.96806 0.040336 
                
Analysis of Variance Table- Volume~Courses 
 
Response: log(Volume) 
          Df  Sum Sq  Mean Sq F value Pr(>F) 
Courses    2 0.00966 0.004831  0.1085 0.8976 
Residuals 24 1.06881 0.044534 
                
Analysis of Variance Table- Volume~Gender 
 
Response: log(Volume) 
          Df  Sum Sq  Mean Sq F value Pr(>F) 
Gender     1 0.06017 0.060171  1.4772 0.2356 
Residuals 25 1.01830 0.040732                
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better results with an adjusted R-squared value of 0.51, an increase of over 0.15 from the 

original model.  This formula is able to account for about 51% of the variation in the 

response.   The ANOVA shows a marginally significant main effect for gender (p-value 

= 0.08), as well as statistically significant interaction effects of year group and courses 

(p-value = 0.02), year group and gender (p-value = 0.01), and courses and gender (p-

value = 0.01).   

 

Figure 17.  Two-factor ANOVA tables shows the interaction between the Final 

Exam, Gender, and Courses for the response variable Volume 
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Figure 18.  ANOVA tables for the response variable Volume shows several 

significant interactions 

 

 > anova21=lm(formula = log(Volume) ~ Class + Exam2 + YrGrp + Courses + 
Gender +  
+   Class:YrGrp + Exam2:YrGrp + Exam2:Courses + YrGrp:Courses +  
+   YrGrp:Gender + Courses:Gender) 
> anova(anova21) 
Analysis of Variance Table 
 
Response: log(Volume) 
               Df  Sum Sq  Mean Sq F value   Pr(>F)    
Class           1 0.00181 0.001814  0.0894 0.771089    
Exam2           1 0.03140 0.031403  1.5477 0.241847    
YrGrp           2 0.09994 0.049968  2.4627 0.135015    
Courses         2 0.01181 0.005906  0.2911 0.753588    
Gender          1 0.01630 0.016300  0.8034 0.391155    
Exam2:YrGrp     2 0.02859 0.014295  0.7045 0.517321    
Exam2:Courses   2 0.08609 0.043044  2.1214 0.170612    
YrGrp:Courses   2 0.17281 0.086407  4.2586 0.045933 *  
YrGrp:Gender    2 0.32047 0.160234  7.8972 0.008757 ** 
Courses:Gender  1 0.10635 0.106345  5.2412 0.045062 *  
Residuals      10 0.20290 0.020290                     
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1  
> summary(anova21) 
 
Call: 
lm(formula = log(Volume) ~ Class + Exam2 + YrGrp + Courses +  
    Gender + Class:YrGrp + Exam2:YrGrp + Exam2:Courses + YrGrp:Courses 
+  
    YrGrp:Gender + Courses:Gender) 
 
Residuals: 
     Min       1Q   Median       3Q      Max  
-0.21570 -0.01701  0.00000  0.01726  0.21570  
 
Coefficients: (5 not defined because of singularities) 
                          Estimate Std. Error t value Pr(>|t|)     
(Intercept)                2.03414    0.10072  20.195 1.95e-09 *** 
ClassQC                   -0.05954    0.14244  -0.418  0.68477     
Exam2Low                  -0.21570    0.17446  -1.236  0.24456     
YrGrp2                    -0.69014    0.21759  -3.172  0.00996 **  
YrGrp3                    -0.79716    0.35133  -2.269  0.04665 *   
Courses2                  -0.40584    0.17446  -2.326  0.04232 *   
Courses3 or more           0.83587    0.27889   2.997  0.01341 *   
GenderM                    0.22831    0.17446   1.309  0.21992       
Exam2Low:YrGrp2            0.50000    0.21759   2.298  0.04441 *   
Exam2Low:YrGrp3            0.92480    0.29652   3.119  0.01090 *   
Exam2Low:Courses2         -0.19671    0.20560  -0.957  0.36126     
Exam2Low:Courses3 or more -0.50238    0.19287  -2.605  0.02628 *   
YrGrp2:Courses2            1.08112    0.31316   3.452  0.00620 **  
YrGrp2:Courses3 or more   -0.55986    0.27889  -2.007  0.07248 .   
YrGrp2:GenderM             0.38350    0.23977   1.599  0.14080     
YrGrp3:GenderM            -0.59656    0.22522  -2.649  0.02437 *   
Courses2:GenderM          -0.49813    0.21759  -2.289  0.04506 *   
 
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1  
 
Residual standard error: 0.1424 on 10 degrees of freedom 
Multiple R-squared: 0.8119, Adjusted R-squared: 0.5108  
F-statistic: 2.697 on 16 and 10 DF,  p-value: 0.05784  
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5.1.3 Problems with selected models 

The problem with both of these ANOVAs is that there is multicollinearity.  

Multicollinearity occurs when factors that can predict each other are highly correlated.  

One of the main problems caused by multicollinearity is that the least squares estimates 

of the factors will have inflated variances  Most software packages will be able to check 

for a variance inflation factor (VIF) that will detect multicollinearity.  Anytime there is a 

VIF greater than 1.0, there is multicollinearity (Mansfield & Helms, 1982).  In the above 

ANOVAs for both Volume and Variety, nearly all the factors have a VIF greater than 

3.0, with some having a VIF of infinity.  For example, in general, based an individual’s 

year group, someone may be able to guess approximately how many statistics classes 

that a person may have had.  Additionally, there is a correlation between the year groups 

and the level class (Level 1 or Level 2) that a student may be in since the Level 2 class 

has prerequisites that include taking the Level 1 course.    

A.C. Harvey wrote, “Multicollinearity is a problem of degree rather than kind” 

meaning, there will usually be multicollinearity in observational studies like this one, but 

the degree to which it exists will vary.   Harvey also further specified that 

multicollinearity does not mean there is evidence of model misspecification (Harvey, 

1977).  Crawley also emphasized that if a factor is statistically significant or close to 

being statistically significant, then it is worth including in a larger scale experiment with 

repetitions with proper blocking (Crawley, 2007).  A well-designed experiment based on 

this pilot study will also mean that the data will be balanced and factors can be fixed at 

any number of levels as long as there are enough repetitions.  There seems to be some 

confounded, or lurking, variable that was not collected during the study that may be 

better able to identify experience level other than year group or class level.  My 

hypothesis is that experience from either jobs or internships may have had an impact on 

how well the subjects performed on the tests and the behavior that resulted. 

Despite the multicollinearity, there is also predictive power in the models created.  

The two plots in Figure 19 show the fitted values for each model used for the above 

ANOVA models against the actual values for both the Volume and Variety metrics.    
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Figure 19.  Scatterplots of the actual values versus the fitted values of the ANOVA 

models show that there is predictive power in the models despite the 

multicollinearity 

 

5.2 Analysis of behavior  

To analyze behavior, the sequential analysis describes the sequence of data analysis 

decisions made by each subject.  It uses the Markov model paradigm as framework for 

description of the behavior of subjects or groups of subjects. 

5.2.1 Sequential analysis and group comparisons 

The groups of commands in Table 14 are further broken down in three categories of 

analysis that include exploratory analysis, advanced methods, and data manipulation.  

The background of these three methods is outlined in Section 2.4. 
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Figure 20.  Three types of analysis steps that a subject may take when analyzing 

data 

Each participant also has a certain probability of moving from any one type of step 

to another.  For example, someone can start the exercise and go to an exploratory step, 

move to data manipulation by creating a new variable, then try an advanced method like 

regression analysis.  After up to thirty minutes of going through these steps, they will 

end the exercise.  The participants can also stay on the same type of step for several 

commands and then move in any order among the three types of analysis steps.  Figure 1 

is a Markov state transition diagram of the different steps a subject could take during the 

thirty-minute exercise.   The “End” state is the absorbing state, since once an individual 

ended the exercise (or was forced to end the exercise after thirty minutes), there was no 

way to go to any other state.   The states of “Exploratory Analysis”, “Advanced 

Methods”, and “Data Manipulation” are all recurrent states, since an individual can 

move to any other state or stay in the same state.  “Start” is a transient state since an 

individual can go to any of the recurrent states, but an individual cannot stay in the 

“Start” state and no one can return to the “Start” state after they leave it.  
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Figure 21.  The Markov transition diagram shows the possible sequence of steps a 

participant could take during the exercise 

The result of counting the number of times all of the participants from a particular 

group transition from one particular step to another will be a matrix that looks like the 

one shown in Table 19.   Subjects in MAU went from starting the exercise to an 

exploratory step sixteen times.  Also, there were thirty-five times when students in the 

Level 1 course went from an advanced step to another advanced step.   

Table 19.  Matrix of the transitions made by all MAU students 

MAU Students Advanced Exploratory Manipulation End Total 

Start 0 16 1 0 17 

Advanced 35 21 7 7 70 

Exploratory 27 79 22 9 137 

Manipulation 8 21 28 1 58 

      282 
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Once the counts of each transition are tallied, the probability of each step can be 

calculated.  To do this, all that must be done is to take the count of a certain block (like 

going from an exploratory step to an advanced step) and divide it by the total number of 

exploratory steps taken.  This will result is twenty-seven divided by 137, which would 

give a 0.20 probability of going from an exploratory step to an advanced step.  Notably, 

all of the probabilities in each row will sum to one, otherwise there is an error.  The 

transition probability matrix for the MAU participants is shown in Table 20. 

Table 20.  Matrix displaying the probability of moving from one type of step to the 

next type of step, Level 1 students 

MAU Students Advanced Exploratory Manipulation End Total 

Start 0.00 0.94 0.06 0.00 1 

Advanced 0.50 0.30 0.10 0.10 1 

Exploratory 0.20 0.58 0.16 0.07 1 

Manipulation 0.14 0.36 0.48 0.02 1 

 

However, looking at one Markov Chain may not be good enough.  The next goal 

after getting the counts of each transition is to divide the students into groups - for 

example, comparing the Markov Chains of the MAU students to those of the QC 

students.  First, a visualization of the charts can be seen in a butterfly chart, where there 

is a side-by-side comparison of the probabilities of each step.  From here, the steps of 

“End” to any step and any step to “Start” are deleted since they are equal to zero.  From 

the butterfly chart in Figure 22, the most prominent disparity is between the percentage 

of QC participants who started and went straight to an advanced step and the percentage 

of the MAU students who went straight to an exploratory step from the start.   
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Figure 22.  Butterfly Chart shows that the more advanced students in the QC 

(Level 2) course have a higher probability of going from starting with an advanced 

steps as opposed to doing an exploratory analysis first 

Another way to display this type of data is to use a radar chart (also called a spider 

chart or a star chart).  Figure 23 below shows the same data in Figure 22, with the 

probability of each transition sorted from lowest to highest for students in the Level 1 

course.     Just as in the butterfly plot, this plot shows where there is a difference in the 

transition probabilities of the two classes.    These are just two ways to show the same 

information and it is up to the analyst which method he or she prefers.   
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Figure 23.  This radar plot shows the differences in the probability of each 

transition for both Level 1 (MAU) and Level 2 (QC) participants 

Using the chi-squared test for independence outlined in Chapter 3, is a way to show 

if there is a statistically significant difference between two Markov transition matrices.  

Displayed below are the calculations made in an Excel spreadsheet.   In Table 21, the 

chi-squared value for the comparison of the two matrices is 17.74.  The critical value of 

the chi-squared distribution with a significance level of 0.05 and 20 degrees of freedom
1
  

is 31.41 – this is the critical value for all comparisons made, since all the matrices are the 

same size.  Finally the p-value is 0.60, suggesting that the null hypothesis that there is no 

difference between the two matrices should not be rejected. 

 

 

                                                 
1
 The degrees of freedom is calculated by the formula                   
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Table 21.  Table showing the calculations for the Chi-Squared comparison of two 

matrices 

 

 This comparison was done for the following groups 

1) Class Level – Level 1 versus Level 2 

2) Gender – Male versus Female 

3) Final Exam Grade – Above the Mean versus Below the Mean 

4) Number of Statistics Courses Taken – Less than or equal to two versus Greater 

than two 

5) Year Group – Freshmen/Sophomores/Juniors versus Seniors/Graduate Students 

 

Of all the comparisons performed, the only one that yielded statistically significant 

results was the comparison by year group.  The chi-squared value for this comparison 

was 40.64, which is larger than the critical value of 31.41.  The p-value for this 

comparison is 0.004, so the null hypothesis is rejected.  Below is the butterfly plot 

showing the bar graph comparison of the two groups. 
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Figure 24.  The butterfly plot shows that there are large differences in the 

transitions taken by the more and less senior students, since the plot is 

asymmetrical 
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Table 22.  P-values of each comparison of Markov chains using chi-squared method 

Comparisons P-Value 

Class Level  

(MAU/Level 1 vs. QC/Level 2) 
0.604 

Gender  

(Male vs. Females) 
0.972 

Number of Statistics Courses  

(Less than 3 vs.  Greater than or equal to 3) 
0.245 

Final Exam Grade 

(Above Mean vs. Below Mean) 
0.762 

Year Group 

(Fr/So/Jr vs. Sr/Grad) 
0.004 

 

The problem with this particular Chi-Squared analysis is that it does not meet one of 

the assumptions, which requires every cell to have an expected count of five.   This is 

what makes creating a full-scale experiment so crucial to this research.  This will ensure 

that the analysis used for these types of problems will meet all the proper assumptions 

for the results to be valid.   

5.2.2 Clustering Markov chains by individual behaviors 

To try to find groups within the individual Markov Chains, there were two 

different methods used.  The first method was through hierarchical clustering using 

Ward’s method outlined in Section 3.3.    The dendrogram of the Markov Chains is in 

Figure 25.   
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Figure 25.  This hierarchical cluster dendrogram clustered all twenty-seven 

subjects into four groups based on each individual’s behavior while analyzing the 

open-ended problem 

After creating the dendrogram using the hclust() command, R will also create k 

clusters.  Figure 25 has four clusters, specified in the R code, and sixteen of the twenty-

seven participants fall into one cluster. Table 23 shows the smallest cluster with the 

identifiers of MAU17 and QC15.   The similarities that stand out are that both these 

subjects started the exercise, a probability of going from a manipulation state to and 

exploratory state of 0.38, and a probability of going from a exploratory state to a 

manipulation state.  To confirm that these two students have similar transition matrices, I 

used the Chi-Squared test.  With a p-value of 0.99, the null hypothesis that there are no 

differences between these two subject’s behaviors cannot be rejected.   
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Table 23.  Markov chains for two subjects in the same clusters show some 

similarities 

MAU17 Advanced End Exploratory Manipulation 

Advanced 0.25 0.00 0.50 0.25 

Exploratory 0.20 0.10 0.50 0.20 

Manipulation 0.13 0.00 0.38 0.50 

Start 0.00 0.00 0.00 1.00 

     

QC15 Advanced End Exploratory Manipulation 

Advanced 0.33 0.17 0.00 0.50 

Exploratory 0.40 0.00 0.40 0.20 

Manipulation 0.25 0.00 0.38 0.38 

Start 0.00 0.00 0.00 1.00 

 

Some of the other similarities I found after looking more in depth into both of these 

participants’ profiles include that both have had fewer than three courses in statistics, 

they both had similar grades on their final exams, and their volume and variety was 

nearly the same, with both have six different varieties of methods used.  These two 

subjects will be compared again in the qualitative assessment when looking at the Word 

document submissions and the ratings that each rater gave.1  Likewise, both of these 

participants were not successful in detailing information found in the data set that would 

have been helpful to the business.  It is possible these two participants spent too much 

time trying to manipulate the data by making subsets, that they could not find a big 

picture view of the data and the information within to share with the company.  Starting 

with a manipulation, as opposed to graphically looking at all the data first in an 

exploratory analysis seems to take away some of the effectiveness of each participants’ 

analysis. 

The second cluster from the left contains three participants from the same course:  

QC33, QC20, and QC36.  Table 24 shows the three participants’ transition matrices as 

well as highlights in the areas that all three are similar.  My initial hypothesis was that 

                                                 
1
 The Word document submissions and ratings are described in detail in Chapter 6. 
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QC20 and QC36 would have more similarities since they are both at the same height in 

the dendrogram, while QC 33 is slightly higher, which means there are going to be more 

differences.  QC20 and QC36 do have more in common since they both have advanced 

to exploratory steps, which correspond to these two participants being in the same 

cluster.  However, looking at the three together shows that the only transition that each 

of these participants had completely in common was starting with an advanced step.     

Table 24.  Markov chains from the second cluster in the dendrogram 

QC33 Advanced End Exploratory Manipulation 

Advanced 0.67 0.00 0.17 0.17 

Exploratory 1.00 0.00 0.00 0.00 

Manipulation 0.00 0.33 0.00 0.67 

Start 1.00 0.00 0.00 0.00 

 
    

QC20 Advanced End Exploratory Manipulation 

Advanced 0.88 0.06 0.06 0.00 

Exploratory 0.25 0.00 0.75 0.00 

Manipulation 0.00 0.00 0.00 0.00 

Start 1.00 0.00 0.00 0.00 

 
    

QC36 Advanced End Exploratory Manipulation 

Advanced 0.00 0.00 1.00 0.00 

Exploratory 0.00 0.20 0.80 0.00 

Manipulation 0.00 0.00 0.00 0.00 

Start 1.00 0.00 0.00 0.00 

 

All three of these participants were in the Level 2 class, Quality Control, and all 

have taken three or more statistics courses.  Additionally, all the participants were from 

the Industrial and Systems Engineering Department and all three were seniors or 

graduate students.  However, QC33 was the only participant of the three to score below 

the mean on the final exam, and was the only one to receive a 2 (out of 3) as a rating by 

the teacher of the Quality Control course.  Looking further into the specific steps taken, 
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derived from the initial split of eight different groups, there are more similarities 

between QC20 and QC36 shown in Table 25.  Both of these participants started with a 

Time Series Analysis and then stayed on steps that produced visualization.   

Table 25.  These tables compare a more detailed account of the steps that subjects 

QC33 and QC36 took during the exercise 

QC33 
 

QC36 

Start TimeSeries  Start TimeSeries 

TimeSeries TimeSeries  TimeSeries Visual 

TimeSeries Visual  Visual Visual 

Visual TimeSeries  Visual Visual 

TimeSeries TimeSeries  Visual Visual 

TimeSeries TimeSeries  Visual Visual 

TimeSeries TimeSeries  Visual End 

TimeSeries Subset    

Subset Subset    

Subset Subset    

Subset End    

 

However, Table 26 shows QC20 has much more volume and variety of steps using 

quality control methods, time series analysis, exploratory steps, and statistical 

inferences.  This subject’s submission received the highest rating of 3 from the course 

teacher and has far more variety and volume. Interesting enough, most of the steps taken 

are advanced methods, and less time on exploratory methods besides getting descriptive 

statistics.  However, the main differences come when QC33 starts manipulations, while 

QC20 and QC36 have more exploratory steps.  Again, all these ratings will be explained 

in detail in the section on the qualitative analysis.  
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Table 26.  Participant QC20 skipped to an advanced step but tried several different 

methods to analyze the data with positive results  

QC20 

Start QControl 

QControl Inference 

Inference TimeSeries 

TimeSeries TimeSeries 

TimeSeries TimeSeries 

TimeSeries TimeSeries 

TimeSeries Descriptive 

Descriptive Descriptive 

Descriptive Visual 

Visual Visual 

Visual QControl 

QControl QControl 

QControl Regression 

Regression Regression 

Regression Inference 

Inference Inference 

Inference TimeSeries 

TimeSeries TimeSeries 

TimeSeries Inference 

Inference QControl 

QControl End 

 

The third cluster, that includes MAU10, MAU48, MAU15, MAU14, MAU49, and 

QC19 all started with an exploratory step, so it appears that the hierarchical clustering 

first matched up the most similar pairs of participants and then continued from there.  

Using just two clusters, the dendrogram clusters together participants who started with 

an exploratory step and those that did not start with an exploratory step.  The Table 27 

shows the first step every subject took when starting the Web Visitors exercise.   
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Table 27.  Nearly every participant started the exercise with an exploratory step 

ID Year Courses Exam2 First Step 

MAU01 JR 1 High Exploratory 

MAU02 JR 1 High Exploratory 

MAU07 SO 3 or more Low Exploratory 

MAU08 JR 1 Low Exploratory 

MAU10 JR 2 Low Exploratory 

MAU14 JR 1 Low Exploratory 

MAU15 SO 2 High Exploratory 

MAU17 SO 1 High Manipulation 

MAU20 JR 1 Low Exploratory 

MAU21 JR 1 Low Exploratory 

MAU23 FR 1 Low Exploratory 

MAU32 JR 2 High Exploratory 

MAU36 JR 2 High Exploratory 

MAU45 SO 1 Low Exploratory 

MAU48 FR 1 Low Exploratory 

MAU49 JR 2 Low Exploratory 

MAU51 SO 1 High Exploratory 

QC07 JR 3 or more High Exploratory 

QC11 GRAD 3 or more High Exploratory 

QC15 JR 2 Low Manipulation 

QC19 JR 3 or more High Exploratory 

QC20 SR 3 or more Low Advanced 

QC28 JR 3 or more Low Exploratory 

QC29 JR 2 Low Exploratory 

QC31 JR 3 or more Low Exploratory 

QC33 GRAD 3 or more Low Advanced 

QC36 SR 3 or more High Advanced 

 

5.3 Summary 

The quantitative analysis of the data obtained from this pilot study exposed that 

there was not a clear difference between the MAU and QC students, or even beginner 

and more advanced students.  What this research has uncovered is that there seems to be 

high-level and low-level thinkers within each group of students with a confounded 

variable that still needs defined.  With multicollinearity present in this analysis, a larger 
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and more balanced experiment with a greater contrast in experience levels will make 

these relationships more prominent.  
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6. Qualitative Analysis of Novice Work 

6.1 Textual analysis of submissions 

In addition to each Minitab project submission, each participant also submitted a 

Word document that contained the details that each participant thought were important 

or interesting that could potentially help the company’s website.    After recording the 

size (in kilobytes), I used Microsoft Word’s spelling and grammar check to obtain data 

about the submission. From the grammar and spelling check, I retrieved the word count, 

average number of words per sentence, and readability statistics that include the Flesch 

Reading Ease rating as well as the Flesch-Kincaid grade level rating.  The Flesch-

Kincaid grade level rating is the most commonly used readability statistic (others include 

FOG or SMOG).  The grade level ratings are used to quantify how difficult or easy it is 

to understand a passage.   

Additionally, I went through each submission individually to record different 

characteristics of the file including the number of different ideas used, the number of 

graphs used, the number of different statistical ideas used, as well as a record of the 

different methods used in the submission.  Table 28 shows the summary statistics for the 

metrics collected from the Microsoft Word grammar check by Gender and Courses.  A t-

test found that there are no statistically significant differences between the two classes’ 

means or the Year Groups’ means of each metric at a 0.05 significance level.  Gender 

had significant differences in the number of Word ideas and number of graphs used in 

submissions, while the differences in courses (fewer than three versus three or more 

courses) had significant differences in the Reading Grade Level, words per sentence, and 

Reading Ease metrics.  On average, the women in this study had more ideas and added 

more graphs to their submissions than males, and the students with fewer statistics 

courses had a higher reading grade level and words per sentence.  On the other hand, the 

students with more courses had a higher Reading Ease level.  What is interesting is that 

students would have a higher Reading Grade Level but lower Reading Ease metric.  This 

may be in part because writing at a higher level is not always easier to read.  Although 

these metrics do not mean much, they will take on more meaning when random forest 
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classification decides which metrics were the most important based on the person 

reviewing the submission. 

Table 28.  Summary of the Word grammar check metrics yielded differences in 

means for metrics in Courses and Gender with significant differences based on the 

Student’s t-test highlighted in yellow 

  

Comparison of 

Gender 

Comparison of 

Courses 

  

F M ≤2 ≥3 

Word ideas 
Mean 3.70 2.41 3.06 2.56 

St. Dev 1.42 1.06 1.47 1.01 

Number of  Stat 

Methods 

Mean 3.20 2.06 2.56 2.33 

St. Dev 1.55 1.09 1.50 1.12 

Number of Graphs 
Mean 2.60 0.35 1.44 0.67 

St. Dev 2.88 0.79 2.48 1.00 

Reading Grade Level 
Mean 12.23 10.11 11.47 9.76 

St. Dev 4.35 2.13 3.23 3.09 

Word Count 
Mean 167.00 95.10 124.60 116.00 

St. Dev 101.50 47.90 77.80 85.60 

Sentences 
Mean 5.30 4.71 5.06 4.67 

St. Dev 3.20 2.31 2.80 2.40 

Words/sentence 
Mean 22.80 19.59 22.11 18.11 

St. Dev 9.37 5.92 7.09 7.62 

Flesch Reading Ease 
Mean 47.60 55.94 52.06 54.44 

St. Dev 20.87 10.17 16.95 11.70 

 

6.2 Qualitative criteria for assessment 

After collecting readability statistics for each submission, it was also important to 

assess how the overall quality of each submission.  Three different raters rated the 

submissions twice based on how well the person was able to analyze the data and 

provide useful information to the business.  Rater 1 is the professor of the course for 

both MAU and QC who conducted the experiment at Rensselaer Polytechnic Institute.  

Rater 2 is a professor at Dartmouth Tuck School of Business, teaching subjects such as 

Data mining and Operations Research to graduate level students.  Rater 3 is master’s 

candidate in the Industrial and Systems Engineer Department at Rensselaer Polytechnic 
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Institute.   The rubric required each rater gave a business analysis rating on a scale of 1 

to 3, with 3 being the highest score, given to those who submitted a superior report that 

included guidance to the business that was relevant, interesting, and helpful to the 

business.  This means, that particular subject provided data and were able to not only 

interpret the data, but also communicate important information back to the business.   

The rating of 2, for the middle of the road submission, went to someone who may have 

had a little bit of interesting data for the business, but did not provide any analysis of 

how the business may be able to use this data.  The lowest rating of 1 was given to a 

subject if the rater felt that the submission only provided statistics or graphics with no 

additional analysis of how or why these were useful.  Although this seems like an easy 

task, when there are three different raters doing this separately, it can be difficult to get 

ratings to agree.    

Using an attribute analysis agreement, I was able to compare the ratings of the 

three raters, as well compare the repeatability, or consistency, of three of those rates who 

rated the submissions more than once.  These attributes assessments are a way to look 

for agreement among multiple raters who are assessing something that is subjective in as 

opposed to an objective measurement, such as the volume or variety. Similar problems 

involve a beer or wine tasting, assigning good or bad ratings to television shows, or even 

a psychologist giving a diagnosis to a patient.  In general, the more agreement among the 

raters, the easier it is to define and assess what a “success” or “failure” should look like. 

During the first rating, the three raters would look at each submission in whatever 

way they felt comfortable.  They would then give the submission a business analysis 

rating.  During this first round of ratings, there was the strongest agreement between 

raters two and three, with 71% agreement out of 28 submissions.
1
  The two more 

experienced raters matched ratings only 50% of the time.  For the second round of 

ratings, each evaluator received a randomized list of the written submissions from the 

experiment.  This is to keep each person from reading these submissions in the same 

order as the first round and avoid a bias.  Rater 3, the least experienced, had the lowest 

                                                 
1
 Although there were originally 29 participants, one participant did not submit the Word document with 

the business analysis while another subject submitted a corrupt Minitab project file.   
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repeatability score of only 42%.  That means during the second round of ratings the rater 

only agreed with her own first round of ratings 12 times out of 28.  Although there was a 

set rubric for giving a rating, it appears that each rater had a different idea of what a 

successful submission should look like or include.  It is important to note that the raters 

did not have any access to information about the overall style or the behaviors of the 

groups or individual subjects.  Additionally, although the raters knew the course that the 

subjects were in based on the identification scheme (i.e. QC29 or MAU17); the raters 

did not have knowledge of the subjects’ personal attributes, such as gender, number of 

statistics courses, major, year group, or final exam grade during the ratings. 

6.3 Examples of submissions 

There were a few instances where all raters agreed on the score for the participants 

review.  Below is the submission of MAU01, a junior mechanical engineer, whom every 

rater agreed had a clear rating of 3. 

 

Figure 26.  MAU01’s Word document submission was rated as a three by all raters 

MAU01 

Web Visitors 

1. Significantly more visits to the web site occurred on Monday through Friday than on 
Saturday and Sunday. 

2. Saturday and Sunday also have higher bounce rates than Monday through Friday. 
Findings 1 and 2 indicate that the web site not only gets fewer visits on weekends, but 
also has fewer people look at more than one page, showing that the web site is less 
effective on weekends overall. 

3. Adding a Lowess Smoother to a plot of Total Page Views vs. Date shows a slight 
downward trend in Total Page Views from July to December. This could indicate either 
that visitors visit fewer pages on the web site during certain months, or that the total 
page views for the site are decreasing over time. With only one year of data to look at it 
cannot be determined which scenario could be valid. However either of these trends 
could indicate that the company may want to improve the website, either to increase 
the likelihood of visitors going to more pages during certain months, or to update the 
site in general so that the downward trend does not continue. 

4. Over the same time, Bounce Rate has a slight increase and TotalVisits has a slight 
downward trend. These indicate the same issue as above. Either that the website is 
becoming less attractive over time, or that it is less attractive to visitors during certain 
months. 



77 

 

 Some of the notes are that this participant was able to not only find information 

by exploratory analysis, but also used creativity with some of advanced methods such as 

a Lowess Smoother with a time series analysis.  Additionally, MAU01 did not just 

regurgitate the output that Minitab gave, and actually provided some interpretation of the 

results that he received and constructive information that the business can use to make 

positive changes to its web site.   When analyzing the data set, MAU01 had counts of 

twelve for volume of steps taken and three different varieties of methods.  MAU 01 also 

had the highest score on the final exam of Modeling and Analysis in Uncertainty, despite 

having taken just one statistics course.   Table 29 shows the Markov transition matrix 

that summarizes the behavior of MAU01.  This subject started with an exploratory 

analysis, and most of the transitions were staying on exploratory analysis, the advanced 

methods, or manipulations.  However, it is also common that after an exploratory 

analysis, he would perform a data manipulation and then an advanced method.  This is 

actually a great sequence of data analysis phases that allow this subject to get both a 

macro-and micro- view of what was happening in the data. 

Table 29.  MAU01’s Markov chain shows a progression of steps that helped lead to 

a successful analysis during the Web Visitors exercise 

MAU01 Advanced End Exploratory Manipulation 

Advanced 0.80 0.20 0.00 0.00 

Exploratory 0.00 0.00 0.75 0.25 

Manipulation 0.33 0.00 0.00 0.67 

Start 0.00 0.00 1.00 0.00 

 

The only other submission that received a rating of 3 from all the raters is MAU15.  

MAU15 was a sophomore chemical engineering major at the time of the experiment who 

had taken only two statistics courses and scored above the mean for the course final 

exam.  Her submission starts by discussing the descriptive statistics and uses boxplots to 

show her exploratory analyses.  She then uses advanced confirmatory analysis with t-

tests to make statistical inferences.  Beyond that, this user actually provides 

interpretation of the statistics that she provides and discusses not only what the data 

means, but also how the web site could be more effective and grab potential customers’ 
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attention.   Based on the submission of MAU15 and the final exam score, it appears that 

this subject not only not only understood the technical steps to data analysis, but also 

was able to make sound  judgments to round out her analysis, although there is very little 

creativity evident in her submission. 
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Figure 27.  MAU15’s Word document submission is thorough with exploratory and 

advanced methods clearly present with analysis and advice on the web site’s home 

page 

MAU15 

Web Visitors 

1. The mean of the average times (in seconds) spent on the website, without factoring the 
date or day of the week into account, is 109.79 plus or minus 61.32. 

2. Although, on average, there were 46.06 visits to the page per day (again, independent 
of day of the week), 57.647% of those visits were one page visits.  

3. 
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Based on this boxplot, it is clear that more people visited the website on the weekdays 
than the weekends.  

However, based on this boxplot, showing the average time spent on the website by the 
day of the week, 
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There wasn’t a large deviation in amount of time spent on the website from day to day. 

4) The deviation in website views categorized by days of the week can perhaps be 
explained by less people being on the web in general on the weekends due to being 
busy with more social gatherings (additional analysis on general web behavior based on 
week day will be needed to prove this theory).  

5) Based on the one sample t-test, testing bounce rate. Null hypothesis being that the 
actual bounce rate is zero vs the alternative which is that the bounce rate is actually 
greater than zero, with an alpha level of .5 gives us a probability of zero percent, which 
means that the null hypothesis must be rejected and the bounce rate is significant and 
not due to randomness.  
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The behavior style of MAU15 focuses on the exploratory steps before moving on to 

the more advanced methods with absolutely no data manipulation.  This subject had 

taken six total steps during the thirty-minute exercise using three different methods 

among the eight original groups of steps.   The focus on the exploratory steps is similar 

to MAU01’s behavior, but is different with time spent on the advanced confirmatory 

analysis and manipulations. 

Table 30.  Markov transitions for MAU15 shows a focus on the exploratory steps 

MAU15 Advanced End Exploratory Manipulation 

Advanced 0.00 1.00 0.00 0.00 

Exploratory 0.20 0.00 0.80 0.00 

Manipulation 0.00 0.00 0.00 0.00 

Start 0.00 0.00 1.00 0.00 

 

MAU23 is an example of a participant that received a rating of 2 from every rater.  

MAU23 is a freshman chemical engineer, who scored below the mean of the course final 

exam.  Furthermore, he only had one statistics course and used fourteen total steps 

during his thirty-minute analysis using five different methods.  MAU23 submitted the 

analysis in Figure 28.  Although this subject used exploratory and advanced methods, he 

merely restated the results of the statistics methods he used without providing and 

insight, creativity or judgments into the analysis that could potential help the business 

improve their web site.  Most of the data analysis that MAU23 provides could be useful 

if the subject could have provided a little more insight into what the data could 

potentially mean.  It is important that a young analyst not only learn these technical 

skills, but also that he or she be able to comprehend what they are doing instead of just 

following along blindly to a step-by-step analysis.    
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Figure 28.  MAU23 received a rating of two, consistently from every rater 

 

Table 31 shows the behavior pattern of MAU23 with a first step of an exploratory 

analysis.  This participant used very few advanced methods and spent most of his time 

going from one exploratory analysis.   

Table 31.  MAU23’s Markov chain shows the participant relying mostly on 

exploratory analysis methods 

MAU23 Advanced End Exploratory Manipulation 

Advanced 0.00 0.00 1.00 0.00 

Exploratory 0.09 0.09 0.64 0.18 

Manipulation 0.00 0.00 1.00 0.00 

Start 0.00 0.00 1.00 0.00 

 

QC28 is an example of a submission that that received a rating of just 1 from all the 

raters.  This junior who has taken three statistics classes, also scored below the mean on 

the course final exam.  Looking at this participant’s submission, there was little effort 

put into any analysis - merely restating a normality statistical inference and other 

statistics that are not related to each other.  This person has no analysis of results and 

does not use the information that he does have to make decisions about modeling the 

data or finding something interesting in the data that would be worthwhile to the 

business.  For instance, since this individual checked for autocorrelation, a possible next 

MAU23 

Web Visitors 

1.  There are less people visiting the site on Saturday and Sunday than any other day 
of the week.  However more time is spent on each page a person visits on the 
weekend.  The Average time spent on the website is modeled after an exponential 
decay function after a minute, this means that even though the mean is 109 
seconds, this value is too high and you should consider the medium as a more 
accurate representation of how long the average person spends on the site, 101.5 
seconds.  Because the Bounce site data is not trending does not mean that the data 
is irrelevant, there is a non-zero mean for this data and this leads to the conclusion 
that people visiting this site are more likely to continue sulfuring the web. 
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step would be to create a polynomial regression.  In addition, using the I-chart, or 

Individual’s Chart isn’t really a relevant or useful piece of information for the business, 

especially since the participant did not even state which variable he was testing.  The use 

of this control chart is most likely because it was a topic discussed during the Quality 

Control course, so the individual thought that he or she should include it in the business 

analysis submission.  It does, moreover, give a clear indication that although this 

participant understands some of the techniques for analyzing data, he still does not have 

a clear understanding of where and when to use them, or interpret the results into 

meaningful assessments. 

 

Figure 29.  QC28 received scores of one by all the raters assessing submissions due 

to lack of analysis and meaningful information  

 

QC28 took only eleven steps with five different methods during the thirty minutes, 

starting with an exploratory analysis and spending most of the time transitioning 

between exploratory and advanced analysis and exploratory to more methods that are 

exploratory.  Looking at the transition matrix in Table 32, I would have hypothesized a 

better outcome in the analysis, however, most of the advanced steps that this individual 

used, like quality control methods, statistical inferences, and an autocorrelation analysis, 

QC28 

Web Visitors 

1. The Bounce Rate appears to be normally distributed, but the other variables do 
not. 

2. The total visits appear to be bimodal, with a peak at around 23 and around 59 
visits per day. 

3. The total visits are very autocorrelated 

4. The I-chart essentially does hypothesis testing with a null hypothesis that each 
point is the same.  Only 4 points have this hypothesis rejected: observation 62, 
69, 160, and 167. 

5.  
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did not lead to any constructive data analysis or advice to improve the business’s web 

site.   

Table 32.  QC28’s transition matrix has a lot of variety, but still poor results 

QC28 Advanced End Exploratory Manipulation 

Advanced 0.25 0.25 0.25 0.25 

Exploratory 0.40 0.00 0.40 0.20 

Manipulation 0.50 0.00 0.50 0.00 

Start 0.00 0.00 1.00 0.00 

 

Although there are plenty of examples of submissions where all the raters agreed, 

some of the submissions received ratings from both ends of the spectrum.  Participant 

QC36 received a score of 3 from one rater, and scores of 1 from the other two raters.   

These are the examples that could potentially show what different rating schemes the 

raters had, despite having a set rubric.   QC36 was a senior industrial and management 

engineering major who score above the mean of the course final exam.     QC36 has also 

had four statistics courses taken at the time of this exercise.  Although there is not much 

information in this subject’s submission, he does provide sound advice about something 

that would help the business’s web page since it has a high bounce rate, which analysis 

has more to do with background knowledge on what the bounce rate for web sites 

typically looks like.   

 

Figure 30.  QC36 had very little data analysis but does offer some sounds advice to 

the business 

QC36 

Web Visitors 

1.  None of the variables appear to be changing over time, so nothing can be 
improving or becoming worse.   

2.  The bounce rate is very high, I would recommend that the company improve 
their home page to catch the attention of the visitor.   

3.  I don’t think that the information provided by Google Analytics is very useful 
in this example; more data in this case would be useful.   
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From the Markov transition matrix of QC36, he started with an advanced step then 

moves to exploratory analysis.   With only six steps taken during this subject’s analysis 

and two different kinds of steps used, there does not seem to be much effort put into the 

analysis.  Examples like this disagreement from the raters will be more prevalent during 

the clustering and classification process in the next section. 

Table 33.  The Markov transition probabilities for QC36 are focused in the 

advanced and exploratory phases of data analysis 

QC36 Advanced End Exploratory Manipulation 

Advanced 0 0 1 0 

Exploratory 0 0.2 0.8 0 

Manipulation 0 0 0 0 

Start 1 0 0 0 

 

As previously stated, the raters did not always agree on the value of submissions 

received from each student.  The classification and clustering could potentially show 

more patterns when looking at each individual rater.  

6.4 Classification and clustering based on ratings 

Using a random forest to create multi-dimensional scaling plots as well as 

hierarchical clustering are two ways to find similarities and differences in raters.     

6.4.1 Classification and clustering volume and variety 

After assessing the overall style using the metrics of variety of steps (logit) and the 

total count of steps taken (volume), there was multicollinearity discovered from the 

variance inflation of the factors used for predicting the response variables.  Figure 31 

below shows the scatter plots of volume versus variety separated by factor levels.   The 

straight lines in the scatter plots show the best-fit line of volume versus variety. 

The random forest used to classify the raters was not successful, with an error rate 

of approximately 50%.  Using a random variable as a measure of “noise” in the model, 

neither volume nor variety had a significantly higher Mean Decrease Gini index.  For the 

first rater, there were more obvious clusters from the second rating than the first.  The 

chart has ratings of 1 shown as red circles, ratings of 2 displayed as blue triangles, and 
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ratings of 3 displayed as green plus signs.  The second rating for this particular rater was 

better at classifying submissions that were given a rating of 2, but not as well at ratings 

of 1 or 3.  Misclassification happens when there are two subjects that look alike but 

receive different ratings.  What this translates into in the MDS plot is that there will be a 

red circle among several blue triangles –that subject had similar volume and variety 

metrics as several of the subjects that received a rating of 2.   The purpose of doing these 

plots is to see if there were any clusters or predictability based on the different attributes 

of the students that participated in the pilot study. 

 

Figure 31.  Scatter plots of volume versus variety based on descriptive factor levels 

did not have clear clusters 
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Figure 32.  MDS plots from the first rater shows more clustering in the second 

rating than the first rating 

  

The two other raters had similarly bad classification rates, summarized in Table 34 

with confusion matrices for both ratings done by all three raters.  The clustering and 

classification was unsuccessful at classifying nearly any of the ratings given a three. 
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Table 34.  Confusion matrices for each rater shows the unsuccessful classification 

using only the metrics of variety and volume 

Rater 1 

First Rating 

 

Second Rating 

 

Random Forest 

Class 

 

 

Random Forest 

Class 

1 2 3 
 

1 2 3 
R

at
er

's
 

C
la

ss
 1 0 5 1 

 

R
at

er
's

 

C
la

ss
 1 2 3 1 

2 3 12 1 
 

2 4 11 0 

3 1 4 0 
 

3 1 4 1 

           

           Rater 2 

First Rating 

 

Second Rating 

 

Random Forest 

Class 

 

 

Random Forest 

Class 

1 2 3 
 

1 2 3 

R
at

er
's

 

C
la

ss
 1 0 7 0 

 
R

at
er

's
 

C
la

ss
 1 0 7 0 

2 5 13 0 
 

2 5 13 0 

3 1 1 0 
 

3 1 1 0 

           

           
Rater 3 

First Rating 
 

Second Rating 

 

Random Forest 

Class  
 

Random Forest 

Class 

1 2 3 
 

1 2 3 

R
at

er
's

 

C
la

ss
 1 21 0 0 

 

R
at

er
's

 

C
la

ss
 1 21 0 0 

2 4 0 0 
 

2 4 0 0 

3 2 0 0 
 

3 2 0 0 

 

There were similarly bad results with hierarchical clustering, with the clusters being 

very hard to define with just the metrics of variety and volume against the classifications 

of the ratings by the first rater.  What one would expect to see is that clusters would have 

all of the same ratings; however, most the clusters have all three ratings.   

There were similarly bad results from the random forests and hierarchical clustering 

using just the metrics of variety and volume.  This analysis suggests that volume and 

variety by themselves were not good predictors of how good a bad a business analysis 

was.   
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Figure 33.  Hierarchical clustering for Rater 1 did not show clearly defined clusters 

when using the metrics of volume and variety 

6.4.2 Classification and clustering of Markov chains 

Similar to the classification and clustering of variety and volume, the random forest 

used to classify and cluster ratings based on Markov transition probabilities had very 

high error rates with the extraneous random variable being one of the most important 

variables of the classification in the variable importance plots.  The errors for the rater 

classifying ratings ranged from 35% to 67%.  Part of the problem with using a random 

forest with a data set this small is that there are only a few examples of each 

classification.  Random forests, although a powerful classification and statistical learning 

tool, may work better with larger data sets.   
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Figure 34.  The Markov Chain dendrogram with rankings of each participant’s 

submission from Rater 2 

Using the same dendrogram used in Figure 34, with the ratings next to each 

participant’s identification code, there appear to be some small clusters that have similar 

ratings, but other clusters that contain all three rankings.  Although some experts believe 

that hierarchical, clustering can lead to over-interpretations of the different clusters 

(Venables & Ripley, 2002), others believe that there are definitely scientific insights that 

researchers can find in clustering, but that quantifying those findings can be extremely 

difficult (Hand, et al., 2001), which I believe is the case here. 

6.4.3 Classification and clustering based on textual analysis and experimental 

data 

After unsuccessfully attempting to classify and cluster using the Markov transition 

probabilities and volume and variety, the next logical step was to use all the information 

available, to include textual analysis data, volume, variety, and the descriptive 

characteristics of each participant (year group, gender, etc.).  For rater three, after 

narrowing down the important variables with a trial and error method, the best model 

had a 33% error rate with the most important variables shown in Figure 35.  The variable 
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importance plot shows that the textual analysis that came from Microsoft Word’s 

volume check were the most important variables, along with the final exam grade and 

the variety.  With the variables used in this model, it appears that Rater 3 was looking 

more at the structural content of each submission as well as a variety of ways that the 

subjects used to examine the data.   

 

Figure 35.  The variable importance plot for rater three 

 

Using visual clustering with a MDS plot also shows that most submissions with 

rankings of 3 can be grouped together in Figure 36.  Based on the plot, one can see 

where ratings of three (denoted by a green plus sign) are in clusters and where they may 

look may be mistaken for a rating that has a one (denoted by the red circles).  

The random forest returned the lowest error rate for Rater 2 when classifying the 

different cases with just four variables:  the participant’s major, the Flesch reading ease 

rating, volume of steps taken as well as the file size of the Minitab Project file.  With just 

these four variables, the random forest for Rater 2 had a 22% error rate; this random 

forest model misclassified only six subjects.  The hierarchical clustering shows similar 

results with most clusters having similar ratings.   



91 

 

 

Figure 36. MDS Plot for Rater 3 shows continuity in clusters 

 

 

Figure 37.  Rater 2 had most clusters with similar ratings 
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6.5 Differences among raters 

Although there are numerous ways to try to cluster data, the choice is often a matter 

of preference, and some data may have too few samples to provide useful information 

about the data.  Although the three raters originally thought it would be easy to have a 

similar rating scheme based on having a pre-set rubric, they did not have success and the 

differences in clustering schemes makes that even more evident.  Not only were there 

differences between raters, but there were also differences between the two iterations of 

scoring that the raters did.  Although rater 2 matched his or her first rating by 

approximately 93%, rater 3 had the worst matching with only 43% of the second trial 

matching the first trial of scoring.   

After looking at the random forests and the variable importance plots, there were 

some aspects that the raters had in common.  Rater 1 and rater 2 both had volume of 

steps taken and the size of the Minitab Project file submitted as important factors to the 

rating.  Again, these raters did not have access to this information while doing the 

ratings, but there seems to be a trend that subjects rated higher had both more volume 

and larger project files, which makes sense since the more techniques an individual tries, 

the larger the file will grow.  However, for both Rater 1 and Rater 3 the final exam score 

was a contributing factor.  Since the final exam grade shows a mastery of the techniques 

learned in the two classes, this factor represents how successful the students could 

potentially be based on their technical soundness and decision-making skills.  

Additionally, for both Rater 2 and Rater 3 reading grade level was important factor, 

suggesting that the students who were judged successful had better writing skills and 

were able to effectively communicate their ideas to the potential stakeholders in the 

problem.  This ability for students to communicate effectively and meet the needs of the 

client is one difference that a previous study found that experts did better than the 

novices when going through the operations research process to model ill-structured 

problems (Willemain & Powell, 2007).   

6.6 Summary 

The qualitative analysis of these submissions proved to be much harder than 

anticipated.  Although there seem to be some submissions that were clearly judged to be 
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successful, it was more difficult to distinguish between mediocrity and total failures.  

Although these results are subject to individual interpretation, what I have gathered from 

this analysis that those with higher-level abilities did not have to use a large volume or 

variety of steps, but their mastery of techniques, no matter how simple, and the ability to 

make judgments and communicate about the techniques they tried made them the most 

successful. 
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7. Discussion and Conclusion
1
 

7.1 Lessons learned the hard way 

The lessons learned by making the mistakes ourselves, as opposed to learning them 

from someone else’s mistakes, are the lessons learned the hard way.   These lessons 

learned will serve as a framework for any follow-on experiments and potentially help 

others who are looking to set up like experiments.  The following sections outline some 

of the lessons learned from the experience as well as some recommendations to ensure 

the following experiments have both internal validity and external validity.      

7.1.1 Desirable data sets and problems 

The data set chosen for this exercise was the Web Visitors problem, wherein 

participants had a set amount of time to contemplate details such as the bounce rate and 

average time per a visit.  This data set, chosen for its relative ease, also met the criterion 

of compatibility with the data limitations of the software, Minitab, used during the 

courses.   This type of data would also work well with Microsoft Excel, R, or other 

statistical analysis software.  Similar data sets with open-ended instructions for the 

stimuli force students to take a step back and figure out what is valuable from the data.  

One suggestion is that doing the exercise more than once with the same volunteers 

(potentially with different data sets) will provide more external validity to the 

experiment.  If using the same dataset for more than one repetition, however, could 

potentially reduce the internal validity of the study since participants could do better on 

subsequent exercises simply by becoming more familiar with the exercise (Cook & 

Campbell, 1979).  This is one problem encountered by Waisel in her study of novice and 

expert engineers solving a ground-water modeling problem with different visualization 

levels (Waisel, 1998). 

                                                 
Portions of this chapter to be  published in Layton, J.A. & Willemain, T.R., 2013. Experimental 

assessment of higher-level data analysis skills. In 120th ASEE Conference and Exhibition. Atlanta, GA: 

American Society for Engineering Education. 
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7.1.2  They do not do what you want 

There were several efforts taken to avoid problems during the data collection and 

data analysis phases, but there were some complications.  It seemed a natural thing to 

obtain "the number of statistics courses you have ever taken in your life".  The proctor 

changed the language before the experiment from "…at RPI" to "…in your life" to 

include AP statistics in high school and courses taken by transfer students.  However, 

among MAU students there was clearly confusion about whether to include MAU as 

"taken" since it had not had its final exam. Several students answered zero, which the 

evaluator changed to one. However, a student who answered one might have meant 

either one or two, and this response was not changed, so some uncertainty remains.  

Another problem was with following instructions - some MAU students signed the 

consent form, indicating participation in the experiment, but then did not actually 

participate.  Other students failed to label their files correctly or even to provide the 

correct file format. Saving the Minitab analysis as a worksheet (.MTW) instead of a 

project file (.MPJ) results in total loss of the student's work.   

The request to number the findings was not always honored. This required us to do 

the "chunking", or trying to break down how many ideas the participant submitted.  

There was also some missing data, for example one participant submitted a Minitab 

Project file with no Word document submission, while another participant submitted a 

Word Document, but their Minitab Project file had all the commands used deleted.   

Other scenarios include that the student decided to participate, but then either did 

not give a full effort or decided that he or she wanted to use the previous work they did.  

This could be the case for the MAU students that had this data set as a project at the 

beginning of the semester.   

Finally, there positively must be willing participants.  Another school postponed a 

similar experiment since not a single person was willing to volunteer.  This is crucial 

since first there will have to be a sufficient number of participants to create a powerful 

experiment, but also being able to conduct this experiment in different settings (i.e., 

different organizations with expert analysts or different colleges) will give this 

experiment greater external validity (Campbell & Stanley, 1963) . 
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All of these different scenarios affect the quality of the data collected during the 

experiment.  Some possible solutions to these lessons learned are ensuring that the 

students understand the questions.  For instance, specify, “Including this course, how 

many statistics courses have you taken?”  This clarity will ensure that all information 

collected is accurate.  To ensure students submit all the proper documents in the correct 

format, my suggestion is to obtain more proctors with smaller groups.  This would 

ensure all the descriptive characteristics are correct.   Although when doing research on 

human subjects, the researchers are at the mercy of the volunteers, there could be more 

data if other classes had the same opportunity to participate.  Some examples include 

students in other sections of the MAU course, or other statistically based courses at the 

school, or even branched out to different schools.   This probably would provide more 

data and perhaps more conclusive results of the analysis using the methods described 

within this thesis. 

7.1.3 They know what you teach them 

Sometimes students misconstrue the purpose of an experiment as a practical 

exercise of what they are learning in class.  One example comes from an experiment at 

the University of San Francisco where students were given a prompt with a certain 

amount of time to work on the problem, and then were given a lesson on a subject from 

the course.  Once the students went back to analyzing the data, nearly all of the students 

used the technique they were just taught.  This apparently also happened in the 

experiment at RPI.  When students from the Quality Control course were given the 

prompt, there were several who tried to use charts that did not apply to the data they 

received.  This problem is not terrible in nature as it does offer students practice at 

finding out what methods work with different types of data, most of them are still 

learning most of these methods for the first time and do not have the technical skills 

fully mastered.   

Another issue that one participant commented on was that he was not as familiar 

with the Minitab software, and that he would have been better able to assess the data in 

Microsoft Excel during the short thirty-minute time limit of the experiment.  Although 

this could not be accurate for the MAU students who elected to participate since that 
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section of MAU learned all the basics of Minitab during the over the course of the 

semester and become proficient in the software.  Since most Quality Control students 

had taken MAU as a prerequisite, the assumption was that they were also proficient with 

the software.  However, this was not true for all the students since two graduate students, 

and an exchange student had no Minitab experience prior to the QC course, and other 

students who had taken a different version of MAU that did not use Minitab.   Since the 

focus of the QC course was quality control methods, some students lacked in knowing 

the basics of the software for exploratory methods, coding, and advanced methods.    

The choice of software to use can affect the quality of the analysis that an individual 

could provide if he or she is not entirely proficient.  This could be beneficial with an 

experiment that incorporates comparing novice, intermediate, and expert analysts that 

could all potentially be comfortable using different software to analyze a problem.   My 

recommendation for this problem would be to use the software type as a blocking 

variable when using ANOVA since there would be an expectation that there would be 

differences among different software packages.  Nonetheless, this would require having 

more volunteers so that there is a large enough sample of each type to have a balanced 

and powerful experiment. 

7.1.4 Experiments are not the real world 

One limit of this experiment that is different from the real world is the thirty-minute 

time limit.  After the exercise, several students said they wished they had a longer time 

to assess the data and try different methods to find more points that are interesting in the 

data.  The open-ended problem is a good example of what a student might receive when 

working outside of the academic realm, however, most will have longer than thirty-

minutes, be able to do an initial assessment, leave, and come back to the problem with 

some different ideas or analysis.  However, one of the goals of this experiment was to 

ensure that the work was that of the individual, and not a group effort.  A time limit and 

restrictions to stay in the room during the analysis was one way to control outside 

influences.   I recommend that the exercise get extended to a longer time frame, like one 

hour, and a time be marked if the subject decided to finish early. 
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One requirement to perform an experiment with students at RPI is that they should 

not be caused either any stress to participate in the study or any stress when performing 

the analysis.  This is also different from what a new analyst might encounter when doing 

work for a business or research facility.  This work is not always free of stress, and while 

stress can cause some people to underperform, it also brings out the best performance in 

others.  Participants should be in a controlled environment that will ensure an even 

playing field for all subjects.  This is part of the experimental setting that can cause 

inflated errors when not controlled properly (Cook & Campbell, 1979).   The professor 

proctoring this exercise controlled this measure as well as possible for this pilot study.   

Because this data is not balanced, it lacks the power of a designed experiment.  An 

experiment with higher power has a greater the chance of detecting small effects.  A 

Type II error happens when the null hypothesis is not rejected but should have been (or 

false negative rate).  When there are few samples, there is a higher probability of making 

the Type II error.  Some software packages will allow an individual to set the lowest 

acceptable false negative rate (β) and significance level (α) to calculate the total number 

of experimental units needed to reach a particular power (power = 1-β).  This pilot study, 

albeit low in power, will allow for creation of a powerful experiment with potentially 

more conclusive results (Cook & Campbell, 1979).  At several points in this thesis, I’ve 

pointed out areas that keep all the assumptions for particular methods of analysis from 

being met, or that cause a particular method to underperform.  The ANOVA will be 

more accurate with the higher power and more experimental units balanced among 

treatment factors.  The random forest would also be able to predict classifications better 

if there were more examples of each rating.   Another violation of assumptions was with 

the chi-squared test that must have expected counts of at least four or five to produce a 

valid p-value.   

7.1.5 Know what you are looking for 

Another hard lesson learned during this experiment was ensuring that the rubric for 

giving business analysis ratings was clear enough that three raters could have a 

reasonable inter-rater reliability as well at rater repeatability.  In hindsight, one method 

could be to ask the business to rate how useful the submissions were to improving the 
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web site (in the Web Visitor’s case). Knowing what you are looking for in each 

submission is a key to success for rating a submission like the ones in this experiment 

that will hopefully keep rater bias to a minimum. 

The ANOVAs, besides being unbalanced and containing only 27 participants, also 

showed problems with multicollinearity.  This happens when there are factors that are 

correlated to each other.  There is a confounded variable that nobody thought to collect 

since we originally thought that “experience level” would be obvious based on either the 

number of statistics courses taken or the current course that the participant was taking 

(MAU versus QC).  Since the reliability of a measure is one of the threats to the validity 

of a statistical conclusion (Cook & Campbell, 1979), there needs to be a better definition 

of “experience”.   

One recommendation is to have the participant also include outside experiences 

with industries or in other projects that could have potentially developed the individual 

into a better analysts by providing more experience with analyzing an open-ended 

problem.  My high school physics teacher and advisor for the Junior Engineers 

Technical Society (JETS) used to always say, “Everything is hard until it becomes easy,” 

encouraging his students to continue to practice problem solving until eventually 

becomes easier and like second nature.  This is also true for these novice analysts.  The 

more they practice, the better they will become at providing a technically perceptive 

analysis with the right decision-making skills to make accurate judgments and sound 

advice to potential clients. 

7.2 Recommendations 

There is still more work to be done to find out what behaviors in novices lead to 

success or failure when given an open ended problem.  The next step is to explore more 

ways to qualitatively analyze the subjects’ responses to describe the subjects’ analytic 

judgments and creativity to better draw evidence-based recommendations for 

instructional reform.  Besides identifying an opportunity for further analysis of the data 

from this pilot study, the lessons learned from this experience will translate into a larger 

scale experiment with repetitions to create a balanced design that meets all the 

assumptions needed to fully analyze and generate conclusions based on the data.   
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  A second experiment has already taken place and is waiting for the initial analysis 

to be completed.  This second experiment took the students from MAU and a second 

course in Statistical Analysis.  Statistical Analysis is a required course for all Industrial 

and Management Engineering undergraduate students for graduation.   It builds on what 

the students learned during MAU but focuses on multivariate approaches as well as an 

introduction to statistical learning like logistic regression, classification and regression 

trees (CART), random forests and clustering.  Additionally, students in Statistical 

Analysis must do all programming in R.   An open-ended question was given to students 

during an exam with the Kraft Foods Branches stimuli given to students.  Although the 

answers students provided have yet to be analyzed, one initial observation was that all 

the students got to the last question of the exam.  Analysis of the answers was approved 

for analysis by the human subjects review board since it was in the normal course format 

and fell within the realm of the syllabus.  Once analyzed, the goal is to grade them based 

on a rubric that give points based on what type of analysis was provided and any insight 

that the student provided.   A rubric for this examination is still being finalized.   

Since this thesis documents a pilot study, the next logical step is to design a full 

experiment.  My recommendation is to create a randomized complete block design that 

uses three similar, but different data sets (similar to the Web Visitors exercise).  The 

challenge for this next experiment will be to define levels of expertise.  This could be a 

qualitative rating that is made prior to the volunteers’ entrance into the exercise.  Using 

free software called G*Power 3.1.5, I obtained an a priori sample size of 48 for a 

repeated measures experiment with three repeated measures for each subject and a 

power of 0.95.  This sample size appears to be feasible for a future experiment. 
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.  

Figure 38.  The Receiver Operator Characteristic (ROC) Curve plots the total 

sample size against the power of the planned experiment based on assumed 

parameters 

  

This analysis assumed an effect size of approximately 0.25 with expertise level split 

into two groups.  All of these parameters can be adjusted; this is just one example of a 

balanced experiment that would provide sufficient data and a balanced experiment 

Equally important is designing an experiment to assess how experts analyze data.   

A similar experiment with experts will allow researchers to see the similarities in style 

and decision-making skills across subjects that have had years of experience dealing 

with the complexities that come along with data analysis and make comparisons to the 

novice analysts.    

Besides recommendations for a new experiment, there are several other learning 

points that can be taken from this pilot study and applied in the classroom.  This will be 

particularly important for me as a future instructor for freshmen and sophomore college 

students.  During the analysis covered in Chapters 5 and 6, there were not clusters that 

were clearly distinguishable by descriptive attributes such as gender, year group, course, 

previous courses taken, or even by final exam grade.  The conclusion was that there are 

high-level and low-level thinkers among these different groups.  Some students struggle 

with all aspects of being an analyst.  Then there are some students who master technical 

skills and can use these skills on the data provided, but have no idea what the results 

mean or what steps they should take next based on the previous results.   The high-level 

thinkers are able to see the results of an analysis, assess information, and make new 
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connections that can help make a decision.   High-level thinkers do not always have to 

have the advanced and elaborate skills, but have a developed understanding of what 

every aspect a certain statistical tests mean and can provide valid feedback.  The key as a 

teacher is to find these high-level thinkers and pair them with students that may have 

lesser skills for projects or exercises within class.   This will hopefully help those that are 

having a more difficult time grasping the material.  

The second recommendation is practice, practice, practice!  But not just practice, 

perfect practice!  This practice at handling open-ended complex problems will only 

benefit these novice analysts in the end, preparing them for the complexities they could 

potentially see in their future careers.  Giving the students more opportunities to practice 

their skills and these large and complex open-ended problems will allow them to refine 

their technical skills, and learn from their mistakes.  An after action review (AAR) will 

help advance any student willing to participate.  These exercises will challenge the 

students to “think outside the box” when solving problems and allow them to potentially 

apply these methods in across other fields.  More importantly, those students who have 

had experience in analytics with industry should share their experiences.  This gives the 

students the “so what” factor, where they can hear first-hand accounts of the methods 

learned in the classroom being applied in operational environments by their peers.   

Finally, since in this pilot study we observed that those who were better able to 

communicate tended to score better ratings among the three raters, have students practice 

presenting their ideas in both written and oral presentation format.  This will force the 

students to make sure that they can explain what they are doing, why they chose a 

particular method, and what they ascertained from their particular analysis. 

7.3 Conclusion 

  Preliminary conclusions from this pilot study show that there are correlations 

between the experience level and the performance of each participant and that there is a 

certain amount of prediction that can be obtained from the models used in this thesis.  

There are also suggestions that the more senior students tend to skip the basic 

exploratory steps and go right to advanced methods.   This may be because the older 

students know the more advanced techniques and fail to use the basics to first determine 
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the general information that the data visualizations may provide.  The data visualizations 

allow an individual to see what types of analysis could be performed with the data and 

allow for even more creativity when doing a confirmatory analysis.  John Tukey, well 

known for both exploratory and confirmatory analysis, argued that although students 

need to learn both, exploratory is more important and should be taught first and 

foremost, which will lead individuals to later perform a more complete and sufficient 

confirmatory analysis (Tukey, 1980).  This research could possibly hold the key to 

educational reform and finding out what qualities, behaviors, and techniques will make 

the most successful analysts for the future. 
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9. Appendices 

9.1 Appendix A – List of Minitab commands and definitions 

The following is a list of the Minitab commands used by participants in this pilot 

study (Minitab, Inc., 2013).
1
 

ACF - Autocorrelation Function; calculates the correlation between observations of a 

time series separated by k time units. 

ANOVA - Analysis of Variance; Tests the hypothesis that the means of two or more 

populations are equal. ANOVAs evaluate the importance of one or more factors by 

comparing the response variable means at the different factor levels. The null hypothesis 

states that all population means (factor level means) are equal while the alternative 

hypothesis states that at least one is different.  

Boxplot - Boxplot; A graphical summary of the distribution of a sample that shows its 

shape, central tendency, and variability 

CChart - C-Chart; Tracks the number of defects and detects the presence of special 

causes. Each entry in the specified column contains the number of defects for one 

subgroup, assumed to have come from a Poisson distribution with parameter µ. 

Chart - Bar Chart; Used to visually compare bar heights of category measures. Bar 

charts can be made of category tallies, of different statistics by categories, or of 

summary values. The height of the bars signifies the magnitude of the values. 

Code - Coding or Calculation Done; change a value or set of values to  new values 

Correlation -  Correlation Coefficient; Calculates the Pearson product moment 

correlation coefficient between each pair of variables you list.  The Pearson product 

moment correlation coefficient can be used to measure the degree of linear relationship 

between two variables. 

Dcapa  - Individual Distribution Identification; Use to evaluate the optimal distribution 

for your data based on the probability plots and goodness-of-fit tests prior to conducting 

a capability analysis study. 

Describe - Descriptive Statistics; produce statistics for each column or for subsets within 

a column. 

Dotplot - Dot Plot; plots each observation as a dot along a number line (x-axis) 

                                                 
1
 Portions of information contained in this publication/book are printed with permission of Minitab Inc. 

All such material remains the exclusive property and copyright of Minitab Inc. All rights reserved. 
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Fitline - Regression; performs regression with linear and polynomial (second or third 

order) terms, if requested, of a single predictor variable and plots a regression line 

through the data, on the actual or log10 scale 

GReg - General Regression, performs least squares regression when you have 

continuous and categorical predictors or a polynomial model.  

Gsummary - Graphical Summary; The graphical summary includes four graphs: 

histogram of data with an overlaid normal curve, boxplot, 95% confidence intervals for 

mean, and 95% confidence intervals for the median. The graphical summary also 

displays the Anderson-Darling Normality Test statistics, Descriptive statistics, 

confidence intervals for mean, standard deviation, and the median 

Histogram - Histogram; A graph used to assess the shape and spread of continuous 

sample data. 

IMRChart - Individuals- Moving Range Chart; Plots individual observations (I chart) 

and moving ranges (MR chart) over time for variables data. Use this combination chart 

to monitor process center and variation when it is difficult or impossible to group 

measurements into subgroups. This occurs when measurements are expensive, 

production volume is low, or products have a long cycle time.  

Indplot - Individuals Plot; Use to assess and compare sample distributions through 

individual data values, with optional grouping by categorical variables. 

Let - Calculation done using a formula in the calculator function; allows arithmetic 

operations, comparison operations, logical operations, functions, and column operations. 

Lplot - Line Plot; Use to compare response patterns for two or more groups. 

Margplot - Marginal Plot; Use to assess the relationship between two variables and 

examine their distributions. A marginal plot is a scatterplot with histograms, boxplots, or 

dotplots of the x- and y-variables in the margins. This two-in-one graph allows you to 

compare individual variables and their distributions at the same time. 

Matrixplot - Matrix Scatter Plot; Use to assess the relationship among several pairs of 

variables at once. A matrix plot is an array of individual scatterplots. There are two 

types: matrix of plots and each Y versus each X. 

Mean - arithmetic average, is the sum of all the observations divided by the number of 

observations. 

Name - Names a new column 

NOTE - Data Table to changed or updated 

Numeric - Numeric Coding; allows you to change your data from text or date/time to 

numeric.  
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Ologistic - Ordinal Logistical Regression; perform logistic regression on an ordinal 

response variable. Ordinal variables are categorical variables that have three or more 

possible levels with a natural ordering, such as strongly disagree, disagree, neutral, 

agree, and strongly agree.  

Onet - Student's t-test; Use 1-Sample t to compute a confidence interval and perform a 

hypothesis test of the mean when the population standard deviation, is unknown 

Pareto - Pareto Chart; type of bar chart in which the horizontal axis represents attributes 

of interest, rather than a continuous scale. These attributes are often "defects." By 

ordering the bars from largest to smallest, a Pareto chart can help you determine which 

of the defects comprise the "vital few" and which are the "trivial many." A cumulative 

percentage line helps you judge the added contribution of each category.  

Plot - Scatterplot; Use to explore the potential relationship between a pair of continuous 

variables. When you create a Scatterplot, you usually display the response variable on 

the y-axis and the predictor variable on the x-axis for each observation. 

PPlot - Probability Plot; Use to evaluate the fit of a distribution to your data, estimate 

percentiles, and compare different sample distributions.  Plots each value vs. the 

percentage of values in the sample that are less than or equal to it, along a fitted 

distribution line. 

Random - Random Variable assigned; commands used to obtain random samples, 

generate random data, and calculate probabilities for different distributions. 

Regress - Regression; Use this procedure for fitting general least squares models, storing 

regression statistics, examining residual diagnostics, generating point estimates, 

generating prediction and confidence intervals, and performing lack-of-fit tests. 

Results - displays the text output of your analysis, such as statistical test results and 

related notes or error messages 

Sort - Order of number/character sorted by ascending or descending order 

Split; - splits, or unstacks, the active worksheet into two or more new worksheets based 

on one or more "By" variables. 

Stack - moves data from two or more columns to one longer column within your current 

worksheet or to a new worksheet. 

Statistics - Stores descriptive statistics 

StDev - Standard Deviation; estimates the "average" distance of the individual 

observations from the mean 

Subset; - Used to copy specified rows from the active worksheet to a new worksheet 
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Trend - Trend Analysis of a Time Series Plot; Trend analysis fits a general trend model 

to time series data and provides forecasts. Choose among the linear, quadratic, 

exponential growth or decay, and S-curve models.  

TSPlot - Time Series Plot; A plot of a sequence of observations over regularly spaced 

intervals of time.  

TwoSample -  Two Sample t-test; Use 2-Sample t to perform a hypothesis test and 

compute a confidence interval of the difference between two population means when the 

population standard deviations, are unknown.  

Twoway – Two-way ANOVA; A two-way analysis of variance tests the equality of 

population means when classification of treatments is by two variables or factors 

Unstack - splits the contents of a stacked column or block of columns into two or more 

shorter columns within your current worksheet or copy the split columns to a new 

worksheet. 

XbarChart - A control chart of subgroup means. You can use X charts to track the 

process level and detect the presence of special causes. 

XRChart - Displays a control chart for subgroup means (an X chart) and a control chart 

for subgroup ranges (an R chart) in the same graph window. 
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9.2 Appendix B – Web Visitors Exercise Instructions 

 

  

Instructions for voluntary experiment in data analysis 

Step 1. Read and, if you choose, sign the attached consent form. Note that you need not 
participate in this experiment. If you do choose to begin the experiment, you can stop and walk 
away without penalty at any time. 

 

Step 2. Provide the following background information: 

Your name (note that all analyses will be anonymized): _________________________________ 

Circle your course:        ENGR2600 MAU          ISYE4230 Quality Control 

Circle your year:   Freshman    Sophomore     Junior     Senior 

Indicate the number of statistics courses you have ever taken in your life: ______________ 

 

Step 3. Start Minitab and read in the data file WebVisitors.MTW from the course web site. 

 

Step 4. Open the problem statement WebVisitors.doc from the same course web site. Read the 
problem statement, explore the data, then type your responses directly into the Word file. You 
will have up to 30 minutes to complete the exercise, but you may stop earlier if you wish. 
Please do not refer to any course notes, textbooks, or other references, and do not collaborate. 

 

Step 5. Save your Minitab file as a project file (not a worksheet!) with your name on it, e.g., 
TomWillemain.MPJ. 

 

Step 6. Save your answers as a Word file with your name on it, e.g., TomWillemain.doc. 

 

Step 7. Email both your MPJ project file  and Word file to willet@rpi.edu. 

 

Step 8. Turn this paper with the signed consent form back to Prof. Willemain. 

 

Thank you for your participation in this research project. We hope your data will help evolve 
our courses to better educate engineers in the art of data analysis. 
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9.3 Appendix C – R Code for ANOVA, Random Forest, and 

Clustering 

#Markov Random Forest 

load("markovprob.Rdata") 

attach(markov) 

 

mark=read.csv("mark1.csv",header=T) 

attach(mark) 

 

ratings=read.csv("ratings.csv",header=T) 

attach(ratings) 

 

rf=randomForest(mark[,c(14:16,17)],y=as.factor(TRW1),proximity = T, ntree = 1000);rf 

varImpPlot(rf) 

MDSplot(rf,rf$y) 

MDSplot(rf,rf$y,k=3) 

image(rf$proximity, col=heat.colors(32,alpha=1)) 

 

rf1=randomForest(mark[,2:17],y=as.factor(TRW2),proximity = T, ntree = 1000);rf1 

varImpPlot(rf1) 

MDSplot(rf1,rf1$y) 

MDSplot(rf1,rf1$y,k=3) 

image(rf1$proximity, col=heat.colors(32,alpha=1)) 

 

rf2=randomForest(mark[,2:17],y=as.factor(VM1),proximity = T, ntree = 1000);rf2 

varImpPlot(rf2) 

MDSplot(rf2,rf2$y) 

MDSplot(rf2,rf$y,k=3) 

image(rf2$proximity, col=heat.colors(32,alpha=1)) 

 

rf3=randomForest(mark[,c(2:5,17)],y=as.factor(SP1),proximity = T, ntree = 1000);rf3 
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varImpPlot(rf3) 

MDSplot(rf3,rf3$y) 

MDSplot(rf3,rf3$y,k=3) 

image(rf3$proximity, col=heat.colors(32,alpha=1)) 

 

rf4=randomForest(mark[,2:17],y=as.factor(SP2),proximity = T, ntree = 1000);rf4 

varImpPlot(rf4) 

MDSplot(rf4,rf4$y) 

MDSplot(rf4,rf4$y,k=3) 

image(rf4$proximity, col=heat.colors(32,alpha=1)) 

 

rf5=randomForest(mark[,2:17],y=as.factor(JL1),proximity = T, ntree = 1000);rf5 

varImpPlot(rf5) 

MDSplot(rf5,rf5$y) 

MDSplot(rf5,rf5$y,k=3) 

image(rf5$proximity, col=heat.colors(32,alpha=1)) 

 

 

rf6=randomForest(mark[,2:17],y=as.factor(JL2),proximity = T, ntree = 1000);rf6 

varImpPlot(rf6) 

MDSplot(rf6,rf6$y) 

MDSplot(rf6,rf6$y,k=3) 

image(rf6$proximity, col=heat.colors(32,alpha=1)) 

 

 

#Random Forest using variables of Logit8, normVol, etc. 

rf7=randomForest(x1[,c(10,19:22,30)],y=as.factor(JL2),proximity = T, ntree = 1000, 

mtry=2);rf7 

varImpPlot(rf7, main = "Variable Importance Plot for Rater 3") 

MDSplot(rf7,rf7$y,pch=x1$JL2, main = "MDS Plot for Rater 3") 

MDSplot(rf7,rf7$y,k=3) 
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image(rf7$proximity, col=heat.colors(32,alpha=1)) 

 

#Random Forest using variables of Logit8, normVol, etc. 

rf6=randomForest(x1[,c(9, 10, 5, 20, 21, 22, 32)],y=as.factor(TRW2),proximity = T, 

ntree = 1000, mtry=2);rf6 

varImpPlot(rf6, main = "Variable Importance Plot for Rater 1") 

MDSplot(rf6,rf6$y,pch=x1$JL2, main = "MDS Plot for Rater 1") 

 

 

#Random Forest using variables of Logit8, normVol, etc. 

rf9=randomForest(x1[,c(13,5,9,25)],y=as.factor(SP2),proximity = T, ntree = 1000, 

mtry=2);rf9 

varImpPlot(rf9, main = "Variable Importance Plot for Rater 2") 

MDSplot(rf9,rf9$y,pch=x1$SP2, main = "MDS Plot for Rater 2") 

 

 

#Random Forest using variables of Logit8, normVol, etc. 

rf81=randomForest(x1[,c(30,32,33)],y=as.factor(TRW1),proximity = T, ntree = 1000) 

rf82=randomForest(x1[,c(30,32,33)],y=as.factor(TRW2),proximity = T, ntree = 1000) 

rf83=randomForest(x1[,c(30,32,33)],y=as.factor(SP1),proximity = T, ntree = 1000) 

rf84=randomForest(x1[,c(30,32,33)],y=as.factor(SP2),proximity = T, ntree = 1000) 

rf85=randomForest(x1[,c(30,32,33)],y=as.factor(JL1),proximity = T, ntree = 1000) 

rf86=randomForest(x1[,c(30,32,33)],y=as.factor(JL2),proximity = T, ntree = 1000) 

 

rf81;rf82;rf83;rf84;rf85;rf86 

 

windows();par(mfrow=c(1,2)) 

varImpPlot(rf81) 

varImpPlot(rf82) 

 

windows();par(mfrow=c(1,2)) 
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MDSplot(rf81,rf81$y,pch=x1$TRW1,main="First Rating - Rater1") 

MDSplot(rf82,rf82$y,pch=x1$TRW2,main="Second Rating - Rater1") 

 

 

 

 

 

#Clustering with Hclust 

#Markov Clusters 

windows(); 

h2=hclust(dist(markov),method = "ward", members=NULL) 

plot(h2, labels=markov[,1], hang=0.1, axes=TRUE, frame.plot= FALSE, 

     ann=TRUE, main="Hierarchical Cluster Dendrogram of Markov Chains") 

rect.hclust(h2, k = 2, which = NULL, x = NULL, h = NULL, 

            border = 2, cluster = NULL) 

 

h21=hclust(dist(markov),method = "complete", members=NULL) 

plot(h21, labels=markov[,1], hang=0.1, axes=TRUE, frame.plot= FALSE, 

     ann=TRUE, main="Hierarchical Cluster Dendrogram of Markov Chains") 

rect.hclust(h3, k = 6, which = NULL, x = NULL, h = NULL, 

            border = 2, cluster = NULL) 

h22=hclust(dist(markov),method = "complete", members=NULL) 

plot(h22, labels=markov[,1], hang=0.1, axes=TRUE, frame.plot= FALSE, 

     ann=TRUE, main="Hierarchical Cluster Dendrogram of Markov Chains") 

rect.hclust(h3, k = 6, which = NULL, x = NULL, h = NULL, 

            border = 2, cluster = NULL) 

 

#Variety and Volume clusters 

h3=hclust(dist(x1[,c(30,32)]),method="ward",members=NULL) 

plot(h3, labels=markov[,1], hang=0.1, axes=TRUE, frame.plot= FALSE, 

     ann=TRUE, main="Hierarchical Cluster Dendrogram of Variety and Volume") 
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rect.hclust(h3, k = 5, which = NULL, x = NULL, h = NULL, 

            border = 2, cluster = NULL) 

 

#All Data Clusters 

h4=hclust(dist(x1[,c(10,19:22,31,32)]),method="ward",members=NULL) 

plot(h4, labels=markov[,1], hang=0.1, axes=TRUE, frame.plot= FALSE, 

     ann=TRUE, main="Hierarchical Cluster Dendrogram of ") 

rect.hclust(h4, k = 5, which = NULL, x = NULL, h = NULL, 

            border = 2, cluster = NULL) 

 

label=read.csv("ratinglabels.csv",header=T) 

attach(label) 

 

windows();par(mfrow=c(2,2)) 

h2=hclust(dist(x1[,c(13,5,9,25)]),method = "ward", members=NULL) 

plot(h2, labels=label$label4, hang=0.1, axes=TRUE, frame.plot= FALSE, 

     ann=TRUE, main="Dendrogram of Rater Two's Classifications") 

rect.hclust(h2, k = 8, which = NULL, x = NULL, h = NULL, 

            border = 2, cluster = NULL) 

 

 

h21=hclust(dist(markov),method = "complete", members=NULL) 

plot(h21, labels=markov[,1], hang=0.1, axes=TRUE, frame.plot= FALSE, 

     ann=TRUE, main="Dendrogram using Complete-Linkage") 

 

h22=hclust(dist(markov),method = "complete", members=NULL) 

plot(h22, labels=markov[,1], hang=0.1, axes=TRUE, frame.plot= FALSE, 

     ann=TRUE, main="Dendrogram using Single-Linkage") 

 

h23=hclust(dist(markov),method = "average", members=NULL) 

plot(h23, labels=markov[,1], hang=0.1, axes=TRUE, frame.plot= FALSE, 
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     ann=TRUE, main="Dendrogram using Average-Linkage") 

 

 

#Variety and Volume clusters 

h3=hclust(dist(x1[,c(13,5,9,25)]),method="ward",members=NULL) 

plot(h3, labels=labels$label4, hang=0.1, axes=TRUE, frame.plot= FALSE, 

     ann=TRUE, main="Hierarchical Cluster Dendrogram for Rater 2") 

rect.hclust(h3, k = 5, which = NULL, x = NULL, h = NULL, 

            border = 2, cluster = NULL) 

 


