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ABSTRACT

Address Space Layout Randomization, or ASLR, has long since served as one of the

most effective deterrents to successful and, in particular, reliable exploits. However,

a successful exploit may bypass ASLR by employing some form of address leak in

order to determine the locations of useful functions for return-oriented program-

ming, or to proceed with a metadata corruption exploit on the heap. We present

a tool, DrASLRHarden, which facilitates the real-time protection of Linux ARM

binaries by maintaining integrity of ASLR, as opposed to more convention tools

such as TaintTrace and TaintCheck which maintain integrity of control flow. We

introduce DrTaint, a library built using the DynamoRIO dynamic binary instru-

mentation platform to expose a pluggable taint analysis system, primarily for use

by DrASLRHarden. Our contribution is a novel application of dynamic taint anal-

ysis to detect all classes of address leaks in running binaries which would otherwise

cause a partial break of ASLR. Through testing performed on many CTF-inspired

programs which contain bugs to expose various leaks, we demonstrate that our anal-

ysis successfully catches the majority of leaks we would like to prevent, albeit at a

large slowdown for heavily CPU-bound workloads.

vii



1. INTRODUCTION

1.1 Address Space Layout Randomization

Address Space Layout Randomization, or ASLR, decreases exploit reliability in

the Linux userland and in other well-known environments as FreeBSD and Windows,

by randomizing code offsets in the address space of a running process between runs.

Although each kernel implementation exhibits slightly different nuanced behaviour,

Figure 1.1: Simplistic illustration of an ARM Linux process space of
the /bin/cat program provided by coreutils. This rough sketch omits
certain segments of note, for example the [sigpage] and [vectors], for
clarity. Note that in this diagram, the heap grows downwards and the
stack grows upwards.

1
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we hone in on the Linux kernel implementation as introduced initially by PAX. For

a typical Linux binary, an address space generally comprises the running binary, an

ELF, a stack and a heap, and various other shared object libraries, as in Figure 1.1.

Under the Linux implementation of ASLR, the base addresses of the heap, the stack

and finally the two shared libraries, libc-2.23.so and ld-2.23.so change with each

consecutive run [1].

We also introduce the concept of position-independent executables, which aims

to fix the oversight that /bin/cat ’s base address remains constant through various

runs. By changing all code addresses in a position-dependent binary to PC-relative

references, which take the base address of the ELF header into account, gcc and

other major compilers may emit an executable whose correctness does not rely on a

fixed base address; as of this writing we can emit a position-independent executable

using the -pie -fPIE -fPIC command line flags to gcc [2].

ASLR has only raised the difficulty in constructing exploits which land reliably;

we may still circumvent ASLR by simply leaking a pointer of interest, which then

reveals to us the addresses of all functions or data objects in that segment of memory

[2]. We generally qualify address leaks by the segment of memory which they reveal.

For example stack leaks reveal the base address of the stack and heap leaks reveal

the base address of the heap. Many exploits ultimately aim to determine the base

address of code or of libc, which opens the door to well-studied code reuse attacks

such as return-oriented programming [3] and return-to-libc attacks [4], [5].

Clearly, code pointer leaks may occur wherever code pointers are made avail-

able to the program, for example when pushing return addresses onto the stack (an

address in libc start main is pushed onto the stack before calling the user-specified

main function) or when leaking addresses to globals. Pointers to libc functions are

also stored in a global offset table stored in the code segment of the running binary;

this section of the binary routinely functions as an attack surface for many exploits.

Stack and heap address leaks may prove similarly damning to the prevention of

reliable memory corruption bugs; nearly every glibc heap-related memory corruption

technique, for example the House of Lore or the House of Force as described by the

comprehensive repository of heap exploits, how2heap, rely on stack or heap leaks in
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order to reliably trigger a later memory corruption vulnerability that may be used

to eventually influence the program counter [6]. In particular, most heap exploits

rely on offsets between heap chunks, or aim to allocate chunks in near-arbitrary

locations like on the stack.

1.2 Dynamic Taint Analysis

Dynamic taint analysis is a technique in dynamic analysis that operates over an

execution of a program. In particular, it models the flow of interesting information

which we track from the point of introduction, a taint source to some query point,

or a taint sink. We call this important information tainted, which we may represent

as a single bit of information. Conceptually, we might mark a particular variable

in some execution of a program with taint if that variable’s runtime variable was

influenced by other tainted information. Furthermore, we capture the exact nuances

by which one variable influences another using taint propagation policies, described

by Schwartz and Cheng, et. al [7], [8]. We discuss these policies in far more detail

in Chapter 2.

Although dynamic taint analysis might be implemented over an interpreter of

some language, for example the perl interpreter which implements taint tracking in

order to detect and prevent SQL-injections and related vulnerabilities [9], we are

concerned mainly with applying dynamic taint analysis to compiled binaries. We

first discuss related work in this area of dynamic taint analysis over binaries.

TaintCheck and TaintTrace implement dynamic taint analysis of arbitrary

binary programs over DynamoRIO and Valgrind, respectively. Both tools aim to

detect and mitigate control-flow hijacking attempts by malicious actors by taint-

ing all user-controlled inputs; these inputs may eventually influence the program

counter directly, causing a program to redirect control flow to arbitrary code [7],

[10]. Furthermore, this arbitrary code might not even be user-controlled, as in a

code-reuse attack such as ROP. As these two tools are most similar to our work, we

discuss them in detail and compare them directly with our analysis in Section 2.3.

Our analysis also takes inspiration from the DrMemory tool, as well as the

Bochspwn Reloaded project. While DrMemory implements taint analysis over Dy-



4

namoRIO, similar to TaintTrace, the Bochspwn Reloaded project builds on top of

the Bochs emulator. Both projects aim to determine usages of initialized memory

in a program: DrMemory ensures that no runtime value is used before having been

uninitialized by tainting memory before it is initialized on the creation of a new

stack frame, while Bochspwn targets the kernel-userspace API boundary during a

system call to ensure no information disclosures due to uninitialized memory can

occur on iret from a system call [11].

Note that in general, a dynamic taint analysis might produce an over-tainted

or under-tainted system. Usually an analysis’s choice of taint propagation policies

causes this to occur, though due to insufficient information at the binary level we

might not have enough granularity to choose our taint propagation policies such

that they produce neither false positives nor false negatives at the application level.

Consider TaintCheck and TaintTrace; the former enables the Address Propagation

taint propagation policy in order to catch vtable-overwrite exploits, though this

choice similarly causes false positives on code sequences such as jump tables which

occur naturally in programs containing large switch cases. TaintTrace disables this

aforementioned taint propagation policy, thereby facing false negatives for vtable-

overwrite exploits.

Finally, some taint propagation policies as the Control Propagation policy

cannot be computed using strictly binary dynamic analysis, due to the necessity of

global control flow information to compute control dependencies [8]. We can further

claim that precise application of the Control Propagation policy is unfeasible at

the binary level due to the undecidability of computing control flow of binaries in

general.

1.3 DynamoRIO

Dynamic taint analysis only requires an execution context to operate on; for ex-

ample, Panda operates at the interpreter level, instrumenting qemu’s internal TCG

IR and subsequently lifting to LLVM IR for further analysis; this allows for a po-

tentially slow but cross-platform and versatile implementation of taint analysis [12].

However, instead of applying taint analysis within the context of an interpreter, we
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employ Dynamic Binary Instrumentation, or DBI, to allow us full access to the code

stream of a running application as it executes on bare metal. Many such frameworks

function as a DBI, including Valgrind, Intel PIN, QDBI and DynamoRIO. Our im-

plementation of taint analysis builds on the DynamoRIO platform, as it performs

dramatically better than the alternatives. It also supports ARM, our platform of

choice for taint analysis for the purposes of this thesis, whereas Intel PIN and QDBI

do not.

DynamoRIO’s design goals include efficiency, transparency and comprehen-

siveness; the latter property describes DynamoRIO’s ability to control and expose

to the user every instruction in the instruction stream of a running application. To

facilitate these design goals, DynamoRIO eschews the basic interpreter implementa-

tion in favor of a basic block cache, a data structure which contains pre-instrumented

basic blocks that execute on real hardware, and jump back into DynamoRIO’s con-

trol upon exit. For the sake of performance, DynamoRIO further links basic blocks

in the code cache which are otherwise directly linked in the main application; this

reduces the amount of time spent in DynamoRIO’s dispatch code, as we do not jump

back into DynamoRIO’s control on exit of a single basic block, but rather only on

indirect control flow instructions such as return statements [13].

With all these optimizations in place, DynamoRIO achieves roughly 10% slow-

down on average for a running application against native, beating out the alterna-

tives in terms of raw performance. DynamoRIO also exposes only an intermediate

representation of instructions that precisely mirror the instructions themselves; this

comes in contrast to VEX, a cross-platform intermediate language maintained by

Valgrind for the purpose of platform-independent lifting and analysis. Although

this allows users of Valgrind to enjoy a more powerful and platform-independent

analysis upon which they may implement taint analysis, the subsequent synthe-

sis phase transforming VEX basic blocks back into native code causes tremendous

performance loss [14].

DynamoRIO also exposes a rich client plugin system, which exposes the inter-

nal instruction stream of a running application and gives us the ability to supplement

the running code with meta-instructions, or instructions which do not change the
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semantics of the running application, but instead only perform useful work towards

metrics, etc. DynamoRIO exposes an interface akin to compiler passes to the user

to perform this code generation phase, and these passes ought to be idempotent and

deterministic. It is at this layer that we implement our DrASLRHarden tool.



2. NOVEL APPLICATION OF TAINT ANALYSIS TO

ASLR INTEGRITY

Our major contribution serves as an online mitigation of partial breaks of ASLR due

to address leaks in running binaries. We implement a tool, DrASLRHarden, which

captures this behaviour using DynamoRIO and an application of taint analysis.

Our novel application of taint analysis to the maintenance of ASLR integrity stems

from the simple observation that in order to prevent address leaks, we may simply

taint all interesting pointers as they are introduced into the program. TaintTrace

defines a residence of tainted data to be any memory location or register. We thus

apply taint to a residence to imply that it contains a pointer value. Note that this

approach generalizes to the problem of addressing information leaks, an approach

which has been well studied on the JVM [15], [16].

2.1 Usage Model

We first present a usage model for our DrASLRHarden tool; this usage model

generally motivates our choices of taint sources and sinks, for example, as well as

certain implementation details and optimizations we employ at the taint propagation

step. We would foremost like to run DrASLRHarden on arbitrary ARM binaries

and perform online analysis to facilitate their real time protection. Furthermore,

our analysis should not rely on the availability of source code or, more specifically,

the ability to recompile the target application, as in this case we should prefer

dynamic analysis implemented at the compiler level such as AddressSanitizer [17]

or DataFlowSanitizer [18].

Unfortunately, in its current form DrASLRHarden relies on certain compila-

tion flags and a custom build of glibc for correct analysis (discussed at length in

Chapter 3), though this is not a limitation of our approach but rather due to an

incomplete implementation.

Because we should not rely on the ability to recompile our target application,

our analysis should prefer under-approximations, that is, our analysis should prefer

7
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false negatives and thus undetected leaks rather than false positives; if a binary

application exhibits too many false positives, a user of DrASLRHarden might not be

able to work around these false positives without recompiling the target application.

This preference also facilitates operation of long running processes which may be

expensive to restart, or which may be otherwise unacceptable to halt operation

often.

Note that although most exploits attempt to gain an information leak or ad-

dress leak, our tool DrASLRHarden cannot of course mitigate exploits which do not

need leaks to successfully and reliably land. For example, the LeakLess tool resolves

addresses of functions by exploiting the properties of the ELF file format, as well as

by walking the link map provided by the glibc loader [19]; our analysis might not

detect a Leakless-based exploit if a .text leak is unnecessary. Similarly, exploits may

choose to employ a partial overwrite instead of getting a leak, as a partial overwrite

traditionally yields a successful exploit with probability 1/16. We also cannot de-

tect leaks through clever tricks or side channels, for example techniques such as the

first exploitation step of Braille, a tool implementing the Blind ROP technique as

described by Bittau, et. al [20] which learns the stack cookie and the return address

of a function exhibiting a simple stack smash without a leak.

We must also discuss the various types of leaks we would like to mitigate

in the wild, as well as precision requirements for our analysis. In general, the

DrASLRHarden tool only mitigates leaks which would cause a partial break of

ASLR; stack cookies and pointer encryption keys are out of scope for DrASLRHarden,

though we briefly discuss potential mitigations for leaks of these code objects as well.

In order to mitigate address leaks specifically, or those which would cause a partial

break of ASLR, we address three types of leaks: stack leaks, heap leaks and code

pointer leaks.

From now on, note that we describe our application of taint analysis assum-

ing a stock ARM Linux environment. However, all techniques generalize to other

operating systems such as Windows and even to other architectures as x86. In

particular, we choose to implement DrASLRHarden on ARM due to its compact in-

struction set size, which facilitates the rapid development of a taint analysis system.
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Similarly, as we see later, the complex process of program loading directly impacts

our choice of taint sources to best ensure that all code leaks are tainted. Since the

operating system and other low-level concepts such as the glibc loader inherently

facilitate process loading, we choose to study the Linux userland and kernel due

to its pedagogical nature and the availability of information on its process loading

interface.

Furthermore, we suspect our choice of ARM and Linux allows us to more easily

extend our research to Android Linux, a common flavor of Linux seen heavily in the

wild due to its use in phones. Although the loader implementation differs between

most Linux distributions (glibc) and Android (Bionic), many of the concepts we

discuss in this chapter transparently extend to Android.

2.2 Taint Sources and Sinks

We may describe a particular taint analysis by defining taint sources and sinks,

as well as all relevant taint policies [8]. We begin by defining a taint sink; on the

assumption that our algorithm correctly identifies and taints all memory locations

in a program which contain pointers, we may query taint at any system call which

yields data back to the user. For instance, we target the write and send system calls

on Linux as they may yield an address leak to the user. We define these system

calls as our taint sink.

Furthermore, when we detect taint at a taint sink, we choose to fail the write

or send system calls, denying the write, as opposed to crashing the application.

We introduce this behaviour since we assume that an attacker cannot otherwise

perform useful memory corruption to take deterministic and reliable control over

the program, and the program is thus safe from arbitrary code execution. Of course,

there might be cause for concern that the steps performed by an attacker to gain a

leak has placed the application in an unstable or otherwise unknown state, and we

acknowledge that simply denying the write might not be conservative enough for a

particular application. However, the applications that we have tested, for example

NGINX and Apache, continue to function despite us failing a write system call, as

uncovered in Chapter 4.
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Figure 2.1: Here we see an illustration of the stack on process startup
on a Linux environment, before the first application instruction begins
executing at start. All cells in red are “tainted,” since they contain
addresses to other locations on the stack.

It takes much more work to identify all taint sources for our application of taint

analysis. We begin by determining when pointers are introduced into the system;

intuitively, a pointer is introduced when a new mapping is made available to the

program. This occurs generally on process startup, since the Linux kernel loads the

stack and code segments at this time, as well as on introduction of a new mapping,

for example when libraries are loaded. Below, we enumerate all interesting types of

address leaks and identify key areas in which a pointer is introduced to the system

to cause these leaks.

2.2.1 Preventing Stack Leaks

Since the stack is initialized by the Linux kernel on process startup, we must

examine the state of the stack on process startup to scan for all tainted residences.

Consider Figure 2.1, which illustrates the stack on process startup for a Linux en-

vironment. To summarize, we must taint all pointers in the char *argv[] and char

*envp[] arrays, as well as the stack pointer.

We must also introduce taint on thread creation, as the Linux kernel maps a

new stack for a particular thread, for example via the pthread create API call which
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internally delegates to the clone system call on Linux. However, a newly created

thread stack does not contain a pointer to argv or envp; we must simply taint the

stack pointer, as done on stack creation for a new process.

It is also necessary to appropriately set the taint value of the argument passed

to the new thread, though currently our DrASLRHarden tool punts on this.

2.2.2 Preventing Heap Leaks

On Linux, the heap is a first-class supported segment of process memory,

though it does not exist on process startup. On POSIX compliant systems, as well

as on Linux and on Windows, we interact with heap memory by invoking malloc and

free. However, various libraries implement these API routines, the most common

of which is glibc’s ptmalloc2 implementation. We assume an environment which

employs the ptmalloc2 implementation of malloc and free, though all taint sources

described below have similar analogs on other heap implementations and operating

systems.

The ptmalloc2 implementation maintains distinct heaps per thread. This im-

plementation allocates an application’s main thread’s heap using the brk system call

provided by Linux. This system call extends the “program break” in a program’s

process space, thus allocating more room for use by the main thread. Alternatively,

ptmalloc2 allocates all other thread-specific heaps via the mmap system call, which

the Linux kernel provides as an interface to directly allocate pages in the process

space. Note also that large allocations, even those serviced by the main thread

might be given its own page via mmap as well [21]. Both code paths which allocate

more memory for a thread’s heap go through sysmalloc().

Since an application may only receive a reference to the heap from these two

system calls, we can safely assume that no other pointers to the heap can be in-

troduced without going through these aforementioned system calls. This includes

pointers returned via the malloc API call, as well as pointers in the linked list

structure maintained by the fastbin freelist, a common attack vector for leaks on

ptmalloc2 implementations in glibc. Thus, we introduce taint sinks at these two

system calls to mitigate heap leaks.
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2.2.3 Preventing Code Pointer Leaks

Code pointer leaks describe a subset of address leaks which disclose the loca-

tions of all functions loaded in a particular module. For example, leaking system

from libc will disclose not only the location of system, but also the locations of all

other functions in libc. As a result, many CTF challenge solutions and reliable ex-

ploits attempt to leak a libc address. We describe two types of code pointer leaks

below:

Inter-module Code Leaks leak a code pointer that belongs to a separate module,

e.g. leaking a libc pointer such as system from the application proper, denoted

as the .text section

Intra-module Code Leaks leak a code pointer that resides in the same module,

but not necessarily the .text section

In practice these two types of leaks must be handled differently; the method

by which we handle intermodule code leaks also differs drastically between environ-

ments, due to the wide variety of methods operating systems employ to load shared

modules. Again, we assume a Linux ARM environment for all techniques described

below.

2.2.3.1 Intramodule Code Leaks

Code pointer leaks are only necessary when the module enclosing the leak is

loaded at a variable base address; otherwise, an attacker already knows the addresses

of all functions in that module. As of the time of this writing, GCC does not emit

position-independent code by default, and this option must be explicitly enabled

via -fPIE or -fPIC. Note that shared libraries must be loadable at variable base

addresses, a decision which predates even ASLR. However, code pointer leaks do

not apply to traditional ELF binaries which are always loaded at the same base

address on each run. Again, this is less secure as an attacker knows the locations

of all functions without requiring a leak. Only when we compile a particular binary

with the PIE (position-independent executable) option does the Linux kernel load
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add r3 , pc , #24

Figure 2.2: Representative instruction which computes an intramodular
reference to a global variable. The address of this global variable is now
stored in r3.

ELF binaries in variable locations, improving security by requiring an attacker to

leak a code pointer.

Thus, we introduce one more assumption about the environment for the in-

tramodular code case: all modules we wish to protect must expose position-independent

code, such that it functions invariantly to load address. As we will see, this assump-

tion aids us in finding a solution to all intramodular code leaks.

Our choice of taint source again follows from the simple observation that on all

architectures, intramodular references to globals and to other functions must utilize

the current value of PC, or the program counter. Even on x86 32, which does not

expose the EIP register for most arithmetic or data-movement instructions, GCC

emits a call/pop-like dance in x86.get pc thunk.ax in order to load the value of

EIP into a register.

Because all PIC-enabled modules resolve intramodular references via some

PC-relative addressing scheme, we may simply introduce taint whenever we detect

PC to be used as a source operand of any instruction, either implicitly or explicitly.

Consider, for example the ARM instruction in Figure 2.2. Here, because one source

operand to this instruction involves pc, we taint the destination register r3 ; we

can compute this statically, thus we may “elide” a taint propagation step for this

instruction.

Note also that PIE-compiled binaries may reference globals and functions via

the global offset table; this occurs when the relevant symbols have external visibility

and thus can be replaced using such linker environment variables as LD PRELOAD.

For such cases we defer to Section 2.2.3.2, as this implements handling for all refer-

ences that go through the GOT, a concept which inherently facilitates intermodular

communication.
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Relocat ion s e c t i on ’ . r e l . dyn ’ at o f f s e t 0 x4f8 conta ins 12 e n t r i e s :
O f f s e t In f o Type Sym. Value Sym. Name

. . .
00011034 00000815 R ARM GLOB DAT 00000000 stdout@GLIBC 2 .4 (1)
. . .

Re locat ion s e c t i on ’ . r e l . p lt ’ at o f f s e t 0x558 conta ins 5 e n t r i e s :
O f f s e t In f o Type Sym. Value Sym. Name

. . .
00011010 00000516 R ARM JUMP SLOT 00000000 fwrite@GLIBC 2 .4 (2)
. . .

Figure 2.3: Sample output of the readelf tool on a binary which uses
both the library function fwrite and the library function stdout

2.2.3.2 Intermodule Code Leaks

Before we can discuss the method by which we can mitigate intermodular code

leaks, we must first describe how the glibc loader communicates the addresses of

global variables and externally visible functions between modules; for instance, this

method allows us to access the address of the stdout global variable in libc, as well

as the address of the fprintf library function in libc.

First, we discuss how the loader communicates the addresses of global variables

in libc to the main program. To illustrate this, we scrutinize the output of readelf,

as in Figure 2.3; we are only concerned with the line marked with (1), which denotes

the entry for stdout@GLIBC 2.4 in the .rel.dyn section of the binary. The offset

associated with this entry, 0x0001102c, marks the offset from the base of the main

ELF executable to which the loader places the address of stdout in glibc. Thus,

each entry in .rel.dyn contains a pointer to the entry’s respective global variable in

the enclosing shared library [22].

We next describe the more complicated process by which the main executable

receives references to functions that reside in other shared libraries. Briefly, in order

to call another function in a shared object file, the compiler emits a code construct

called the Procedure Linkage Table (PLT) which comprises PLT stubs; when we

would like to call the glibc function fwrite, for example, we instead call fwrite@plt,

the PLT stub for fwrite. In the default mode of operation, the loader and the

PLT stub work in tandem to call the dl runtime resolve() function provided by

the loader on first invocation of the PLT stub to locate the fwrite function in libc,

and lazily initializes the PLT stub’s corresponding entry in the Global Offset Table

(GOT). Thus, all subsequent invocations of the PLT stub link directly to the right
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function [19], [22]. These GOT entries correspond precisely with those in Figure 2.3

in the .rel.plt section.

The glibc loader also supports a mode of operation to eagerly load all GOT

entries on process startup, so the corresponding PLT stubs no longer resolve these

symbols lazily via dl runtime resolve(). This occurs when the environment vari-

able LD BIND NOW=1 is specified to the loader, or the RELRO gcc protection

(which stands for relocation read-only) is set to FULL by the linker. As implied by

the name, the RELRO protection will additionally mark the GOT as read-only to

mitigate control-flow hijacking attacks that overwrite function pointers in the GOT

[23].

Thus, in order to ensure that we correctly taint all addresses to other shared

libraries that reside in the .rel.dyn and .rel.plt sections, we present two straightfor-

ward options:

1. If we specify lazy loading behaviour to the loader, we may taint the elements

in the .rel.dyn section immediately after the loader has redirected execution

to our application and also hook the dl runtime resolve() function to taint

all lazy stores to the GOT.

2. If we specify LD BIND NOW=1 to the program loader, or if we link the pro-

gram with RELRO enabled, then we may taint all the elements in the .rel.dyn

and .rel.plt sections immediately after the loader has redirected execution to

our application.

However, DrASLRHarden ends up utilizing a slightly simpler method for libc

leaks based on a few simple observations. Firstly, the glibc loader must load libc

relocations, lazy or otherwise, relative to a pointer from the base of the loaded

shared library; this base is obtained via the mmap2 system call. Recall that we

already taint the return value of the mmap2 system call to mitigate heap leaks,

thus we do not need to perform extra work to mitigate intermodular leaks of libc.

However, this observation comes after rigorous testing as described in Chapter 4, as

it is not immediately obvious that this should taint the GOT reliably. Furthermore,

since some other loader implementations may employ code sequences that might
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cause under-taint to occur, we do not suggest this optimization for every loader

implementation.

Note that this does not apply to relocations in PIE binaries since the PIE

binary does not get mapped into the process space via the mmap2 system call. For

now, we taint all PIE relocations using the methods described previously.

2.3 Taint Propagation Policies

Schwartz, et. al [8] describes over-taint and under-taint of a particular analysis

as a function of the analysis’s choice of taint propagation policies; these policies pro-

pose different actions for taint propagation across a particular instruction, as defined

by this instruction’s operational semantics. Specifically, we discuss the effects of the

first three taint policies considered by TaintTrace on the precision and recall of our

analysis: Copy Propagation, Arithmetic Propagation and Address Propagation.

Note that the fourth taint propagation policy, Control Flow Propagation can-

not be considered because we employ a strictly dynamic analysis. Control Flow

Propagation relies on control flow information in order to compute control depen-

dencies, or the set of modified variables in the lexical scope of this structured control

flow element; this information is not available from within the DynamoRIO frame-

work [8], [10]. Furthermore, we cannot in general compute control flow information

of binaries, for example due to undecideability in computing all outgoing edges in a

jump table.

Consider the two propagation policies Copy Propagation and Arithmetic Prop-

agation, which respectively propagate taint over data movement instructions with

a tainted source operand, and instructions for which a tainted operand is used as

part of an arithmetic statement. Conceptually, we may consider these two policies

together to imply that taint should be propagated across an instruction coded in

three-address code if any of the source operands are tainted. We opt into these

policies trivially, since pointer addresses still constitute a leak through arithmetic,

as in the C expression array+idx.

We also consider the Address Propagation policy, which marks a memory cell

as tainted if either the address of the cell or the contents of the cell are tainted.
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r o u t i n e s t a r t :
push { r11 , l r }
sub r11 , sp , #8
s t r #2, [ r11 ,#−4]
. . .

Figure 2.4: A function prologue as commonly seen on ARM. We first
push the old frame pointer, r11, as well as the return address stored in
lr onto the stack, and set the new frame pointer in r11. We then store
the value 2 into a local variable relative from the frame pointer.

void i t o a r e v e r s e (unsigned int addr ) {
char t ab l e [ ] = { ’ 0 ’ , ’ 1 ’ , ’ 2 ’ , /∗ . . . ∗/ } ;
while ( addr != 0) {

// P o t e n t i a l u n d e r t a i n t !
putchar ( t ab l e [ addr %10]) ;
addr /= 10 ;

}
putchar ( ’\n ’ ) ;

}

Figure 2.5: Simplified implementation of itoa which prints digits in
reverse, and which illustrates undertaint when we disable the Address
Propagation policy.

Determining whether to implement this policy or not is problematic; for applications

such as TaintCheck and TaintTrace, which employ taint analysis to detect tainted

jumps to the effect of control flow infractions, excluding this policy might allow an

attacker to jump to an attacker controlled location through a load from a tainted

value, whereas including this policy might exhibit a prohibitive number of false

positives as seen in the wild in switch-case statement compiled into a jump table [8].

To determine the effect of Address Propagation on our analysis, consider Fig-

ure 2.4. Here, r11 is used as a frame pointer within a subroutine. Since the stack

pointer clearly derives the value of r11, this register must clearly be tainted. Thus,

since all loads and stores on the stack reference this frame pointer, all stack vari-

ables, even those which are not pointers themselves will be tainted; this behaviour

yields many false positives, as it disallows us from sending any stack-allocated buffer

via the send syscall.
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Thus, our analysis does not implement the Address Propagation policy. How-

ever, we note that our analysis now yields false negatives; consider Figure 2.5, which

implements a simplified itoa routine which obscures output via a table lookup which

maps numbers to their corresponding digits in base 10. Despite the fact that we taint

the expression table+a%10, we do not taint the destination residence of the load

of the digit from this tainted address. Thus, DrASLRHarden cannot catch these

leaks. This is also particularly unfortunate as even common routines and address

leak vectors like printf(“%p”, addr); employ a table lookup approach to convert to

arbitrary bases, and we thus cannot detect leaks of this form.

Finally, as mentioned previously, we cannot implement the Control Propa-

gation policy using strictly dynamic analysis; the DynamoRIO platform similarly

does not have this necessary complete control flow information at any point while

instrumenting the program. Tools like DrMemory and Valgrind can somewhat cir-

cumvent this issue by notifying the user of an error if an uninitialized value influences

a conditional branch [24], [25]. Although we do not currently do so, we may con-

ceivably implement this within DrASLRHarden to indicate that something like a

clearing function may exist within the program. However, since DrASLRHarden

marks pointers as tainted, as opposed to uninitialized data, we must special-case

certain common code sequences that likely do not indicate a clearing function, for

example NULL-pointer checks.

2.4 Miscellaneous Leaks

Currently our analysis and corresponding DrASLRHarden tool only prevents

address leaks. However, exploits may also commonly leak critical variables main-

tained by glibc in order to proceed with an attack. Consider for example the im-

plementation of stack canaries in glibc, which places a canary on the stack right

above the return address to catch simple buffer overflows. This canary differs

only between threads, and as such the canary is stored in thread local storage as

stack chk guard [26]. We also consider glibc’s implementation of pointer encryp-

tion, which encrypts pointers for example in the .dtors section of a binary via the

pointer chk guard variable [27].
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u i n t 3 2 t p = 0 x 7 f f f f f f f ;
u i n t 3 2 t q = 0 x f f f f f f f b ;
u i n t 6 4 t n = (p−1)∗(q−1);
DR TAINT LOC(&p , s i z e o f (p ) ) ;
DR TAINT LOC(&q , s i z e o f ( q ) ) ;

Figure 2.6: Heavily simplified application of a DynamoRIO annotation
system which taints arbitrary memory locations.

In order to mitigate these attacks within the DrASLRHarden framework, we

may simply taint these variables on thread or on process startup. Note again that

this corresponds to a more general analysis which aims to protect any sensitive

information leakage [15], [16]. However, given an arbitrary glibc binary we cannot

precisely determine the offset of the stack canary into the TLS section or the exact

location of the pointer encryption key in the data section.In order to correctly handle

these cases, we may allow an application to interact with DynamoRIO in a limited

fashion; specifically, we may expose a DynamoRIO annotation that allows a client

to set or otherwise clear taint on an application address, utilizing the DynamoRIO

annotation framework. Additionally, modifications to glibc are necessary, to protect

these two aforementioned variables on initialization. This method may easily extend

to other forms of information leaks, even those which may be application-specific,

as in Figure 2.6. Unfortunately, DrASLRHarden does not currently implement this

mode of operation, as it is outside of the scope of address leaks and requires the

ability to recompile the target application runs counter to our usage model.

2.5 Comparison with Related Tools

Although we cannot make direct benchmark and performance comparisons

between DrASLRHarden and alternative taint analysis tools such as TaintTrace

and TaintCheck due to architectural differences or the unavailability of source code,

we compare and contrast at a high level each respective approach and choices of

sources and sinks.

TaintTrace builds upon DynamoRIO in order to implement a control-flow in-

tegrity and format string vulnerability policy checker. It exhibits a similar shadow
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memory system to ours described in Chapter 3, and enacts its analysis by introduc-

ing taint continuously to all system calls which an attacker might influence, such

as the read system call. Furthermore, in order to measure infraction of control-flow

integrity, TaintTrace must check all dynamic branches, including returns from func-

tions, indirect calls such as virtual function calls, and indirect branches; in order to

detect format string vulnerabilities, it also must check taint whenever the applica-

tion calls the printf family of functions [10]. The TaintCheck tool functions very

similarly, tainting data returned by all calls to read where the file descriptor is a

network-backed socket. It also checks taint on indirect jumps and on calls to the

printf family of functions to mitigate format string attacks [7].

Note again that both TaintTrace and TaintCheck must measure taint at every

indirect jump, as opposed to our analysis in DrASLRHarden which checks taint at

a few system calls which present data back to the user. We argue that system calls

are generally less frequent than indirect jumps, even in programs with few function

pointers or virtual table structures, as return statements also constitute indirect

jumps in our working definition; thus we should reasonably expect our analysis to

query for taint at fewer program points in a particular execution.

It is more difficult to compare these tools in their choices of taint sources,

as DrASLRHarden introduces taint on process startup and on the mmap2 and

brk system calls, whereas the other tools introduce taint on read -like system calls.

We expect that the glibc malloc implementation ptmalloc2 only invokes the brk or

mmap2 system calls infrequently, when the top chunk needs to be extended because

the heap has (informally) run out of space. Recall also that the loader also invokes

mmap2 when loading a library from disk. Meanwhile, applications like TaintCheck

and TaintTrace taint user input, including the read system call. We cannot easily

make claims about the relative frequencies of read -like system calls and mmap2 -like

system calls.

We also present high level comparisons with other research in the problem area

of ASLR integrity. For example, ASLR Guard performs a global code transformation

in order to construct an isolated region of memory to store code pointers, and offer

pointer encryption for those code pointers which cannot be isolated, for example
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return addresses. A compiler pass implements this global code transformation step,

thus ASLR Guard requires source code, and further requires that all shared libraries

also employ this same compiler pass [28]. Since this tool utilizes a very minimal

dynamic component, this tool operates at less than a 1% slowdown for SPEC CPU

2006 benchmarks. In contrast, although our tool DrASLRHarden serves the same

purpose to deter code pointer leaks, it does not require source code for global code

transformation, albeit at the cost of a much more prevalent dynamic component

which implements the code transformation via binary instrumentation.

A similar technique, Binary Stirring serves to provide code randomization for

arbitrary fixed-base programs, such as legacy binary-only Windows and Linux ap-

plications which are compiled without ASLR. This technique employs static binary

instrumentation as well as a small dynamic component which performs the code

pointer randomization [29]. This technique is implemented in the STIR tool. This

tool also shifts most of the code transformation to compile time, and the only dy-

namic overhead consists of a “stirring” component which randomizes the code bases,

thus it achieves very good performance figures of less than 2% overhead on the SPEC

2006 benchmarks. However, STIR does not protect against address leaks, and relies

on heuristics (IDA Pro) to detect jump tables, function prologues and other dynamic

jump targets for which missed code might not function after the code generation

phase. DrASLRHarden on the other hand does not need to statically determine all

jump targets because it employs dynamic binary instrumentation.



3. TAINT ANALYSIS IMPLEMENTATION

3.1 Shadow Memory

Implementing taint analysis on the DynamoRIO platform obviates the need for

shadow memory subsystem which can be manipulated directly from the code stream

of the running application. This shadow memory subsystem allows us to efficiently

map any address accessible from the application’s perspective, including its own

stack, heap and code segments, to a shadow copy of memory which can be used to

store taint. Necessarily, these two “address spaces” cannot interfere, and thus some

mechanism must actively ensure than an application cannot access its own shadow

memory, for example via a wild pointer dereference which would otherwise cause

an application not under DynamoRIO’s control to crash. In particular, we list two

desirable properties of a shadow memory implementation for use by DynamoRIO

towards taint analysis

1. Efficient translation from application address to shadow memory

2. Minimal added instrumentation in the code cache per shadow memory trans-

lation

These properties are heavily related. Consider some inefficient translation

scheme from application address to shadow memory, for example one which mimics

the x86 translation from virtual memory to physical memory and which involves a

page walk of up to four page tables; such a translation would be slow if implemented

in software, and would also require a large number of instructions to be inserted into

the application code stream.

Necessarily, this shadow memory must also exist in the same memory space as

the application, in order to facilitate easy access to this shadow memory from the

code stream.

We take heavy inspiration from the x86 implementation of Umbra, DrMem-

ory’s shadow memory module for translating application addresses to taint addresses

(with taint representing uninitialized memory in this case). Early implementations

22
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mov ecx , eax
shr ecx , 0x10
add eax , [ shadow table + ecx ∗4 ]

Figure 3.1: Currently used x86 code sequence for translating from an
application address to its corresponding shadow address in eax.

of Umbra tailored for x86 and x86 64 are discussed by Qin, et. al [30], [31], though

the current implementation of Umbra on 32-bit x86 no longer employs these afore-

mentioned techniques. We discuss the techniques currently used in this library

briefly, and subsequently adapt these techniques from x86 to ARM. This adapta-

tion for ARM has since been contributed upstream, and reflects the current state of

the Umbra library for ARM.

3.1.1 Existing x86 Umbra Implementation

On Umbra for x86, we employ a page table approach, using the top 16 bits of

the application address as an index into this page table. Thus, each index maps to

a 64K of application space. Naturally, there must be 232−16 = 216 distinct indices

into the page table, in order to cover the entirety of application memory.

Each entry stores a displacement from that application address to the location

of the corresponding shadow memory, for the sake of bringing instrumentation size

down; the final code sequence can be seen in 3.1. Thus we compute the following

expression to determine the location of the relevant displacement in the table:

shadow table + 4 ∗ (addr � 16) (3.1)

.

Umbra also employs a necessary shadow memory optimization; this optimiza-

tion stems from the basic observation that a typical application does not saturate all

of its memory on process startup. This is a prudent observation, since it is clearly

unfeasible to allocate 232 bytes of shadow memory on startup in the same process

space as a running application.

We employ a copy-on-write tactic by allocating only a single read-only shared
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Figure 3.2: Illustration of the copy-on-write treatment of the shared RO
page for an 8-bit system. We access the RO page via the last entry in
the page table; the corresponding application address 11010110 maps to
index 1101. On write to this shadow memory, we replace the last entry
in the page table to point to a new RW page, so the write succeeds.

64K chunk on process startup; each entry in the page table initially references this

shared block. Only on receipt of a page fault, the result of writing to this default

read-only block, do we replace out the read-only block at this page-table index with

a 64K RW page. We subsequently return control back to the instrumented code,

which proceeds without failure this time. An illustration of this process can be

found in figure 3.2.

3.1.2 ARM-Specific Umbra Adaptation

In figure 3.1, we present the code sequence used by Umbra on x86. Unfor-

tunately, this code sequence does not generalize well to an ARM processor: the

complex x86 operand [table+ecx*4] cannot be represented exactly on ARM since
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mov r1 , shadow table
mov r2 , r0
l s l r2 , r2 , #16
l s r r2 , r2 , #2
add r2 , r2 , r1
l d r r2 , [ r2 ]
add r0 , r0 , r2

Figure 3.3: Pre-optimized version of the ARM code sequence for trans-
lation from an application address to its corresponding shadow address
in r0. Note that we clobber two registers here, r1 and r2.

we cannot always encode the address table as an immediate. Consider a naive imple-

mentation of this code sequence adapted for ARM in figure 3.3. This code sequence

spans 7 instructions, and also clobbers the values of two registers, r1 and r2. Due to

the nature of dynamic binary instrumentation, these clobbered registered must be

saved before the code sequence, and restored immediately after (unless the value of

the register is dead within the same basic block). Instead, we opt for a dramatically

optimized code sequence, noting the following transformation of the original shadow

translation expression 3.1:

table + 4 ∗ (addr � 16) ≡ table + ((addr � 16)� 2)

≡ table + ((addr � 14) & 0xfffffffc)

≡ (table + (addr � 14)) & 0xfffffffc (3.2)

≡ (table + (addr � 14)) & ∼3 (3.3)

Note that the transformation to Equation (3.2) assumes a 4-byte alignment

of table; this would imply that this variable has its 2 least significant bits cleared.

We can assume this in practice due to ARM’s alignment requirements and due to

corresponding C ABI alignment rules for ARM platforms, though in cases where

this is untrue we may make this optimization valid using other known techniques to

align the table’s address forwards to a 4-byte boundary.

Now, this final expression (3.3) is dramatically simpler to implement in ARM,
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mov r1 , shadow table
add r1 , r1 , r0 l s r #14
b i c r1 , r1 , #3
l d r r1 , [ r1 ]
add r0 , r0 , r1

Figure 3.4: Optimized version of the ARM code sequence for translation
from an application address to its corresponding shadow address in r0.

as shown in figure 3.4; it spans fewer assembly instructions, and only clobbers a

single register, r1. In particular, our ARM code sequence exploits the fact that

the expression (table + (addr � 14)) has a direct analog in ARM assembly, notably

add r1, r1, r0 lsr #14. We currently emit this exact code sequence in the Umbra

adaptation for ARM. All other aspects of the original x86 Umbra library mentioned

in the previous section are reused, for example the copy on write memory usage

optimization.

3.1.3 Shadow Memory Optimizations

In Section 2.3 we describe a set of taint propagation policies that tend towards

under-approximations, since our design goals require this. However, DrASLRHarden

employs some optimization at the shadow memory level to reduce the total amount

of memory used by our shadow memory system, which may cause inaccuracies in

our analysis.

In particular, we scale down each application address by a factor of four,

thereby reducing the total amount of shadow memory allocated at each point by

this same factor. This also implies that each 4-byte aligned application address

belongs to only one byte of shadow memory. We reason that implementing this

optimization does not affect the analysis too much, since addresses must be four-

byte aligned anyway by the ARM processor alignment rules.

However, this analysis does introduce inaccuracies into our analysis, specifi-

cally false positives which our design goals discourage. We further discuss the effect

our optimization has on memory overhead performance as well as on the potential

for false positives for various test cases in Chapter 4.
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mov r1 , shadow table
add r1 , r1 , r0 l s r #14
b i c r1 , r1 , #3
l d r r1 , [ r1 ]
add r0 , r1 , r0 l s r #2

Figure 3.5: Another optimized version of the ARM code sequence for
translation from an application address to its corresponding shadow ad-
dress, exhibiting the optimization described in Section 3.1.3.

Furthermore, since this is an additional optimization, our DrASLRHarden

tool may easily be extended to remove this memory optimization, thus causing our

analysis to bear the brunt of the full 2x memory usage compared to the original

application.

Figure 3.5 demonstrates the updated version of the application to shadow

translation ARM code sequence which exhibits this aforementioned optimization.

DrMemory further extends this optimization to map 2 bits of shadow mem-

ory to a single byte of application memory [24]. Valgrind also cites this decision

ultimately to efficiently compute taint along partially-defined bytes, by storing only

the state in this shadow memory and exposing a second shadow memory for bit-

level taint [32]. Since this former shadow memory quantity is a factor of 4 smaller,

we may reuse the same shift in Figure 3.5, though we must take further steps to

separate out the relevant bits in the taint propagation step. Alternatively, we may

map 1 shadow bit to a single application byte with a shadow memory down scale

of 8 for minimal memory overhead. However, mapping bits to bytes in either case

complicates the inline instrumentation significantly, and we do not implement this

in DrASLRHarden.

3.2 Taint Propagation

As per DynamoRIO’s usage model, for each instruction in the application

code stream we must insert instrumentation which computes the taint propagation

step as defined by the operation semantics of the aforementioned instruction. This

inserted instrumentation generally comes in two flavors: inline instrumentation and
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// note : r e g t o t a i n t y i e l d s a po in t e r to memory
// r e p r e s e n t i n g the ‘ ‘ shadow r e g i s t e r ”
s c r a t c h r e g 1 = r e g t o t a i n t ( reg1 )
s c r a t c h r e g 1 = load 1byte ( s c r a t c h r e g 1 )
s c r a t c h r e g 2 = r e g t o t a i n t ( reg2 )
s t o r e 1 b y t e ( s c ra t ch r eg1 , [ s c r a t c h r e g 2 ] )

Figure 3.6: Pseudocode for the taint propagation step for the ARM
assembly instruction mov reg2, reg1.

s c r a t c h r e g 1 = r e g t o t a i n t ( reg1 )
s c r a t c h r e g 1 = load 1byte ( s c r a t c h r e g 1 )
s c r a t c h r e g 2 = r e g t o t a i n t ( reg2 )
s c r a t c h r e g 2 = load 1byte ( s c r a t c h r e g 2 )
s c r a t c h r e g 1 = s c r a t c h r e g 1 | s c r a t c h r e g 2
s c r a t c h r e g 2 = r e g t o t a i n t ( reg3 )
s t o r e 1 b y t e ( s c ra t ch r eg1 , [ s c r a t c h r e g 2 ] )

Figure 3.7: Pseudocode for the taint propagation step for the ARM
assembly instruction add reg3, reg2, reg1.

clean calls.

We may emit inline instrumentation by directly building ARM instructions

via DynamoRIO’s internal intermediate representation. We may alternatively emit

clean calls, or trampolines which redirect control flow directly to C code which we

control. We place sufficiently simple ARM instructions on a fast path, for which the

taint propagation step may be concisely implemented with inline instrumentation.

Most register and data movement instructions fall under the fast path, as well as

all arithmetic instructions. However, there are certain instructions on ARM with

complicated semantics, for example stmdb and ldm which respectively push and pop

register lists that can be arbitrarily long. Such instructions fall under the slowpath,

for which we implement the taint propagation step in C, still taking into account the

underlying operational semantics of the target instruction, and insert a trampoline

in the application code stream to redirect execution to our C code.

We first describe the taint propagation step for arguably the simplest ARM

instruction, mov reg2, reg1, which simply moves the value of reg1 into reg2. This

ARM instruction is sufficiently simple that we may insert instrumentation inline
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// app i n s t r u c t i o n : ldm [ ! ] SP, reg1 , reg2 , . . .
( d e s t r e g s , num dest regs , wr i teback ) = d e c o d e i n s t r ( pc ) ;
for ( int i = 0 ; i < num dest regs ; ++i ) {

i f ( wr i teback && d e s t r e g s [ i ] == SP) {
// i f t h i s was a wr i teback , the l a s t
// d e s t reg in DynamoRIO ’ s IR i s SP
break ;

}
s e t r e g t a i n t ( d e s t r e g s [ i ] ,

g e t a p p t a i n t (SP + 4∗ i ) ) ;
}

Figure 3.8: Pseudocode for the taint propagation step for the ARM as-
sembly instruction ldm[!] SP, reg1, reg2, ..., noting that this subroutine
is implemented as a trampoline due to the original instruction’s complex
behaviours. Also note here that on ARM, “!” denotes a writeback.

to store the taint value of reg1 into reg2, as shown in Figure 3.6. Note that the

scratch registers here and in the next example are general-purpose registers which

have been re-purposed for us to use. To maintain application transparency, we must

save the contents of these scratch registers before clobbering them, and restore them

before they are used again. However, by utilizing simple basic-block level dataflow

analysis, we may elide restores to registers whose values are dead in a particular

basic block, or they must be written to before ever being read from again; the

DrReg DynamoRIO extension handles this implicitly.

We also describe a more complex example which includes all arithmetic in-

structions of the form reg1 op reg2. This instruction may be handled similarly as in

Figure 3.7, and we again implement the taint propagation step for instructions of

this form using inline instrumentation.

Finally, we describe one of the more complex classes of instructions, ldm for

example. Briefly, ldm takes a base register and a register list, and loads memory

from the base register into the associated registers in a register list. If we specify

a writeback for ldm, it writes back to the base register such that the operation

becomes a pop operation. There are also varieties of this instruction which change

the direction in which we load memory from the base address. We implement the

taint propagation step inside of a trampoline, as in Figure 3.8, simplified so that the
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char b ;
char b u f f e r [ 1 0 ] = { 0 } ;
b u f f e r [ 0 ] = &b ; // b u f f e r [ 0 ] i s t a i n t e d
read (0 , bu f f e r , s izeof ( b u f f e r ) ) ; // !

Figure 3.9: An example program which calls the read syscall to read
data into a tainted buffer. Note that according to our analysis, if the
read succeeded with more than 1 byte read, the buffer should not be
tainted anywhere.

only base register is SP and the direction is set statically; within this clean call we

decode the instruction and may access all structures associated with DynamoRIO’s

internal representation of the instruction.

3.2.1 System Calls

We must also handle certain system calls exposed by the Linux kernel which

write to an argument passed in by the user. For example, consider the program in

Figure 3.9, which reads 10 bytes into a partially tainted buffer; if the read succeeds

with return value n, then we must accordingly untaint this buffer for all indices

inclusively between 0 and n − 1. Other interesting system calls which overwrite a

userspace buffer include recv, uname, {l,f,}stat{64,} and clock gettime, though this

is not a comprehensive list.

In order to implement this functionality, we employ the Dr. Syscall library

provided by the Dr. Memory framework, which employs a pre-computed database

of system calls to determine if any arguments are written out by a particular system

call. This is also the same technique employed by Dr. Memory for clearing taint

over system calls.

3.2.2 Constant Functions

TaintCheck and DrMemory further implement handling for very simple con-

stant functions, or instruction sequences such as xor r1, r0, r0 which invariably sets

some register to a constant value [7]. The identification of all constant functions is

clearly undecidable: consider opaque predicates, or sequences of code terminated by

a conditional branch which, at runtime, may only choose one branch. Obfuscated
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codes employ such techniques for the purpose of copyright and DRM protection,

as in LLVM Obfuscator [33]. Note that all opaque predicates contain a constant

function, namely the boolean expression comprising the branch condition. Thus,

the task of identifying opaque predicates is at least as hard as computing constant

functions; this is undecidable, and common methods for detecting opaque predicates

rely on over-approximations via static analysis such as abstract interpretation or via

symbolic execution which may not terminate [34], [35].

As such, our implementation of DrASLRHarden makes only a minimal effort

to identify common single-instruction clearing functions such as xor r1, r0, r0 and

sub r1, r0 r0. TaintCheck and DrMemory similarly target small and otherwise very

common clearing functions.

3.2.3 ARM-Specific Considerations

Although ARM is commonly considered a RISC architecture, certain prop-

erties of the ISA pose unique constraints to the implementation of taint propaga-

tion. Interestingly, many of these same properties also pose challenges to the op-

eration of dynamic binary instrumentation systems as DynamoRIO and Valgrind.

Below we describe certain complications of the architecture in implementing a taint

analysis system in DynamoRIO and our respective solutions as implemented in

DrASLRHarden.

3.2.3.1 THUMB Mode

All typical ARM processors implement some form of THUMB mode, a high

code-density ISA which exposes a subset of all ARM registers. Any analysis treating

these modes as different instruction sets might face difficulties in implementing a

larger number of taint propagation steps than otherwise necessary. DynamoRIO

currently exposes a single intermediate representation (IR) which encompasses both

ARM and THUMB instructions due to their similarity. Thus, instead of imple-

menting taint analysis over multiple IR’s, we implement it over only this single IR,

thereby reusing most code between the two modes of operation.
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3.2.3.2 Generalized Predicated Instructions

Generalized predicated instructions in ARM and THUMB mode constitute a

unique challenge to the implementation of taint analysis; in particular, a predicate

specified by the instruction encoding determines whether to execute the instruction

or not, based on the state of the cpsr register. This is the same mechanism by which

we emit conditional branches on ARM [36]. This poses a challenge to taint analysis

as effectively any instruction may not execute. In the case that an instruction does

not execute, we may not spread taint for that instruction as appropriate. In order to

implement this behavior, we ensure that all of our inline instrumentation does not

modify cpsr ; thus we may simply predicate each inline instruction with the same

predicate as the original application instruction. Unfortunately, this method does

not work for clean calls, or trampolines, since in general calls do not preserve the

cpsr register; we instead opt to insert a conditional branch around the trampoline,

using the inverse of the application predicate.

THUMB mode similarly enjoys generalized predicated instructions: instead of

a predicate specified in the instruction encoding, we employ an it instruction which

encodes a predicate and an integer n ≤ 4, and predicates the next n instructions

with this same predicate; this construct is known as an it-block [37]. We currently

employ the same algorithm for THUMB mode as for ARM mode, however when we

insert instrumentation we must remove and re-emit the it instructions so that we

predicate all inserted instrumentation accordingly, with the it instructions placed

evenly to cover all inserted instrumentation and the original application instruction.

To facilitate the implementation of these design considerations, we implement

“auto-predication”, a mode of operation we introduce upstream to DynamoRIO

which transparently marks all DynamoRIO clients’ inserted instrumentation with

the same predicate as the corresponding application instruction; this feature also

transparently handles reorganizing it-blocks in the presence of control flow or in the

presence of trampolines, etc. Furthermore, this mode of operation is now opt-out

for all DynamoRIO clients since generalized predicated instructions pose a nearly

universal issue to all existing DynamoRIO clients.
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3.2.3.3 NEON and FPU Instructions

The ARM ISA also contains several instruction set extensions via applicable

coprocessors, notably the NEON and FPU coprocessors; all modern hardware sup-

ports these floating point and SIMD instructions, however our analysis currently

punts on implementing these instructions due to their sheer complexity and size

of these additional instruction sets. These instructions cannot simply utilize the

same machinery that we currently implement in DrASLRHarden due to 32 added

64-bit registers. The difference in bitwidths between the general purpose registers

and these registers also poses a problem. Finally, these NEON instructions them-

selves exhibit far more complexity than the conventional ARM instruction set; since

NEON implements a packed SIMD architecture, a particular SIMD-like instruction

might support treating a register as 4 16-bit data objects, 2 32-bit data objects, etc

[38].

In order to improve the precision of our analysis, we compile all applications,

as well as a custom glibc for these applications to link against, without NEON in-

structions and with floating point operations emulated in software, otherwise known

as “soft floats.” As of the time of this writing, we invoke gcc to compile our custom

applications using the following flags:

$ gcc −march=armv7 −mfloat−abi=s o f t \
−Wl,−−rpath=/path/ to /new/ l i b c . so . 6 \
−Wl,−−dynamic−l i n k e r=/path/ to /new/ ld−l i nux . so . 3 \
app . c

In addition to this glibc tailored for a arm-linux-gnueabi target, it might also

be necessary to set up a cross compiler from source for this exact target as well,

as might be the case on a Raspberry Pi due to unavailability of cross compilation

targets as of the time of this writing. Again as of the time of this writing, we may

configure a cross compiler (GCC) using the following arguments to configure:

$ . / c o n f i g u r e −−with−f l o a t=s o f t \
−−with−arch=armv7−a \
−−with−mode=thumb
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Note that this particular caveat infringes upon the design goals we described

in Chapter 2. However, we reiterate that we may remove this restriction by imple-

menting the taint propagation step for all SIMD and floating point instructions.



4. EXPERIMENTAL EVALUATION

In order to evaluate our application of dynamic taint analysis, we proceed to simulate

various interesting leak scenarios in fictitious C programs, and describe whether or

not the leak is detected with a brief explanation of the exhibited behavior. We later

benchmark and otherwise stress test our analysis on known correct programs in

order to provide some context around false negatives and positives and where they

occur in tangible programs, as well as to estimate slowdown on real-world programs.

4.1 Example Programs

We first discuss some programs which exhibit common stack leaks in programs.

Consider the program in Figure 4.1. This program simply prints out the address

of variable a which is stored on the stack. As expected, our dynamic analysis

under DynamoRIO catches this, as the frame pointer influences the computed stack

address of a via simple arithmetic operations.

Now consider a much more interesting example in Figure 4.2, which exhibits

a very popular trick used to obtain the address of the stack given an address leak

into libc. This variable is currently maintained by the glibc initialization function

libc start main, invoked in one of the startfiles of GCC and clang. This value

is derived from the envp pointer passed into the initial program stack on process

startup, thus as expected our dynamic analysis correctly catches this leak.

unsigned int a = 1 ;
unsigned int ∗b = &a ;
f w r i t e (&b , s izeof (b ) , 1 , s tdout ) ;

Figure 4.1: Program exhibiting a simple stack leak.

extern char ∗∗ envi ron ;
f w r i t e ( ev iron , s izeof ( env i ron ) , 1 , s tdout ) ;

Figure 4.2: Program which leaks the global variable environ, which is
maintained by glibc, and set in libc start main.

35
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unsigned int ∗a = mal loc (1∗ s izeof ( int ) ) ;
f w r i t e (&a , s izeof ( a ) , 1 , s tdout ) ;

Figure 4.3: Program exhibiting a simple heap leak.

unsigned int ∗a = mal loc ( 1 0 ) ;
unsigned int ∗b = malloc ( 1 0 ) ;
unsigned int ∗c = mal loc ( 1 0 ) ;
f r e e ( a ) ;
f r e e ( c ) ;
f w r i t e ( c , s izeof ( char ∗ ) , 1 , s tdout ) ;

Figure 4.4: Program demonstrating a much more interesting leak which
abuses knowledge of the fastbin freelist next pointer; this constitutes a
heap leak.

unsigned int addr = s t r t o u l ( argv [ 1 ] , NULL, 1 6 ) ;
f w r i t e ( ( void ∗) addr , 4 , 1 , s tdout ) ;

Figure 4.5: Sample code to facilitate various libc leaks.

/∗ g l o b a l scope ∗/
stat ic int g l oba l 1 ;
int g l oba l 2 ;
stat ic void foo1 ( ) { }
void foo2 ( ) { }

int ∗ i ;
i = &g loba l 1 ;
f w r i t e (&i , 4 , 1 , s tdout ) ;
i = &g loba l 2 ;
f w r i t e (&i , 4 , 1 , s tdout ) ;
i = &foo1 ;
f w r i t e (&i , 4 , 1 , s tdout ) ;
i = &foo2 ;
f w r i t e (&i , 4 , 1 , s tdout ) ;

Figure 4.6: Sample program which prints out the addresses of various
global variables; implicitly, this does not constitute a leak unless the bi-
nary is compiled with the gcc command line arguments -pie -fPIE -fPIC.
We receive references to the two static variables global1 and foo1 via
PC-relative addressing, while we receive references to the two externally
visible symbols via indirection through the Global Offset Table.
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p r i n t f ( ”%p\n” , mal loc ( 1 0 ) ) ;

Figure 4.7: Program demonstrating a heap leak, displaying it to the user
in base 16. This printf routine in particular implements a lookup table
approach to work for multiple bases.

char t a i n t b u f [ 1 0 0 ] ;
// s e t t a i n t o f t a i n t b u f
for ( int i = 0 ; i < 100 ; ++i )

switch ( t a i n t b u f [ i ] ) {
case 0 :

t a i n t b u f [ i ] = 0 ;
break ;

case 1 :
t a i n t b u f [ i ] = 1 ;
break ;

. . .
}

f w r i t e ( t a i n t bu f , 100 , 1 , s tdout ) ; // !

Figure 4.8: An example program demonstrating the usage of a clearing
function to clear the taint status of taint buf. Because we cannot compute
control dependencies solely within the framework of DynamoRIO, we
cannot mark taint buf as tainted on exit from this switch statement.

We must also consider various heap leaks; we again begin with a straightfor-

ward program which leaks a pointer returned from malloc as in Figure 4.3. Since

malloc here internally invokes the mmap or brk system calls, which then propagates

backwards to the return value of malloc and subsequently moved onto the stack, as

expected our analysis identifies this leak.

Finally, we test the disclosure of a much more involved and much more well-

struct f oo { char a ; char b ; } f o o i n s t a n c e ;
f o o i n s t a n c e . b = 1 ;
f o o i n s t a n c e . a = ta in t ed ;
f w r i t e (& f o o i n s t a n c e . b , s izeof ( f o o i n s t a n c e . b ) , 1 , s tdout ) ;

Figure 4.9: Example code demonstrating a potential false positive due
to our shadow memory optimization described in Section 3.1.3.
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studied heap leak, which abuses knowledge of the internal glibc implementation of

the heap, as in Figure 4.4. This particular address disclosure abuses the fastbin

freelist, a singly-linked list structure maintained by glibc to store free’d chunks of

heap memory; the next pointer in each element of the singly linked list comprises

the first 4 bytes of the free’d chunk [6], [21]. Again, since the addresses of each

chunk are derived in some form from the return value of a brk or mmap system call,

even in this linked-list structure, our analysis identifies this heap leak.

Next, we consider libc leaks, which generally arise due to leaking an address

from the global offset table after a function has been lazily resolved. Recall that we

refer to this type of leak specifically as an intermodular code pointer leak. We use

Figure 4.5 to illustrate; suppose that the readelf command yields that the symbol

stdout@GLIBC 2.4 resides at the .text address 0x21044, and also yields that the

symbol fwrite@GLIBC 2.4 resides in the global offset table at address 0x21014.

Our dynamic analysis catches both the leaks of stdout and fwrite when we pass

these addresses into our sample code.

We also consider a leakage of a global variable address, assuming a PIC or

PIE-enabled environment. Recall that a reference to a global variable could result

in either an intermodular code pointer leak or an intramodular code pointer leak,

depending on the external visibility of the variable. Figure 4.6 demonstrates leaks of

a static global and a static function, as well as leaks of an externally-visible global

and an externally-visible function, whose references necessarily live in the global

offset table, either in the .dyn.rel or .dyn.plt sections. As expected, since we have

tainted all PC-relative references as well as all entries in the GOT, our analysis

catches each leak.

In Section 2.3 we discuss a variety of taint analysis policies and their effect on

the precision of the analysis as a whole; to recap, we opt out of the Address Propaga-

tion policy, which prevents severe over-taint but which also as a result causes some

degree of undertaint. We also discuss a particular lookup table-based implementa-

tion of itoa in Figure 2.5, and note that a variety of subroutines as printf exhibited

the same code sequences and therefor the same undertainting behaviour. Thus, it

comes as no surprise that our analysis does not catch the leak in Figure 4.7.
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We also demonstrate another code sequence for which under-taint occurs

within our analysis framework, as in Figure 4.8. Here, we demonstrate a clear-

ing function, which is known to have a “clearing” effect on all tainted data; because

a purely dynamic analysis cannot compute control dependencies and control-flow

information, we must conclude that on each separate case of the switch-case state-

ment in the figure that the tainted buffer element is no longer tainted. Thus our

analysis produces a false negative.

Finally, in Section 3.1.3 we discuss a shadow memory optimization that we

implement on the assumption of alignment requirements of the ARM architecture;

however, this shadow memory optimization in general introduces false positives into

our analysis, despite our dynamic analysis policies preferring false negatives. We

demonstrate one such false positive in Figure 4.9; here we store a (presumably) four-

byte aligned char a followed by a char b, which we expect to be placed immediately

after a. Although b should not be tainted, our taint analysis taints it along with a

a, because we taint the entire 4 byte-aligned area enclosing a. Although we do not

expect to see a code sequence exactly like this in the wild, we note that sub-dword

variables are likely to be tainted by printing routines which perform division and

modulo operations on pointers, for example.

4.2 Real-world Programs

We further run our DrASLRHarden tool on a selection of real-world programs

currently in use. In particular, we successfully run many coreutils commands such

as ls, base{64,32}, pwd, id, {md5,sha512}sum, od and env. We also ran other

miscellaneous commands like bzip2 with no reported false positives. We assume no

false negatives in these programs as well.

We do report some false positives. The DrASLRHarden tool running the df

coreutil program reports false positives in the text fields recording Size, Used, etc,

while running it on the factor coreutil program also reports false positives when

factoring large numbers. Finally, DrASLRHarden running NGINX reports a false

positive in the size field when writing to the access log after a request. All samples

are compiled from source with the compilation flags described in Section 3.2.3.3. A
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false positive might occur in our analysis for many reasons, though we list a common

few that we believe might have caused our particular false positives:

Unsupported Instruction DrASLRHarden currently does not implement a hand-

ful of instructions. Taint is thus not propagated correctly across these unsup-

ported instructions. We also cannot rule out implementation bugs in the

instructions which are implemented.

Shadow Memory Optimization The optimization described in Section 3.1.3 can

cause false positives, though we assume the effect of this optimization is neg-

ligible in real programs.

Constant Functions Currently our tool implements a handful of constant func-

tions, however computing all constant functions is undecidable. However, we

assume the effect of constant functions on the false positive rate is negligible

in real programs.

We suspect that most of these false positives stem from subtle implementation

bugs in our taint analysis, as other literature agrees that the assumptions on which

we base our shadow memory optimziations do not facilitate many false positives.

Similarly TaintCheck and DrMemory make a minimal effort to identify constant

functions, and we implement many of the same single-instruction cases.

4.3 Performance Evaluation

In order to estimate the slowdown we expect from DrASLRHarden, we first

look to the slowdown of similar taint analysis tools such as DrMemory, TaintTrace

and Memcheck. We would like to emphasize that all following performance metrics

for these aforementioned tools were taken on x86. While DrMemory and Taint-

Trace both report an average of 10x slowdown against native on the SPEC CPU

2006 benchmarks, Memcheck reportedly incurs roughly 30x overhead on the same

benchmarks. Thus, even on ARM we should expect a slowdown around this ballpark

of 30 times slowdown, if not more due to lack of extensive optimization or profiling.

Furthermore, as with TaintTrace, we assume a CPU-bound load to incur far more
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Figure 4.10: Times slowdown of DrASLRHarden against native for the
SPEC CPU 2017 speedint test benchmarks. All benchmarks not in-
cluded failed to compile, or caused a runtime error natively due to out-
of-memory conditions.

overhead than a heavily IO-bound workload, as with web servers such as NGINX

and Apache.

We evaluated our DrASLRHarden tool foremost on the speedint benchmarks

of the SPEC CPU 2017 benchmark suite. We performed all tests on a stock Asus

C100P Chromebook with a quad-code Rockchip ARM processor and 4GB of RAM.

In order to do so we setup a GCC toolchain compiled for soft floats. We also made an

effort to compile an entire toolchain, including glibc, without NEON instructions as

described in Section 3.2.3.3, though we were unable to remove them completely for

the stdlibc++ and gfortran libraries. In addition, due to lack of adequate hardware

we were only able to successfully run the test benchmarks, as opposed to the full

reference benchmarks; many of the reference benchmarks would allocate too much

memory, even without running under DrASLRHarden. Test benchmarks which

contained compile errors (the 602.gcc s and the 623.xalancbmk s tests) were thrown

out. Test benchmarks which contained runtime errors on native (the 631.deepsjeng s
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test) due to out-of-memory conditions were thrown out. Figure 4.10 illustrates the

performance of DrASLRHarden by measuring times slowdown against the same code

run natively.

The native test benchmarks took between 20 seconds and 215 seconds to run to

completion. Under DrASLRHarden, the test benchmarks took between 25 minutes

and 3 hours. The average slowdown across all tests was 78.3 times slowdown, a

stark contrast to even Memcheck ’s performance average performance degradation

of 30x (on x86). We can generally assume, however, that these slowdowns are slightly

pessimistic since the literature around the DynamoRIO framework suggests that for

longer-running processes such as the ref tests, the internal code generation phase of

DynamoRIO is amortized, whereas for the test benchmarks we expect DynamoRIO

initialization and code generation for application initialization code to dominate.

We can hazard some guesses as to why our performance is so poor, even

when compared to other tools like Valgrind and DrMemory. First, we note that

our shadow address translation code spans 5 instructions, notwithstanding some

register spill and restore code that might occur, whereas on x86 only 3 instructions

implement this same shadow address translation. Further, we note that although

we only currently include 8 instructions in our slowpath, whose taint propagation

steps are implemented in C via trampolines, some of these instructions are heavily

used, such as stmdb and ldmia (also known as push and pop). Since we emit these

instructions to manage the stack during function prologues and epilogues, these

instructions occur very frequently in many different programs.

To determine precisely how much time we spend in our slowpath (implemented

with clean calls), we employ a sampling-based approach built into DynamoRIO to

measure the percentage of time spent in inline instrumentation vs. the time spent

in our clean calls. We run this pc-sampling approach on the SPEC 2017 intspeed

benchmark, 620.omnetpp s, to reveal that we are spending roughly 78% of this

application’s execution time in clean calls, our slowpath, vs 12% of time in our inline

instrumentation, thereby affirming this claim. Thus it is appropriate to implement

at least the most common instructions like push and pop using only inline assembly.

On the other end of the workload spectrum, we discuss the relative slow-



43

Figure 4.11: Times slowdown of a single HTTP request on
DrASLRHarden against native for NGINX and Apache httpd. We test
throughput by measuring the time taken for an HTTP request to retrieve
a binary file of varying sizes.

downs of DrASLRHarden on two servers, NGINX and Apache. These servers for

the most part exhibit IO-bound workloads, as they are blocked on IO for the ma-

jority of a large, static HTTP request. Figure 4.11 illustrates a performance study

of DrASLRHarden over the two servers for static requests of varying sizes. Unsur-

prisingly, as we request larger and larger files from either server, the IO begins to

dominate the time taken by the entire HTTP request, and we begin to approach

near-native speeds.



5. FUTURE CONSIDERATIONS AND CONCLUSION

Since our early design goals discouraged false positives, our planned future work for

DrASLRHarden centers on determining the root causes of false positives as seen in

Chapter 4, as well as bringing down the false positive rate of our tool in general.

Recall that we noted a few false positives in system call-heavy coreutils programs

such as df. We also describe a few methods by which our analysis as described in

Chapter 2 and Chapter 3 may produce false positives; we acknowledge in particular

that DrASLRHarden must eventually correctly encode the operational semantics

of all ARM instructions, and must eventually fill in all system calls provided by

the Linux system call interface. We must also revert the shadow memory scale

optimization described in Section 3.1.3 and measure whether the number of false

positives decreases meaningfully on the aforementioned test cases.

It may also be prudent to employ a common technique among control-flow

integrity-based tools like TaintTrace and TaintCheck, whereby we only query taint

at write system calls which exfiltrate data to a network-backed socket or to the tty

[7]. Although this technique will not prevent the over-tainting problem exhibited

by our critical evaluation, it might serve to ameliorate the false positive rate of all

programs artificially (because we query for taint at fewer locations).

We also briefly entertain an interesting idea: for an attacker with enough

exploit primitives such as arbitrary write, it might seem appealing to simply ma-

nipulate taint in the shadow memory system we maintain. Similar attacks have

targeted the DynamoRIO code cache data structure as described in Chapter 1 [39],

as DynamoRIO internally marks all code cache pages as RWX. Although Microsoft

Edge has introduced such mitigations as Out-of-Process JIT to mitigate the exis-

tence of RWX pages [40], Umbra itself provides a solution for the protection of all

memory locations maintained by DynamoRIO [10].

Consider a scenario whereby an attacker attempts to write to the page table,

to a shadow page or to any basic block in the DynamoRIO code cache. On this

first access to this DynamoRIO-controlled memory, we assume our shadow address

44
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translation code sequence will fault because it tries to write to the shared read-only

page. Then, as described in Chapter 3, our Umbra fault handler catches the fault. In

order to prevent this type of wild pointer dereference, we may simply check whether

or not the application’s faulting address belongs to an application page. If it does

not, then we conclude the application attempted to write to DynamoRIO-internal

data structures, etc; we may exit immediately in this case.

However, this protection is still fallible as our assumption does not always hold.

Since we map shadow pages in discrete multiples of 64K byte blocks, an attacker

may spray pages until one page is within 64K of a DynamoRIO-internal page, so on

the application’s first access to DynamoRIO-controlled page no fault is generated.

In order to fix this problem completely we need to match the page size of the target

application. Of course, this might incur a high memory penalty, and potentially

necessitate a multi-level page table structure as currently implemented in modern

MMU’s, at a potentially drastic performance penalty.

5.1 Limitations

In Chapter 2, we discuss various taint analysis propagation policies at length,

however we note that our tool does not currently address Control Propagation. We

also describe DrMemory ’s approach to handling this, namely by detecting when an

uninitialized variable influences a conditional branch. Taking this line of thought,

we may implement this technique in order to identify certain classes of clearing func-

tions, though we must resort to heuristics to identify some such “tainted branches”

which are common enough that they might cause a significant number of false pos-

itives, for example NULL checks on pointers. In addition to this, we do not know

how to best handle this case that we have identified a potential clearing function;

we currently deny system calls that leak pointers, so that the program may continue

to run without exhibiting a leak, though this behaviour does not apply here.

Furthermore, our application of taint analysis does not catch leaks exposed

via the kernel filesystem-abstraction based interface in /proc; consider, for example,

the /proc/self/maps file which exposes to an interested process all of its memory

mappings. Although we may taint the addresses stored in /proc/self/maps when
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the current process reads this file, we punt on this.

Furthermore, our taint analysis does not extend to files in general, so a file

whose contents are tainted when written by an application will not contain any

taint on a subsequent read of this file. Although we may remedy this with a virtual

filesystem cache maintained by the DrASLRHarden which respects tainted contents

on subsequent file read, we again punt on this as we assume it will not be terribly

useful against exploits in the wild.

Finally, we reiterate that the discussion of deterring address pointer leaks

in Chapter 2 does not extend exactly to the Windows platform. As such, our

DrASLRHarden currently does not support Windows. Process loading comprises

one of the biggest differences between the Windows and Linux userlands, so it

comes as no surprise that code leak mitigations become the most difficult of the

discussed address leak mitigations to extend to Windows. Although we do not

provide rigorously tested ideas, we extend some advice on code relocations for the

Windows platform; this aids us in determining all areas in which code leaks may

occur. First, on process load the Windows loader will perform relocation “fixups” of

all relocations in a particular executable. This functions almost analogously to the

Linux loading process, except the relocations are not confined to a single location,

i.e. the global offset table, but rather may occur anywhere in the binary. However,

the Windows runtime also includes the Process Environment Block, a Windows

loader-maintained structure similar to the link map structure maintained by the

kernel loader. This structure also contains a linked list of all modules loaded in the

current process. Finally, the Windows Import Address Table functions similarly to

the Global Offset Table on Linux, and must be considered as well.

5.2 Closing Remarks

Recall in Chapter 2, we described a few design goals for our DrASLRHarden

tool, notably

1. Suitability for online usage

2. Reliability via a small false positive rate



47

3. Ability to perform analysis without source code

Although we have set out to implement an analysis which theoretically ad-

heres to all of these points, our current iteration of DrASLRHarden unfortunately

achieves these aforementioned points only to varying degrees. DrASLRHarden does

perform online instrumentation of the target binary and is thus amenable to real-

time protection, and tests on the NGINX server demonstrate an acceptable latency

for IO-bound processes. However, benchmarks on the SPEC speedint 2017 program

suite demonstrate heavily CPU-bound workloads for which our tool experiences

large performance penalties.

Our DrASLRHarden tool also exhibits many false positives in testing of core-

utils binaries as well as NGINX. To reiterate, we expect these false positives to

appear mainly due to our incomplete treatment of the full ARM ISA and Linux

system call environment or due to implementation bugs in the taint propagation

step; treatment of these issues should potentially ameliorate the false positive rate.

Treatment of the above issues will also allow us to adhere to Item 3; currently we

must recompile the target application with soft floats and without NEON instruc-

tions to maintain some precision in our analysis. However, filling out the ARM ISA,

including the FPU and NEON extensions, will remove this restriction completely.

The initial results of DrASLRHarden in our critical evaluation do indicate

that our analysis catches many of the leaks we aim to mitigate or to prevent. Fur-

thermore, we may do so efficiently, by merely tainting the return addresses of select

system calls which we expect to occur infrequently, as well as by tainting visible

pointers on process startup.
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